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Abstract

The efficiency of desktop publishing is severely limited by the lack of sophisti-
cated automatic document layout systems. State-of-the-art algorithms either
require the input to be written in a description language such as HTML and
LATEX, or to be a manually designed layout template. However, description
languages are ill-suited to express layout problems with weak semantics and
layout templates shift the burden from the end user to the template designer.

This thesis defines a general layout problem with linear constraints in
simple geometric terms. This problem definition encompasses many well-
researched layout problems, including table layout problems, yellow page
layout problems, and many user interface layout problems.

The first contribution of this thesis is an algorithm that solves this gen-
eral class of layout problems by treating them as equitable resource allo-
cation problems. The available document area is a resource that is dis-
tributed among inter-element gaps. The layout problem is transformed into
a lexicographic min-ordering optimization problem that is solved using linear
programming techniques in real-time. User-generated input problems are fre-
quently over- or under-constrained. If the layout problem is over-constrained,
the quality of the solution layout degrades gracefully. The layout algorithm
finds the solution layout with the most equitable distribution of constraint
errors among the soft layout constraints, i.e., the solution closest to the
user’s original intent. Conversely, the layout algorithm detects the under-
constrained subproblems that adversely affect the solution layout. It adds
the minimal number of constraints required to achieve the fully specified
layout problem that is closest to the user’s input.

The second contribution of this thesis is the creation of an intuitive di-
rect manipulation user interface that lets users create the aforementioned
class of general constrained layout problems. It hides the complexity of the
constraint system and avoids the usability problems that have plagued con-
straint drawing applications. It eliminates the need of document description
languages and manually-created layout templates.

The layout algorithm and the user interface have been implemented in
our ICBM system. In the evaluation, we show that the best state-of-the-art
specialized table layout algorithms do not outperform the general ICBM lay-
out algorithm by any significant margin.
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Zusammenfassung

Die Entwicklung effizienter Desktop Publishing Systeme wird behindert
durch den Mangel an leistungsfähigen, automatischen Layoutalgorithmen.
Aktuelle Algorithmen zum Layout ganzer Dokumente oder einzelner Seiten
erfordern entweder die Formulierung des Layoutproblems in einer formalen
Beschreibungssprache, oder sie benötigen fertige, detaillierte Layouttempla-
tes. Layoutprobleme mit schwacher Semantik lassen sich schlecht in formale
Sprachen umsetzen, Layout Templates verschieben den manuellen Aufwand
nur vom Endnutzer zum Template Designer.

Diese Dissertation definiert ein allgemeines, geometrisches Layoutproblem
mit linearen Constraints. Dieses Problem umfasst verschiedene, gut unter-
suchte Layoutprobleme, z.B. Tabellenlayout, Yellow Page Layout, und User
Interface Layout Probleme.

Das erste Ergebnis dieser Dissertation ist ein Layoutalgorithmus, der das
beschriebene Layoutproblem löst, in dem er es als Ressourcenallokationspro-
blem interpretiert. Die Fläche einer einzelnen Seite ist eine Ressource, die zwi-
schen den visuellen Elementen einer Seite verteilt wird. Das Layoutproblem
wird in ein lexikographisches min-ordering Optimierungsproblem übersetzt,
das durch lineare Optimierung in Echtzeit gelöst wird. Die Lösungen manuell
erzeugter Layoutprobleme sind häufig über- oder unterbestimmt. Wenn das
Problem überbestimmt ist, also keine gültige Lösung besitzt, muss der Algo-
rithmus die Lösung finden, die am nächsten an der intendierten Lösung ist.
Der Algorithmus erkennt nicht eindeutig definierte Probleme mit unbefriedi-
genden Lösungen und fügt die minimal notwendige Anzahl von Constraints
hinzu um das vom Nutzer beabsichtigte Layout zu erzeugen.

Das zweite Ergebnis dieser Dissertation ist die Entwicklung einer intui-
tiven Benutzerschnittstelle, die es erlaubt, die vorhergehend beschriebenen
Layoutprobleme zu erzeugen. Sie verbirgt die Komplexität des Constraintsys-
tems und vermeidet die Komplexität constraint-basierter Grafikanwendungen
der Vergangenheit. Diese Benutzerschnittstelle macht formale Beschreibungs-
sprachen und manuell erzeugte Layouttemplates überflüssig.

Der Layoutalgorithmus und die Benutzerschnittstelle wurden als Teil des
ICBM Systems implementiert. Die Evaluation zeigt, dass die besten Tabel-
lenlayoutalgorithmen keine signifikant besseren Ergebnisse produzieren als
der allgemeinere ICBM Layout Algorithmus.

Schlagwörter:
Automatisches Layout, Constraints, Interaktion, Optimierung
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Chapter 1

Introduction

When the creative part of writing a new and insightful text has been finished,
the chore of adapting the document to its desired output medium begins.
Today, a single illustrated text may be printed as a book, published on a
website or transformed into a screen presentation in front of a large audience.
Each output medium has different requirements on the size of the font and
the images as well as on the content’s arrangement. Put differently, each
medium imposes different constraints how the document must be presented
that are completely independent of the document content.

Many researchers have developed applications that allowed the user to
separate the document content from its graphical presentation. These ap-
plications derive constraints from the chosen output format and calculate
the optimal document layout given the user-defined content and the format-
specific constraints. Other applications derive constraints from the semantics
of the document content itself.

Generating document layouts without any user intervention can be very
convenient but the user loses all control over the result. Few people would
notice if the latest quarterly SEC filing had been laid out automatically. A
print magazine editor on the other hand would never accept anything less
than total control to achieve a pixel-perfect layout.

In general, high-quality document layouts can be generated automatically
if the document structure and content strongly suggest a certain graphical
arrangement. The less the content is structured, the more user input is
necessary to find the visual arrangement that corresponds to the content’s
semantics. As an example, consider the layout of presentation slides. Often,
they contain disparate pieces of information that are held together by what
the presenter is saying while the slide is shown. Such a slide cannot be laid
out automatically without knowledge of the oral presentation. Even if there
were a simple way for the user to express her thoughts in a form that a

3



4 CHAPTER 1. INTRODUCTION

document layout system could interpret, the user would find this hard to
do without actually seeing the layout. An interactive application can help
the user discover how her argument can be brought across visually but also
what her argument actually is. Being able to try out and discard alternative
layouts can guide the user towards a more precise understanding of what
exactly the slide should express.

The user’s primary task is to develop the global layout structure: Which
element is drawn on top, or on the left, where it is first read? Which elements
are presented adjacent to that, below or next to it? Charts, tables, images,
text boxes are arranged by the user in a way that clearly expresses how the
presented pieces of information complement each other. A layout system can
aid this process by taking care of the details. If the user squeezes another
chart between two explanatory boxes of text, both must be moved apart to
accommodate the added content. If the user types into a text box, its size
must increase, and neighboring elements have to move.

So far, little work has been undertaken to make the creation of adapt-
able constraint-based document layouts an interactive process. There is an
abundance of special layout tools for state diagrams, flow charts, and organi-
zational charts that exploit application specific constraints. But by their very
nature, special purpose layout tools are not flexible and they limit the user
to one specific presentation format. On the other hand, a user can quickly
sketch diagrams with a standard drawing application, but once he or she
tries to make further changes to the document it becomes apparent where
these programs fall short: General purpose drawing programs are unaware of
diagram specific layout constraints, e.g., that shapes in the same hierarchy
level should be aligned and have the same size. A small change to one part of
the drawing can lead to a cascade of necessary adaptations until the desired
layout is reestablished.

The thesis of my dissertation is that with the computer performance avail-
able today, user interactions can be analyzed, visualized, and transformed
into a system of layout constraints that can be solved in real-time using
a generic layout algorithm. The resulting system unites the adaptability of
constrained layouts with the familiarity and flexibility of direct manipulation
interfaces, and it can be used to create an unprecedented variety of document
layouts.
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1.1 Contributions
The contributions of this dissertation are two-fold:

1. This thesis presents a layout algorithm that calculates solutions for a
very general class of layout problems.

• A layout problem is defined over so-called gridlines. A gridline
represents, e.g., the left coordinate of a text box.

• Gridline relations may be further specified using linear constraint
equations. Linear constraints allow the specification of absolute
gridline positions, but the layout algorithm does not require any
positional information.

• The presented layout algorithm solves this general class of layout
problems without further information using an equitable resource
allocation approach.

• It is capable of handling under-constrained and over-constrained
input problems gracefully. Its output is deterministic and aesthet-
ically pleasing in case of under-constrained inputs and it minimizes
the extent of infeasibilities if the input has been over-constrained.

The layout algorithm solves an unprecedentedly general class of layout
problems. The class of permitted problems encompasses the problems
of table layout, flow chart layout, and general page layout. The pre-
sented algorithm can be used to relayout pages when the page size
changes. The layout algorithm is compared to several special-purpose
table layout algorithms and the evaluation shows that it calculates re-
sults of equal quality on a majority of problem instances, despite its
superior generality.

2. The second contribution of this thesis is the direct manipulation user
interface designed to let users specify the aforementioned class of layout
problems.

• The user interface reuses familiar interaction mechanisms of well-
known applications like Microsoft PowerPoint. It lets users in-
teract directly with graphical objects like text boxes, arrows, and
charts to build page layouts. The user interface never exposes the
underlying constraint system to the user.

• All user actions are continuously visualized and can be be easily
reversed in case of an error, which lets the user feel in control of
the system.
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• By default, all user actions are implicitly translated into doc-
ument layout constraints that express the user’s expectations.
Slide elements are implicitly constrained to fit their text con-
tent. The discrete set of narrowest width-height-configurations
of each text-containing shape is calculated using a Dynamic Pro-
gramming algorithm. The step-function formed by these width-
height-configurations is approximated using linear equations.

• If desired, the user has total control over the resulting layout be-
cause she can specify object positions and sizes explicitly. These
interactions are familiar to users of interactive drawing programs
and do not require the user to understand the concept of con-
straints. The user interface clearly divides the responsibilities of
the user and the layout system. It is always either the layout algo-
rithm or the user who specifies object positions and sizes. There
can never be a conflict between both.

• The presented interface includes most familiar interactions like
cut, copy, paste, undo and redo which have been extended to
manipulate both shapes and the constraints between them. All
user interactions are built from a set of elementary operations to
manipulate instances of the layout problem.
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1.2 Outline
The following chapter starts with an introduction to constraint satisfaction
and constraint optimization problems and how these problems have been ap-
plied to the domains of constrained drawing and automatic document layout.
The chapter gives an extensive overview of the work that has been done in
these two problem domains. From this body of research I derive a list of
requirements that an interactive constraint applications must meet.

Chapter 3 illustrates with the help of a simple example the shortcomings
of the current state-of-the-art in user interaction and document layout appli-
cations. It proceeds with a high-level overview of this thesis’ proposed answer
to these shortcomings, the so-called ICBM system. The chapter closes with
a formal definition of the layout problem.

Chapter 4 describes a set of algorithms that can be used to create and
manipulate instances of the layout problem defined in chapter 3. The algo-
rithms describe how to insert, delete, move, and rotate shapes, their attached
constraints, and the gridlines that the shapes are bound to. These algorithms
can be used in the implementation of a user interface that transforms familiar
interaction patters into instances of the layout problem.

Chapter 5 is divided in two parts. In the first part, I describe how to derive
layout constraints from the user input, i.e., how to interpret the user’s draw-
ing. The layout algorithm derives constraints on the desirable text box sizes
and constraints that govern the distribution of space among inter-element
gaps. In the second part, I describe the layout problem as a lexicographic
min-ordering optimization problem and I present an algorithm that solves
this kind of linear optimization problem. The presented algorithm handles
over-constrained problems by maximizing the degree of constraint satisfac-
tion in soft constraints. A separate algorithm detects the undesired effects
of an under-constrained problem a posteriori and adds additional constraints
until the layout solution is uniquely defined.

Chapter 6 demonstrates the capabilities of the ICBM system. Carefully
chosen example layouts show the generality and the capabilities of the pre-
sented layout algorithm. In a quantitative study, I compare the ICBM layout
algorithm to the best state-of-the art table layout algorithms and I show that
despite its superior capabilities, the ICBM layout algorithm performs as well
as specially optimized table layout algorithms on the same input problems.

Chapter 7 presents a summary of the lessons learned from this work and
an outlook on future improvements to the ICBM system.
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Chapter 2

Background

The first application that featured a graphical user interface was Sketchpad,
developed in 1964 by Ivan E. Sutherland [113]. Sketchpad was an interactive
application to create geometric drawings with the help of constraints. The
user could draw on the screen with a light pen. A row of switches next to the
screen controlled the constraints. The user could, e.g., constrain two lines to
be perpendicular by pressing the constraint switch and touching both lines
with the pen. Sketchpad supported grouping primitive elements into object
instances. Such compound objects could be duplicated, moved, and manipu-
lated. Exploring the capabilities of his new tool, Sutherland noted two useful
applications: Kinematics and Computer-Aided Design. Sutherland described
a simple constrained animation shown in Fig. 2.1: Three lines, each of fixed
length, are connected to form a chain. The first line is fixated at its begin-
ning and the last line at its center. If the user moves the first line up and
down on the screen, the third line starts to rotate like a steam engine drives
a camshaft.

The idea to use constraints in graphical applications is so natural, that it
exists for as long as graphical user interfaces do. Over the last forty years con-
straints have been applied to many different application scenarios, including
user interface design, geometrical drawing, graph layout, table layout, and
document layout. By defining a constraint, a designer can express the rela-
tion he wants two graphical objects to satisfy without having to define how
this relation is to be maintained. Specialized solution algorithms exist for
many classes of constraint problems.

9
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F i g u r e  12. B i n a r y  coded decimal  encoder for  clock. 

Encoder  was  p lo t ted  exac t ly  12 inches in d iamete r  for  

d i rec t  use as a layout.  

d icate  the  t ime. Total  t ime fo r  placing crosses 

was  20 minutes ,  most  of  which  was spent  t ry -  

ing  to i n t e r p r e t  a pencil  sketch of  the i r  posi- 

t ions. 

L I N K A G E S  

By f a r  the most  i n t e r e s t i n g  appl ica t ion of 

Ske tchpad  so f a r  has been d r a w i n g  and moving  

l inkages.  The abi l i ty  to d r a w  and then move 

l inkages opens up a new field of  graphica l  

man ipu la t ion  t h a t  has  neve r  before  been avail-  

able. I t  is r e m a r k a b l e  how even a simple link- 

age  can gene ra t e  complex  motions.  F o r  ex- 

ample,  the  l inkage of F i g u r e  13 has  only th ree  

mov ing  par ts .  In this  l inkage  a cent ra l  ± link 

is suspended be tween  two links of  d i f ferent  

lengths .  As the s h o r t e r  link rotates ,  the longer  

one oscillates as can be seen in the mult iple  

exposure .  The ± link is not  shown in F igu re  

13 so tha t  the motion of  f o u r  points on the 

u p r i g h t  pa r t  of the L m a y  be seen. These  are  

the  fou r  curves  a t  the top of the  figure. 

To make  the th ree  b a r  l inkage,  an instance 

shaped  like the ± was d r a w n  and given 6 

a t t ache r s ,  two a t  its jo in t s  w i th  the o the r  l inks 

and  fou r  a t  the places whose  pa ths  were  to be 

observed.  Connect ing the  2 shaped subpic ture  

onto  a l inkage composed of  th ree  lines wi th  

fixed length crea ted  the  p i c tu re  shown. The  

d r iv ing  link was ro ta ted  by t u r n i n g  a knob be- 

low the scope. Total  t ime to cons t ruc t  the link- 

age was less than  5 minutes ,  bu t  over  an hour  

was  spent  p lay ing  with it. 

A l inkage t ha t  would be difficult to build 

physical ly  is shown in F i g u r e  14 A. This  link- 
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F i g u r e  13. T h r e e  b a r  l inkage.  The  pa ths  of four  points  

on the cen t r a l  l ink a re  t raced .  Th i s  is a 15 second t ime 

exposure  of  a moving  Ske tchpad  drawing.  

F i g u r e  14. Conic d r awing  l inkage.  As the  " d r i v i n g  

lever"  is moved, the  point  shown w i t h  a box a round  i t  

( in A)  t races  a conic section. Th i s  conic can be seen in 

the t ime  exposure  ( B ) .  
Figure 2.1: Three linked lines animated interactively in SketchPad. Image
originally appeared in [113].

2.1 Constraint Satisfaction
A constraint satisfaction problem consists of a set of variables, each of which
represents a decision that can be made. Associated with every variable is
a domain of values that this variable can take. Deciding on a value for one
variable can have implications for the remaining decision variables. These
consequences are modeled by constraints. Each constraint restricts the values
that can be assigned to a set of variables.

Definition 1. A Constraint Satisfaction Problem (CSP) is defined by
a pair Πsat = (X,C) where

• X = {(v1, D1), . . . , (vn, Dn)} is a set of domain variables xi = (vi, Di)
each of which comprises a variable vi and a domain Di. ∆(Πsat) =
D1 × · · · ×Dn is called the search space of Πsat.

• C = {c1, . . . , cm} is a set of constraints cj ⊆ ∆(Πsat).

The set

S(X,C) = {(d1, . . . , dn) ∈ ∆(Πsat) | ∀ci ∈ C : (d1, . . . , dn) ∈ ci}

is called solution space of Πsat. Every (d1, . . . , dn) ∈ S is called a consistent
solution of Πsat, i.e., every variable vi is assigned a value di ∈ Di that satisfies
every constraint in C.
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A variable’s domain can be a set of discrete values such as a set of colors
{black,white} or a continuous set of values such as the set of all real values
R. Constraint satisfaction problems only answer the question if a solution
satisfying all the given constraints exists. Often, many such solutions exist
and the real problem is deciding which one of those is best.
Definition 2. A Constraint Optimization Problem (COP) is defined
by a triple Πopt = (X,C, o) where X and C are defined as in Def. 1 and
o : ∆(Πopt) → R is a function that assigns each variable assignment from
the underlying CSP a real value corresponding to its desirability. o is called
optimization criterion or objective function.

Usually, constraints are defined implicitly, i.e., in terms of equations, and
not as an explicit enumeration of permitted values. Many constraint satis-
faction and constraint optimization algorithms exist that find a solution to
such an implicitly defined CSP or COP. Several papers survey the constraint
formulations typically used in constraint-graphics applications and their as-
sociated solution algorithms [6, 63, 64, 120]. For completeness, these kinds
of constraints and their solution algorithms are presented on the following
pages.

2.1.1 One-way Constraint Propagation
One-way or data flow constraints are a simple and common class of con-
straints [119]. A one-way constraint is an equation of the form

y = F (p1, . . . , pn) y ∈ D0, p1 ∈ D1, . . . , pn ∈ Dn

where the pi are called parameters and F : D1 × · · · × Dn → D0 is a
user-supplied function. Every one-way constraint only has a single left-hand
variable y.
Definition 3. A pair Π = (X,C) with

X = {(x0, D0), . . . , (xn, Dn)}
and

C = {ci : xi0 = Fi(xi1 , . . . , xim) |Fi : Di1 × · · · ×D1m → Di0}.

is called a One-Way CSP if and only if every connected component of
the one-way constraint graph G(Π) = (V,E) with the set of nodes V =
{x0, . . . , xn} and the set of directed edges

E =
⋃

ci∈C

{(xi1 , xi0), . . . , (xim , xi0) | ci : xi0 = Fi(xi1 , . . . , xim)}

is a tree where each node has at most a single incoming edge.
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The term one-way now describes a property of the propagation algorithm
used to solve problem Π. If Π is a One-Way CSP, a one-way constraint
satisfaction algorithm only has to propagate the variable values from each
node along the directed edges of graph G(Π) [31, 105, 58, 1, 5, 4]. The
propagation is conflict-free, because every vertex is either a node with only
outgoing edges or it only has a single incoming edge defining its value. Since
G(Π) is a tree, it has no circles and thus no path following the directed edges
can visit a vertex twice.

One-way constraints and their solution algorithms have been developed
to solve very simple problems arising in interactive applications in which the
user can only manipulate a single variable at a time whose changes have to
be propagated through the above graph.

2.1.2 Multi-Way Constraint Propagation
Many problems arising in interactive constraint applications cannot be ex-
pressed as One-Way CSPs. Multi-way constraint propagation algorithms
solve a variety of constraint optimization problems that arise frequently in
constraint drawing applications [107, 39, 118, 62]. If a user-defined constraint
satisfaction problem is under-specified, i.e., its solution set is very large, it
is necessary to decide upon the best solution according to some objective
criterion. Conversely, if the solution set is empty, i.e., if no assignment of
values to variables satisfies all constraints, it is often desirable to find the
assignment that is closest to a consistent solution.

Definition 4. AHierarchical Constraint Optimization Problem is de-
fined as a quadruple Πhcop = (X,C, o, h) where the triple (X,C, o) is a con-
straint optimization problem according to Def. 2 and h : C → {0, . . . ,m} is
a function that assigns each constraint in C a hierarchy level. The optimiza-
tion criterion o is defined as a function o : ∆(Πhcop) → Rm where for every
assignment of values to variables d ∈ ∆(Πhcop):

o(d) = (card({c |h(c) = 0 ∧ d ∈ c}), . . . , card({c |h(c) = m ∧ d ∈ c})).

Thus, the i-th component of vector o(d) defines how many constraints in
hierarchy level i d satisfies.

Definition 5. Given a hierarchical constraint optimization problem Π =
(X,C, o, h) according to Def. 4, a tuple d ∈ ∆(Πhcop) is called a solution of
Π if

¬∃d′ ∈ ∆(Πhcop) : o(d′) >lex o(d)
where >lex is the lexicographic > operator.
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According to this definition, a constraint in level i dominates the con-
straints of subsequent less important levels j > i. If a solution d satisfies
the same number of constraints in levels 0 to i as solution d′, but one more
constraint in level i+ 1, the number of constraints satisfied by solution d′ in
levels j > i+ 1 is not considered anymore [17, 19, 15].

Instead of maximizing the number of satisfied constraints in each hierar-
chy level, a user might be interested in satisfying some constraints as much
as possible.
Definition 6. A Constraint Error Optimization Problem is defined
as a quintuple Πecop = (X,C, o, h, e) where X, C, and h are defined as in
Def. 4 and where e : C × ∆(Πecop) → R is an error function that for each
constraint c ∈ C and solution d ∈ ∆(Πecop) computes a measure of how
far away d is from satisfying c. The optimization criterion o is defined as a
function o : ∆(Πecop)→ Rm where for every assignment of values to variables
d ∈ ∆(Πecop):

o(d) = (
∑

c∈C,h(c)=0
e(c, d), . . . ,

∑
c∈C,h(c)=m

e(c, d)).

As in Def. 5, the lexicographic maximum of o(d) over all d ∈ ∆(Πecop) is
the solution to problem Πecop.

2.1.3 Linear Optimization Methods
In recent years, linear constraints have become the standard in constraint-
based graphical applications. The following example shows a simple linear
programming problem:

max x2

x1 + x2 ≤ 7
− 2x1 + x2 ≤ 4
− 0.5x1 + x2 ≤ 3
x1, x2 ∈ R

The problem is illustrated in Fig. 2.2. The three solid lines indicate the
boundaries of the half planes defined by the inequalities in the above example.
Their intersection, i.e., the problem’s feasible region, is drawn in grey. The
dashed line is the objective function that takes its maximum at the tip of the
feasible region. The problem has a unique solution in point (22

3 , 4
1
3).

More formally, a linear optimization problem is the problem of maximiz-
ing or minimizing a linear objective function, subject to linear equality or
inequality constraints.



14 CHAPTER 2. BACKGROUND

y

x

5

2,5 5 7,50

2,5

!2x1 + x2 " 4 !0.5x1 + x2 " 3

x1 + x2 ! 7

max x2

!
2 2

3 , 4 1
3

"

Figure 2.2: A simple linear programming problem with a unique solution.

Definition 7. A Linear Optimization Problem in canonical form is de-
fined as

max cTx subject to
Ax = b

c ∈ Rn, x ∈ Rn, b ∈ Rm, A ∈ Rm×n

where c is the vector of objective function coefficients and the equations
Ax = b are constraints.

The feasible region defined by the constraint equalities is a convex polyhe-
dron. Consequently, any locally optimal solution is globally optimal. In the
example of Fig. 2.2, the feasible region is a two-dimensional convex polygon.

A linear optimization problem does not have a solution if its feasible
region is empty, i.e., if several constraints contradict each other. The feasible
solution can be unbounded in the direction of the objective function and in
this case there is no optimal solution since solutions can be constructed with
infinitely large objective function values. If the problem is neither infeasible
nor unbounded, the objective function always takes its maximum value in one
of the polyhedron’s vertices. An algorithm iterating over every vertex of the
polyhedron will find the optimal solution. This solution is not necessarily
unique. In fact, the solution is either unique or there are infinitely many
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solutions that cover an edge or facet of the polyhedron [28]. If two points are
optimal solutions, all their convex combinations must be optimal solutions
as well and thus there can be zero, one, or an infinite number of optimal
solutions to a convex optimization problem.

The simplex algorithm, developed by G. B. Dantzig in 1947, solves lin-
ear optimization problems by moving along a path of neighboring vertices
such that with each step, the objective function improves or remains un-
changed [29]. In practice, the simplex algorithm is very efficient, typically
with time complexity O(m) where m is the number of constraints [22].
The algorithm’s worst-case complexity, however, is exponential, as has been
demonstrated by Klee and Minty using a constructed optimization prob-
lem [80].

Interior-point algorithms [78] solve linear programming problems in poly-
nomial time by calculating a sequence of solutions on the interior of the
polyhedron that converges to the optimal solution. Although the worst-case
complexity of interior-point algorithms is much better than the worst-case
complexity of the simplex algorithm, the latter is more efficient in practice.

Recently linear constraint solvers have been developed especially for use
in interactive applications. Linear constraint solvers like QOCA [91, 90] and
Cassowary [18, 7] are capable of solving hierarchies of linear constraints.
QOCA’s objective function minimizes the squared distances between the so-
lution values and user-defined desired values. The Cassowary solver mini-
mizes the weighted sum over the constraint errors of non-required constraints.
Each constraint error is weighted by the constraint’s priority. Both solvers
use an incremental simplex algorithm that can update the optimal solution,
instead of recomputing it from the start, after constraints have been added
or removed. Hiroshi Hosobe has developed a number of powerful constraint
solvers for systems of linear and nonlinear constraints that also support con-
straint hierarchies [59, 60, 61].

The availability of many industry-strength solvers favors the use of lin-
ear constraints: CPLEX is one of the leading commercial solvers and it
can be used for Linear Programming and Mixed Integer Programming prob-
lems [74]. Two well-known open-source solvers are CLP [25] and DyLP [26]
both of which implement different versions of the Simplex algorithm. An-
other commercial solver, Mosek [95], solves problems combining linear and
conic equations of the following forms:

1. Quadratic cone:

x1 ≥
√√√√ m∑

j=2
x2

j , ∀i : xi ∈ R
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2. Rotated quadratic cone:

2x1x2 ≥
m∑

j=3
x2

j , ∀i : xi ∈ R.

Such conic constraints have been used in some layout applications that will be
presented later in this chapter. All of these solvers support the OSI standard
programming interface [27] and can be exchanged without requiring any code
changes.

2.1.4 Geometric and Non-Linear Constraint Solving
Some CAD applications let the user draw a rough sketch of points, lines, circle
segments, and arcs which have to be topologically correct. The user can add
constraints such as fixed distances and angles, parallelism, incidence, perpen-
dicularity, tangency, concentricity, and collinearity. The geometric constraint
solver transforms the sketch into a precise drawing. Several constraint solvers
exist that solve such systems of geometric constraints [21, 40, 83, 41, 60].

Non-linear numerical constraints such as quadratic equations have rarely
been used. Iterative methods like Newton-Raphson solve such constraint
systems numerically starting from a user-supplied initial solution [100, 56].
Some authors have researched the possibility of approximating non-linear
constraints with linear equations [70, 93]. Recently, an algorithm solving
systems of hierarchical non-linear constraints has been presented, although
the algorithm is not guaranteed to find globally optimal solutions [61].

2.2 Interactive Applications
Following in the footsteps of Ivan Sutherland, many researchers built on
SketchPad [113] and explored better user interfaces and different constraint
satisfaction algorithms.

2.2.1 Constraint-Based Drawing
One of the earliest direct manipulation drawing programs using constraints
was Juno [100] later followed by Juno-2 [56] both of which shared impor-
tant characteristics. Juno was a what you see is what you get (WYSIWYG)
graphical editor allowing the user to compose drawings of points and lines.
Four constraints were supported by Juno: The distance between two pairs of
points could be made equal, the vectors between the points could be made
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parallel, and a vector between two points could be set to a vertical or horizon-
tal orientation. Juno used an iterative numerical algorithm that converged
towards the optimum starting from an approximate solution. The user had
to draw a roughly correct sketch that served as the solver’s starting point.

Juno and Juno-2 provided a second interface to the same drawing via its
imperative language. Both, the WYSIWYG view and the programming view
were shown in parallel as in Fig. 2.3. Each interactive change to a drawing
resulted in a change of the code. A proficient user could edit the code, e.g.,
to create new constraints from the existing primitives.

Figure 5. A screen snapshot of the Juno-
2 user interface. Visible are: the palette of

built-in tools; the palette for the predefined

PSmodule; themenu of predefinedmodules;
the graphical view; and the program view.

module. The system simultaneously added variable declarations and draw-

ing commands to the program view.

Here is a synopsis of thePSmodule, which provides the PostScript-like

drawing operations used by Juno-2:

PS.MoveTo(p) starts a path at the point p,

PS.LineTo(q) extends the current path with a straight segment

to the point q,

PS.CurveTo(p,q,r) extends the current path with a curved

Bézier segment to r, using p and q as control points (see Figure 6),

PS.Fill() fills the current path with the current color, and

PS.Stroke() strokes the current path with the current color in the

current width and style.

The PS module also provides operations for controlling the current

color, controlling the width and style of strokes, and for painting and

measuring text, but we won’t describe them in this report.

Constraining. The second step of the standard procedure is to add con-

straints. In the case of the triangle, adding two predefinedCONG constraints

makes it equilateral; the program view changes simultaneously to include

the constraints as well as the drawing commands, as shown in the right of

Figure 5.

a

a

a

b

d

c

c

d

b

b

c

d

Figure 6. Three Bézier curves controlled by
a, b, c, and d.

CONG is one of several predefined geometric constraints:

p HOR q constrains points p and q to be aligned horizontally,

4

Figure 2.3: Juno-2’s dual view interface showing both the drawing and the
code producing the drawing side-by-side. Image originally appeared in [56].

GRACE [2] and Rockit [79] both tried to infer constraints directly from
user interactions. GRACE was a simple prototype for drawing points and
lines. Constraints could be added both by the click of a button and subse-
quent selection of the participating points, or by demonstrating the desired
relation. When a point was dragged, it could be snapped to another point
so both aligned horizontally or vertically. If GRACE was in demonstration
mode, both points were aligned permanently, i.e., GRACE added a perma-
nent alignment constraint. A point’s position could be fixated by a long
click on the point. Constraints such as fixed line length and slope could not
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be specified by demonstration. While one object was dragged, the one-way
constraint system was continuously solved to move constrained objects along.

Rockit provided no explicit mechanism to specify constraints. Every con-
straint was inferred. When an object was dragged close to another one, the
constraint inference mechanism was invoked. Depending on the relative po-
sitions of the dragged and the stationary object, Rockit offered the user a
choice of possible constraints ordered by probability. Rockit supported six
constraint types: point coincidence, fixed distance, maximum distance, min-
imum distance, containment, and alignment. The inference mechanism was
not very specific and moving an object close to another could imply at least
a fixed distance, maximum distance, or minimum distance constraint. By
displaying a list of all inferred relations, Rockit gave the user ultimate con-
trol over the establishment of constraints. By default, all constraints were
undirected although the user could make individual constraints directed. As
in GRACE, the constraint system was solved during user interactions and
one-way constraint systems were sufficient for that purpose.

The interactive specification of constraints was perfected by Michael Gle-
icher with Briar [44, 45, 46, 47], a powerful drawing program. Briar featured
an interaction mechanism termed augmented snapping: Whenever the user
dragged an object, e.g., a point onto a line or a circle, this relation could
be made permanent by establishing a constraint. Briar introduced auxiliary
objects that were not visible parts of the drawing but enabled the construc-
tion of complex constraints. With a fixed diameter circle as a helper object,
two points could be constrained to have a fixed distance. The circle center
coincided with the first point and the second point coincided with the circle
outline. Using helper objects for the construction of geometric constraints led
to undesirable consequences. It was difficult to find a distinct visualization
for every constraint and with the large number of helper objects the display
became cluttered quickly. This made a drawing hard to understand. Briar
used numerical methods similar to Juno and it also used the user-defined
drawing as a starting point. Because the constraint system was continuously
solved during user interactions, any user-defined configuration was a feasible
solution to the constraint system. Briar could be used to animate mechanical
systems, fulfilling Ivan Sutherland’s vision. Gleicher built a working model
of a simple engine, shown in Fig. 2.4, that transformed the up-and-down
motion of combustion cylinders to the rotating motion of a camshaft. After
developing Briar, he applied constraint solving methods successfully to the
field of computer animation [49, 48].

Ultimately, creating geometrical drawings with the help of constraints
never became mainstream. Simpler approaches proved to be sufficient, ex-
cept for certain niches: The latest versions (in early 2009) of state-of-the-art
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Figure 4: A constrained model of an engine. As the model is dragged, the constraints are enforced,

allowing the user to experiment with the kinematic behavior of the object.

call such const raints, which are meant to be short-lived, “lightweight” constraints.

Dragging is one example of a lightweight constraint. It is achieved by temporarily constraining

the point being dragged to follow the mouse. Ano ther useful lightweight constraint is the tack.

Tacks hold a particular point in place. They act as an extra hand, making it easy to stretch or rotate

an object. Nailing a point at a particular point in space is a common facility in constraint-based

systems. Making it easy to place and remove the nails easily enables new uses for them. For

examp le, tacks can perform the tasks that anchors do in tra ditional Snap-Dragging [Bier 1989],

specifying the center of rotation and scaling.

4. Displaying And Editing Constraints

A constrained drawing has more state that must be displayed to the user than a non-cons trained

one does. A system must convey to the user not only the geometry of the model, but also the

constraints. The user must be able to edit this structural information as well as the geometry.

Previous constraint-based systems have used three types of techniques for displaying constraints

to users: textu al languages, diagrammatic representations, and graphical cues drawn directly on

the model.

Textual langu ages for describing constraints, such as that employed in Juno [Nelson 1985],

have the advantage that they are editable. Unfortunately, they are distinct from the drawing and

can be difficult to connect. Schematic representations of constraints, such as that pres ented in

[Borning 1986], are similar in that the constraint display is separate from the drawing.

11

Figure 2.4: Model of an engine constructed with Briar. While the point is
dragged, the constraint system is solved repeatedly and the engine is ani-
mated. Taken from [44]
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CAD applications like TurboCAD, SolidWorks, and AutoCAD Inventor sup-
port constraints to model and simulate the behavior of mechanical systems.
AutoCAD can be extended, e.g., with the IDX Variable Constraint System,
to support constraints as well.

Constraints were also used in diagram editing applications. Helm et al.
extended the UniDRAW framework, developed to facilitate the creation of
custom graphical editors, and created a constraint-based diagram editor [55].
A diagram is a drawing composed of rectangular objects, some of which
may contain text, that can be connected by arrows. In constrast to earlier
constraint-based editors, the application used the QOCA linear programming
solver [90]. The UniDRAW diagram editor used constraints to specify rela-
tions between shapes, such as alignment, and relations inside a shape, e.g.,
that a rectangle be square. The constraint system had to be solved continu-
ously during user interactions. The user could influence the diagram layout
by inserting spring constraints between shapes. The application calculated a
minimum energy configuration over all springs and it minimized the distance
each graphical object was moved from the user-defined position.

Spring constraints are still used, e.g., by the Apple User Interface Builder,
to define the behavior of resizable dialog windows. The Size Inspector shown
in Fig. 2.5 specifies an element’s size and position relative to its container. In
the Size & Position panel, the position of the element’s corner or its center
can be fixed. The Autosizing panel defines the element’s behavior if its parent
view is resized. Struts fix the distance between an element edge and the edge
of its containing view. Springs define that the element resizes proportionally
with its parent view along the specified direction.

Common drawing applications like CorelDraw, Adobe InDesign, Micro-
soft PowerPoint, or Microsoft Visio do not use constraints. At most, drawing
programs allow the creation of guidelines to which objects can be attached.
Moving a guideline then moves the attached objects [117]. A guideline can
be represented by a simple one-way constraint.

2.2.2 Snap-dragging
The pragmatic snap-dragging approach, presented by Eric Bier in 1986 [13],
has become a standard interaction technique. With snap-dragging, objects
that are moved, rotated, or resized stick to preferred positions, angles, or
sizes within a certain snap tolerance. When dragging a two-dimensional
object in the plane, the edges of the moved object can snap to the edge of
another object once the distance between both edges is less than the snap
tolerance. When objects are rotated, certain angles like 0°, 45°, 90°etc. are
usually preferred and the rotation angle can snap to them. Similarly, while



2.2. INTERACTIVE APPLICATIONS 21

Struts

Springs

Figure 2.5: Spring constraints are used in the Apple Interface Builder to
specify the dynamic behavior of user interface elements.

an object is scaled, its size may snap to multiples of its original size or to
multiples of some other unit. With snap-dragging, users can interactively
create precise drawings.

Snap-dragging constrains the user interaction but the constraints are not
made permanent. Non-permanent constraints have also been used in au-
tomatic beautifiers. Pegasus [73] lets the user sketch a drawing and infers
geometric constraints from the vectorized strokes. Inferred constraints are
enforced a single time but are not made permament. The inferred constraints
aid in the construction of precise line-based illustrations by making lines au-
tomatically perpendicular, parallel, or the same length.

2.2.3 User Interface Toolkits
Parallel to the development of constraint-based graphical editors, several re-
search groups devised user interface toolkits that made the development of
such applications easier. The first such toolkit was ThingLab [20, 16], an
extensible kit-building kit developed in SmallTalk. Users could implement
new SmallTalk classes, giving them both a visual representation and behav-
ior. Class instances could be combined interactively in ThingLab’s graphical
user interface to form dynamic systems.

Peridot [97] and its successors Garnet [98] and Amulet [99, 96] were fo-
cused on the construction of interactive graphical applications. Peridot was
a visual programming environment in which user interface components could
be arranged interactively. Peridot featured a rule-based inference engine that



22 CHAPTER 2. BACKGROUND

helped users specify the application behavior. Garnet provided much more
complex user interface gadgets, added a programming interface, and included
interactor objects. Interactors implemented common user interface actions,
e.g., dragging, inserting text, or navigating menus. Amulet was reduced to
a rapid application development framework. The Amulet framework already
supported functionalities like undo, copy and paste, object selection and re-
sizing via standard interfaces. New graphical widgets only had to implement
the interface functions. Similar UI toolkits that enabled the user to specify
interface behavior with constraints included Rendezvous [57] and the Pen-
guims system [66, 65].

2.2.4 Summary
Ben Shneiderman coined the term direct manipulation interfaces for inter-
active systems that give the user direct control of objects via physical ac-
tions [109, 110]. Shneiderman identified key properties of highly usable
human-computer interfaces. His analysis provides the necessary criteria to
evaluate the achievements and shortcomings of constraint-drawing interfaces.
The three principles of direct manipulation interfaces are

1. Continuous representation of the objects and actions of interest;

2. Physical actions or presses of labeled buttons instead of complex syn-
tax;

3. Rapid incremental reversible operations whose effect on the object of
interest is immediately visible [110].

Not every graphical user interface fulfills these requirements and, con-
versely, direct manipulation interfaces do not have to be graphical interfaces.
Window managers on all operating systems allow the user to manipulate the
position and size of application windows interactively. Until a few years ago,
the window content did not update while the user dragged a window. The
manipulated object was thus not continuously represented, only its outline
would have followed the mouse cursor. Direct manipulation systems should
give the user the feeling of interacting with objects themselves, and continu-
ously representing the objects on the screen is important in maintaining this
illusion.

Shneiderman suggests that application interfaces that incorporate these
principles have many beneficial attributes:

1. Novices can learn basic functionality quickly, usually through a demon-
stration by a more experienced user.
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2. Experts can work extremely rapidly to carry out a wide range of tasks,
even defining new functions and features, because they can explore ar-
eas of interest interactively and do not have to learn a complex syntax.

3. Knowledgeable intermittent users can retain operational concepts.

4. Error messages are rarely needed.

5. Users can see immediately if their actions are furthering their goals,
and if not, they can simply change the direction of their activity.

6. Users have reduced anxiety because the system is comprehensible and
because actions are so easily reversible. (See [109], p. 251)

Hutchins, Hollan, and Norman [72] analyze how direct manipulation in-
terfaces can reduce the user’s cognitive effort both in performing a task and
in understanding the presented result. Direct manipulation interfaces are
supposed to reduce the distance between the task the user has in mind and
the way the task can be achieved using an application interface. Hutchins
et al. call this the gulf of execution. Direct manipulation interfaces also have
to minimize the distance between a system’s output and the user’s under-
standing, termed the gulf of evaluation by the authors. Results should be
presented in a way that corresponds with the user’s mental model so she can
easily perceive, interpret and evaluate them.

Adapting a user interface to the mental concepts of its users reduces the
application’s generality as Hutchins et al. describe. Common tasks can be
made extremely simple, even for novice users, but tasks other than those
foreseen become impossible to accomplish. This lack of generality is one of
the most important disadvantages of direct manipulation interfaces that the
authors mention.

The constraint-based drawing applications presented in this chapter were
general-purpose drawing applications, supporting typical geometric primi-
tives like points, lines, and rectangles. Their interfaces implemented many
of the principles of direct manipulation outlined above. Juno and Juno-2
extended the graphical interface with a constraint equation editor. The pow-
erful new concept of constraints they introduced, significantly widened the
gulf of execution and the gulf of evaluation.

Expressing Intentions Using Constraints

The user has to understand how to express his intentions in terms of con-
straints, i.e., she has to bridge the gulf of execution. In very few application
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scenarios do users actually think in terms of constraints. Engineers who use
CAD applications to simulate mechanical systems, to engineer car engines,
or to analyze the structural properties of a building understand what a con-
straint is and can think in terms of constraints. The user proficient in using
a document processor and a presentation program who wishes to draw a flow
chart almost certainly does not know what a constraint is.

Many of the presented applications used constraints to create new graph-
ical objects from geometrical primitives by connecting lines, fixing their
length, and constraining their angles. Most interactive applications today
achieve the same goal by grouping several objects, effectively creating a new,
compound object in the process. The object group behaves like a single ob-
ject and can be dragged, rotated and scaled. Constraints have also been
used to declare that two objects in a diagram be connected by a line. A con-
necting line has several important properties: It should not intersect other
objects, it should be rectilinear, and have as few bends as possible. It is
difficult to express these requirements as generic constraints. A procedural
algorithm, on the other hand, can recompute optimal routings of connecting
lines on-the-fly while an attached object is dragged.

To a user drawing a flow chart, the concept of grouping objects and of
drawing a rectilinear connecting line are immediately obvious. These con-
cepts correspond to the user’s needs in a way that generic constraints do not.
Constraints could be seen as a low-level technique that could be employed
to maintain desired properties like the grouping of primitives. But exposing
them to the user demands too much prior knowledge that most users do not
possess.

Understanding Constrained Drawings

Constraints can affect the behavior of drawn objects in ways difficult to
predict. Constrained drawings thus widen the gulf of evaluation. In the
presented applications, constraints were used to define object behavior. If
a single object was selected by the user and subsequently moved, other ob-
jects were moved too if they were connected by a chain of constraints. In
studies, users have reported that such a behavior is highly unintuitive [117].
Although the user has manipulated only a single object, the effects of his
action propagate through the whole drawing. At best, the cognitive effort
required to predict such effects is reduced by visualizing every constraint as
Briar did. This approach increased the visual clutter and made drawings
hard to understand in another way.

All presented constraint-drawing applications restricted user interactions.
Briar, e.g., enforced all constraints during a user action. A user could not
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perform an action that was prohibited by a constraint, unless the user deleted
the constraint explicitly. This implies very strong constraint semantics. A
constraint expresses a permanent property of the system that must be upheld
even if further user actions contradict it. In a CAD application, the user
may specify the thickness and length of a steel bar spanning a building floor.
Such a constraint must restrict the permitted user actions. The constraint
prevents the user from widening the space that the steel bar spans beyond
the maximum length at which the bar can still support the weight of the next
floor. Such strong constraint semantics require the user to think in terms of
constraints, i.e., the user must consider the constraints an integral part of
the drawing.

The constraint solver adds another level of complexity. Both the user
and the constraint solver may change the positions and sizes of objects. If
the user understands the constrained drawing in front of him and knows how
to express his intentions in terms of constraints, there is still an element
of uncertainty because the constraint solver may not calculate the intended
result. In the presented applications, the user specified all object positions
and sizes. After the user had added some constraints, the constraint solver
tried to recompute both the object positions and sizes. In order to maximize
the predictability, all systems minimized the deviation from the user-specified
input. In many situations, the results are close enough to the user’s input so
the user is not surprised. A small change could make the previous solution
infeasible, causing the constraint solver to make significant and unexpected
changes.

Conclusion

Although many researchers explored the possibilities of using constraints
in interactive drawing applications, they have not been widely adopted in
mainstream drawing applications. The capabilities of constraint-based ap-
plications only outweigh their additional complexity for users that are able
to express their intentions in terms of constraints.

2.3 Document Layout
The research area of automatic document and page layout is both active and
successful. Almost everyone working with computers will have had some con-
tact with automatic document layout techniques. Interactive word processors
perform basic layout tasks like line breaking, or the placement of floating fig-
ures. Every web browser renders tables depending on the size of the content
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each table cell holds. Document layout systems like LATEX solve all of these
problems with little user intervention. In the following, the term document
layout is used both for multi-page and single-page layout problems.

2.3.1 Task-specific Layout Algorithms
The simplest content arrangement is a regular grid. In a grid layout, the
document elements are fitted to an integral number of cells. Feiner’s GRIDS
system [36] generated an optimal grid from the document content, display
properties, and user preferences. The layout algorithm determined the op-
timal size of a grid cell depending on the distance at which the information
was read, basic rules of legibility, and the amount of text contained in each
cell. This information was expressed using a special display grammar.

Graf’s LayLab application followed a similar approach [52]. It generated
the grid automatically and matched the document content to the individual
grid cells. It combined two different constraint solvers, a numerical local
propagation solver and a finite-domain solver. The interactive visual pro-
gramming tool InLay [51], used to draw and layout flow charts, and the
automatic yellow page pagination tool YPPS [50] were both based on Lay-
Lab.

The yellow page layout problem has been solved with simulated an-
nealing [77], combinatorial algorithms [102], as well as constraint-based ap-
proaches [50]. The precise problem definition made it an attractive target for
layout algorithms. Yellow page layout is a combination of two bin-packing
problems. A stream of text entries has to be arranged in multiple columns
and a stream of larger advertisements, each belonging to a text entry, has to
be placed on the page. Both streams have no other semantical relations.

The table layout problem is similarly suitable for automatic layout algo-
rithms. A table cell can span several rows and columns and each cell has
constraints on its width and height. Stated as a decision problem, the ques-
tion is to decide whether the table fits into a rectangle of given width and
height. Most algorithms solve the optimization problem of finding a table
with minimum height for a given width. If a cell contains text there is a
discrete set of minimal width-height-configurations that are large enough for
the text to fit in. In that case, the table layout problem is an NP-complete
combinatorial optimization problem [115]. Efficient algorithms exist to enu-
merate each cell’s minimum height width-height-configurations if the text has
uniform height [3]. The width-height-configurations can be approximated us-
ing linear [84], or conic constraints [71, 69]. Iterative algorithms calculate
sequences of table layouts with decreasing height, starting from an initial
solution with minimum width [71].
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The problem of placing floating figures in documents containing text and
images [92, 68] has recently been investigated. Current document processors
like Microsoft Word or LATEX follow a first-fit approach. The floating figure is
placed at the first position behind its insertion location where it fits. Nathan
Hurst and Kim Marriott search a layout without obvious errors or LWOE.
They explain that humans rarely try to achieve a globally optimal layout.
Instead, an initial draft solution is optimized until it cannot be improved by
making obvious local changes. The proposed algorithms follow this iterative
approach to quickly find locally optimal solutions satisfying aesthetic criteria.

2.3.2 Document Template Algorithms
The layout algorithms explained so far cannot be used to layout rich doc-
uments containing text, illustrations and floating figures. Each algorithm
solves a special layout subproblem. Several researchers have tried to calcu-
late general document layouts by using adaptive templates. Adaptive tem-
plates express document layouts with constraint equations instead of fixed
values for positions and sizes. The Scalable Vector Graphics format (SVG)
has been extended to support constraints [8]. An adaptive template can be
limited to the output medium and a range of display sizes for which it has
been optimized. Such templates were developed by Jacobs et al. [76, 75]
for the rich layouts of magazine pages containing sidebars, overlapping im-
ages, and floating figures. Documents may contain sections with alternative
content. The presented layout engine chooses the best template considering
the output device and the document content and it decides which content is
displayed depending on the available page space. Figure 2.6 shows the same
document rendered for different page sizes.

Jacobs et al. presented an editing prototype for adaptive templates and
for documents containing sections of alternative content. McCormack et al.
developed an authoring tool for adaptive diagrams that supports the cre-
ation of different layout configurations, alternative content, and interactive
behavior [94]. The authors have chosen multi-way constraints instead of lin-
ear arithmetic constraints. For each interaction, the changed input variable
is known at compile time and the multi-way propagation algorithm can be
compiled into code. The supported layouts are “grid-like”, i.e., all objects
are placed with respect to some horizontal and vertical guidelines. The ap-
plication environment chooses the optimal diagram layout depending on the
display environment, user interaction, and user language.

Such template-based mechanisms generate documents with different con-
tent but the same layout. They solve document layout problems but they
cannot calculate new layouts themselves. This task is delegated to the tem-
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Figure 2.6: Examples of adaptive documents rendered using templates opti-
mized for the different page sizes. Originally published in [76].

plate designer. The TALL template language [32] lets the user describe the
high-level topological structure of the document. A TALL document struc-
tures the content by recursively defining groups of content elements. For
each group, a desired layout topology can be chosen from a finite set, e.g.,
horizontal sequence, vertical sequence, columns, or circular arrangements.
Alternatively, the topology can be left unspecified leaving the task of finding
a good arrangement to the layout system. The layout algorithm calculates
the final document layout bottom up, starting with the individual groups
and working its way up to the final document. The layout engine calculates
PDF documents from documents in TALL language although the authors
note that an interactive authoring environment is planned.

2.3.3 Knowledge-based Document Layout

An algorithm can deduce a layout from the document content if it under-
stands the document’s semantics. Many visual languages have well-defined
semantics. Layout algorithms for logic diagrams [111] and data flow charts [9]
have been developed 20-30 years ago. The Penguins system was an authoring
tool for diagram editors [24]. It allowed a designer to define the graphical
constraints of a visual language and the Penguins system generated an inter-
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active graphical editor for the specified language. Today, the Unified Model-
ing Language (UML) has become the de facto standard to visualize software
designs. UML defines both the semantics and the visual representation of
software components. Several research groups have explored automatic UML
diagram layout algorithms [35, 34, 53].

If meaning cannot be derived from the content itself, it can be provided
explicitly. In the last decades, several researchers have developed relational
grammars describing presentation content [89, 88, 14, 116, 108]. A layout
system interpreting such input is not bound to a specific visual representa-
tion. This idea has been applied to the creation of program user interfaces.
SUPPLE creates user interfaces from a description of their function and in-
formation about the available user interface components [42]. The system
is also capable of taking typical use-case scenarios into account, minimizing
the time it takes the user to complete common tasks.

2.3.4 Random Algorithms
Only a few researchers have tried to solve document layout problems with
randomized algorithms. Purvis treated the generation of aesthetic documents
as an optimization problem [104] and solved it using genetic programming.
This approach proved to be difficult. For the solutions to evolve towards
better layouts, their genomes had to encode generic properties of aesthetic
layouts. Several authors try to enumerate important properties of good lay-
outs [54, 85], but the resulting parameters are very general. Given only
measures of visual balance or aligned-ness it is very hard to evolve towards
better solutions.

GADGET [38] implemented a generic framework for optimizing user in-
terfaces with simulated annealing. The framework provided callback inter-
faces that let the developer implement evaluators and iterators. Evaluators
calculate a quality measure for the current layout and iterators generate new
solutions.

2.3.5 Specifying Complex Layouts
None of the applications presented so far could generate a variety of different
layouts. The algorithms were either limited to one type of output or they
required a certain kind of input document whose semantics could be analyzed.
A more capable layout system would need an input language able to express
diverse constraints on the document’s appearance, and a layout algorithm
capable of handling such input.
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The Auckland Layout Manager, a user interface layout system, introduced
the concept of tab-stops [87, 86]. Every user interface element is attached
to tab-stops in horizontal and vertical direction, i.e., one on each side for a
rectangular object. Tab-stops are partially ordered and the programmer may
specify linear constraints on the positions of several tab-stops. A rectangle
could, e.g., be constrained to a preferred size or a desired aspect ratio. A
tab-stop position can be fixed in absolute coordinates, or its position may
be specified relative to another tab-stop. User-specified constraints are inter-
nally represented as soft constraints, i.e., the constraints may be left unsat-
isfied if necessary. The constraint system cannot become infeasible. Instead,
the penalties associated with unsatisfied constraints are minimized. The pro-
grammer can specify piece-wise linear penalty functions, i.e., the infeasibility
penalty can depend on the constraint error itself. The authors do not go into
detail how exactly the constraint system is solved. It seems an equidistant
distribution of all tab-stops is taken as an initial guess which is then adapted
to satisfy all constraints.

The Active Layout Engine [84] adapts existing document layouts for
changed content, a process called Variable Data Printing (VDP). An ex-
isting document can be augmented with a description of important layout
constraints, creating an Active Template. The original document, together
with the Active Template and the new content are then fed into the Active
Layout Engine (ALE). As in the Auckland Layout Manager, the document
layout constraints can be arbitrary linear (in-)equalities, solved by the Cas-
sowary linear constraint solver. The original document is used as the design
blueprint and the layout algorithm tries to maintain its layout as well as
possible. ALE approximates the discrete set of text box sizes with linear
equations. At first, the set of text box sizes is approximated using a hyper-
bolic function which in turn is sampled with linear constraints. The authors
describe a two-pass algorithm to compensate for the inaccuracies of the linear
approximation: In the first phase the text box size is calculated under the
described set of linear constraints. In the second pass, the text box size is
constrained to the minimum size closest to the approximate solution. The
authors’ evaluation shows that the results of this two-pass method are close
to the optimal solution.

Both systems can handle a wide variety of layouts because they impose
few limitations on the acceptable inputs. ALM and ALE use linear constraint
solvers instead of the previously common local propagation algorithms. The
Auckland Layout Manager burdens the developer with the large amount of
parameters that have to be set manually, which compared to other user
interface toolkits is quite tedious. The Active Layout Engine requires the
user to explicitly specify the constraints the finished document should satisfy.
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The generation of these Active Templates is deferred to a yet unspecified
upstream component.

2.3.6 Summary
If the term layout is loosely defined as the assignment of positions and sizes
to graphical elements, only the knowledge-based layout and the table layout
algorithms truly calculate a layout. Unfortunately, neither class of layout
algorithms can be easily generalized to new kinds of inputs.

Many researchers have been concerned with template-based layout algo-
rithms, a term that is misleading because the actual layout template has to
be crafted manually. The algorithms only choose the best template for the
given input. More complex applications like ALE and ALM take as input a
user-created layout together with altered content and the user-created lay-
out is adapted to the new content. ALE and ALM minimize the deviation
from the user input similar to the approaches developed for constraint-based
drawing applications.

Without the ability to deduce semantical relations between graphical el-
ements, some user input is necessary to guide a layout algorithm. In fact,
even if an algorithm completely understood a document – and thus was able
to layout its content automatically – many users would still like some level
of control over the resulting layout. What forms could the user input take?
What is the smallest amount of user input imaginable?

At one extreme are the presented template-based layout algorithms which
receive almost pixel-perfect manually produced page layouts as input. Given
new content, the algorithms minimize the deviation from the template. As
a side effect, every aesthetic property of the user-created layout – absolute
positions and sizes, relative element positions, alignments – informs the cal-
culation of the new layout even if the layout algorithms has no notion of
those concepts.

If the information about absolute positions is removed from a layout tem-
plate, it still specifies the total order of all layout elements. If the layout is
compact, i.e., if there is no free space between elements, a layout algorithm
only has calculate the element sizes from their content. Table layout algo-
rithms solve this problem for rectilinearly delimited layout elements.

The information contained in the user input can be further reduced if the
input only specifies a partial order over all page elements in every dimension.
The ALM system can handle such inputs although its layout algorithm is
very simple. If the page elements are only partially ordered, the problem is
very likely under-constrained and the layout algorithm has to determine the
best element arrangement as well as every element’s position and size.
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Finally, if all information about the spatial arrangement of the content is
removed, the layout algorithm is left only with the content to analyze. Many
layout problems such as graph layout and UML layout fall into this category.
Graphs have little semantics but are only composed of two objects: nodes
and edges. Thus, a graph layout algorithm can analyze its input to identify
components, node clusters, or hierarchies of nodes connected by directed
edges.

Thus, in an interactive layout application the user must at least spec-
ify a partial order over the page elements in both dimensions. Lutteroth et
al. have already described an abstract representation of such a layout prob-
lem [87, 86]. However, it is still unclear how a user can specify such a layout
problem interactively. As outlined in section 2.2.4 of this chapter, interac-
tive applications must give their users the feeling of control. In a layout
application, many decisions will be made not by the user but by the layout
algorithm. It is thus a big challenge to design a user interface that still lets
the user feel in control although in many ways he is not.

2.4 Interface Requirements of an Interactive
Layout Application

In a layout application, the specification of constraints is mandatory. Every
user action will specify a layout constraint. Still, the interaction must feel
as natural and intuitive as in a common drawing application. The relation
between a user’s action and the visual result is only indirect however: The
user input is fed to the layout constraint system whose solution is presented
on the screen. Thus, the design of an interactive layout application poses
many new challenges. Since the principles of direct manipulation interfaces
are formulated in very general terms, it is necessary to analyze how they
apply to the problem of designing an interactive layout application.

Understandability

A direct manipulation layout application must let the user interact directly
with shapes and constraints. Therefore constraints must be visualized and
the constraint semantics must be immediately obvious from the visual repre-
sentation. Although constraint visualizations are necessary, they introduce
visual clutter and hence additional complexity as experienced in Briar. This
effect can be reduced if the number of available constraints is reduced to the
minimum, i.e., only to constraints that represent very simple and familiar
concepts in the user’s mind. The number of constraints visible at the same
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time can also be reduced, e.g., by only showing the constraints affecting the
currently selected set of graphical elements.

During a user action, the manipulated objects must be permanently repre-
sented on the screen. If the effects of an ongoing user action are continuously
visualized, the constraint solver has to run repeatedly during a user action.
Obviously, this affects the system performance. But too much visualization
during a user action can increase the user’s confusion rather than his com-
prehension. While the user manipulates an object, e.g., while he moves it
over the page, the object goes through many intermediate states between its
original position and the desired target position. If the user has at least a
rough idea where the element should be placed based on his own preferences,
the intermediate visualizations will only surprise and detract him or her but
they will not provide any important information.

Reversibility

If the system gives some visual feedback during a user interaction, the user
can reevaluate and cancel the action at any time. The system must support
undo and redo with an infinite number of undoable steps so that any action
that – despite the visualization – did not have the intended result can be
reverted with the click of a button.

Reproducibility

The same sequence of user actions must always yield the same result, i.e., the
system behavior must be reproducible. This implies that the system must
have no hidden state that the user is unaware of and that cannot be directly
manipulated. The requirement of reproducible results limits the applicability
of random algorithms in interactive applications.

In previous constraint-based drawing applications, the user could make
drawings without any constraints. Constraints were used to improve the
accuracy of a drawing, but they were not required. It was thus a natural idea
to change the initial drawing minimally until all constraints were satisfied,
but this made it difficult to reproduce the same drawing.

A layout application, on the other hand, is expected to tolerate large
deviations in the user’s input and – within certain bounds – should arrive at
exactly the same result. If the exact input positions influenced the layout
process, the user would have to put great care into his initial drawing which
would run counter to the whole idea of an automatic layout system. Thus,
a layout algorithm must calculate the same layout reproducibly even given
altered input.
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Controllability

No matter how good the results of a layout algorithm are, some users will
have very specific ideas how the page content should be laid out. A layout
system has to offer its users the power to specify exactly where an element
is placed and what size it has. Such user decisions should be final, i.e., they
must be respected by the layout algorithm. The user should be able to place
a few elements at exact positions while the remaining elements are positioned
by the layout algorithm. Thus, if necessary, the user has full control over the
layout.

Previous constraint drawing applications maintained all constraints dur-
ing user interactions. Changing some property of a single element could have
caused several other objects to change as well, if they were connected by a
chain of constraints. Users frequently found this behavior hard to under-
stand [117]. An action’s consequences are much easier to understand if they
remain local. Thus, every user manipulation should only affect the selected
graphical elements and all other elements should be left unchanged. Con-
straints between the manipulated objects and the rest can be removed if they
become unsatisfiable. Such an approach is feasible in layout applications but
not, e.g., in CAD applications as explained in section 2.2.4. In a layout ap-
plication, constraints are merely a way to persistently represent prior user
decisions which the user can override and change at any time.

Over- and Underspecifiability

A layout system must be able to deal with under- and over-constrained in-
puts. Under-constrained inputs are the default for a layout algorithm. If
the layout were completely specified, there would be no need for a layout
algorithm. Over-constrained inputs will occur frequently, e.g., if the space
required by the content on a page exceeds the available page space. For over-
constrained inputs, the layout system must calculate a layout that violates
as few constraints as possible. The solution should indicate visually which
parts of the input are too constrained. Essentially, the layout algorithm must
always generate a result and is never allowed to fail with an error message.



Chapter 3

System Overview

This thesis proposes novel techniques to layout a wide array of documents.
The contributions of this work include both an algorithm to solve a generic
class of layout problems and an intuitive interface to specify instances of
such problems. The layout algorithm and the user interface have been im-
plemented to demonstrate their usefulness. The resulting system is called the
Interactive Constraint-Based Slide Manipulation system or ICBM in short.
This chapter presents the problem ICBM is designed to solve and explains
the basic architecture of the ICBM system.

3.1 The Chore of Manual Document Layout
Figure 3.1 shows a sequence of document layouts a user may have created
with the following actions:

1. The user picks the desired chart type from a menu and clicks at the
desired insertion position,

2. inserts the chart legend at the top-right corner of the chart, and

3. selects a text box from the menu which he resizes to align left and right
with the chart. The result is shown in Fig. 3.1a.

4. The user inserts a narrow table to the right of the chart and starts
typing. There is not enough space to fit all the necessary text.

5. The text box, the chart, and the legend have to be selected and moved
to the left until the table can be made wide enough. This may take
several tries until the resulting layout looks as depicted in Fig. 3.1b.

35
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Figure 3.1: Adapting layouts when the content changes.

6. The user reflects on the information he would like to convey, decides
to present both sides of the argument, and adds another table column.

7. Again, the text box, chart, and legend have to be moved to the left to
accommodate the wider table.

8. The user has to make both table columns narrower and taller. Fig-
ure 3.1c shows the slide after this step.

9. Finally, the user’s boss drops in to say that she would like to see the
latest data included in the chart. The user thus adds two columns to
the chart.

10. First, the user has to realign the left and right text box edges with the
wider chart. The text box height can be reduced too.

11. Then the legend has to be moved next to the chart again.

12. The text box, chart, and legend have to be moved until they almost
align with the left page border.

13. The user has to resize both table columns again, making them narrower
and taller until the final layout of Fig. 3.1d is reached.
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This example illustrates how much time is lost rearranging document
elements after the content has been changed: Of the 13 actions necessary to
create the final result, 7 are only needed because the layout does not adapt
automatically to changed content. As the number of elements on the page
increases, the more time is spent rearranging the elements each time the
content is edited.

3.2 Interactive Layout of Presentation Slides
How could creating the same document be made easier? Under which con-
ditions can a layout application make these decisions automatically? The
example suggests a few possible solutions:

• If the alignment of the text box to the left and right chart edge was
persistent, the text box would stay aligned to the chart if the latter was
made wider by additional data. The same is true of the chart legend.

• If text boxes resized automatically to fit their content, the user would
not have to adapt the table column sizes or the text box height.

• Finally, adjacent elements, like the chart and the table, could stay adja-
cent even if one of the elements increased in width. If the chart moved
to the left automatically, instead of overlapping the table whenever ei-
ther of them was made wider, the user would not have to fix the layout
manually at all.

Modern desktop applications like Microsoft PowerPoint, Apple Keynote
or CorelDraw have user interfaces that share many familiar well-established
interaction techniques. They follow the principles of direct manipulation in-
terfaces. The user interacts directly with graphical objects. The user can
select the objects of interest with the mouse to resize, rotate, move, or delete
them. These interfaces give the user total freedom. For general-purpose
drawing programs like CorelDraw or Adobe Illustrator this is a necessity.
Some users demand total control to produce results like those shown in
Fig. 3.21.

At the other extreme are the users who delegate all control to a docu-
ment layout system, e.g., LATEX. Most documents have a simple structure.
The order of chapters and paragraphs is defined by the writer, and floating

1Images copyright of Enjin Magazine (http://www.enjin.co.za), Turbulence
Magazine (http://turbulence.org.uk), Wired (http://www.wired.com), and notion
(http://www.notionmag.com).
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Figure 3.2: There are classes of users demanding total freedom to express
their creativity.

figures can be placed close to their reference in the text. The rules of good
typography are old and well understood and, as the LATEX system shows,
they can be applied automatically [81].

Between those extremes of total control and total delegation lies the prob-
lem of laying out presentation slides. Presentation slides are created interac-
tively and often contain complex arrangements of text and graphics. Every
time the content is redacted, the slide layout has to be recreated. Yet, in
business environments, little artistic freedom is allowed and regular, stan-
dardized slide layouts are preferred. Completely automating the generation
of slide layouts is hard because the different building blocks lack well-defined
semantics. Thus, creating presentation slide layouts could be a problem best
solved by a user interacting with an automated layout system.

A presentation slide is composed of arbitrarily positioned graphical el-
ements like rectangular text boxes, other shapes like box arrows and stars
that may also contain text, charts, and pictures. Since slides are often used
to support the argument of a human presenter, the best arrangement of ele-
ments on a slide may depend on the argument the presenter is trying to make.
In fact, arranging the elements on a slide in the most logical order can be
a big help in developing a convincing argument. Thus, there are important
reasons why the layout of presentation slides is best done interactively.
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3.3 The ICBM System
If the user has placed some objects on the slide, a layout algorithm has
to calculate their positions and sizes while maintaining layout properties
important to the user. There are three aspects to this problem. First, the
user has to interact with the system, specifying the spatial arrangement of
the slide objects, i.e., a partial order over the slide objects in two dimensions.
Second, the layout thus created has to be interpreted and important layout
features have to be identified that should be maintained. The third and
final step is to calculate a new layout that maintains the object topology
and distributes the available slide space among the slide objects and the
inter-object space so that the overall layout appeals to the user.

3.3.1 User Interaction
The ICBM user interface follows the requirements detailed at the end of the
previous chapter. It reuses the metaphors, interaction mechanisms, and vi-
sualizations of familiar programs like Microsoft PowerPoint: The user selects
one of several graphical elements in a menu and inserts it by moving the
mouse to the desired position and clicking the mouse button. One or multi-
ple elements can be selected by clicking at them while keeping the Ctrl-key
pressed. If an element is selected, manipulation handles appear at its corners.

The user interactions are internally transformed into a constraint system
which is then solved to create a new layout. For example, if a user aligns
the edges of two shapes, a persistent alignment constraint is created and the
layout algorithm keeps both edges aligned until the user removes the con-
straint, e.g., by manually moving one of the edges. In addition to alignment
constraints, the user can specify the absolute position of an element, its exact
width or height, the distance between two element edges, and she can spec-
ify that several elements should have the same width or height. The choice
of explicit constraints is very limited but the user has full control over the
layout if desired by specifying the absolute element positions and sizes.

3.3.2 Implicit Constraints
In addition to the explicit constraints specified by the user, implicit con-
straints are added by the layout system itself. Implicit constraints maintain
important features of the layout that the user does not expect to change.
Text boxes are implicitly constrained to completely enclose their text con-
tent. The layout system tries to maintain the topology of the elements, i.e.,
if a table has been inserted to the left of a chart, the table and chart must
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not switch sides. Figure 3.3 shows the implicit gap constraints as arrows.
In this example, there is no constraint specifying the vertical position of the
table in relation to the vertical position of the chart.
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Figure 3.3: Implicit gap constraints to separate adjacent shapes and to dis-
tribute the available space.

3.3.3 Layout Algorithm

Given an abstract representation of the elements on a slide and the con-
straints between them, the layout algorithm finds a space distribution be-
tween the elements and the inter-element gap space. The user interface
and the layout algorithm allow the creation of very different types of docu-
ments, some of which have previously required special-purpose layout algo-
rithms. Users can create slides with complex tables, organizational charts,
flow charts, logic diagrams, UML diagrams, all of which are automatically
laid out.
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3.3.4 Implementation
The ICBM layout system is built on top of the think-cell PowerPoint Addin
Framework. think-cell chart is a charting software that integrates with Pow-
erPoint, thus giving users an application environment they are familiar with,
while at the same time integrating a powerful new user interface. ICBM
uses the seamless integration with PowerPoint to ease the transition period
for novice users. Compatibility with PowerPoint is of course a commercially
important argument. The Addin Framework allows complete flexibility in
developing the necessary constraint visualizations and the user interface as
a whole. All algorithms described in this thesis are self-contained and do
not have any dependencies on the Addin Framework or on the integration
into PowerPoint. The system has been developed using C++ and the lay-
out system alone comprises about 15000 lines of code. The layout algorithm
described in Chapter 5 uses the CLP linear constraint solver [25].

3.4 Modeling the Application Domain
The ICBM user interface does not restrict user interactions in any way. The
object model must be able to represent this diversity.

Definition 8. A gridline is defined by a pair g = (v, f) where v ∈ R is the
coordinate or value of the gridline in either horizontal or vertical direction
and f ∈ {true, false} is true if and only if the gridline position can be changed
by the layout algorithm.

Less formally, a gridline represents a coordinate in either x- or y-direction.

Definition 9. A gridline list is a list of gridlines ordered by their value

G = (g0, . . . , gi, gi+1, . . . , gn) gi.v ≤ gi+1.v.

Definition 10. A shape is a tuple s = (Gx, Gy, spanx, spany) where Gx is a
horizontal gridline list and Gy is a vertical gridline list.

spanx : Gx → {(gi.v, gj.v, d) | gi, gj ∈ Gy, i < j, d ∈ {low, interior, high}}

is a function that assigns each horizontal gridline in g ∈ Gx an interval of
y-coordinates where shape s occupies g and a direction d on which side g is
occupied. spany is defined identically for gridlines g′ ∈ Gy.

For convenience, the span of gridline g in direction d

span : Gx/y × {low, interior, high} → IR := {(a, b) | a, b ∈ R}
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is defined as

span(g, d) =
⋃
s∈S

{
(gi.v, gj.v) | g ∈ s.Gx/y ∧ (gi.v, gj.v, d) = s.spanx/y(g)

}
.

Correspondingly, the complete span of gridline g span : Gx/y → IR is defined
as

span(g) = span(g, low) ∪ span(g, interior) ∪ span(g, high).

Definition 11. A page is a triple P = ((0x, wx), (0y, hy),S) where (0x, wx)
are the left- and right-most gridlines, fixed at values 0 and the page width
w, and (0y, hy) are the top- and bottom-most gridlines. S is the set of all
shapes.

Set Gx(P ) or short Gx is the global set of all horizontal gridlines, i.e.,
Gx = ⋃

s∈S s.Gx ∪ {0x, wx}. Correspondingly, Gy is the set of all vertical
gridlines. Many algorithms that will be discussed in the next chapters receive
a subset of gridlines as input that is either G ⊆ Gx or G ⊆ Gy. In these
cases where the exact orientation does not matter as long as all gridlines
have the same orientation, the gridline sets will be denoted Gx/y or Gx/y

respectively. Gridlines resemble the concept of tab-stops used by Lutteroth
et al. to represent positions in the Auckland Layout Manager [86].

The semantics of these objects is illustrated by the pentagon shown in
Fig. 3.4. A pentagon is a shape with three gridlines in x- and y-direction.
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1
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The definition of a shape via the attached gridlines and the occupied
spans on those gridlines has two advantages. First, two shapes are aligned
to each other if they share the same gridline in either x- or y-direction.
Second, the definition is general enough to accommodate a huge variety of
graphical objects and it contains only the minimum information necessary for
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Figure 3.4: A pentagon is attached to three gridlines in each dimension with
occupied spans as shown

the layout algorithm. Especially, all information on how a shape is actually
drawn is removed. A simple text box and a complex column chart are both
defined via two x-gridlines and two y-gridlines with spans covering every
side. For the layout algorithm both objects are identically defined, although
visually they are quite different.

If the above pentagon is the only shape on a page, it is easy to establish
the set of constraints that have to be maintained:

0x.v < g0
x.v < g1

x.v < g2
x.v < wx.v

0y.v < g0
y .v < g1

y.v < g2
y.v < hy.v

g1
y.v − g0

y .v = g2
y.v − g1

y .v

g2
x.v − g1

x.v = 0, 28g2
y .v − g0

y.v

The first two lines guarantee that the horizontal and vertical pentagon grid-
lines do not change their order and that the pentagon stays on the page. The
third line maintains that gridline g1

y and thus the pentagon tip stay vertically
centered and the last line guarantees the preferred ratio of pentagon height
to arrow head length. The ICBM system supports five kinds of constraints.

• Minimum Distance Constraints

CMin :=
{

n∑
i=1

ci · gi.v ≥ d | ¬gi.f, gi ∈ Gx ∪ Gy, ci, d ∈ R
}
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constrain a linear combination ∑ ci · gi.v of unfixed gridline values to
be greater or equal than some constant d. The value of fixed gridlines,
such as the page boundaries, is never changed by the layout algorithm.
If a fixed gridline is part of a constraint, its value can be accumulated
in the constant part of the above equation.

• Maximum Distance Constraints

CMax :=
{

n∑
i=1

ci · gi.v ≤ d | ¬gi.f, gi ∈ Gx ∪ Gy, ci, d ∈ R
}

constrain a linear combination of gridline values to be less than a con-
stant d.

• Fixed Distance Constraints
n∑

i=1
ci · gi.v = d ¬gi.f, gi ∈ Gx ∪ Gy, ci, d ∈ R

set a linear combination of gridlines values equal to some constant d.
A fixed distance constraint is a conjunction of a minimum distance and
a maximum distance constraint.

• Equal Distance Constraints

CEqual :=


n∑

i=1
ci · gi.v = · · · =

m∑
j=1

cj · gj.v | gi, gj ∈ Gx ∪ Gy, ci, cj ∈ R


constrain n linear combinations of gridlines values to be equal.

• Merge Constraints

CMerge := {(v0, fixed0, G0), . . . , (vn, fixedn, Gn) |
∀i, j ∈ [0, n] : Gi ⊆ Gx/y, Gi ∩Gj = ∅, vi ∈ R, fixedi ∈ {true, false}}

is a set of triples (v, fixed, G) where each triple expresses the constraint
that all gridlines g ∈ G should be merged in a single destination gridline
g with g.v = v ∧ g.f = fixed.

Definition 12. The Layout Problem is a tuple L = (P, C, o) where P
is a page according to Def. 11 and C = {CMin, CMax, CEqual, CMerge} a set of
constraints. The solution space is defined as ∆(L) = R|Gx∪Gy |. o : ∆(L) ×
{C} → Rn is an objective function that given a solution and the constraint
set C calculates a value corresponding to the quality of the achieved layout.
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The next chapter describes a set of elementary operations for the con-
struction of Layout Problem instances. The objective function o is defined in
chapter 5 together with an algorithm that, given a Layout Problem instance
L = (P, C, o), finds a solution d ∈ ∆(L) such that

d = maxd′∈∆(L) o(d′, C).
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Chapter 4

Interaction

The preceding chapters have summarized the principles of direct manipu-
lation interfaces and how these principles have been applied to constraint-
drawing applications. Successful interfaces reduce the cognitive effort re-
quired to achieve a task. They let their users interact directly with objects
that have an analogue in the users’ mental model of the task at hand.

4.1 The ICBM User Interface
How can the user interface requirements laid out at the end of chapter 2
be met? An interactive layout application needs persistent constraints to
represent the layout features that the user wants to maintain. As stated
before, the available constraints must represent simple concepts and their
meaning must suggest a simple visualization. Hence, in the ICBM system
the available set of explicit constraints is limited. Users can fix a shape’s
absolute position, its width and height, and several shapes can be constrained
to have the same width or height.

4.1.1 Defining a Partial Gridline Order
Figure 4.1a shows a table with two columns on the left and a stack of objects
on the right that could be, e.g., charts or images. The user has selected the
left column and has copied it to the clipboard. After the user has pressed
Ctrl-V to paste the shape from the clipboard, the small insertion indication
shown between the table and the object stack is drawn and it follows the
mouse cursor. It depicts a miniature version of the copied column.

If the user presses the mouse button again, thus inserting the shape at
the current mouse position, the result would look like Fig. 4.1. The new
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Figure 4.1: Inserting a table column.

column has been inserted between the table on the left and the object stack
on the right. The user has only specified the spatial relation that the new
column be placed between the table and the stack. The vertical position of
the column relative to the object stack has not been specified at all. The
layout algorithm has calculated the absolute position and size of the shape.

Previous approaches confused the responsibilities of the user and the lay-
out system because both could move and resize objects. In the ICBM system,
the user input is only used to deduce the desired spatial relations between
the shapes. This makes layouts reproducible. Of course, the user can control
a shape’s size and position. In that case the user’s decision will be respected
by the layout algorithm and it remains always unchanged. Thus, the user’s
expectation is always clear: His input is either left completely unchanged, or
size and position will certainly change.

4.1.2 Alignment
Instead of inserting the new column between the table and the object stack,
the user will probably want to align the new column with the table. In
Fig. 4.2 the insertion indication has snapped to the top and right gridlines of
the existing table. When the mouse cursor is within a fixed distance t around
a gridline g the insertion indication snaps to g, i.e., the insertion indication
remains stuck at gridline g. The snapped gridlines are highlighted to indicate
that the shapes will be aligned. Snap-dragging facilitates the establishment
of alignment constraints, the most important spatial constraints that users
can specify. In the example, the top left of the new column is aligned to the
top right of the existing table. This alignment would be most desirable if the
user wants to extend the table by a third column.
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If the user presses the mouse button, keeps it pressed and drags the mouse,
the user can specify the two opposite points of the insertion rectangle as in
Fig. 4.2b. This way, the insertion indication can snap both to the top and
to the bottom of the existing table. Releasing the mouse button yields the
result shown in Fig. 4.2c.

Again, the user did not specify the width, height or absolute position
of the new table column. The layout algorithm is responsible for finding a
layout in which all columns have equal widths if possible. They are required
to have the same height because the table columns are aligned to each other,
the exact height is however determined automatically. The space between
the table and the stack is also calculated by the layout algorithm depending
on the available page space and the amount of content in the table.

The insertion indication can also be snapped to the single gridline between
the two columns as in Fig. 4.3a. The user had first aligned the insertion
indication with the top of the center gridline and then dragged the mouse
cursor down until it snapped to the bottom of the center gridline. If the table
column was inserted at this position, its left and right coordinate would be
identical and the column would have zero width. Instead, the new column
is squeezed into the infinitely small space between the two existing columns.
The result is shown in Fig. 4.3b. The columns are moved apart and the
inserted column is enlarged by the layout algorithm.

4.1.3 Removing Alignment Constraints
In the ICBM system, the alignment of several shapes is represented by at-
taching all shapes to the same gridline. If the shapes are aligned and one
of them is dragged by the user, this shape is automatically removed from
the alignment constraint. ICBM constraints are internal representations of
user intentions. They force the layout algorithm to do what the user wanted.
The constraints do not restrict the user. The system should behave as if it
was a common diagram drawing software: If the user has selected a single
shape only this shape will be manipulated, i.e., all manipulations should only
have local effects. In general, the user may select and manipulate multiple
shapes. All constraints over the manipulated shapes will be maintained, the
constraints over the untouched shapes will also remain unchanged, but con-
straints between both sets of shapes can be deleted if otherwise they become
unsatisfied.

Thus, if a user interaction violates a previously established constraint, the
ICBM system will silently remove this constraint. The ICBM system can also
add constraints that are necessary to maintain important layout properties
that the user expects not to change. Layout constraints in the ICBM system
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Figure 4.2: Inserting a table column with multiple rows.
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Figure 4.3: Squeezing a new column into a table.

have weaker semantics than constraints in the CAD applications mentioned
before. Constraints represent important layout properties but they are only
internal to the layout system and can therefore be changed at any time.

4.1.4 Over-constrained User Input
ICBM constraints are weaker in another aspect. The constraint solution
algorithm leaves constraints unsatisfied if the layout problem is otherwise
infeasible. All constraints are so-called soft constraints as the next chapter
will explain in greater detail. Their degree of satisfaction is maximized in
the order of constraint importance. Thus, the ICBM layout system can not
only solve over-constrained systems of constraints but the solution visualizes
which parts of the layout are too constrained.

4.1.5 Under-constrained Inputs
Inputs are usually under-constrained. In the first example above, the verti-
cal position of the newly inserted column is completely unconstrained. To
disambiguate this situation, the layout system could create additional con-
straints. Previous constraint applications used the insertion position as a
means to disambiguate the solution. Alternatively, the ICBM system could
enforce not just a partial but a total order on all gridlines. If, in Figure 4.1,
the new column would be inserted at the same position, the column would
be limited to the space between the top of the table and the bottom of the
first object on the right. Early prototypes of the ICBM system implemented
this strategy but as the example shows, the resulting interface felt overly
rigid and it enforced unintended constraints. In the above example, the ta-
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ble columns and the object stack should be able to move freely in vertical
direction without affecting each other, although it is probably preferable that
both are centered vertically. If text was added to the table, its height should
increase until it eventually surpassed the height of the stack. If a total order
was imposed on the gridlines in vertical direction, the table could not grow
in vertical direction unless the object stack’s height increased too. No user
expects this outcome.

The ICBM system employs an alternative technique that detects under-
constrained solutions only if they negatively affected the solution a posteriori.
This is based on two observations: First, it is hard to detect true underspec-
ification. The spatial relation between two shapes that are not part of a
single constraint may in fact be uniquely determined by a transitive chain
of constraints. Second, it is not obvious how an under-constrained solution
should be resolved a priori. The solution developed in this thesis is presented
in detail in section 5.3 of chapter 5.

4.1.6 Designing the Snap Interaction
Persistent alignment constraints are the most important constraints in the
ICBM system and are very easy to establish. When the user drags the corner
of an object towards another object, once the user is within a fixed distance
of the target object, the dragged corner snaps to the target object’s outline.

From the user’s perspective, there are several possibilities how snapping
to gridlines could work that are illustrated in Fig. 4.4. The simplest idea is
that the mouse cursor snaps to a single gridline when the distance between
cursor and gridline is less than some constant tolerance. As illustrated in
Fig. 4.4a the obvious drawback is the lack of precision. In any layout, different
gridlines may coincide without being explicitly aligned. The layout solver
placed gridlines g0

x, g
1
x, g

2
x at the same coordinate. With a solver that favors

an overall regular layout such a result can be expected frequently. Thus the
user cannot select precisely which gridline should be snapped to. Because
the gridlines coincide but are not identical, the solver may also move them
apart again, yielding the unexpected result of Fig. 4.4d.

A small change to the snapping algorithm solves the problem of unpre-
dictability, as illustrated in 4.4b. Instead of taking a random gridline from
the set of coinciding gridlines, this approach snaps to the gridline that max-
imizes the overlap between its occupied spans and the span of the dragged
gridline. While this approach is more predictable, the result of Fig. 4.4e is
just as bad as the previous one.

Coinciding gridlines are indistinguishable from explicitly aligned gridlines.
The solution, shown as Fig. 4.4c, is to snap to all coinciding gridlines at once.
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Figure 4.4: Different snapping strategies that were explored: (a) single grid-
line snapping (b) single gridline snapping with target selection (c) snapping
to multiple gridlines with the result shown below in (d-f).

The user has never required the coinciding gridlines to be aligned but they
look as if they were. This mistaken perception creates a strong expectation
that the ICBM system tries to fulfill. The snapping algorithm inserts the
alignment constraints that the user has silently assumed from looking at
the layout. This illustrates the weak semantics of constraints in the ICBM
system. The system tries to deduce as many constraints as possible because
the users cannot and will not think in terms of constraints.

Usually, snapping is a modal operation, i.e., the cursor always snaps if
it is within the snapping tolerance unless the user presses a modifier key,
in PowerPoint the Alt-key, to override the snapping. Functionality that is
only accessible by using modifier keys is difficult to discover. As long as two
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gridlines are perceived as visually separate, a space between the two gridlines
should be reserved, in which the cursor snaps to neither gridline. In other
words, for each pair of adjacent gridlines, the snapping tolerance is adjusted,
so that it is always at most a third of the distance between the two gridlines.
This is somewhat similar to the snap-and-go technique [10] that overcomes
the modality of snapping by moving screen objects slower the closer they get
to the snap target.

4.2 Shape Insertion
The basic operation that a user needs to perform is to insert new shapes
either by choosing a shape type from the shape menu or by duplicating a
shape like in Fig. 4.1. All algorithms in this chapter need an in-memory
representation of shapes and their associated gridlines, i.e., of shapes and
gridlines that are currently not contained in any page.

Definition 13. A source gridline is defined by a tuple ĝ = (v, o) where
v ∈ R is the coordinate or value of the source gridline in either horizontal or
vertical direction and o ∈ Gx/y ∪{◦} is either the original gridline or ◦ if this
source gridline has no original gridline.

A source gridline list is defined as a gridline list of Def. 9 The source
gridline list in x- or y-direction is denoted Ĝx and Ĝy respectively, with Ĝ :=
Ĝx ∪ Ĝy.

Definition 14. A source shape is a tuple ŝ = (Ĝx, Ĝy, spanx, spany) where
Ĝx is a horizontal source gridline list and Ĝy is a vertical source gridline list.
The functions spanx, spany are defined as in Def. 10 but over source gridline
lists Ĝx and Ĝy.

Definition 15. A clipboard is defined as a set of source shapes C = Ŝ.
The set of source gridlines Ĝx(C), or Ĝx for short, is defined as Ĝx(C) =
{ŝ.Ĝx | ŝ ∈ Ŝ}. Ĝy is defined correspondingly.

A selection of shapes is transformed into a clipboard when it is copied or
duplicated. Source shapes and source gridlines are almost identical to their
“originals” with the exception that they do not exist on a page but exclusively
on the clipboard. A source gridline remembers the original gridline it has
been created from as long as that gridline exists. They continue to exist
as part of the clipboard after the original shapes have been deleted. Most
importantly, the spatial relations between all shapes is preserved when they
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Figure 4.5: (a) Specifying a single snapped location or (b) two opposite points
of the insertion rectangle.

are converted to source shapes. When the user inserts the source shapes on a
page, the source gridlines are transformed into gridlines again and the source
shapes into real shapes. During this transformation, source gridlines may be
merged with previously existing gridlines on the page, thereby merging the
spatial relations of the source shapes with those of shapes on the page. When
a shape is inserted directly from the shape menu, a set of source gridlines and
a single source shape can be created automatically depending on the type of
shape inserted.

4.2.1 Insertion Modes
The top-level shape insertion algorithm is shown as Alg. 1. It implements a
state machine to distinguish the two insertion modes displayed in Fig. 4.5.
The details of snapping and inserting the gridlines and shapes are delegated
to algorithms that are implemented identically in x- and y-direction. The
procedures are either passed the x-coordinate and the corresponding Gx or
the y-coordinates and Gy as arguments.

Initially, when the user selects a shape from the menu or duplicates a
shape and moves the mouse over the page, the algorithm is in state Mouse-
Move. The small insertion indication of Fig. 4.5a is shown. By moving the
mouse, the user only specifies a single shape corner. The shape will be in-
serted in an ε-sized rectangle at the specified point. The user may align this
corner to a single gridline as the illustration shows. If the mouse button is im-
mediately released after it has been pressed, the algorithm’s state changes to
ButtonUp and the shape is inserted. If the mouse is pressed but not released,
the algorithm remains in state ButtonDown. One corner of the insertion rect-
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Algorithm 1: Shape insertion algorithm
1 begin
2 s← MouseMove
3 while s 6= ButtonUp do
4 p← current mouse coordinate, p ∈ R2

5 e← mouse state, e ∈ {MouseMove,ButtonDown,ButtonUp}
6 if e = ButtonDown then
7 ptButtonDown← p
8 s← ButtonDown
9 else if e = MouseMove then

10 if s = ButtonDown then
11 Snap(Gx, ptButtonDown.x, p.x)
12 Snap(Gy, ptButtonDown.y, p.y)
13 else
14 Snap(Gx, p.x, p.x)
15 Snap(Gy, p.y, p.y)
16 end
17 else if e = ButtonUp then
18 InsertGridlines(Gx)
19 InsertGridlines(Gy)
20 MergeGridlines(Gx)
21 MergeGridlines(Gy)
22 SplitGridlines(Gx)
23 SplitGridlines(Gy)
24 s← ButtonUp
25 end
26 end
27 end
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angle has been fixed to point ptButtonDown and the user may then specify
the opposite point by moving the mouse as shown in Fig. 4.5b. Once the
mouse is released, the opposite point is fixed as well, potentially snapped to
another gridline, and the algorithm’s state is changed to ButtonUp.

Once the mouse has been released and state ButtonUp is reached, the
shape and gridlines are inserted in procedure InsertGridlines, the snapped
gridlines are merged in MergeGridlines and SplitGridlines, as implied by the
name, splits the snapped gridline as Fig. 4.1e showed.

4.2.2 Snapping Algorithm
The snapping algorithm shown in Alg. 2 is passed three arguments: the
gridline list Gx/y ⊆ Gx/y of snap targets and the interval of extremal values
(cButtonDown, cDrag) that the user has defined.

Definition 16. A gridline location is a pair gl = (v,G) where v ∈ R is
the value and G ⊆ Gx/y is a possibly empty set of snapped gridlines at this
value such that ∀gi ∈ G : v = gi.v.

Definition 17. A source gridline mapping is a set of pairs

M =
{

(ĝi, gj) | ĝi ∈ Ĝx/y, gj ∈ Gx/y

}
assigning to a subset of source gridlines a gridline with which they should be
merged.

First, function ClosestGridlines shown in Alg. 3 calculates gridline loca-
tion gll = (l, Gl) at cButtonDown, the value where the user has pressed the
mouse. cDrag is snapped to gridline location glr. Gridline locations gll and
glr define the gridline mapping for the extremal source gridlines Ĝl and Ĝr.
Finally, the interior source gridlines are snapped with algorithm SnapInteri-
orGridlines described in detail in section 4.2.3.

Finding the set of closest gridlines

Given a gridline list G, a tolerance t and a value v, function ClosestGridlines
shown in Alg. 3 returns a gridline location gl = (s,Gs) with snapped gridlines
Gs ⊆ G within a 2t interval around v. If Gs is empty, then s = v. The
algorithm uses the fact that a gridline list is ordered according to Def. 9.
Thus, finding the gridline with smallest index i and value greater than or
equal to v can be done in logarithmic time. The algorithm then proceeds by
calculating the difference between v and the gridlines gi and gi−1. Neither is
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Algorithm 2: Snap algorithm
Input: Gridlines Gx/y ⊆ Gx/y, coordinates cButtonDown and cDrag
Output: Two gridline locations gll = (l, Gl), glr = (r,Gr), a gridline

mapping M and a snap direction d ∈ {low, none, high}
1 begin
2 t← snapping tolerance constant in screen coordinates
3 gll ← ClosestGridlines(Gx/y, cButtonDown, t)
4 glr ← ClosestGridlines(Gx/y, cDrag, t)

5 Ĝl ← {ĝl | value(ĝl) = minĝ∈Ĝx/y
(ĝ.v)}

6 Ĝr ← {ĝr | value(ĝr) = maxĝ∈Ĝx/y
(ĝ.v)}

7 d← none
8 if l = r then
9 if cDrag < l then d← low else d← high

10 end
11 M ← ∅
12 if Gl 6= ∅ then M ←M ∪ ⋃ĝ∈Ĝl

(ĝ, gl), gl ∈ Gl

13 if Gr 6= ∅ ∧ l 6= r then M ←M ∪ ⋃ĝ∈Ĝr
(ĝ, gr), gr ∈ Gr

14 M ←M ∪ SnapInteriorGridlines(G, (l, Gl), (r,Gr))
15 end
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Algorithm 3: ClosestGridlines algorithm for finding the closest grid-
lines around a value within a snapping tolerance
Input: Gridlines G, snapping tolerance t, value v
Output: Snapped value s : s ∈ [v − t, v + t], snapped gridlines

Gs ⊆ G : ∀g ∈ Gs : g.v = s
1 begin
2 s← v
3 Gs ← ∅
4 i← min({j | gj ∈ G ∧ gj.v ≥ v})
5 di−1 ←∞
6 di ←∞
7 if 0 < i then
8 d← v − gi−1.v
9 if d ≤ 2t then di−1 ← d

10 end
11 if i < |G| then
12 d← gi.v − v
13 if d ≤ 2t then di ← d

14 end
15 t′ = t
16 if di−1 6=∞∧ di 6=∞ then t′ ← min(t′, di−1/3 + di/3)
17 if di−1 < di then
18 if di−1 ≤ t′ then
19 s← gi−1.v
20 Gs ← {g | g ∈ G ∧ g.v = s}
21 end
22 else if di 6=∞ then
23 if di ≤ t′ then
24 s← gi.v
25 Gs ← {g | g ∈ G ∧ g.v = s}
26 end
27 end
28 end
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guaranteed to exist as v can be larger than the maximum value of a gridline
in G or smaller than the minimum value of any gridline.

Between two gridlines, there must always be a space were the mouse
cursor does not snap to either of the gridlines, as explained in section 4.1.6.
If a gridline with value a ∈ (v − t, t + t) exists, it can only be snapped to if
no other gridline with a value b and, without loss of generality, a < b exists,
so that a + b−a

3 ≤ v < b − b−a
3 . It follows that for this condition to hold,

b ≤ v + 2t must also hold.

Proof. From the definition of a it follows that v−t ≤ a ≤ v and thus v−a ≤ t.

a+ b− a
3 ≤ v (4.1)

b− a
3 ≤ v − a (4.2)

b− a ≤ 3(v − a) (4.3)
b ≤ 3v − 2a = v + 2(v − a) (4.4)
b ≤ v + 2t (4.5)

Therefore in lines 9 and 13, gridlines gi and gi−1 are accepted, if their
distance from v is within a 2t-interval. In line 16, the tolerance t′ is then
calculated as the minimum of t or a third of the distance between gi−1 and
gi. In other words, if v was in the center third between the two gridlines gi−1
and gi, then ClosestGridlines would return neither gi−1 nor gi.

4.2.3 Snapping Interior Gridlines
Once the user has specified the extremal gridline locations gll = (l, Gl) and
glr = (r,Gr), the destinations of interior source gridlines can be linearly in-
terpolated. In a preliminary version of the layout application, interior source
gridlines were snapped like extremal gridlines. However, with many gridlines
on a page the high probability that source gridlines snapped unintendedly
severely impacted the usability of the feature.

In the example of Fig. 4.6a, the right column is copied to the clipboard
and then deleted, afterwards the column is pasted again onto the page as
shown in Fig. 4.6b. Because the cell contents of the right column defined the
height of the table, the row height changes after it is deleted. If the deleted
column is pasted again, the rows do not align anymore as they did before.
Thus, it is not possible to recreate the table of Fig. 4.6a simply by aligning the
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Figure 4.6: Snapping interior gridlines to their original gridlines.

columns. In general, the absolute locations of gridlines are a poor indication
of their semantics. Instead, the snap algorithm should exploit relationships
between gridlines to snap them to each other.

In its simplest form, semantical snapping means that source gridlines snap
to their previously aligned gridlines. In the given example, the snap algorithm
could discover that the user has snapped two columns to each other that have
previously been aligned, i.e., they had been aligned when the right column
was copied to the clipboard. This applies to interior gridlines too as Fig. 4.6c
shows.

Formally, let ĝl and ĝr be the extremal source gridlines in, without loss of
generality, x-direction, i.e., ĝl := argminĝ∈Ĝx

(ĝ.v) and ĝr defined correspond-
ingly. If

∀ĝ ∈ Ĝx : ĝ.o 6= ◦ (4.6)
∧ ĝl.o ∈ Gl (4.7)
∧ ĝr.o ∈ Gr (4.8)
∧ ∀ĝi, ĝi+1 ∈ Ĝx : ĝi.v < ĝi+1.v ↔ ĝi.o.v < ĝi+1.o.v (4.9)

the gridline mapping M can be defined as M := {(ĝ, ĝ.o) | ĝ ∈ Ĝx}.
In Figure 4.6b, the extremal source gridlines are snapped to the original

extremal gridlines. Conditions 4.7 and 4.8 are thus satisfied. In addition,
equation 4.6 requires that all original gridlines must still exist – an obvious
precondition if the source gridlines shall be snapped to their original coun-
terparts. Equation 4.9 requires that the original gridlines must not have
changed their order. This condition ensures that in the resulting layout the
original gridlines will have changed their position only, not their order.
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4.2.4 Inserting Gridlines
Given the source gridline mapping M , a new gridline has to be created for
every source gridline ĝ, (ĝ, .) 6∈ M . The source gridline list Ĝ = (ĝ0, . . . , ĝn)
is sorted as are the existing gridlines G. The mapping M must maintain
the source gridline order and the order of existing gridlines must not change.
Given two source gridlines ĝi, ĝj, i < j, (ĝi, gi) ∈ M, (ĝj, gj) ∈ M , all source
gridlines ĝk, i < k < j must be assigned new gridlines gk so that gi < gk ↔
ĝi < ĝk and gk < gj ↔ ĝk < ĝj. The source gridline list Ĝ is reduced to a list
of values

V = (v0, . . . , vn) with vi = ĝi.v.

The mapping M is transformed into a sorted list of snapped gridlines

X = (x0, . . . , xn) where xi = g if (ĝi, g) ∈M,xi = ◦ otherwise.

The list of destination values for each source gridlines is defined as

D = (d0, . . . , dn) where di = xi.v if xi 6= ◦,

di = (vi − vk) · xj.v − xk.v

vj − vk

+ xk.v

for xj 6= ◦, xk 6= ◦, k ≤ i < j otherwise.

Algorithm 4 calculates the interpolated destination positions D. For two
subsequent source gridlines ĝi, ĝi+1 ∈ Ĝ with ĝi.v < ĝi+1.v, thus vi < vi+1,
the destination positions may have collapsed, i.e., di = di+1.

Procedure InsertGridlines calculates a gridline list O = (o0, . . . , on) from
sets V , X, D. The gridlines in O maintain the ordering relations of the
source gridlines in Ĝ. When a source shape from the clipboard

ŝ = (Ĝx, Ĝy, spanx, spany) ∈ C

is transformed into a shape

s = (Gx, Gy, spanx, spany) ∈ P

on the page, its source gridlines Ĝx/y = (ĝi0, . . . , ĝik) are replaced with grid-
lines Gx/y = (oi0, . . . , oik), oij ∈ O. InsertGridlines iterates over all input
lists, which all have the same length, in parallel using index i. For each des-
tination value D[i], the algorithm advances index j to the last index so that
D[i] = D[j]. Two gridlines gprev and gnext point to the existing gridlines to
the immediate left and right respectively of destination value D[i].
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Algorithm 4: Interpolates the destination positions between each pair
of snapped gridlines
Input: A sorted list of source values V , a list of snapped gridlines X
Output: A list of interpolated destination values D

1 begin
2 D ← ∅
3 i← 0
4 while i < |X| do
5 j ← find, if it exists, smallest j > i such that X[j] 6= ◦,

otherwise set j = |N |
6 if X[i] 6= ◦ ∧ j < |N | ∧X[j] 6= ◦ then
7 define function d(x) := (x− V [i]) · V [j]−V [i]

X[j].v−X[i].v +X[i].v
8 else
9 if X[i] 6= ◦ then

10 define function d(x) := X[i].v
11 else
12 define function d(x) := X[j].v
13 end
14 end
15 foreach k ∈ [i, j) do D ← D ∪ d(V [k])
16 i← j

17 end
18 end

For every k, i ≤ k ≤ j where X[k] 6= ◦, i.e., where there is a valid
snapped gridline, the source value V [k] must be equal. The snap algorithms
guarantee that two source gridlines with different source positions cannot
snap to the same gridline, or even to different gridlines at the same location
as this would change the relation between source gridlines. All such k have
the same destination value D[k] by construction, as described above, thus
all gridlines X[k] must be at position D[i] = D[k] = D[j]. This follows
from Alg. 4. InsertGridlines must not change the relation among existing
gridlines, i.e., after it has run, the gridlines X[k] must still be all at the same
position.

It follows that the list of source gridlines (ĝi, . . . , ĝj) can be divided into
three lists ((ĝa, . . . , ĝb), (ĝc, . . . , ĝd), (ĝe, . . . , ĝf )) , so that:

∀i ∈ (a, b), j ∈ (e, f) :X[i] = ◦ ∧X[j] = ◦
∀i ∈ (a, b), k ∈ (c, d), j ∈ (e, f) :V [i] < V [c] = V [k] = V [d] < V [j].
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Algorithm 5: InsertGridlines algorithm
Input: Gridlines G, source values V , destination values D, snapped

gridlines X, |V | = |D| = |X|
Output: Gridline list O with |O| = |X|

1 begin
2 while i < |D| do
3 j ← largest j such that D[i] = D[j]
4 gprev ← last gi ∈ G such that value(gprev) < D[i]
5 gnext ← first gi ∈ G such that value(gprev) > D[i]
6 left← 0, right← 0
7 snapped← X[i] is set
8 foreach k = i+ 1 . . . j do
9 if V [k] 6= V [k − 1] then

10 if snapped increment left else increment right
11 end
12 snapped← snapped ∨X[k]
13 end
14 εleft ← min((D[i]− value(gprev))/(left + 1), 0.01)
15 gap← min(value(gnext)−D[i], (D[j + 1]−D[i])/2)
16 εright ← min(gap/(right + 1), 0.01)
17 rightmax← right
18 foreach k = i . . . j do
19 if k > i ∧ V [k] 6= V [k − 1] then
20 if left ≥ 0 then decrement left else decrement right
21 end
22 if left>0 then
23 g ← new gridline at D[i]− left · εleft
24 else if left=0 then
25 g ← X[k] or a new gridline at D[i]
26 else
27 g ← new gridline at D[i] + (rightmax− right + 1) · εright
28 end
29 O[k]← g

30 end
31 end
32 end
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If any source gridline ĝk ∈ (ĝi, . . . , ĝj) is snapped, there is an interval
(c, d) ⊆ (i, j), k ∈ (c, d), so that all source gridlines ĝl with value ĝl.v = ĝk.v
have indices in l ∈ (c, d), and no source gridline with index not in (c, d) is
snapped. There may be source gridlines with source values less or larger than
ĝk.v.

In lines 8–13, the algorithm iterates over all indices from i up to and
including j and counts the different source values in variables left and right.
Both counters correspond to the number of different source values in intervals
(a, b) and (e, f). The source gridlines with indices in these two intervals will
be moved to destination values left and right of D[i] to reestablish the correct
source gridline order in the set of existing gridlines.

The values εleft and εright are made small enough so that left or right
gridlines fit to the left or right of D[i] without overlapping the previous or
next existing gridline.

The final loop in lines 18–30 iterates over left and right and creates grid-
lines at the corresponding indices in gridline list O.

4.2.5 Merging Snapped Gridlines
The extremal snapped gridlines Gl and Gr are merged because this produced
the most understandable snapping behavior as detailed in 4.1.6. Since all
gridlines in Gl and Gr have the same value, i.e., l or r respectively, merging
the gridlines with Alg. 6 is always possible without violating a constraint.

4.2.6 Splitting Gridlines
Figure 4.7a shows how the user may insert a table column between the two
existing ones. The desired outcome is shown in Fig. 4.7b. If the snapping
algorithm Alg. 2 computed extremal gridline locations gll = (l, Gl), glr =
(r,Gr) with l = r, depending on the direction d computed by the same
algorithm, all source gridlines will have been inserted at positions l− iε, i ≥ 0
if d = low or at l + iε, i ≥ 0 otherwise. The situation for d = high is shown
in Fig. 4.8. The two rectangles A and B are adjacent. They are both bound
to gridline g between them. The new rectangle C has been inserted directly
on gridline g, i.e., l = r = g.v, g ∈ Gl and g ∈ Gr. Because d = high, the
gridlines of rectangle C have been inserted right of g. Gridline gi in the figure
is the rightmost gridline of C and its location is g.v + iε.

The algorithm collects the set of gridlines G, bound to the inserted shapes
S, the left-most gridline if d = low or the right-most gridline if d = high. In
the example of Fig. 4.8a, since d = high, G := {gi}. G thus contains the
right-most newly inserted gridlines with position g.v + iε. All gridlines in
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Figure 4.7: Snapping the column on the gridline between two columns inserts
the column, thus splitting the gridline.
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Figure 4.8: Separating adjacent shapes to insert a shape on a gridline.
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Algorithm 6: MergeGridlines algorithm
Input: A set of gridlines G 6= ∅ such that ∀g, g′ ∈ G : g.v = g′.v
Output: A single merged gridline gM

1 begin
2 gM ← g ∈ G
3 G← G\{g}
4 foreach g ∈ G do
5 if g.f then
6 gM .f ← true
7 end
8 foreach s ∈ S do
9 if g ∈ s.Gx/y then

10 replace g with gM in s.Gx/y

11 end
12 end
13 end
14 end

G are merged to a single gridline gM . Interval set I is set to the interval of
extremal values of the span of gM , i.e., I spans the entire height of shape C.
In the example, it follows that gM = gi.

In the following, every shape s ∈ S\S that is attached to a gridline gl ∈ Gl

is considered. For each shape, Is is set to the span s covers on gl in direction
d. In the example above, both A and B are attached to gridline g. Because
d = high, Is is the span on the right of g. This span is empty for shape A
because it touches g from the left. Is contains a single interval for shape B.

Now, I is the span of gM , i.e., of the new gridline that is squeezed between
A and B. Is is the span of B at its original position. Because I ∩ Is 6= ∅, the
left side of B should be pushed rightwards to gM . Intuitively, this means that
if C were inserted with zero width at gridline g and then slowly widened,
shapes C and B would collide and shape C should push B rightwards as
shown in Fig. 4.8b.

Alternatively, if C were smaller, the situation of Fig. 4.9 may arise were
I ∩ Is 6= ∅ and I ⊂ Is. In this case, shape B is not moved but everything
is left as is. As a result, shape C is inserted to the right of g as before but
inside B.
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Algorithm 7: SplitGridline
Input: Inserted shapes S, gridline location gll(l, Gl), insertion

direction d
1 begin
2 G← ∅
3 if d = low then
4 G← {g | g.v = mingi∈s.Gx/y ,s∈S(gi.v)}
5 else
6 G← {g | g.v = maxgi∈s.Gx/y ,s∈S(gi.v)}
7 end
8 gM ← MergeGridlines(G)
9 I ← ⋃ span(gM , d = low ? high : low)

10 if I 6= ∅ then
11 I ← {(min(a′,b′)∈I(a′),max(a′,b′)∈I(b′))}
12 foreach gl ∈ Gl ∧ ¬gl.f do
13 foreach s ∈ S\S such that gl ∈ s.Gx/y do
14 Is ← s.spanx/y(gl, d)
15 if Is ∩ I 6= ∅ ∧ I 6⊂ Is then
16 replace gl with gM in s.Gx/y

17 end
18 end
19 end
20 end
21 end

4.3 Interaction with N Shapes
Although this has not been stated explicitly, all previous algorithms allow
inserting, duplicating, and dragging an arbitrary number of shapes at the
same time. The table column that served as an example may consist of two
text boxes, but it may also be text boxes and a pentagon, text boxes and a
column chart or simply four text boxes. All algorithms operate on the source
gridline list Ĝx/y. The source gridline list directly represents the alignment
relations between source shapes.

By snapping the source gridlines to existing gridlines, the alignment con-
straints between copied shapes attached to the source gridlines are merged
with the alignment constraints of existing shapes. This means that a subset
S ⊆ S of all shapes S can be copied, or removed, and inserted at another
location or even on another page. The copied subset S also copies all con-
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Figure 4.9: The shape is not squeezed between shapes A and B if its span is
strictly contained in the span of a neighboring shape.

straints defined between shapes in S. On insertion of S, the constraints
defined over shapes S are reintegrated into the page constraint set.

4.4 Manipulating Shapes
After a set of shapes has been inserted successfully, the shapes are selected
and can be further manipulated. Selected shapes have a blue outline to be
easily distinguished and an arbitrary number of shapes can be selected at
the same time. On each individual selected shape, so called handles appear
on each individual gridline and typically on each point of crossing x- and
y-gridlines. Dragging on one of these handles moves the gridline or the
gridlines this handle is attached to. The whole set of selected shapes has
a single rotation handle as shown in Fig. 4.10. The rotation handle is the
handle on the very top that resembles a hook.

4.4.1 Dragging Shapes
The algorithms presented so far can be adapted to support dragging exist-
ing shapes on the slide. Reusing the previous example, the middle column,
pictured below in Fig. 4.11, is selected and dragged around the slide.

The drag algorithm shown in Alg. 8 is a much simplified variant of the
insertion algorithm Alg. 1. The action of dragging a shape is initiated only
when the mouse is pressed, held and then moved. While the user keeps the
mouse button pressed, method Snap is called.
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Figure 4.10: Selected shapes have a distinctive outline color and handles
allow changing the gridline alignment or position.

(a) (b) (c)

Figure 4.11: The middle column is dragged rightwards (a) until it is right of
the table (b) and then it is dragged upwards.
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Algorithm 8: Shape dragging algorithm
Input: mouse coordinate p ∈ R2 and mouse event

e ∈ {MouseMove,ButtonUp}
1 begin
2 if e = MouseMove then
3 Snap(Gx, p)
4 Snap(Gy, p)
5 else if e = ButtonUp then
6 insert shapes identical to Alg. 1
7 end
8 end

The snap algorithm in Alg. 9 uses the same basic procedures that are
described above to provide a slightly changed behavior. As long as the mouse
cursor is moved within the selected shape, e.g., to the right as in Fig. 4.11a,
one side of the shape remains at its location while the left side in the example
follows the mouse. Once the mouse cursor has left the shape, or if there is
no adjacent shape at all, the mouse cursor only specifies a single point as
in the default insertion case. Because the cursor is not moved vertically
in Fig. 4.11a-b, the column remains vertically aligned with the other two
columns. Pressing Shift while dragging a shape only moves the shape either
horizontally or vertically. Pressing Ctrl drags a copy of the shape and leaves
the original unchanged. If shapes are copied using Ctrl-drag, the copy can
stay aligned to the original in either horizontal or vertical direction.

If the user presses shift, the shape is only moved orthogonally in one
direction, the other gridlines remaining fixed. Thus, in lines 5-7, the gridlines
in one orientation snap to their original positions with zero tolerance. The
condition in line 13 tests if any extremal source gridline has an original
gridline, i.e., if any other shape is attached to the gridline. If this is the
case, either the left extremal coordinate (ll. 14-18) or the right one (ll. 20-
23) is kept constant. The left-most coordinate moves with the mouse towards
the right if n0 ≤ n, i.e., if the mouse is moved right. The snapping tolerance
t is scaled linearly with factor scale. The further right the mouse is moved,
the closer it gets to the right extremal source coordinate and the smaller the
snapping tolerance must be. The remainder of the algorithm that calculates
the source gridline mapping M is identical to Alg. 2.
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Algorithm 9: Snap algorithm used for dragging
Input: Gridlines G, orientation o ∈ {horz, vert}, mouse coordinate

p ∈ R2

Output: Two gridline locations gll = (l, Gl), glr = (r,Gr), a source
gridline mapping M

1 begin
2 (min,max)← (ming′∈Ĝ(g′.v),maxg′∈Ĝ(g′.v))

3 p0 ← point where user started dragging
4 v ← p− p0
5 if shift pressed ∧ ((|v.x| ≤ |v.y|) = (o = horz)) then
6 (l, Gl)← ClosestGridlines(G,min, 0)
7 (r,Gr)← ClosestGridlines(G,max, 0)
8 else
9 Ĝ′ ← {ĝ | ĝ ∈ Ĝ, ĝ.v = min ∨ ĝ.v = max}

10 t← snapping tolerance constant
11 n← o = horz ? p.x : p.y
12 n0 ← o = horz ? p0.x : p0.y

13 if ∃ĝ ∈ Ĝ′ : ĝ.o 6= ◦ ∧ n ∈ [min,max] then
14 if n < n0 then
15 scale← (max−min)/(min + n0)
16 m← min− scale · (min− n)
17 (l, Gl)← ClosestGridlines(G,min, 0)
18 (r,Gr)← ClosestGridlines(G,m, t · scale)
19 else
20 scale← (max−min)/(max− n0)
21 m← max− scale · (max− n)
22 (r,Gr)← ClosestGridlines(G,max, 0)
23 (l, Gl)← ClosestGridlines(G,m, t · scale)
24 end
25 else
26 (l, Gl)← (r,Gr)← ClosestGridlines(G, n, t)
27 d← n < l ? low : high
28 end
29 end
30 calculate source gridline mapping M as in Alg. 2
31 end
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4.4.2 Shape Rotation
Via the rotation drag handle shown in Fig. 4.10 a single shape or a set of
shapes can be rotated and flipped. Rotation and flipping is implemented
using the snap algorithm of Alg. 2. If a set of shapes is rotated, the source
gridlines are mapped to gridlines in the orthogonal direction, i.e., horizontal
source gridlines are mapped to vertical gridlines and vice versa. Similarly,
flipping is implemented by flipping the order of source gridlines.

4.4.3 Shape Alignment and Position
Each handle h is attached to at most one gridline in each direction, i.e., corner
handles are attached to one x- and y-gridline. By dragging a handle h and
thus the attached gridline the user can express different things. Figure 4.12a
shows how the left gridline gl of the object stack is dragged to the left so
that it snaps to the table. Assume the handle is moved to coordinate x and
let the rightmost gridline of the table be g2. The user has expressed two
different things at the same time: Gridline gl is moved to location x and gl

is now identical to g2.
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Figure 4.12: (a) Dragging a gridline changes gridline relations or (b) dragging
a gridline changes gridline locations.

Changing the relation between gridlines, i.e., unifying gl and g2 into a
single gridline, changes the way gap constraints are collected. Before, there
was a gap between g2 and gl that kept the table and the object stack sepa-
rated. Now, there can be no gap between g2 and gl anymore, meaning that
the table will directly touch the object stack.
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Figure 4.12b shows the alternative result if gridline gl is fixed at location
x without unifying gl and g2. The object stack has been extended to the left
because gl was moved. The relations between the gridlines have remained
unchanged, i.e., there is still a gap between gridlines g2 and gl, and therefore
the table has moved left. In a constraint-based layout system, the user should
rarely need to explicitly fix a gridline’s position because the gridline positions
should be calculated by the layout system.

When a handle is moved, we distinguish two different modes of specifying
gridline relations and gridline locations as detailed in the interaction princi-
ples on page 47. If GS = ⋃

s∈S s.Gx/y are the gridlines bound to the shape
selection and G are the gridlines attached to unselected shapes, the default
drag mode maintains the relations of gridlines in each set GS and G but
the relations between the two sets may be changed. If the Alt-modifier key
is pressed while a handle is moved, the user changes the interaction mode.
In this mode, only the position of gridline gl is fixed. All gridline relations
remain constant.

Aligning Gridlines
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Figure 4.13: Selected gridlines move along when the dragged gridline passes
them.

The selected shapes s ∈ S ⊆ S are attached to a subset of all gridlines
in each dimension GS = ⋃

s∈S s.Gx/y ⊆ Gx/y. On each gridline gi ∈ s.Gx/y of
each shape s ∈ S will be at least one handle h, as in the examples of Fig. 4.13.
The example shows how the top-most handle h is dragged downwards and
snapped to gridline g0 at the bottom of the table. The handle snaps to
gridline g0 and its occupied spans are highlighted to visualize the snapping.
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If the handle is dropped in this situation, gridlines g0 and gt will be merged
and thus top of the object stack will be aligned to the bottom of the table.

While the handle h is dragged downwards, it passes gridline gc. According
to the principle explained above, all gridline relations inside the set of selected
gridlines GS remain constant. Thus, when gt moves downwards, it collects
all gridlines it passes and gridline gc is moved downwards too, only separated
by an infinitesimal ε. Gridline gb is of course still at its previous position
because its relation to any other gridline in GS has not yet changed. This
allows the user to express with a single drag operation that, everything else
being equal, two gridlines should be aligned to each other.

gl gc gr

Figure 4.14: Internal gridline gc moves with the dragged gridline gr.

When a gridline is dragged, all other selected gridlines are collected and
moved too once they are passed by the dragged gridline. For shapes that
have internal gridlines like the pentagon does, this functionality alone is not
enough. A pentagon has three gridlines in horizontal direction as Fig. 4.14
shows. When the gridline gr at the pentagon tip is dragged to the right, grid-
line gc should follow so that the length of the pentagon tip remains constant.

Therefore Alg. 10 begins by collecting the set F of internal gridlines to-
gether with their move factors. In the pentagon example, if dragged gridline
g is gr, F would contain the pair (gc, 1), meaning that gridline gc moves in
parallel with gridline gr.

In a selection of multiple shapes, only the gridlines of shape s owning the
drag handle are considered, to avoid conflicts between different shapes that
would like to move gridlines by a different degree. Then, while the user keeps
dragging the handle, the gridline location (v,Gv) is computed in the loop of
lines 7-9. As in the previous algorithms, v ∈ R is the snapped location and
Gv the potentially empty set of gridlines at value v that the user snapped to.
When the user has finished dragging, the input to procedure InsertGridlines
(Alg. 5) is computed, the set of gridlines G′ and of snapped gridlines X.
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Algorithm 10: Dragging a handle to change gridline alignment
Input: The dragged handle h with the attached dragged gridline g

and shape s and all selected shapes S.
Output: Moved gridlines G′ with destination positions D and

snapped gridlines X
1 begin
2 F ← ∅
3 foreach g′ ∈ s.Gx/y do
4 // collect all gridlines of s that move along with g by factor f

F ← F ∪ (g′, f ∈ R)
5 end
6 (v,Gv)← (g.v, ∅)
7 while h is dragged do
8 n← current mouse position in x-direction
9 (v,Gv)← ClosestGridlines(Gx/y, n, snap tolerance constant)

10 end
11 G′ := {g′0, . . . , g′n} ←

⋃
s′∈S s.Gx/y

12 V := {v0, . . . , vn} ← {g′0.v, . . . , g′n.v}
13 D ← V
14 X := {x0, . . . , xn} ← {xi | if g′i.v = g.v ∧Gv 6= ∅ then xi ← gv ∈

Gv, else xi ← ◦}
15 foreach g′i ∈ G′ with (g′i, f) ∈ F do
16 di ← g′i.v + f · (g.v − v)
17 end
18 foreach g′i ∈ G′ with (g′i, .) 6∈ F do
19 find largest k and smallest l, k < i < l, with (g′k, .), (g′l, .) ∈ F
20 if g′k.v ≤ g′i.v ∧ dk > g′i.v then
21 di ← dk

22 else if g′i.v ≤ g′l.v ∧ g′i.v > dl then
23 di ← dl

24 end
25 end
26 InsertGridlines (V,X,D)
27 MergeGridlines(Gv)
28 end
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If Gv is not empty, all gridlines with the same value as dragged gridline g
are snapped to the gridlines Gv. The calculation of the set of destination
values D is a bit more complicated. Calculating the destination values for
the gridlines in F is straight-forward. For all other gridlines g′i ∈ G′, the (at
most) two gridlines g′k, g′l represented in F and surrounding g′i are searched.
It holds that g′k.v ≤ g′i.v ≤ g′l.v and di is set so that dk ≤ di ≤ dl holds.
In other words, all gridlines that are moved directly by dragging the handle
are in F . Their position is calculated first and afterwards all other gridline
positions are computed such that the order of all gridlines in G′ remains
constant.

Moving Gridlines

If the user drags handle h and simultaneously keeps the Alt-key pressed,
the position of gridline g is fixed to a specific screen coordinate. Alt is
used frequently as a modifier key. In PowerPoint, e.g., it can be used while
dragging to disable the snapping. Here, it is used in a similar manner to
disable the snapping to gridlines. The visual feedback is exactly the same
as in Fig. 4.13. Now, assume handle h is dragged to some value v. Simply
setting g.v ← v may change the relation of gridline g to all other gridlines
in Gx/y. Setting the gridline location must maintain all gridline relations
however. Adding the constraint g.v = v to the constraint set achieves this
elegantly. The layout solver will maintain all relations between gridlines that
have been defined previously. The layout solver may not be able to fulfill the
constraint however, in which case it will be dropped and the drag operation
will have had no effect.

Formally, when handle h is dropped at value v, a new gridline g′ is created
with g′.v = v. Then procedure TryMergeInto is called, shown in Alg. 11, that
manages the partitioning of gridlines to be merged CMerge that will be passed
to the layout algorithm.

4.4.4 Size Constraints
By dragging on a handle and keeping the Ctrl-key pressed, the user can
insert a size constraint. The Ctrl-key is used in PowerPoint to resize shapes
symmetrically around their center. This behavior is mimicked when setting
a size constraint. When the user drags handle h attached to gridline g, the
gridline g′ ∈ GS, the set of gridlines spanned by the selected shapes S, is
searched such that |g.v− g′.v| is maximal. Figure 4.15 shows how the shapes
are resized symmetrically around the center between g and g′ while the user
drags on the handle. Algorithm 12 describes the addition of a size constraint
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Algorithm 11: TryMergeInto
Input: A gridline gi and a destination gridline gj, a boolean directed
Output: Gridline partitioning CMerge of gridlines that must be merged

1 begin
2 (vi, fixedi, Gi)← find or create partition in CMerge with gi ∈ Gi

3 (vj, fixedj, Gj)← find or create partition in CMerge with gj ∈ Gj

4 if i 6= j then
5 if directed ∧ fixedi ∧ ¬fixedj then
6 foreach g ∈ Gi do g.f ← false
7 fixedi ← false
8 end
9 if ¬(fixedi ∧ fixedj) ∨ vi = vj then

10 if ¬fixedi ∧ fixedj then
11 fixedi ← fixedj

12 vi ← vj

13 end
14 replace partitions i, j with single entry (vi, fixedi, Gi ∪Gj)
15 end
16 end
17 end
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gr.v − gl.v = d, gr, gl ∈ Gx/y, d ∈ R. The algorithm manages a partition
PDistance :=

{
(I i

G, di) | I i
G ⊂ Gx/y × Gx/y ∧ ∀i, j, i 6= j : I i

G ∩ I
j
G = ∅

}
in which

each element is composed of a set of gridline intervals I i
G := {(gi, gj), . . . }

and a distance value di. Every two gridline interval sets I i
G, I

j
G are mutually

exclusive, i.e., no gridline interval can be part of two different size constraints.
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lacinia quis, eleifend sit amet, urna. 

Praesent pretium ullamcorper urna. 

Praesent nulla. Vestibulum ante ipsum 

primis in faucibus orci luctus et ultrices 

posuere cubilia Curae; Ut vestibulum 

neque ut justo. Ut vitae libero ac tellus 

viverra fringilla. Class aptent taciti 

sociosqu ad litora torquent per conubia 

nos t ra , pe r i ncep tos h imenaeos . 
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eu, rhoncus sit amet, arcu. Pellentesque 

lacinia venenatis nulla. Sed arcu. Aliquam 

fringilla lobortis neque. Morbi commodo 
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Figure 4.15: Dragging a handle and pressing the Ctrl-key resizes shapes
symmetrically.

4.4.5 Same Extent Constraints
The second kind of size constraint the user can specify directly is the Same
Width or Same Height constraint. A set I of n gridline pairs, defined as
I := {(gi

l , g
i
r) | 0 ≤ i < n}, can be constrained so that

g0
r .v − g0

l .v = · · · = gn−1
r .v − gn−1

l .v.

The gridline pairs I can be added to PDistance as a single partition and the
distance d is set to ‘e‘, indicating that this partition is an n-ary equal distance
constraint. What should happen if, e.g., (g0

l , g
0
r) are already constrained to

distance d ∈ R, i.e., there is a (IG, d) ∈ PDistance with (g0
l , g

0
r) ∈ IG? Similarly,

there may be a subset of I that already shares an equal distance constraint
with other gridline pairs not in I. The conflict is resolved by using partition
set PDistance. Algorithm 13 iterates over each gridline pair in (gi

l , g
i
r) ∈ I and

searches the partition in PDistance that already contains (gi
l , g

i
r). All overlap-

ping partitions thus found are merged into a single partition, their distance
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Algorithm 12: InsertSizeConstraint
Input: A set of selected shapes S ⊆ S, an orientation

orient ∈ {horz, vert} and a distance d
Output: A partition of gridlines PDistance

1 begin
2 g : S × {horz, vert} → G defined as

g(s, orient) :=
{
s.Gx if orient = horz
s.Gy otherwise

3 Gl ←
⋃

s∈S{g | g ∈ g(s, orient) ∧ g.v = mins′∈S∧g′∈g(s′,orient)(g′.v)}
4 Gr ←

⋃
s∈S{g | g ∈ g(s, orient) ∧ g.v = maxs′∈S∧g′∈g(s′,orient)(g′.v)}

5 gl ← MergeGridlines(Gl)
6 gr ← MergeGridlines(Gr)
7 Remove (gl, gr) from each I i

G where (I i
G, .) ∈ PDistance

8 PDistance ← PDistance ∪ {((gl, gr), d)}
9 end

value is maximized, and the value ‘e‘ is defined as less than any d ∈ R.
Partition PDistance is transformed into constraint sets CMin, CMax and CEqual:

CMin = {gj − gi ≥ d |
∃(IG, d) ∈ PDistance : (gi, gj) ∈ IG ∧ d ∈ R}

CMax = {gj − gi ≤ d |
∃(IG, d) ∈ PDistance : (gi, gj) ∈ IG ∧ d ∈ R}

CEqual = {gj0 − gi0 = · · · = gjn − gin |
∃({(gi0, gj0), . . . , (gin, gjn)}, ‘e‘) ∈ PDistance}

4.4.6 Size Constraint Visualization
Size constraints and same extent constraints have to be explicitly visualized
otherwise the user would easily forget she had specified them and the layout
system behavior may appear unpredictable. The visualization must be easily
distinguishable, yet unobtrusive. To limit the visual clutter, only a subset of
all gridline pair partitions PDistance is visualized at a time. Given the set of
selected shapes S, with the attached gridlines GS, subset

P :=
{

(I i
G, di) | (I i

G, di) ∈ PDistance

∧ ∃(gl, gr) ∈ I i
G : gl ∈ GS ∨ gr ∈ GS

}
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Algorithm 13: AddSameExtentConstraint
Input: A set of selected shapes S ⊆ S
Output: A partition of gridlines PDistance

1 begin
2 if |S| > 2 then
3 i← −1
4 foreach s ∈ S do
5 (gl, gr)← interval of extremal gridlines of s
6 if gl 6= gr then
7 (Ij

G, dj)← find partition with (gl, gr) ∈ Ij
G, if no such

partition exists, create it with dj ← e
8 if i = −1 then
9 i← j

10 else

11 di ←


e if di = e ∧ dj = e
di if dj = e
dj if di = e
max(di, dj) otherwise

12 (I i
G, di)← (I i

G ∪ I
j
G, di)

13 update joined partition i in PDistance, remove j
14 end
15 end
16 end
17 end
18 end
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is visualized on the screen, i.e., the set containing all size constraints defined
over at least one gridline a selected shape is bound to. For each gridline
pair (gl, gr) ∈ (I i

G, di) ∈ P a small arrow is shown. Each arrow can be
selected individually or multiple arrows belonging to the same (I i

G, di) can
be selected together. For selected arrows, the constraint value, i.e. the exact
height or width, can be specified in a small text box. The user may even
specify the extent using metric or imperial units such as mm, cm, inches or
fractions thereof. The user can insert the string “=” to specify a same extent
constraint. Figure 4.16 shows the visualization and Alg. 14 describes the
arrow placement algorithm in detail.
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Figure 4.16: (a) Visualizing the size constraints of selected shapes. (b) Edit-
ing the constraint value.

4.4.7 Shape Deletion
A selected shape or multiple selected shapes can be deleted by pressing the
Delete key. When a shape like the middle grey rectangle of Fig. 4.17a is
deleted, it would usually leave a gap between the top and bottom object. If
the three rectangles formed a table column and the middle row was removed,
the remaining two rows should close the gap between them to form a contin-
uous column again. The same argument would hold, if the middle row was
moved and not deleted. If this could be implemented, the user could easily
rearrange the columns of a table. The column would be squeezed between
two previously adjacent columns with the SplitGridlines algorithm and the
space where the dragged column used to be would close automatically.
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Algorithm 14: Place size constraint visualizations
Input: Set P ⊆ PDistance of gridline pair partitions, selected shapes S

1 begin
2 foreach (I i

G, di) ∈ P do
3 wi = min(gl,gr)∈Ii

G
(gr.v − gl.v)

4 mini = min(gl,gr)∈IG
(gl.v)

5 end
6 sort P such that ∀(I i

G, di), (Ij
G, dj) ∈ P :

(I i
G, di) < (Ij

G, dj)↔ wi < wj ∨ (wi = wj ∧mini < minj)
7 R← set of bounding rectangles occupied by selected shapes S
8 foreach (I i

G, di) ∈ P do
9 sort (gl, gr) ∈ I i

G in ascending order by gl.v
10 xprev ←∞
11 yprev ←∞
12 foreach (gl, gr) ∈ I i

G do
13 (l, r)← (gl.v, gr.v)
14 if l < xprev then
15 yprev ← maximum y-value over all rectangles in R
16 end
17 xprev ← l
18 r ← rectangle spanned by points (l, yprev) and

(r, yprev + arrow height)
19 place arrow at rectangle r
20 R← R ∪ r
21 end
22 end
23 end
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(a) (b)

Figure 4.17: (a) When the the center object is deleted, a table should remain
compact. (b) Boxes only separated by a connector appear as separate entities
and should remain so.

There are cases however, where it might be preferable to keep the gap.
In Fig. 4.17b, both text boxes are separated by a connecting line. Visually
this leaves the impression that both boxes are really separated and have been
connected only for illustrative purposes. The example of Fig. 4.17a shows a
table that is supposed to be compact even if a column or row is deleted.

How can these two cases be distinguished? The algorithmic idea is to
compare two sets of layout constraints, one gathered before an object is
deleted or moved, and one afterwards. If an object disappears between two
gridlines and no other object keeps both gridlines apart, then the solver can
try to collapse the gridlines by adding a constraint that both gridlines should
have an equal value. This merge operation may of course fail because of other
constraints.

Algorithm 15 collects the constraint sets CMin, CMax, CEqual, CMerge be-
fore a shape is manipulated and afterwards. By analyzing the difference,
the algorithm can decide if two gridlines should be merged using procedure
TryMergeInto of Alg. 11.

The examples of Fig. 4.18 will serve as running examples throughout the
following explanation. In the example of Fig. 4.18a, rectangle B will be
deleted. In Fig. 4.18b, rectangles B0 and B1 will be removed.

The CollapseGridlines algorithm is passed the set of all gridlines Gx/y and
begins by collecting for each gridline gi ∈ Gx/y the spani

pre. Each occupied
interval on this span is annotated by the list of shapes that occupy this
interval. In the first example of Fig. 4.18a, the spans are thus:

span0
pre := {((y0, y1), {A,B})}

span1
pre := {((y0, y1), {B,C})} .
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Figure 4.18: Two simple examples to illustrate the CollapseGridlines algo-
rithm.

And for Fig. 4.18b they are:

span0
pre := {((y0, y1), {A}), ((y1, y2), {A,B0}), ((y2, y3), {A})}

span1
pre := {((y1, y2), {B0, B1})}

span2
pre := {((y0, y1), {C}), ((y1, y2), {B1, C}), ((y2, y3), {C})} .

Array cpre(i, j) = true contains the information that there has been a
distance constraint between gridlines gi and gj before any action on the
shapes has been performed. Distance constraints are transitive so that for
all i < j < k:

cpre(i, j) ∧ cpre(j, k)→ cpre(i, k).

It is important to note that for gridline distance constraints, the transitivity
relation only holds for a triple gi, gj, gk with i < j < k. For reasons of
simplicity, cpre(i, j) = cpre(j, i) must also hold.

In the first example, there is only a single constraint guaranteeing a min-
imum size of shape B and thus cpre(0, 1) = true. In the second example, the
size of shapes B0, B1 implies cpre(0, 1) = cpre(1, 2) = true and by transitivity
it follows that cpre(0, 2) = true.

At this point, after spani
pre and cpre have been set, the selected shapes

S, i.e., either shape B or both B0 and B1, are dragged or deleted and the
second phase of the algorithm begins.

After the shapes have been manipulated, the algorithm collects spani
post

for each gridline gi. In the first example, the spans of gridlines g0, g1 are now:

span0
post := {((y0, y1), {A})}

span1
post := {((y0, y1), {C})} .
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Algorithm 15: CollapseGridlines
Input: The set of gridlines Gx/y

1 begin
2 foreach gi ∈ Gx/y do
3 spani

pre ← collect occupied spans and attached shapes
4 end
5 cpre(i, j)← false ∀i, j ∈ [0, |Gx/y| − 1]
6 cpre(i, j)← true for each gi, gj ∈ Gx/y with a distance constraint
7 calculate directed transitive closure of cpre
8 perform action on shapes
9 foreach gi ∈ Gx/y do

10 collect spani
post

11 collapsei ← ∅
12 foreach interval (a, b) in spani

pre or spani
post with attached

shapes Spre and Spost respectively do
13 if Spost = ∅ then
14 collapsei ← collapsei ∪ ((a, b), empty)
15 else if Spre ⊂ Spost then
16 collapsei ← collapsei ∪ ((a, b), collapse)
17 else
18 collapsei ← collapsei ∪ ((a, b), prevent)
19 end
20 end
21 end
22 collect cpost(i, j)← true for each pair gi, gj ∈ Gx/y as above
23 calculate directed transitive closure of cpost
24 foreach gi, gj ∈ Gx/y : gi < gj do
25 foreach interval (a, b) in collapsei or collapsej with collapse

flags ci and cj do
26 if (ci = prevent ∧ cj 6= empty) ∨ (cj = prevent ∧ ci 6= empty)

then cpost(i, j)← true
27 end
28 end
29 foreach i, j such that ¬cpost(i, j) ∧ cpre(i, j) do
30 TryMergeInto (gi, gj) and update transitive closure of cpost
31 end
32 end
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And for Fig. 4.18b the spans are:

span0
pre := {((y0, y3), {A})}

span1
pre := ∅

span2
pre := {((y0, y3), {C})} .

For each gridline gi spani
pre and spani

post are compared interval by interval
in lines 13-21. More precisely, for each interval (a, b) the shapes Si

pre, Si
post

attached to that interval in spani
pre and spani

post are compared.
For the first example this is straightforward. The spans of both gridlines

g0, g1 only contain a single interval (y0, y1). S0
post = {A} ⊂ S0

pre = {A,B},
S1

post = {C} ⊂ S1
pre = {B,C}. Thus the interval (y0, y1) is marked as collapse

on both gridlines g0 and g1.
For the second example the resulting collapse spans are

collapse0 := {((y0, y1), prevent), ((y1, y2), collapse), ((y2, y3), prevent)}
collapse1 := {((y1, y2), empty)}
collapse2 := {((y0, y1), prevent), ((y1, y2), collapse), ((y2, y3), prevent)}

On gridline g0 and g2 intervals (y0, y1) and (y2, y3) remain unchanged and, by
default, are marked as prevent. Only interval (y1, y2) is marked as collapsable.
Gridline g1 is empty after the deletion of B0 and B1.

Now the set of constraints cpost is collected. After B has been removed,
cpost(0, 1) = false. After B0 and B1 have been removed from the second
example, cpost(0, 1) = cpost(1, 2) = false.

The collapse interval sets are compared pairwise in lines 24–30. In the
first example, the loop is without effect and cpost remains unchanged. In
the second example however, the loop will find that gridlines g0 and g2 both
marked intervals (y0, y1) and (y2, y3) with prevent, meaning on these intervals
the attached shapes have not changed. Thus, these pairs of gridlines should
remain separated and cpost is set to true.

For each pair of gridlines gi, gj that were separate before the shape ma-
nipulation, i.e., cpre(i, j) = true, and that are not separated anymore, i.e.,
cpost(i, j) = false, algorithm TryMergeInto is called and the closure is updated
accordingly. In the first example, gridlines g0 and g1 will thus be merged. In
the second example, gridlines g0 and g2 will not be merged.

4.5 Summary
This chapter presented a set of elementary operations to construct instances
of the Layout Problem, i.e., an arrangement of shapes and their attached
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gridlines on a page. The algorithms described the consistent insertion of
gridlines (Alg. 5), the deletion of shapes and subsequent collapsing of gridlines
(Alg. 15), the merging of gridlines (Alg. 6 and Alg. 11), and the splitting
of gridlines and their adjacent shapes (Alg. 7). These operations can be
combined to build more complex operations. To implement an operation
that aligns a set of shapes at their left gridlines, procedure TryMergeInto
(Alg. 11) must be called first on the set of left gridlines of every shape.
Afterwards, all left gridlines that could be moved to the same position can
be merged (Alg. 6).

These elementary operations can also be used to implement a direct ma-
nipulation user interface. This chapter explained several important design
decisions that were made during the development of the ICBM user interface.
Previous constraint-based graphics applications used constraints to guide a
layout algorithm and to limit subsequent user interactions. In contrast, the
user interface algorithms in this chapter proposed much weaker constraint
semantics. Since all constraints have been established by the user, they can
be overridden by user interactions. Constraints only limit the solution space
of the layout algorithm, but do not restrict the user himself. By dragging
a shape across the page, the user effectively overrides all previously defined
alignment relations between the dragged shapes and the remaining shapes.
The weaker constraint semantics also become obvious when the user aligns
several shapes. In this case, all gridlines at the same position are merged

The ICBM user interfaces fulfills Shneiderman’s principles of direct ma-
nipulation interfaces detailed in 2.2.4. In the ICBM system, users interact
directly with shapes and their constraints. When moved, shapes, i.e., the
gridlines they are attached to, snap to each other to facilitate the estab-
lishment of alignment constraints. Both, the manipulated shapes and the
alignment constraints are continuously visualized. Every action can easily
be reversed manually or automatically via the undo and redo functions. The
available constraints represent simple concepts familiar to users of common
drawing and document layout applications.



Chapter 5

Constraint Solving

The previous chapter described how an instance of the Layout Problem L =
(P, C, o) defined on page 44 is assembled. The user has created the page L.P
consisting of a set of shapes and their attached gridlines. The user has defined
the constraint sets CMin, CMax, CEqual, CMerge ∈ L.C. Several subproblems
remain:

1. Complete constraint set L.C:

• For each shape that contains text, the shape must be large enough
to fit the text. Text can only wrap at discrete locations and thus
there is a discrete number of minimal width-height-configurations
for shape containing text.

• The layout algorithm has to derive additional constraints that
define the shape positions and sizes relative to each other.

2. Define objective function L.o such that

• The layout degrades gracefully if L is over-constrained.

• Conversely, if L is under-constrained, the solution layout has to
be close to the user’s expectactions.

5.1 Text Size Approximation
In the classic line break problem, the page width and word sizes are given and
a wrapping of words into lines is sought that minimizes the overall deviation
of all line widths from the page width.

89
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Definition 18. The line break optimization problem is a triple LB =
(W,x, o) where W = (w0, . . . , wn), wi ∈ R is a list of word widths and x ∈ R
is the available page width. The solution space to ∆(LB) is the set

∆(LB) = {(i0, . . . , im) | 0 < i0 < i1 < · · · < im = n

∧ ∀0 ≤ j ≤ m : Σij−1<k≤ij
wk ≤ x with i−1 := −1}

where each ij indicates a line break inserted after word wj. Then, the ob-
jective function is a function o : ∆(LB) × R → R that defines a measure
of quality for any pair of line break l ∈ ∆(LB) and page width x and the
optimal solution to LB is defined as

min o(l, LB.x) l ∈ ∆(LB).

Typically, function o will compute the overall deviation of line widths
from page width

o((i0, . . . , im), x) := Σ0≤j≤m

(
x− Σij−1<k≤ij

wk

)2

This problem has been analyzed and solved by Knuth and Plass in their
1981 paper “Breaking Paragraphs into Lines” [81]. For a text of n words, an
optimal solution can be found using dynamic programming in O(n2) time.

The inverse of the line break optimization problem is how to compute
the optimal text width given a list of word length. Let Li(W ) be set of all
possible text widths resulting from breaking a list of words W into i lines.
Definition 19. The minimal text size problem is, given a list of word
widths W = (w0, . . . , wn) and assuming uniform word height, to compute
the set of minimal width-height-configurations

WH = {(wi, hi) | 0 ≤ i ≤ n, wi = minw′∈Li(W )(w′), hi = i+ 1}.

This problem has received some attention in recent years because it can
be an important bottleneck when calculating table layouts, e.g., as part of an
HTML renderer. Given all width-height-configurations for each cell of a ta-
ble, the problem of choosing the best configuration for each cell such that the
table in total has minimum height is a combinatorial optimization problem
with exponential running time [115, 3]. Instead of solving this combinatorial
problem, width-height-configurations are often approximated. Hurst et al.
[67] approximated the size of text cells with the area covered by the content.
The constant area constraint is hyperbolic and can be solved by a generalized
form of quadratic programming called conic programming.

Anderson et al. [3] have developed a rather complex algorithm computing
all width-height-configurations for text with uniform height that, according
to the authors, has a running time of O∗(n3/2) ignoring logarithmic terms.
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5.1.1 Enumerating Text Sizes
Since the text size constraints need to be integrated into a larger constraint
set, the flexibility and availability of powerful solvers were deciding factors in
favor of a linear approximation for the ICBM layout system. Algorithm 16
solves the minimal text size problem for text with uniform line height in
O(n2) using dynamic programming.

Algorithm 16: Enumerating all minimal width-height-configurations
Input: A sequence of words X := x1, . . . , xm of uniform height H
Output: A sequence of pairs S := (wi, hi) such that wi is the

minimum width if the text has size hi

1 begin
2 S ← ∅
3 foreach word xj ∈ X do
4 W1[j]← W1[j − 1] + width(xj)
5 end
6 S ← S ∪ (W1[m], H)
7 foreach line ∈ (2,m) do
8 prev_last_word← line− 1
9 foreach last_word ∈ (line,m) do

10
wBest ← max(Wline−1[prev_last_word],

W1[last_word]−W1[prev_last_word])
11 i← prev_last_word + 1
12 while i < last_word do
13 w ← max(Wline−1[i],W1[last_word]−W1[i])
14 if w > wBest then break
15 wBest ← w
16 prev_last_word← i

17 end
18 Wline[last_word]← wBest
19 end
20 S ← S ∪ (Wline[m], H · line)
21 end
22 end

The algorithm calculates, for every possible number of lines, the minimum
needed text width. The algorithm maintains the invariant that Wk[j] is the
minimum text width that fits the words x0, . . . , xj on k lines. The algorithm
accumulates the total width of x1, . . . , xj in variable W1[j]. If all words are
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drawn on a single line, their total width is W1[m] and their height is H.
The algorithm loops over every possible number of lines and calculates the
minimum text width recursively. If all m words must be placed on k lines,
line k − 1 will end with word x, 1 ≤ x < m. The width of all previous k − 1
lines is given by Wk−1[x]. Line k has width W1[m]−W1[x]. The problem is
finding an x that minimizes max(Wk−1[x],W1[m]−W1[x]).

The outer loop at line 11 iterates over the current number of lines line.
Variable prev_last_word is the index of the last word on line line − 1.
Variable last_word is the index of the last word on line line. The loop
over last_word in line 9 fills the dynamic programming tableau, calculating
in each iteration a value Wline[last_word]. Every time last_word is incre-
mented, i.e., another word is added to line line, the width of the last line
W1[last_word] −W1[prev_last_word] could become so large, that the total
text width would decrease, if more words were added to the previous line−1
lines, i.e., if prev_last_word were incremented. This is checked in the while
loop at line 12. The smallest width is kept in variable wBest.

Algorithm 17 describes how the width-height-configurations of individual
paragraphs can be combined into the width-height-configurations of minimal
width for a multi-paragraph text. For every paragraph Pi, the algorithm
computes the width-height-configurations Si using Alg. 16. These are ordered
by increasing width. Variable W keeps track of the narrowest possible width
that fits all paragraphs and H is their combined height at the same width.
Every pair (wj, hj) in set Si is transformed so that it contains the next largest
width and the associated decrease in height if the text were drawn with the
wider width.

Obviously, all paragraphs fit into a box of width W and height H. By
construction, the text cannot fit into a box narrower than W . Every pair
(wj, hj) means there is a paragraph whose height decreases by hj if the total
width reaches wj. In the first iteration, wj > W and therefore (W,H) will
be added to S. wj is the narrowest possible text width larger than W and
W is set to wj. If {(wi, hi) | wi = W} is the set of all width-height pairs
of width W , the total text height H decreases by ∑i hi. After the loop has
iterated over all such pairs (wi, hi), S ′ does not contain anymore elements,
or the next element (wk, hk has again width wk > W .

5.1.2 Approximating Width-Height-Configurations
The minimal area width-height configurations are approximated with linear
functions minimizing the maximum distance to the step-wise width-height
function. Figure 5.1 shows the possible sizes for the displayed text as dashed
rectangles and the linear functions approximating the width-height pairs.
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Algorithm 17: Combining width-height-configurations of individual
paragraphs
Input: A sequence of paragraphs P := {P1, . . . , Pn} with each Pi

consisting of words xi
1, . . . , x

i
m

Output: A sequence of pairs S := (wi, hi) such that all paragraphs P
fit into text boxes of size (wi, hi)

1 begin
2 (W,H)← (0, 0)
3 S ′ ← ∅
4 foreach Pi ∈ P do
5 Si ← CalculateParagraphSizes(Pi)
6 sort Si = {(w1, h1), . . . (wm, hm)} by wj in ascending order
7 (W,H)← (max(W,w1), H + h1)
8 foreach (wj, hj) ∈ Si do (wj, hj)← (wj+1, hj − hj+1)
9 S ′ ← S ′ ∪ Si

10 end
11 sort (wj, hj) ∈ S ′ by wj in ascending order
12 S ← ∅ is the set of width-height pairs of all paragraphs combined
13 foreach (wj, hj) ∈ S ′ do
14 if wj > W then S ← S ∪ (W,H), W ← wj

15 H ← H − hj

16 end
17 S ← S ∪ (W,H)
18 end

Knowledge works capture,
codify and share know-
ledge from experience

Figure 5.1: Finding a linear approximation of the width-height configurations
of text content.
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Algorithm 18: Linear approximation of width-height-configurations
Input: A set of width-height pairs P = {(w1, h1), . . . , (wn, hn)}
Output: Linear inequalities L = {mi · w + ni ≤ h} giving lower

bound for text box height h depending on width w, lower
bound wmin for width w.

1 begin
2 foreach k = 1 . . . n− 1 do
3 pivot← (wk+1, hk)
4 C ← ∅
5 foreach (wi, hi) ∈ P do
6 ~v ← (wi, hi)− pivot
7 if ~v.x ≥ 0 then
8 C ← C ∪ {f(x) = |~v|x− |~v| · atan2(~v)}
9 else

10 C ← C ∪ {f(x) = −|~v|x+ |~v| · (atan2(~v)− π)}
11 end
12 end
13 RemoveRedundant(C)
14 sort C = {fi(x) = mix+ ni} such that fi < fj ↔ mi < mj

15 calculate set P of intersections between each pair fi−1, fi ∈ C
16 binary search over P to find pi ∈ P with pi.y = min
17 mk ← tan(pi.x)
18 nk ← pivot.y − pivot.x ·mk

19 L← L ∪ {mk · w + nk ≤ h}
20 end
21 L← L ∪ {0 · w + hn ≤ h}
22 RemoveRedundant (L)
23 wmin ← w1
24 delete constraints from L redundant considering w ≥ wmin

25 end
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The algorithm makes several simplifying assumptions to find a satisfac-
tory linear approximation in O(n2) given a list of n width-height-configura-
tions. First, the algorithm generates one linear function for each point pivot
set to a corner (wi+1, hi), i.e., to the point that guarantees the necessary
height hi for a rectangle up to width wi+1 as illustrated in Fig. 5.1. Sec-
ond, for each point pivot this function is found by minimizing the arc length
between the function and every other point (wj, hj) and not the distance
between the linear function and same point.

The inner loop of lines 5-11 finds the optimal slope for the linear function
going through pivot. In each iteration, vector ~v is the vector between point
(wi, hi) and pivot as illustrated in Fig. 5.2. Function atan2 returns the angle
between ~v and the x-plane. The length of an arc of angle x′ with radius |~v|
is 2π|~v| · x′. If we want to express the arc angle relative to the x-plane the
equation becomes 2π|~v| · (x− atan2(~v)) for ~v.x ≥ 0 or omitting the constant
part 2π we can write

f(x) = |~v| · (x− atan2(~v)) = |~v|x− |~v|atan2(~v).

Each such function f calculates the arc length (divided by 2π) from a linear
function of angle x going through pivot to a single point (wi, hi). By or-
dering these functions by slope in ascending order, the optimal angle x that
minimizes f(x) can be found using binary search in logarithmic time. The
functions f(x) ordered by ascending slope form the boundary of a convex
polytope that must take its minimum value in one of its extremal points,
i.e., in one of the intersections calculated in line 15.

pivot

(wi, hi)

!v

x

y

Figure 5.2: Finding a linear approximation of the width-height configurations
of text content.

Algorithm 18 has made use of a function RemoveRedundant that as the
name implies removes all redundant linear constraints from the input set.
Its straightforward implementation is shown in Alg. 19. All linear equations
are sorted by slope and by offset n. Set P is the set of intersection points
between subsequent functions fi−1, fi which is updated in parallel and serves
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to identify redundant constraints in line 7. For each new function fi the
algorithm looks backwards at set F ′ of the already added functions. The
points in P define the extremal points of the convex set defined by F ′. The
test in line 7 checks if the next function fi restricts the convex set in such a
way that equations fj . . . fk are themselves no longer restricting the convex
set and are thus redundant.

Algorithm 19: RemoveRedundant
Input: A set of linear functions F := {f1, . . . , fn | fi(x) := mix+ ni}.
Output: A sorted set F ′ ⊆ F without redundant functions

1 begin
2 sort F such that fi < fj ↔ mi < mj ∨ (mi = mj ∧ ni > nj)
3 F ′ ← {f1}
4 P ← {(0,∞)}
5 foreach i = 2 . . . n do
6 if mi−1 < mi then
7 if ∃j ∈ (1, i− 1) : fj ∈ F ′, pj ∈ P ∧ fi(pj.x) ≥ pj.y then
8 remove all redundant fk ∈ F ′, k ≥ j
9 end

10 F ′ ← F ′ ∪ {fi}
11 pi.x← (ni−1 − ni)/(mi −mi−1)
12 pi.y ← fi(pi.x)
13 P ← P ∪ {pi}
14 end
15 end
16 end

These linear constraints complete the constraint set CMin ∈ L.C of a
layout problem L. The linear approximation of discrete text sizes is quite
loose as Fig. 5.2 illustrates. In a layout satisfying this approximation of text
size constraints, each text box will have a size (w, h) such that there is a
minimum text size (w′, h′) as computed by Alg. 16 with w ≥ w′ ∧ h ≥ h′.
In most cases, even w > w′ ∧ h > h′ will hold. Thus, a layout solution may
be improved by a second run of the layout algorithm that replaces the linear
approximation of text size constraints with a single constraint that the text
width be at least w′ and the height at least h′. The resulting layout could
be more compact if the stricter constraint is also satisfiable.
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5.2 Layout Constraints
So far, the constraints capturing properties of the layout, i.e., the spatial re-
lations between different shapes, are still missing. If two shapes are adjacent,
there is a gap of free space between the two shapes. As long as the size of
this gap is larger than zero, the adjacency relation is not violated. When
a gap constraint between two gridlines is inserted, both gridlines are forced
apart by the solver and additionally, the order of the two gridlines will be
fixed. It is thus important to consider the question where gap constraints
must be inserted carefully.
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Figure 5.3: The horizontal position of the heading should be left uncon-
strained.

In a naive implementation, gap constraints could be inserted between each
pair gi, gj ∈ Gx/y with gi.v < gj.v. This would preserve the total gridline order
defined by the user interaction. However, the result is a system that feels
overly rigid as the scenario in Fig. 5.3 shows. If the user has drawn the first
example of Fig. 5.3a, gap constraints will be inserted between pairs (g0, g1),
(g1, g2), (g2, g3), and (g3, g4). The layout that centers the headline above
the table is clearly the solution that is probably intended. If the user adds
more content left of the table, the headline should remain centered above
both the added content and the table. Yet, with the set of gap constraints
added before, a solution like the one of Fig. 5.3b is not possible. Gridlines
g3 and g4 have changed their order, which the gap constraints would have
prevented. Conversely, if the user did not anticipate the total amount of text
she needed for the headline and simply created a situation as in Fig. 5.3c, the
result of Fig. 5.3a becomes unattainable. Gap constraints limit the position
of gridline g0 to be between g1 and g2. The same holds for g4, g2 and g3. If
more text is added to the headline, the table becomes wider too. Clearly,
this is not a desirable behavior. The horizontal gridlines of the table and the
headline should not constrain each other. In vertical direction, the problem
is different. The headline must not move below the table.
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The difference between the two cases is that the headline can be moved
horizontally without colliding with the table. This is impossible in vertical
direction. Gap constraints should be inserted in vertical direction to keep the
headline above the table. The bottom gridline of the headline is occupied
between gridlines g0, g4, the top of the table is occupied between gridlines
g1, g3 in Fig. 5.3a. Both gridline intervals overlap and a gap constraint should
be inserted that keeps the bottom of the headline above the top of the table.

Such a formulation leads to an under-constrained problem if the user
inserts two shapes diagonal to each other as in Fig. 5.4. No gap constraints
are inserted between the table and the headline. The user has not specified
if the headline should remain to the top right of the table, or if it is allowed
to move horizontally or vertically. Instead of resolving this ambiguity in
some arbitrary way, the relative position of the headline to the table is left
unconstrained. The shape positions could be defined through constraints
with other shapes. Even if both positions are left unconstrained, there is
no problem unless both shapes intersect in the solution layout. A post-
processing step that is explained in section 5.3, resolves the ambiguity only
when necessary, i.e., if both shapes indeed intersect after the constraint solver
has run.
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Figure 5.4: No gap constraints are inserted at all between shapes diagonal
to each other.

The algorithm that adds the gap constraints is shown in detail in Alg. 20.
First, in line 2, the span of each gridline is computed and in the next line
the array Gap is initialized that will be used to keep track of the inserted
gap constraints. The algorithm proceeds by moving index high forward from
1 up to and including n+ 1, i.e., one index after the last gridline. From the
gridline with index high, the algorithm goes backwards using index low in
the inner loop of line 6. The algorithm then checks if the spans of gridlines
high and low overlap and inserts a gap constraint between both gridlines.

Two special cases deal with the very first and the very last gridline. If
a gridline is outside of the page boundaries, its value is only bounded on
one side by the page. Constraints are added that will keep these gridlines as
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Algorithm 20: Add Gap Constraints
Input: Gridlines Gx/y = {g1, . . . , gn}, page extent d ∈ R
Output: The set of gap constraints CGap and the set of constraints of

objects outside the page CClose
1 begin
2 Span←

{
span1, . . . , spann | spani = span(gi), gi ∈ Gx/y

}
3 Gap(i, j)← false ∀i, j ∈ (0, n+ 1), i < j // array of all pairs i, j
4 foreach high = 1 . . . n+ 1 do
5 if high = n+ 1 ∨ spanhigh 6= ∅ then
6 foreach low = high− 1 . . . 0 do
7 if ¬Gap(low, high) ∧ (low = 0 ∨ spanlow 6= ∅) then
8 add← false
9 if low = 0 then

10 add← true
11 CClose ← CClose ∪ {ghigh.v − d/2 ≥ z, z ≤ 0}
12 else if high = n+ 1 then
13 add← true
14 CClose ← CClose ∪ {−glow.v + d/2 ≥ z, z ≤ 0}
15 else if glow.v < ghigh.v∧ spanlow ∩ spanhigh 6= ∅ then
16 add← true
17 if ghigh, glow in one partition in PMerge then
18 CGap ← CGap ∪ {ghigh.v − glow.v ≥ 0}
19 else
20 CGap ← CGap ∪ {ghigh.v − glow.v > 0}
21 end
22 end
23 if add then
24 foreach 0 ≤ i < low do
25 Gap(i, high)← Gap(i, low) ∨Gap(i, high)
26 end
27 Gap(low, high)← true
28 end
29 end
30 end
31 end
32 end
33 end
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close as possible to the page. If low = 0, then the algorithm adds a constraint
keeping gridline high close to the page. The same happens for gridline low,
if high = n + 1. In both cases, a constraint containing a variable z ≤ 0 is
inserted, where z bounds the distance of glow or ghigh from the page center. If
z is included in the objective function, then the gridlines can be positioned
as close as possible to the page.

The general case is treated in line 15. The spans at index low and high
are both not empty, neither is their intersection and the gridline at index
low has a lower value than gridline high. The gap constraint keeps both
gridlines separated. If both gridlines are marked in CMerge as meant to be
merged (see Section 28), the gap constraint allows for equality with zero.
It is worth repeating at this point, that there are four gridlines that always
exist and that lie on the page boundary. If no other adjacent shape exists,
there will at the very least be gap constraints between a shape and the
page boundary. Finally, if any constraint between gridlines low and high has
been added, variable add is true and Gap(low, high) is set to true. The gap
relation is transitive, i.e., for i < low < high : Gap(i, low)∧Gap(low, high)→
Gap(i, high).

5.2.1 Objective Function

The constraints formulated so far more or less followed naturally from the
shapes’ content or from the arrangement of shapes on the page. The solution
to the layout problem however and the desired properties of a layout solution
are encoded in the objective function. Some authors have tried to define
properties of “nice” layouts [54] or have even tried to develop algorithms
based on such measures [85]. Marriott et al. mentioned in their recent work
on document layout [92] that users accepted automatically generated layouts
if they could not be improved locally.

What “nice-ness” means in regard to the layout of a single shape should
be expressed by the shape’s width and height constraints. The layout algo-
rithm should favor regular and predictable layout solutions to increase the
user’s acceptance of the generated results. This means essentially, that the
available space on a page should be distributed evenly between the gaps in
horizontal and vertical direction. Conversely, if the layout is over-constrained
and no feasible solution to a strict set of constraints exists, the layout algo-
rithm should spread the error evenly between the constraints. The goal is
that the automatically generated solutions degrade gracefully with tightening
constraints, always yielding a solution that is as good as possible while simul-
taneously providing a visual cue that the constraint set is over-constrained.
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Maximizing Constraint Satisfaction

The layout problem resembles a constrained resource allocation problem in
that a limited resource, i.e., page space, is assigned to different gaps sub-
ject to a set of distance constraints. Some gaps have minimum sizes, others
have maximum sizes or both. To solve such resource allocation and plan-
ning problems, the so-called goal programming approach has been developed.
Where linear programming problems maximize a single objective, goal pro-
gramming problems minimize the deviation from a set of specified objectives
[82, 37, 106, 114, 23].

Definition 20. A weighted goal programming problem WGP is the
problem of finding

min z =
n∑

i=1
(uini + vipi) subject to

fi(x) + ni − pi = bi i = 1 . . . n
Ax = b

where each fi : Rn → R is a goal function, bi ∈ R is the desired goal value for
fi(x), and the ni, pi ∈ R are the negative and positive deviation of fi(x) from
this goal value. Given weights ui, vi ∈ R the problem is thus to minimize
the weighted deviation over all i. As in linear programming, Ax = b is an
optional set of hard constraints.

Constraints with negative or positive error terms are usually called soft
constraints and they have been used, e.g., in the Auckland Layout Manager
developed by Lutteroth et al. [86]. The Cassowary constraint solver [7] solves
hierarchical sets of linear constraints by minimizing the weighted sum of
positive and negative constraint errors incurred on non-required constraints.

Given an instance of the layout problem L = (P, C, o), each constraint set
in C can be transformed into a set of soft constraints by adding a so-called
scale variable. The scale variable is a negative error term that represents the
amount by which the constraint equation deviates from its target value. It
is a negative error term because the constraint equations never exceed their
target value. Then, the objective function L.o can be defined in terms of
these scale variables.

The idea of a scaled constraint can most easily be applied to the set CMin
of minimum distance constraints. Each constraint in ek ∈ CMin takes the
form

ek :
n∑

i=1
ci · gi.v ≥ d ¬gi.f, gi ∈ Gx ∪ Gy, ci, d ∈ R, d ≥ 0
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The constraint set C ′Min is defined by adding a scale variable sk ∈ R to every
constraint equation ek ∈ CMin. The resulting constraints have the form

e′k :
n∑

i=1
ci · gi.v ≥ d · sk.

Definition 21. A scaled constraint set SC = (S,H, u) is a triple consist-
ing an of an upper bound u ∈ R, a set of scaled constraint equations

S =
{

n∑
i=1

ci · gi.v ≥ d · sk | ¬gi.f, gi ∈ Gx ∪ Gy, ci, d, sk ∈ R, sk ≤ u

}
,

where each scale variable sk is only part of a single constraint equation ek ∈ S,
and a possibly empty set of hard constraints H.

Given a scaled constraint set

SCMin = (C ′Min, ∅, u := 1)

there always exists an n-tuple of scale variables such that all scaled constraint
equations in C ′Min are satisfied since in every constraint d ≥ 0 and the sk can
be made arbitrarily small until every inequality is satisfied. If ∀k : sk = 1,
all minimum distance constraints in CMin are satisfied.

Formulating Scaled Constraint Sets

The constraint sets CMax, CEqual, CGap and CClose have to be transformed into
their scaled equivalents:

1. The set of Maximum Distance constraints

C =
{

n∑
i=1

ci · gi.v ≤ d | ¬gi.f, gi ∈ Gx ∪ Gy, ci, d ∈ R, d ≥ 0
}
,

is transformed into

C ′ =
{

n∑
i=1
−ci · gi.v ≥ −d · sk | ¬gi.f, gi ∈ Gx ∪ Gy, ci, d ∈ R, d ≥ 0

}
,

and the scaled constraint set is defined as SCMax = (C ′, ∅,−1).

2. Equal Distance
With gridlines gi, g

j ∈ Gx ∪ Gy and factors ci, cj ∈ R, equal distance
constraints have the form

n∑
i=1

ci · gi.v = · · · =
m∑

j=1
cj · gj.v.
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By introducing a common variable zk ∈ R, the single equation can be
split into several constraints

n∑
i=1

ci · gi.v = zk ∧ · · · ∧
m∑

j=1
cj · gj.v = zk.

Each individual constraint can be further transformed into
n∑

i=1
ci · gi.v − zk ≤ 0 ∧

n∑
i=1

ci · gi.v − zk ≥ sk.

All left equations form the set of hard constraintsH, the right equations
the set of scaled constraints S, and SCEqual = (S,H, 0).

3. Gap Constraints

For every gap constraints

gr − gl > 0

the scaled constraint
gr − gl ≥ sk

is added to set S ′, and the unscaled hard constraint gr−gl > 0 is added
to H ′. For gap constraints gr − gl ≥ 0 only the scaled form is added to
S ′. SCGap = (S ′, H ′,∞).

4. Close To Slide Constraints

The last remaining constraints are those inserted in Alg. 20 to keep
gridlines close to the page. The constraint is already in scaled form:

ghigh − d/2 ≥ sk or − glow + d/2 ≥ sk

Maximizing variable sk with sk ≤ 0 will move gridlines ghigh and glow
as close to the page center as possible. The constraint is only inserted
for gridlines to the left, right, top or the bottom of the page. The
upper bound for gridline ghigh is thus the left or top gridline on the
page boundary and the above constraint functions as a lower bound
to the position of ghigh. For glow the right or bottom page boundary
form the lower bound and the above constraint limits the upper bound.
Therefore, SCClose = (CClose, ∅, 0).
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The Scaled Layout Problem

In all scaled constraint sets except SCGap, the scale variable is a negative
error term that must be maximized up to the given upper bound. In gap
constraints, the scale variable is the size of the gap itself which has no upper
bound. Assuming not all constraints can be satisfied, how should the con-
straint error be distributed between the scale variables, or how should the
available page space be distributed among the gap constraints? For example,
if not all minimum distance constraints can be satisfied, should the number of
unsatisfied constraint equations be minimized, the largest deviation of some
scale variable sk from its upper bound, or some other measure?

The scaled constraint sets can be ordered according to their priority from
highest to lowest: SC = (SCMin, SCMax, SCEqual, SCGap, SCClose). Minimum
distance constraints guarantee the minimum shape sizes necessary to fit a
shape’s content. Gap constraints only distribute the remaining space once
every shape has been assigned a minimum extent. The least important con-
straints belong to constraint set CClose. Thus, it seems preferable to max-
imize the scale variables belonging to minimum size constraints first. For
each scaled constraint set SCi, ~si ∈ R|SCi.S| is the vector of scale variables
occurring in the soft constraints SCi.S. Let

x := (~sMin, ~sMax, ~sEqual, ~sGap, ~sClose)

be the vector composed of the scale variable vectors for each scaled constraint
set. The problem of finding an optimal assignment of scale variables can be
treated independently for each constraint set, i.e., for each hierarchy level.
As previously described, the distribution of constraint errors and the distri-
bution of gap sizes should be even and regular. The problem of equitable
resource allocation has been studied extensively in the Operations Research
literature. Space is a resource that is distributed among gaps and infeasibility
is a resource that can be distributed over the scale variables.

For the set of minimum distance constraints, there could be two feasible
solutions: A single minimum distance constraint may have a very small scale
value, meaning that the deviation between the desired and the obtainable
minimum distance is very large, or alternatively, many minimum distance
constraints may have scale variables only a little less than one. The latter
solution distributes the dissatisfaction more evenly among the constraints
and is preferable to the first solution.

Several definitions of optimality are usually referred to in the context of
goal-programming problems [43, 33], each having certain desirable properties.
Definition 22. A feasible solution x = (x0, . . . , xn) ∈ C is called Pareto
optimal, if there is no other feasible solution x′ ∈ C whose components
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are each not less than the components of x and there exists at least one
component of x′ strictly larger than that of x, i.e.,

6 ∃x′ ∈ C : ∀i : x′i ≥ xi ∧ ∃j : x′j > xj i, j ∈ [0, n]

No feasible solution to the layout problem should be considered optimal
if it does not meet the definition of Pareto-optimality. However, the set of
Pareto-optimal solutions can still be very large.

Definition 23. A solution x ∈ C to a maximization problem is called min-
ordering optimal if the smallest component is maximal:

∀x′ ∈ C : min
i

(x′i) ≤ min
j

(xj) i, j ∈ [0, n].

The value of a min-ordering optimal solution is uniquely defined but not
every min-ordering solution is also Pareto-optimal. The min-ordering crite-
rion does not restrict the values of vector components other than the one
with the smallest value.

Definition 24. A vector x ∈ C is called lexicographically maximal if

∀x′ ∈ C : ∃i : ∀j ∈ [1, i− 1] : x′j = xj ∧ x′i ≤ xi i ∈ [0, n].

Lexicographic optimality thus compares all components of a feasible so-
lution and the optimal solution value is again uniquely defined. However,
the definition of optimality requires an a-priori order on the members of a
feasible solution vector x. In resource allocation problems, the components of
x can frequently be ordered by priority, i.e., the activities requiring resources
are not equally important. This does not apply to the layout problem. All
scale variables are equally important.

The layout problem needs a definition of optimality that is stricter than
all three previous optimality definitions and that requires no a priori infor-
mation. Such a definition of optimality has first been described in a paper
concerning the optimal strategy choice in a two player zero sum game without
prior information [11] and it has since been used in many different applica-
tions contexts, e.g., bandwidth allocation and network planning [103, 101].

Definition 25. A vector a := (a1, . . . , an) is called lexicographically larger
than b := (b1, . . . , bn), a, b ∈ Rn, denoted a >lex b, if

∃i ∈ [1, n] : ∀j ∈ [1, i− 1] : aj = bj ∧ ai > bi

Definition 26. Given a vector a ∈ Rn, vector 〈a〉 := (a〈1〉, . . . , a〈n〉) is formed
from a by rearranging the components of a in ascending order, i.e.,

∀i ∈ [1, n− 1] : a〈i〉 ≤ a〈i+1〉
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Definition 27. A vector a := (a1, . . . , an) is called lexicographically min-
ordering larger than b := (b1, . . . , bn), a, b ∈ Rn, denoted a >lex-mo b, if

〈a〉 >lex 〈b〉

Accordingly, for a set X ⊆ Rn, element x ∈ X is lex-mo maximal, denoted
maxlex-mo x, if and only if 6 ∃y ∈ X : y >lex-mo x.

It follows that a lex-mo optimal solution is also a min-ordering optimal
solution and a lex-mo optimal solution is always Pareto optimal [33].

The lexicographic min-ordering optimality criterion has a very intuitive
meaning. The smallest scale variable is maximized, i.e., the least satisfiable
constraint is as close to satisfaction as possible. Correspondingly, the smallest
gap, i.e., the most constrained gap, is made as large as possible too, and the
remaining gap space is further optimized. The second smallest scale variable
is maximized, i.e., the second most constrained gap width is maximized as
well and so on. The final lex-mo optimal solution value is again uniquely
defined, i.e., all lex-mo optimal solutions x are equivalent in the sense that
their permuted vectors 〈x〉 are the same.

Definition 28. Vector x := (x1, . . . , xn), with vector components xi ∈ Rmi ,
is called component-wise lex-mo maximal, or c-maxlex-mo x, if each xi is lex-
mo maximal:

c-maxlex-mo x := (maxlex-mo x0, . . . ,maxlex-mo xn) .

Definition 29. The Scaled Layout Problem is a pair SLP = (P,SC)
where P is a page as of Def. 11 and

SC = (SCMin, SCMax, SCEqual, SCGap, SCClose)

is the list of scaled constraint sets defined above, in order of their priority.
The problem’s solution space is defined as

∆(SLP ) = R|SCMin.S|+|SCMax.S|+|SCEqual.S|+|SCGap.S|+|SCClose.S|.

Any x ∈ ∆(SLP ) can be written partitioned into its component scale variable
vectors defined above as x = (~sMin, ~sMax, ~sEqual, ~sGap, ~sClose). The solution to
a scaled layout problem is the vector

c-maxlex-mo x x ∈ ∆(SLP )
subject to

⋃
SCi∈SLP.SC

SCi.S

and
⋃

SCi∈SLP.SC
SCi.H
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5.2.2 Solving Lexicographic Min-Ordering Problems
Lexicographic maximization problems can be solved by solving a sequence
of convex optimization problems [112, 103]. Given a convex set of feasible
solutions X, and feasible solutions x := {x1, . . . , xn}, the problem is finding

maxlex-mo x (5.1)
x ∈ X

By solving the optimization problem

max τ (5.2)
xi ≥ τ, ∀i ∈ [1, n]
x ∈ X

the maximum possible value of the smallest xi ∈ x can be found.
Given any optimal solution vector [x | τ ] to the above problem (5.2),

there must be at least one xj ∈ x such that the equation xj = τ is satisfied.
If no such xj existed, there would be a τ ′ := minj(xj) > τ and [x | τ ′] would
be the optimal solution. Let J := {j | xj = τ}.

For each j ∈ J , the auxiliary optimization problem

max xj (5.3)
xi ≥ τ, ∀i ∈ [1, n], i 6= j

x ∈ X

is solved and there must be at least one j ∈ J such that max xj = τ , i.e.,
at least one xj whose value cannot be further increased without another xi

decreasing.

Proof. If this were not the case, there would be |J | vectors xj1 , . . . , xjm ∈ X,
j1, . . . , jm ∈ J , such that for each xjk it holds that ∀i ∈ [1, n] xjk

i ≥ τ
and xjk

jk
> τ . Then however, there must be a convex combination of xjk

x′ := ∑
jk∈J λjk

xjk with ∑j∈J λj = 1. It follows that ∀i ∈ [1, n] x′i ≥ τ and
∀j ∈ J x′j > τ . Because X is convex, x′ ∈ X. With the same argument, any
convex combination of x′ and the vector x from the optimal solution [x | τ ]
of problem (5.2) must be in X as well. For any λ, 0 < λ < 1, the vector
x′′ = λx′ + (1 − λ)x must be in X and for every such vector it follows that
∀i ∈ [1, n] x′′i > τ . This contradicts the maximality of τ .
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Hence, there is a subset of indices K ⊆ J whose corresponding vector
components cannot be further increased. It follows that in every lex-mo
maximal solution x ∈ X to (5.1), xk = τ for k ∈ K and xi > τ for i 6∈ K. It
followed from (5.3) that in all feasible solutions x′ ∈ X with x′k > τ for any
k ∈ K there must be a j ∈ [1, n], j 6∈ K with xj < τ and thus x′ <lex-mo x.

Setting τ0 = τ , each constraint xk ≥ τ in (5.2) is replaced with xk ≥ τ0
and (5.2) can be solved again, yielding the next value τ . Let set B ⊆ [1, n]
be the set of indices for which a lower bound has been found already and let
B′ be the set of remaining indices. Furthermore, let T be the set of lower
bounds for the vector components with indices in B. In the i-th iteration,
the optimization problem is

max τ (5.4)
xi ≥ τ, ∀i ∈ B′

xj ≥ tj,∀j ∈ B, tj ∈ T
x ∈ X

5.2.3 Linear Lexicographic Min-Ordering Problems
The number auxiliary problems (5.3) that need to be solved until the lex-mo
maximal solution is found can become extremely large. If the convex set of
feasible solutions X is given by linear constraints, the solution to (5.1) can
be found much more efficiently. A linear optimization problem in symmetric
form

min cTx = z subject to (5.5)
Ax ≥ b, A ∈ Rm×n

x ≥ 0

is called a primal problem. Its dual problem is

max bTy = v subject to (5.6)
ATy ≤ c, A ∈ Rm×n

y ≥ 0

The variables y of the dual problem (5.6) represent the constraints in the
primal problem (5.5) and vice versa. The dual of the dual problem is the
primal problem again. For the proof, simply transform the dual problem
into a minimization problem and apply the above scheme to get the primal
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problem again. The primal problem in standard form is stated as

min cTx = z subject to (5.7)
Ax = b, A ∈ Rm×n

x ≥ 0

and its dual is

max bTy = v subject to (5.8)
ATy ≤ c, A ∈ Rm×n

For the proof, replace variable y ∈ R in the dual (5.8) by two non-negative
variables: y = y1 − y2, y1 ≥ 0, y2 ≥ 0. This results in a dual problem in
symmetric form like (5.8). Taking its dual gives problem (5.7). Several
important theorems describe the close relation between feasible solutions to
the primal and dual problems (for the proofs, see e.g. [30]).

Theorem 1. (Weak Duality Theorem)
If x∗ is any feasible solution to the primal (5.5) and y∗ is any feasible solution
to the dual (5.6), then

y∗T b = v∗ ≤ z∗ = cTx∗ (5.9)

Proof. According to the definition of primal and dual

Ax∗ = b y∗TA ≤ cT

cTx∗ = z∗ y∗T b = v∗

Multiplying Ax∗ = b by y∗T on the left and multiplying y∗TA ≤ cT by x∗ on
the right gives

y∗TAx∗ = y∗T b = v∗

y∗TAx∗ ≤ cTx∗ = z∗

and thus
v∗ = y∗T b = y∗TAx∗ ≤ cTx∗ = z∗.

In other words, the feasible solutions to the dual problems pose a lower
bound for the solutions to the primal. The weak duality theorem implies the
weak corollary that if v∗ = z∗, then v∗ = max v and z∗ = min z. The Strong
Duality Theorem makes a much stronger claim.
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Theorem 2. (Strong Duality Theorem)
If the primal system (5.7) has a feasible solution and the dual system (5.8)
has a feasible solution, then there exist optimal feasible solutions x∗ and y∗
to the primal and dual systems such that

bTy∗ = max v = min z = cTx∗. (5.10)

Proof. Let matrix A of (5.7) be an m × n matrix with rgA = m and rows
ai. Let further be N := {1, . . . , n}, and J := {j1, . . . , jk} an index vector
of length k of pairwise different indices ji ∈ N for 1 ≤ i ≤ k. Then, AJ =
[aj1 , . . . , ajk

] is the m × k matrix of rows in A whose column indices are in
J . Let K be complementary vector to J , i.e., |J |+ |K| = |N | = n and every
i ∈ N is either in J or in K. For very vector x ∈ Rn, xJ := (xj1 , . . . , xjk

)T .
Thus, we have Ax = AJxJ +AKxK . An index vector J is called basis of A if
|J | = m and AJ is a regular matrix. The variables xjk

, 1 ≤ k ≤ m are called
basic variables. The complementary index vector K is called non-basis and
the corresponding variables are non-basic variables.

The equation Ax = b is solvable and matrix A has at least one basis J
and complementary non-basis K. It follows that

b = Ax = AJxJ + AKxK ↔ A−1
J b = A−1

J Ax = xJ + A−1
J AKxK

and thus the solution x of Ax = b can be given with b := A−1
J b, A := A−1

J A,
and AJ = A−1

J AJ = I as
b = xJ + AKxK

The solution x in which xK := 0 and xJ := b is called basis solution of Ax = b
and J . It is denoted x(J). Basis J is a feasible basis and thus x a feasible
solution if x ≥ 0. By construction of x, equations Ax = b are satisfied and
xK ≥ 0. Thus, only xJ ≥ 0 has to be checked. The pair (J ; [A b]) is called
the simplex tableau of basis J .

Problem (5.7) can be transformed into the so-called extended simplex
form

max z s.t. (5.11)(
A 0
cT 1

)(
x
z

)
=
(
b
0

)
x ≥ 0

by introducing an auxiliary variable z. The Simplex algorithm calculates an
optimal solution for problem (5.11), i.e., it finds an optimal basis vector J
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and the corresponding basis solution x(J) that maximizes z = cTx(J). The
final simplex tableau for basis J is(

A 0 b
cT 1 β

)
=
(
AJ 0
cT

J 1

)−1 (
A 0 b
cT 1 0

)

With (
AJ 0
cT

J 1

)−1

=
(

A−1
J 0

−cT
JA
−1
J 1

)

we obtain b = A−1
J b = xJ and β = cT

JA
−1
J b = cT

JxJ = z. With π := cT
JA
−1
J

the reduced costs can be written as cT = −πA+ cT . From the optimality of
basis vector J and basic solution x(J) and from the definition of the Simplex
algorithm follows that the reduced costs of the basic and non-basic variables
are

cT
J = −πAJ + cT

J = 0 (5.12)
cT

K = −πAK + cT
K ≥ 0 (5.13)

Hence, πA ≤ cT and therefore π is a feasible solution to the dual (5.8).
Because of the weak duality theorem, π is an optimal solution to (5.8).

By transforming the dual problem (5.8) into primal form and reapplying
the same proof, an optimal solution to the primal can be constructed from
an optimal solution to the dual.

In the primal minimization problem (5.5), a constraint Aix = bi is called
binding constraint if incrementing bi increases the optimal solution. When
bi is increased, the basic solution xJ remains feasible only within a certain
interval around bi. If ei is the i-th unit vector and if ε ∈ R, the permitted
values for bi + εei are given by the system of equalities

x′J = A−1
J (b+ εei) ≥ 0

εA−1
J ei ≥ −A−1

J b

Given an ε > 0 that satisfies this set of equalities, changing the right-hand
side b by εei does not affect the feasibility of the optimal dual solution y.
However, changing the right-hand side may affect the objective value

cTx′ = yT (b+ εei) > yT b↔ yi > 0.

Obviously, increasing the right-hand side of a constraint can only increase the
objective value if the corresponding dual variable is positive. Does decreasing
the right-hand side of a binding constraint also improve the objective value?
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If problem (5.5) is non-degenerate, i.e., if both the primal and the dual
solutions are unique, the positive dual variable yi is both a necessary and a
sufficient precondition for the improvement of the objective value if the i-th
right-hand side is decreased. If the problem is degenerate, the positive dual
variable is only a necessary but not a sufficient precondition.

Now, the lexicographic min-ordering problem (5.4) can be reformulated
as a linear programming problem

max τ (5.14)
xi ≥ τ, ∀i ∈ B′

xj ≥ tj,∀j ∈ B, tj ∈ T
Ax ≤ b

which is equivalent to the problem

max (0 1)
(
x
τ

)
(5.15)−IB′ 1

−IB 0
A 0

(x
τ

)
≤

 0
−T
b


and whose dual problem is

min (0 − T b)y (5.16)(
−IB′ −IB A

1 0 0

)
y =

(
0
1

)
y ≥ 0

In each case, submatrices IB and IB′ are the partially filled identity matrices
where diagonal element aii = 1 if and only if i ∈ B or i ∈ B′ respectively.

Now, let vector y be partitioned into three parts y := (yB′ yB yR)T such
that (

−IB′ −IB A
1 0 0

)
y =

(
−IB′

1

)
yB′ +

(
−IB

0

)
yB +

(
A
0

)
yR

Thus, if yjk
> 0, jk ∈ B′ and yjk

∈ yB′ then for constraint xjk
≥ τ of

problem (5.14), the equality xjk
= τ holds. The value of τ cannot be further

improved unless xjk
is fixed at tjk

= τ and jk is added to indices B.
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5.2.4 Solving the Scaled Layout Problem

Algorithm 21: Solve lexicographic scale maximization
Input: A set of scaled constraints S, with scale variables sk, hard

constraints H, and an upper bound u
Output: Set S ′ ⊆ S containing only constraints that are redundant

given sk ≤ u, set H extended with previously active
constraints S\S ′

1 begin
2 I ← {k | ek ∈ S}
3 while I 6= ∅ do

4

Solve max scale
scale ≤ u
scale ≤ sk ∀k ∈ I

subject to S,H

5 if scale = u or scale is unbounded then
6 H ← H ∪ {sk ≥ u | k ∈ I}
7 S ′ ← {ek | ek ∈ S ∧ k ∈ I}
8 return (H,S ′)
9 end

10 Let A = {i | yi > 0, y is dual solution of above LP}
11 AC ← {ei | ei ∈ S ∧ i ∈ A}
12 z∗ ← objective value of above LP
13 I ← I \A
14 S ← S \AC
15 H ← H ∪ AC
16 H ← H ∪ {si ≥ z∗ | i ∈ A}
17 end
18 return (H, ∅)
19 end

Algorithm 21 shows how the linear lexicographic min-ordering problem
is solved. Set I maintains the indices of remaining scale variables sk whose
value has not yet been fixed. The scale variable scale is maximized subject to
the constraints in S,H and the upper bound u. If the linear problem of line
4 is unbounded or if scale attains the given upper bound u, the algorithm
adds hard constraints to guarantee the achieved solution sk ≥ u and returns
in S ′ the remaining soft constraints. Otherwise, set A contains the indices
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of positive dual variables, i.e., the indices of binding constraints, that are
removed from I. AC contains the binding constraints themselves, that are
removed from S. The binding constraints are added to H as hard constraints
together with their achieved solution z∗. The algorithm terminates if all
constraints in S have been binding and have thus been removed, or if enough
constraints have been removed from S so that the linear problem becomes
unbounded.

The complete solution algorithm that uses the Solve procedure defined in
Alg. 21 is shown as Alg. 22. It summarizes the necessary steps to collect the
scaled constraint set SC := {SCMin, SCMax, SCEqual, SCGap, SCClose}. Each
contained set of constraints is passed to the iterative solution algorithm to-
gether with the corresponding upper bound on the scale variables. With each
call to the solution algorithm, the set of hard constraintsH is extended. Each
call to Solve is passed the scale variable upper bound as an argument. The
fixed constraints are then added to H. With each call to Solve, the feasible
region is restricted further.

The solution algorithm is called twice for the gap constraints. With the
first call, a very small upper bound of, e.g., 1/64th of the page extent, is
passed to the solve algorithm, i.e., a minimum gap between adjacent gridlines
that should be guaranteed. In the first run, all gaps that cannot attain this
upper bound are fixed. The remaining soft gap constraints are returned in
set S ′Gap. Then, the outer-most gridlines are moved as close as possible to
the page boundaries considering the previously guaranteed minimum gap.
Finally, all remaining space is filled by the remaining gap constraints with
no upper bound.

5.3 Underspecification
As noted before, inserting gap constraints only between those gridlines whose
occupied spans intersect leads to under-constrained solutions in very simple
problem instances as the one shown in Fig. 5.5. In this example, two shapes
are inserted diagonal to each other so that neither in horizontal nor in vertical
direction their occupied spans intersect. No gap constraints are inserted
between the shapes and the optimization problem stated above would give a
solution that places both on top of each other.

The insertion of any gap constraint would imply an a priori order on the
gridlines which may be unintended. Instead, after each run of the layout
solver, the ICBM layout system checks for collisions between gridlines. The
first solver run on the input of Fig. 5.5 will place both rectangles on top of
each other. The collision detection is essentially a variant of the line segment
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Algorithm 22: Solve scaled layout problem
Input: The user defined constraints C = {CMin, CMax, CEqual, CMerge}

and page P
1 begin
2 // Collect gap constraints, see Section 5.2
3 C ← C ∪ AddGapConstraints(Gx, P.wx.v − P.0x.v)
4 C ← C ∪ AddGapConstraints(Gy, P.hy.v − P.0y.v)
5 // Introduce scale variables, see Section 5.2.1
6 SC := {SCMin, SCMax, SCEqual, SCGap, SCClose}
7 H ← ∅
8 H ← Solve(SCMin.S,H ∪ SCMin.H, SCMin.u).H
9 H ← Solve(SCMax.S,H ∪ SCMin.H, SCMax.u).H

10 H ← Solve(SCEqual.S,H ∪ SCEqual.H, SCEqual.u).H
11 foreach partition (v, f,G) ∈ CMerge do
12 foreach gridline gi ∈ G do
13 H ← H ∪ {gi.v = v}
14 if H infeasible constraint set then
15 H ← H \ {gi.v = v}
16 end
17 end
18 G′ ← {gi | gi ∈ G ∧ gi.v = v}
19 gM ← g ∈ G′
20 gM .f ← f
21 foreach gridline gi ∈ G′ do
22 Merge gi into gM

23 end
24 end
25 (H,S ′Gap)← Solve(SCGap.S,H ∪ SCGap.H, ε)
26 H ← Solve(SCClose.S,H ∪ SCClose.H, SCClose.u).H
27 Solve(S ′Gap, H,∞)
28 end
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Figure 5.5: No gap constraints are inserted between the gridlines and both
shapes will be placed on top of each other by the layout solver.

intersection algorithm [12]. It sweeps over the set of all gridlines and finds,
e.g., that gridlines g1 and g2 have a different order now than they had in the
input. Additionally, both gridlines have occupying spans that intersect. This
shows that the positions of gridlines g1 and g2 have been under-constrained.
Because the occupying spans overlap, both gridlines should have collided.
If v1

pre and v2
pre are the original positions of gridlines g1 and g2, and v1

post,
v2

post are the corresponding positions after the solver run, the gridlines collide
when

λv1
post + (1− λ)v1

pre = λv2
post + (1− λ)v2

pre, 0 ≤ λ ≤ 1.

The algorithm searches the smallest such λ over all collisions. If the move-
ment between position vi

pre and vi
post is understood as a continuous movement,

λ is the time of the first collision between any two gridlines and all gridlines
are moved back to the time of the earliest collision. Another iteration of the
solution algorithm will add gap constraints based on the changed gridline
positions, resolving the previous ambiguity. This algorithm proceeds until
the gridline positions do not change anymore. The algorithm terminates be-
cause the gridlines are moved to the interpolated values at which at least two
of them collide. That collision causes the insertion of a new gap constraint
which defines the order of two gridlines in every subsequent solution.
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Algorithm 23: Checking for collisions between gridlines
Input: Gridlines Gx,Gy

1 begin
2 while gridline positions not stabilized do
3 solve layout problem
4 Gx ← Gx, Gy ← Gy

5 // let vpre(gi) be the original value for gridline gi and vpost(gi)
the value calculated by the layout solver

6 sort Gx, Gy such that gi < gj if and only if
vpre(gi) < vpre(gj) ∨ (vpre(gi) = vpre(gj) ∧ vpost(gi) < vpost(gj))

7 T ← 0
8 Tx ← ∅, Ty ← ∅
9 foreach pair of successive gridlines gi, gi+1 ∈ Gx/y do

10 ti ←∞
11 if vpre(gi) < vpre(gi+1) ∧ vpost(gi) ≥ vpost(gi+1) then
12 // there was a collision
13 4vpre ← vpre(gi)− vpre(gi+1)
14 4vpost ← vpost(gi)− vpost(gi+1)
15 ti ←4vpre/(4vpre −4vpost)
16 end
17 Tx/y ← Tx/y ∪ {ti}
18 end
19 while true do
20 find gi ∈ Gx ∪Gy with the smallest ti ≥ T
21 T ← ti
22 if T > 1 or occupied spans of gi, gi+1 intersect then break
23 swap gi and gi+1, ti ←∞, update ti−1 and ti+1
24 end
25 move all gridlines to interpolated values at time T
26 end
27 end



118 CHAPTER 5. CONSTRAINT SOLVING

5.4 Summary
This chapter presented the main contribution of this thesis: a general-purpose
page layout algorithm that solves the layout problem defined on page 44.
Given an instance of the layout problem that may include explicit user-
defined constraints, the layout algorithm first approximates the permitted
widths and heights of every text-containing shape using a set of linear equa-
tions. The step function of narrowest width-height-configurations of a text
box are computed using Dynamic Programming. The layout algorithm ana-
lyzes the topology of the user-drawn shapes in the layout problem instance
and adds gap constraints that restrict shapes from moving through each
other. The layout problem is then solved by exploiting the analogy to re-
source allocation problems. All constraints are converted into so-called soft
constraints by introducing a negative error term, called scale variable. The
scale variable of a minimum distance constraint can be interpreted as the
degree of satisfaction. If the scale variable is less than one, the constraint is
not satisfied. In gap constraints, the scale variable corresponds to the size
of the gap between two shapes. The layout algorithm tries to maximize the
scale variables, i.e., to maximize the constraint satisfaction and the size of
the gaps. Since the available page space is limited, not all distance con-
straints may be satisfiable and gaps cannot be made arbitrarily large. The
layout algorithm follows a lexicographic min-ordering strategy to achieve an
equitable distribution of constraint errors and gap sizes. The lexicographic
min-ordering optimization problem can be solved by solving a sequence of
simpler optimization problems. All constraints are given as linear equations
and thus, every subproblem is a linear optimization problem. The sequence
of linear optimization problems can be generated and solved efficiently be-
cause the binding constraints in each subproblem can be identified quickly
by analyzing the solution to the dual linear optimization problem.

By transforming hard constraints into soft constraints, the layout algo-
rithm can handle over-constrained problems. Infeasible constraints cannot
be satisfied completely but the remaining constraint error is minimized and
distributed among related constraints. The layout algorithm handles under-
constrained problems by analyzing the calculated layout. The layout algo-
rithm avoids the difficulties of determining a priori which parts of a layout
problem might be under-constrained and instead searches for shapes in the
finished layout that have moved through each other, i.e., shapes that col-
lided. The layout algorithm adds the minimum number of constraints to
disambiguate the problem until a stable and conflict-free solution is found.

The layout algorithm is capable of solving real-world layout problems
with several thousand constraints in real-time.



Chapter 6

Evaluation

The ICBM layout system is able to handle a wide variety of document layouts.
All sample layouts in the following section are based on real-world examples.
The samples illustrate the capabilities and limitations of the current ICBM
layout algorithms.

6.1 Qualitative Evaluation

6.1.1 Example A
The sequence of Figures 6.1-6.4 depicts the creation of the organizational
chart shown in Fig. 6.4 with all intermediate steps:

1. The user selects a rectangle from the shape menu and clicks on the slide.
The text box is centered automatically. The user adds the desired
text and changes the background color. The text color is adapted
automatically, as shown in the first image of Fig. 6.1, to achieve a high
contrast.

2. The user clicks on the rectangle to select it, presses the Ctrl key, and
drags the rectangle downwards until the top of the dragged outline
aligns with the bottom of the existing rectangle. The user releases the
mouse button and the selected rectangle is copied. The copy is aligned
with the previously inserted shape at the top, left, and right. The
user changes the text of the copied rectangle and both shapes resize
automatically as the second image of Fig. 6.1 shows.

3. The user selects both shapes, presses Ctrl, and drags downwards. The
generated copy shown in the bottom image of Fig. 6.1 is aligned at the
left and right to the original.

119
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4. Again, the user selects both shapes and presses Ctrl-D for duplicate.
An insertion indication appears and the user inserts both shapes at
the bottom of the page, without any alignment. The two shapes are
duplicated another time and inserted inside the last inserted text box
as shown in top image of Fig. 6.2.

5. The internal shape is duplicated, or Ctrl-dragged, another four times
to create the center image of Fig. 6.2.

6. The user selects the two internal shapes in the upper row and adds an
equal width constraint.

7. This is repeated for the three internal shapes in the lower column.

8. The pair of heading and text box is duplicated again and aligned as
shown at the top of Fig. 6.3.

9. The same pair is duplicated to form the two columns of internal shapes
in the following image. Both columns are constrained to have the same
width.

10. The user draws three connecting lines shown in the last image of
Fig. 6.3.

11. The finished diagram of Fig. 6.4 contains a few more explanatory text
boxes whose positions are only determined by their content and align-
ment constraints.

The result is shown in Fig. 6.4. Apart from the headline, which has been
placed manually in the top left corner, no object in this sample has been
manually resized or positioned. As described, the only user constraints are
shape alignment and equal width constraints. All shape sizes and shape posi-
tions have been calculated automatically and the resulting layout looks very
balanced. The lower image of Fig. 6.4 shows the resulting layout after a some
text has been added in the lower left text boxes. The layout automatically
adapts without any user intervention. Appendix A shows an example of a
complete constraint system generated to create a layout as shown in Fig. 6.4.

Figure 6.5 shows the original real-world example that has been created
by a human expert. The original content has been removed. Directly below
is the layout as calculated by the ICBM layout algorithm. Without prior
knowledge, it is impossible to tell them apart.
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Figure 6.2: An existing text box is copied twice, one copy containing the
other. The inner copy is then further duplicated. The inner text boxes are
constrained to have equal widths.
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Figure 6.3: An existing text box is copied again and upon insertion it is
aligned at the top and bottom to existing text boxes. Is is also filled with
multiple copies of the same text box.
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Figure 6.4: The final layout is seen above. If some of the text content changes
as seen below, the layout adapts automatically.
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Figure 6.5: The same layout created by a human expert (above) and the
ICBM layout algorithm (below).
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6.1.2 Example B

The layout of Fig. 6.6 has been achieved without explicitly setting the po-
sition or size of any element except the headline. The top-most three ob-
jects (Johann Sebastian Bach and his two wives Maria Barbara and Anna
Magdalena) are constrained to the same width and height. The text boxes
forming the row below, containing five of the 10 children, are aligned at the
top and bottom and are set to have equal width. The boxes representing the
grandchildren are aligned at the right to their parent and they are aligned
to each other at the top. The text boxes representing the remaining five
children are arranged in two columns and three rows. Inside each column
the boxes are aligned at the left and right, in each row the top and bottom
coordinate are aligned. Furthermore, both columns are constrained to have
equal widths. Again, Fig. 6.8 shows the original example as created by a
human expert designer and the ICBM layout system.

6.1.3 Example C

The definition of a shape given on page 41 permits many different kinds
of complex shapes. To create the example shown in Fig. 6.7, I defined an
extended text box shape consisting of an inner and outer rectangle. The
inner rectangle, defined by four inner gridlines, surrounds the text. The
outer rectangle is also defined by four outer gridlines. The space between the
inner and outer rectangle is the text margin. With this change, shapes can
be inserted between the inner and outer margin as annotations to the text
like the rounded rectangles of the example slide. The size of the text margin
can be optimized automatically depending on the font size of the contained
text.

6.1.4 Example D

Another problem that is elegantly solved by introducing interior gridlines
that surround the text is shown in Fig. 6.9. In many cases, objects are
meant to align directly with the text and not with the outside border of
the shape. This example layout also shows that the ICBM system is not
restricted to rectangular shapes. Pentagons have internal size constraints
that always maintain the length of the tip in relation to the height of the
shape.
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Figure 6.6: An organization diagram created with the ICBM layout system.
The bottom image shows how the layout adapts to content changes.
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Figure 6.7: The rounded rectangles need to be positioned inside another text
box without overlapping the text content.
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Figure 6.8: The same layout created by a human expert (above) and the
ICBM layout algorithm (below).
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Figure 6.9: Pentagons can be aligned to the text content instead of the shape
outline.
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6.1.5 Example E
The final sample of Fig. 6.10 contains a complex arrangement of nested and
aligned objects. Text boxes with invisible outlines are aligned to lines that
connect text boxes and the whole ensemble is contained in large pentagons.
The small multiplication sign is a simple drawing on top of the laid out
shapes. It is not automatically positioned or sized. Shapes that benefit from
the automatic layout functionality and shapes that do not can coexist in the
same document. Standard shapes can serve as additional decorations.
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Figure 6.10: A combination of multiple design elements.

6.2 Quantitative Evaluation
The qualitative evaluation showed that the layout algorithm presented in
this thesis is capable of solving complex real-world layout problems. Due to
the diversity of the solvable layout problems, it is difficult to find a good
quality metric for a quantitative evaluation. However, the layout algorithm
can be evaluated on a well-researched subproblem with a clear quality metric
that is relevant in the application domain of ICBM itself. The calculation
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of table layouts with minimum height is a such a problem as the number of
papers proposing both theoretical results and solution algorithms suggests
[115, 3, 71, 69, 67]. It is also a relevant subproblem because the ICBM
system is expected to handle the simple case of tabular layouts well. An
evaluation experiment that compares the general ICBM system to specialized
table layout algorithms can estimate how much the specialized algorithms
gain from their additional application knowledge.

Definition 30. A table cell c is a list of words W := {x0, . . . , xm}. wi, hi

are defined to be the width and height of word xi. The minimum width of c
is the width of the widest word xi ∈ W : minwidth(c) := maxxi∈W (wi). The
minimum height is similarly defined to be the height of the highest word.

Definition 31. A table is a tuple T := (C, rows, cols) where C is the set
of cells according to Def. 30 the table T is composed of. rows : C → N
is the function that returns for each cell in c ∈ C how many rows c spans.
Correspondingly, cols(c) is the number of columns spanned by c.

Definition 32. Given a table T , the Minimum Height Table Layout
Problem is the problem of assigning each cell ci ∈ T.C a width wci and
height hci that are large enough to fit the list of words xj ∈ ci.W , such that
the total height of T is minimal.

As noted before on p. 26, the list of words in each cell only permit a dis-
crete number of minimal width-height-configurations. Finding the minimum-
height table layout thus requires solving a combinatorial optimization prob-
lem that is NP-complete. All practical table layout algorithms therefore
approximate the permitted table cell sizes.

6.2.1 Tight Table Layouts
In a recent publication, Hurst et al. presented four different table layout al-
gorithms [71]. The area approximation algorithm (AA) exploits the fact that
the table cell area remains approximately constant over all minimal width-
height configurations. The constant text area constraint can be expressed
using a convex cone constraints. Linear constraints are used to guarantee
each cell’s minimum width and height. The conjunction of linear constraints
and cone constraints is also convex. Commercial solvers like Mosek [95] are
capable of solving systems of conic and linear constraints.

The iterative column widening algorithm (ICW) begins by setting each
table cell to its minimum width. Then, the algorithm iteratively reduces the
table height by calculating the next widest table configuration that reduces
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the table height by at least one line. Both algorithms use completely inde-
pendent strategies that are combined by the authors to create several hybrid
algorithms.

The hybrid of area-approximation and iterative column widening (AA-
ICW) uses the area approximation algorithm to compute an initial table
layout and then tries to improve the result by using ICW. The hybrid HTML-
ICW algorithm used a simple table layout strategy to compute the initial
table layout. The HTML table layout algorithm (HTML) calculates a table
layout by resizing each column proportionally to the number of contained
text.

The four algorithms and the simple HTML algorithm were evaluated by
the authors on a set of seven sample tables. Each table had to be rendered
for a range of maximum allowed table widths in the range of 450 - 1200 pt.
The authors compared both the achieved table height and the performance
of all five algorithms to the table layout engine of the Mozilla web browser.
The Mozilla table layout engine performed much worse than all algorithms
as Fig. 6.11 shows.

The ICBM layout algorithm differs in several aspects from table layout
algorithms. First of all, given a constraint system representing a table, the
ICBM system does not explicitly try to minimize the table height. While
this optimization criterion is useful for tables, it is not really applicable to
general document layouts. The ICBM system will try to fit the table into
the surrounding space, i.e., the whole page. If there is a lot of free space,
the ICBM system may insert gaps inside some table cells, thus resizing them
to occupy more space than strictly necessary. If the available space is very
limited, the user would expect the ICBM system to find a table configuration
with minimum width and height.

Second, both the table layout algorithms and the ICBM system will lay-
out a table with the minimum width if the desired width is less than the
minimum required width. If, however, the desired width is very large, the
table layout algorithms will never exceed the maximum necessary width, i.e.,
the width achieved if every paragraph in every cell occupied only a single line.
The ICBM system will always fulfill the width constraint if it is feasible. If
necessary, the table cells will receive a very large margin.

Third, if the iterative column widening algorithm has found the smallest
table height for a given table width, it will in turn also calculate the smallest
necessary table width to achieve the same height. Thus, the desired width
is interpreted as a maximum width and the resulting table width will typi-
cally be less than that. These differences must be taken into account while
designing the evaluation experiment.
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viewing context while still preserving the general design intended by 
the author. 
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design intended by the author. 
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Figure 6.11: Even on simple tables, Mozilla performs worse than the ICBM
layout algorithm. The AA-ICW algorithm achieves tables that are both
narrower and flatter.
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6.2.2 Experimental Setup
Nathan Hurst, Kim Marriott and Peter Moulder were so kind to provide their
original implementations of all five table layout algorithms together with the
set of sample tables they had designed to evaluate the different algorithms.
In their evaluation, each table was rendered with its maximum width set to
values between 450 pt and 1200 pt in steps of 50 pt. The achieved heights
were compared relative to the table height achieved by the Mozilla HTML
renderer. Since all algorithms presented by Hurst et al. performed much
better than the Mozilla renderer, it is no longer included in this evaluation.

Originally, the table layout code read a sample table from an XHTML
file, calculated the optimal table layout, and created a PDF file as output.
The table layout code was integrated into the ICBM system itself, because
both have to use the same font measurement to achieve comparable results.

An automated test run reads all sample XHTML files using the original
code, calculates the table layout with each of the five algorithms and for each
desired width and outputs each result in a format that can be read by the
ICBM layout algorithm. The documents are then opened again and the table
layout is recomputed by the ICBM layout algorithm.

6.2.3 Results
In the first evaluation experiment, each sample table is rendered by each
algorithm with the desired table width differing in the range of 450 pt to
1200 pt. The results achieved by each algorithm for each sample at 800 pt
width are shown in Appendix B. Table 6.1 shows the achieved table height
in points for a table of 800 pt width. Table 6.2 shows the achieved heights
over all widths relative to the results obtained by the ICBM algorithm.

Example ICBM HTML AA ICW HTML-ICW AA-ICW
2n2-linear 58 58 58 58 58 58
multipara 144 201 158 144 144 144
simple-brick 58 58 58 58 58 58
cs-schedule 144 144 144 129 129 129
counterfeit 1093 1179 1078 1078 1078 1078
diagonal5 158 173 158 129 129 129
columns 4946 1121 992 992 1049 992
plants200 4370 4773 4327 4140 4327 4255

Table 6.1: Table heights in points for the maximum table width set to 800 pt.
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Example ICBM HTML AA ICW HTML-ICW AA-ICW
2n2-linear 100% 100% 98% 97% 97% 97%
multipara 100% 134% 100% 97% 97% 97%
simple-brick 100% 108% 100% 100% 100% 100%
cs-schedule 100% 104% 96% 91% 91% 91%
counterfeit 100% 106% 99% 97% 97% 97%
diagonal5 100% 103% 100% 87% 87% 87%
columns 100% 24% 22% 21% 23% 21%
plants200 100% 106% 102% 98% 102% 101%

Table 6.2: Table heights over all maximum widths relative to the result if
the ICBM layout algorithm.

The chosen samples differ in size between the small 2n2-linear sample
that requires only four lines of text at 800 pt width and the huge plants200
sample, a table of 200 rows. The simple HTML algorithm performs worse
than the ICBM system on all of the sample tables, the columns sample being
an exception that is analyzed below. On the multipara sample, the HTML
algorithm calculated table layouts that were 34% higher than those rendered
by the ICBM system.

The area approximation algorithm calculated table layouts of similar
height compared to the ICBM system, not taking into account the columns
example. The area-approximation algorithm and the ICBM system show
identical results on three out of seven samples. On another three samples,
the area approximation algorithm had given results that were 1%, 2% and
4% better. In the largest sample, the table calculated with the area approx-
imation algorithm was 2% higher that the table calculated by the ICBM
algorithm.

All three algorithms that use the iterative-column widening algorithm
either alone or in a hybrid approach consistently outperform the ICBM lay-
out algorithm. In the case of the diagonal5 sample, the iterative-column
widening algorithms calculated tables of 13% less height on average. This
synthetic sample shown in Fig. 6.12 has been constructed to show how close
an algorithm’s results are to the known optimal solution.

A Look at the Results for the column Sample

The column sample is shown in Fig. 6.13. The left table has been calculated
by the area approximation algorithm, and the right table has been calculated
by the ICBM system. The unnecessarily large table calculated by the ICBM
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Short 
Cell of 
medium 
size. 

Cell that's 
noticeably larger 
than the above. 

This cell contains 
about 80 characters, 
compared to about 
45 in the above cell. 

The largest cell, containing 
125 characters. The 
optimal layout would assign 
widths & heights roughly in 
the ratio 1:2:3:4:5. 

Figure 6.12: Constructed sample diagonal5 tests how close a layout algo-
rithm’s results are to the optimal solution.

layout algorithm is an artifact of the experimental setup. In order to fit the
200 rows plants200 sample, the page size for every table rendered by the
ICBM layout algorithm was set to over 2000 pt. The top-left corner of each
table was aligned with the top-left corner of the page. With the right table
edge constrained to the desired table width, only the bottom edge of each
table could be moved by the ICBM algorithm. The maximization of the
gap between the bottom edge of the page and the bottom edge of the table
effectively minimized the table height.

In the column sample, the gap constraint insertion algorithm of page 99
added two gap constraints inside the table: between the bottom of the first
cells in the first and second column, and the second and third column respec-
tively. These additional gaps were optimized together with the gap below
the table. Because a lot of page space was available, the layout algorithm
stretches all gaps equally to fill the available page space. This poses two
questions: First, if the page were smaller, how compact could the ICBM
layout algorithm make the table? And second, why are the gap constraints
inserted?

How small can the ICBM system make the table? A binary search on
the table height resulted in a minimum height of 1006 pt for a table width of
800 pt. This is very close to the results obtained by the area approximation
algorithm, the iterative column widening algorithm and the hybrid of both,
the AA-ICW algorithm. Each of these three algorithms achieved a table
height of 992 pt. The result is better than that achieved by the HTML
algorithm alone and in its hybrid variant. On average over all samples and
widths, the minimum height obtainable by the ICBM system is just 2% larger
than the height achieved by the hybrid AA-ICW algorithm. Thus, if the page
layout is very dense, the ICBM system calculates very compact tables.
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 So how does it happen? Simple (and 
here comes the PFH-like theory). It is a 

"clash of arrogance". Every time you try 
to show that you are smart, someone 

else will try to show that they are 
smarter, because this supports the belief 
structure that they grew up with. The 

resulting trauma causes a simple 
behavioural aversion to displaying 

arrogance. This is not always the selfless 
act of a caring and loving environment 
(though there may be some elements of 

this in it....). It is more the 
establishment of a "social pecking 

order".  

This reminds me of a theory of mine. At 
the risk of sounding like PFH, I shall 

inflict it on you: It has long been argued 
that Korner has the role of "knocking the 

corners and sharp edges" off young, 
brilliant, and (almost invariably) arrogant 
Korner-dwellers. Why are so many of us 

arrogant? Because when we grow up we 
are used to being the smartest person in 

any given room (oops, sorry, my 
arrogance is showing). So what is the 
mechanism by which Korner "knocks off" 

this arrogance? Is everybody in Korner 
aware that this "knocking off of sharp 

edges" is a required social role? No! 
Does everybody in Korner watch out for 
examples of arrogance and remonstrate 

against them? No!  

So how does it happen? Simple (and here comes 
the PFH-like theory). It is a "clash of arrogance". 

Every time you try to show that you are smart, 
someone else will try to show that they are 

smarter, because this supports the belief 
structure that they grew up with. The resulting 
trauma causes a simple behavioural aversion to 

displaying arrogance. This is not always the 
selfless act of a caring and loving environment 

(though there may be some elements of this in 
it....). It is more the establishment of a "social 
pecking order". This is further complicated by 

the fact that there are different ways to be 
smart. Some of us are really bright at maths 

and logic, but bad at written communication, or 
poor at reading and understanding social 
situations, or not great with verbal interactions. 

Others are fast, witty, verbally quick witted, but 
not so great in the maths / programming / logic 

area. This provides endless extra opportunities 
in the "clash of arrogance" for one person to 
make another feel stupid. If you demonstrate 

that something is true, a verbally adroit person 
will simply "change the rules" to prove that you 

are wrong [1].  

1. Long rant follows: I'm sure that you 
are quite familiar with "changing the 

rules" in an argument, and I suspect you 
are quite good at it, though you rarely 

use it - but here is a topical example: 
"Dodgy ROI calculations on solar power". 
What is the correct way to calculate 

ROI? Easy. I am a Solution Architect. I 
work on jobs at Telstra and Sensis. My 

job is to devise the low-cost, quick ROI 
approaches to Enterprise-level software 
solutions. These solutions can cost 

anywhere from $50K to $28,000,000. 
My boss says "ROI is about a laser-like 

focus on profit and loss". I'm trusted to 
produce multi-million dollar decisions for 
one of Australia's biggest companies - so 

I should be able to analyse the ROI on 
Solar Power..... So, what would I do to 

get the ROI on Solar Power if we 
suddenly decided to "Go Solar" at 
Telstra: 1. Design some optimised plant 

options (this is almost trivial compared 
to what is about to happen - designing 

an optimised plant doesn't even deserve 
it's own number in this numbered list of 
points). Now gather all costs associated 

with producing each option of plant. (Get 
an estimate from the provisioning 

people, get an estimate of expected life 
of the product as well, along with an 
estimate of expected drops in efficiency) 

2. Add all the costs associated with 
supporting and/or maintaining the plant 

across its lifetime (get an estimate from 
support - check with Help Desk to see if 
they are likely to get any calls, talk to 

Networking to discuss any added costs, 
etc) 3. Add the cost of disposing of the 

plant at end-of-life - less any capital that 
may be returned through selling or 
recycling of materials. (Get an estimate 

from Operations, check with provisioning 
to validate assumptions). 4. Now get an 

estimate of income for each year of the 
expected lifespan (go to Operations, 
validate with Forecasting). 6. The ROI is 

the point on the graph where 
((amortised costs-per-year) + (support 

costs-per-year)) * (number of years) is 
less than the total income for that 
number of years. I am now in a position 

to compare ROI of Solar Vs ROI of 
"conventional" energy sources.  

This is not always the selfless act of a 
caring and loving environment (though 

there may be some elements of this in 
it....). It is more the establishment of a 

"social pecking order". This is further 
complicated by the fact that there are 
different ways to be smart. Some of us 

are really bright at maths and logic, but 
bad at written communication, or poor at 

reading and understanding social 
situations, or not great with verbal 
interactions. Others are fast, witty, 

verbally quick witted, but not so great in 
the maths / programming / logic area. 

This provides endless extra opportunities 
in the "clash of arrogance" for one 
person to make another feel stupid. If 

you demonstrate that something is true, 
a verbally adroit person will simply 

"change the rules" to prove that you are 
wrong [1]. The only way to win this 
game is to reveal your brilliance while 

being somewhat modest about it.... and 
even then some people won't let you get 

away with it, because they don't have 
enough social ability to see that you are 
being modest. By the way, you are not 

innocent in this field. My memories of 
Nathan Hurst as a first year is that he 

was unspeakably bright and insufferably 
arrogant. Interestingly, you comment 
that: "Just two days ago I got a phone 

call from a classmate from 98 who rang 
up and said "I'm looking for someone 

smart to work with, do you have Josh's 
phone number"." I can only suspect that 
Josh wasn't the choice because he was 

smarter, he was the choice because he 
was less arrogant than Nathan Hurst was 

in 1998, and therefore easier to work 
with. Your classmate was not aware that 
people change. Your classmate is wrong 

of course. I believe I have indicated that 
I would work with you any day, any time, 

anywhere. This is because Nathan Hurst 
today is a very mature and rather 
complex person. (There is an alternate 

explanation - your classmate knows this 
and was hoping that you would ask 

about the project, get interested, and 
volunteer.)  

BUT WAIT! When I write this up and distribute it 
"for socialisation" (as the current jargon goes), I 

get a call from Sales and Marketing. I have 
forgotten a few things in my ROI. The ROI is 

wrong. I forgot to consider energy costs of the 
different options. And I have failed to consider 
the societal costs associated with pollution. 

When I point out that these don't have a directly 
associated cost, Sales and Marketing point out 

that they have a cost in terms of "Perception" 
and this has a direct cost in terms of Sales. I 
asked Operations for their costing estimates, but 

I failed to ask Sales And Marketing for their 
costing of the project! Ooops. While I don't 

consider the "estimates" that Sales and 
Marketing put forward to be based on any 
scientifically verifiable principal - here is a hard 

fact: Without the Sales and Marketing division 
there would be no sales and no company. If the 

company is successful, then there must be some 
veracity to the 'estimates" that Sales and 
Marketing produce. So I put the estimates in. 

Then Strategic Directions give me a call. I have 
failed to consider "Possible synergies associated 

with alignment with Strategic Imperatives". I 
don't even know what that means... but I'm 
pretty beaten down by then, so I put their 

estimates in. I "Socialise" the new estimates. My 
boss calls me. It seems that somewhere 

between the last estimate and this one, I lost 
my "laser-like focus on profit and loss". :-( So 
what is my point? Assigning exact numbers to 

an ROI is like saying that you can provide the 
exact dimensions for sand. There are an awful 

lot of sand particles out there. The best you can 
do is define which sand particle, give the 
dimensions on that particle - then be ready for 

them to switch particles on you. When they do 
the switch, you need to have EXACTLY DEFINED 

which particle you were talking about. If you 
didn't, you can't prove that there was a switch. 
Hmmmmm.... kind of obvious now that I think 

about it.... sorry, must have been in rant mode. 
DC.  

 So how does it happen? Simple 
(and here comes the PFH-like 

theory). It is a "clash of 
arrogance". Every time you try 

to show that you are smart, 
someone else will try to show 
that they are smarter, because 

this supports the belief structure 
that they grew up with. The 

resulting trauma causes a 
simple behavioural aversion to 
displaying arrogance. This is not 

always the selfless act of a 
caring and loving environment 

(though there may be some 
elements of this in it....). It is 
more the establishment of a 

"social pecking order".  

This reminds me of a theory of mine. At the risk of 
sounding like PFH, I shall inflict it on you: It has 

long been argued that Korner has the role of 
"knocking the corners and sharp edges" off young, 

brilliant, and (almost invariably) arrogant Korner-
dwellers. Why are so many of us arrogant? 
Because when we grow up we are used to being 

the smartest person in any given room (oops, 
sorry, my arrogance is showing). So what is the 

mechanism by which Korner "knocks off" this 
arrogance? Is everybody in Korner aware that this 
"knocking off of sharp edges" is a required social 

role? No! Does everybody in Korner watch out for 
examples of arrogance and remonstrate against 

them? No!  

So how does it happen? Simple (and here 
comes the PFH-like theory). It is a "clash of 

arrogance". Every time you try to show that 
you are smart, someone else will try to show 

that they are smarter, because this supports 
the belief structure that they grew up with. The 
resulting trauma causes a simple behavioural 

aversion to displaying arrogance. This is not 
always the selfless act of a caring and loving 

environment (though there may be some 
elements of this in it....). It is more the 
establishment of a "social pecking order". This 

is further complicated by the fact that there are 
different ways to be smart. Some of us are 

really bright at maths and logic, but bad at 
written communication, or poor at reading and 
understanding social situations, or not great 

with verbal interactions. Others are fast, witty, 
verbally quick witted, but not so great in the 

maths / programming / logic area. This 
provides endless extra opportunities in the 
"clash of arrogance" for one person to make 

another feel stupid. If you demonstrate that 
something is true, a verbally adroit person will 

simply "change the rules" to prove that you are 
wrong [1].  

1. Long rant follows: I'm sure 
that you are quite familiar with 

"changing the rules" in an 
argument, and I suspect you 

are quite good at it, though you 
rarely use it - but here is a 
topical example: "Dodgy ROI 

calculations on solar power". 
What is the correct way to 

calculate ROI? Easy. I am a 
Solution Architect. I work on 
jobs at Telstra and Sensis. My 

job is to devise the low-cost, 
quick ROI approaches to 

Enterprise-level software 
solutions. These solutions can 
cost anywhere from $50K to 

$28,000,000. My boss says "ROI 
is about a laser-like focus on 

profit and loss". I'm trusted to 
produce multi-million dollar 
decisions for one of Australia's 

biggest companies - so I should 
be able to analyse the ROI on 

Solar Power..... So, what would I 
do to get the ROI on Solar 
Power if we suddenly decided to 

"Go Solar" at Telstra: 1. Design 
some optimised plant options 

(this is almost trivial compared 
to what is about to happen - 
designing an optimised plant 

doesn't even deserve it's own 
number in this numbered list of 

points). Now gather all costs 
associated with producing each 
option of plant. (Get an 

estimate from the provisioning 
people, get an estimate of 

expected life of the product as 
well, along with an estimate of 
expected drops in efficiency) 2. 

Add all the costs associated with 
supporting and/or maintaining 

the plant across its lifetime (get 
an estimate from support - 
check with Help Desk to see if 

they are likely to get any calls, 
talk to Networking to discuss 

any added costs, etc) 3. Add the 
cost of disposing of the plant at 
end-of-life - less any capital that 

may be returned through selling 
or recycling of materials. (Get 

an estimate from Operations, 
check with provisioning to 
validate assumptions). 4. Now 

get an estimate of income for 
each year of the expected 

lifespan (go to Operations, 
validate with Forecasting). 6. 
The ROI is the point on the 

graph where ((amortised costs-
per-year) + (support costs-per-

year)) * (number of years) is 
less than the total income for 
that number of years. I am now 

in a position to compare ROI of 
Solar Vs ROI of "conventional" 

energy sources.  

This is not always the selfless act of a caring and 
loving environment (though there may be some 

elements of this in it....). It is more the 
establishment of a "social pecking order". This is 

further complicated by the fact that there are 
different ways to be smart. Some of us are really 
bright at maths and logic, but bad at written 

communication, or poor at reading and 
understanding social situations, or not great with 

verbal interactions. Others are fast, witty, verbally 
quick witted, but not so great in the maths / 
programming / logic area. This provides endless 

extra opportunities in the "clash of arrogance" for 
one person to make another feel stupid. If you 

demonstrate that something is true, a verbally 
adroit person will simply "change the rules" to 
prove that you are wrong [1]. The only way to win 

this game is to reveal your brilliance while being 
somewhat modest about it.... and even then some 

people won't let you get away with it, because they 
don't have enough social ability to see that you are 
being modest. By the way, you are not innocent in 

this field. My memories of Nathan Hurst as a first 
year is that he was unspeakably bright and 

insufferably arrogant. Interestingly, you comment 
that: "Just two days ago I got a phone call from a 
classmate from 98 who rang up and said "I'm 

looking for someone smart to work with, do you 
have Josh's phone number"." I can only suspect 

that Josh wasn't the choice because he was 
smarter, he was the choice because he was less 
arrogant than Nathan Hurst was in 1998, and 

therefore easier to work with. Your classmate was 
not aware that people change. Your classmate is 

wrong of course. I believe I have indicated that I 
would work with you any day, any time, anywhere. 
This is because Nathan Hurst today is a very 

mature and rather complex person. (There is an 
alternate explanation - your classmate knows this 

and was hoping that you would ask about the 
project, get interested, and volunteer.)  

BUT WAIT! When I write this up and distribute 
it "for socialisation" (as the current jargon 

goes), I get a call from Sales and Marketing. I 
have forgotten a few things in my ROI. The ROI 

is wrong. I forgot to consider energy costs of 
the different options. And I have failed to 
consider the societal costs associated with 

pollution. When I point out that these don't 
have a directly associated cost, Sales and 

Marketing point out that they have a cost in 
terms of "Perception" and this has a direct cost 
in terms of Sales. I asked Operations for their 

costing estimates, but I failed to ask Sales And 
Marketing for their costing of the project! 

Ooops. While I don't consider the "estimates" 
that Sales and Marketing put forward to be 
based on any scientifically verifiable principal - 

here is a hard fact: Without the Sales and 
Marketing division there would be no sales and 

no company. If the company is successful, then 
there must be some veracity to the 'estimates" 
that Sales and Marketing produce. So I put the 

estimates in. Then Strategic Directions give me 
a call. I have failed to consider "Possible 

synergies associated with alignment with 
Strategic Imperatives". I don't even know what 
that means... but I'm pretty beaten down by 

then, so I put their estimates in. I "Socialise" 
the new estimates. My boss calls me. It seems 

that somewhere between the last estimate and 
this one, I lost my "laser-like focus on profit 
and loss". :-( So what is my point? Assigning 

exact numbers to an ROI is like saying that you 
can provide the exact dimensions for sand. 

There are an awful lot of sand particles out 
there. The best you can do is define which sand 
particle, give the dimensions on that particle - 

then be ready for them to switch particles on 
you. When they do the switch, you need to 

have EXACTLY DEFINED which particle you 
were talking about. If you didn't, you can't 
prove that there was a switch. Hmmmmm.... 

kind of obvious now that I think about it.... 
sorry, must have been in rant mode. DC.  

Figure 6.13: Example columns rendered by the area approximation algorithm
(left) and the ICBM system (right).
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Figure 6.14: The two rectangles show the gap constraints that lead to the
solution of example columns.

In its current implementation, the gap insertion algorithm constrains the
positions of two adjacent shapes that touch each other. In Figure 6.14, the
depicted gaps restrict the possible movement of the right rectangle. Its top
and bottom cannot move past the top and bottom of the left rectangle due
to the gap constraints. While this decision is sensible for the general case, it
constrains the order of table cells unnecessarily.

Minimizing the Table Width

The results so far showed that the iterative column widening algorithms per-
formed better than the ICBM layout system. As previously mentioned, the
iterative column widening algorithms calculate a minimum height configura-
tion for a table of at most the given width. Once a minimum height configu-
ration is found, the iterative column widening algorithms also calculate the
minimum width necessary to achieve the same height. The iterative column
widening algorithms usually calculate tables of strictly less than the desired
width. Thus, the results shown in Table 6.3 underestimated the capabilities
of the iterative-column widening algorithm.

In a second experiment, the ICBM system had to layout each sample with
the table width set to the narrowest width obtained by the iterative column
widening algorithm. The results are shown in Tables 6.3 and 6.4.

The results show that the iterative column widening algorithms perform
better than the ICBM system, calculating tables up to 21% lower than the
tables obtained by the ICBM algorithm. In practice, the iterative column
widening algorithms often obtained tables that in total required a single line
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Example ICBM ICW HTML-ICW AA-ICW
2n2-linear 72 58 58 58
multipara 158 144 144 144
simple-brick 72 58 58 58
cs-schedule 144 129 129 129
counterfeit 1121 1078 1078 1078
diagonal5 158 129 129 129
columns 4946 992 1049 992
plants200 4370 4140 4327 4255

Table 6.3: Table heights in points with the desired table width set to the
narrowest table width found by ICW.

Example ICBM ICW HTML-ICW AA-ICW
2n2-linear 100% 79% 79% 79%
multipara 100% 91% 91% 91%
simple-brick 100% 83% 83% 83%
cs-schedule 100% 87% 87% 87%
counterfeit 100% 96% 96% 96%
diagonal5 100% 83% 82% 82%
columns 100% 21% 23% 21%
plants200 100% 98% 101% 101%

Table 6.4: Table heights relative to the result of the ICBM layout algorithm
with the desired table width was set to the narrowest table width found by
ICW.
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less. In a sample with only four lines of text, such as the 2n2-linear and
simple-brick, calculating a table layout requiring only three lines would con-
stitute a 25% improvement. In the larger sample tables such as counterfeit
and plants200 the advantage of using the iterative-column widening algo-
rithms is relatively smaller.

Analysis

Why do the iterative-column algorithms outperform the ICBM layout algo-
rithm? Could the performance of the ICBM layout system be improved?
Consider the example of table 2n2-linear shown in Fig. 6.15. In a first
phase, the ICBM layout algorithm approximates the discrete width-height-
configuration of each table cell. The text in the first column requires the
column to have widths and heights of at least (190 pt, 90 pt) or (210 pt,
80 pt). The second column is required to be at least (270 pt, 90 pt) or
(290 pt, 80 pt). Because the possible sizes are only approximated using lin-
ear functions, the algorithm could assign the first column a width of 200 pt
and a height of 103 pt. The second column is 300 pt wide and 103 pt high.

The second phase of the layout algorithm finds the exact text size closest
to approximate solution. Thus, the first column is constrained to be at
least 190 pt wide and 90 pt high. Correspondingly, the second column is
constrained to be 290 pt wide and only 80 pt high. This result is not optimal
because the total width of 500 pt is sufficient to make both columns only
80 pt high.

The ICBM algorithm cannot find this solution because it cannot trade
the width of one cell for the reduced height of another cell. The algorithm
is unaware that both cells form a table, i.e., that both objects belong to a
single logical object and that their sizes should be optimized together. The
iterative column widening algorithm widens one column to decrease the total
table height. The ICBM solver can try to find the most compact text size for
an individual cell but currently each decision is local and tradeoffs between
different text boxes are impossible.

Performance

The performance measurements for each algorithm are shown in Table 6.5.
The times include building the constraint set and solving the layout problem
but they do not include rendering the output. The numbers show little differ-
ences between the algorithms. The conic programming approach is slightly
slower than the ICBM layout algorithm, the HTML algorithm is noticeably
faster in both variants but it is within the same order of magnitude, and the
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These are a strict extension of 
XHTML's current table notation 

and are backwards compatible 
with it. As an example of their 

use consider the example: 

A preferred constraint with a stronger strength will always be satisfied 
in preference to one of weaker strength. This is similar to how CSS 

strengths work. However, what should we do if the conflicting 
constraints have the same strength? 

These are a strict extension of XHTML's 
current table notation and are backwards 

compatible with it. As an example of 
their use consider the example: 

A preferred constraint with a stronger strength will always 
be satisfied in preference to one of weaker strength. This is 

similar to how CSS strengths work. However, what should 
we do if the conflicting constraints have the same strength? 

Figure 6.15: Example 2n2-linear is rendered with one more line by the ICBM
algorithm (top) compared with the iterative column widening algorithm (bot-
tom).

iterative column widening algorithms are on par with the ICBM system. The
performance of all algorithms is dependent on the size of the input. Solving
the 2n2-linear sample is much faster than solving the plants200 example.
The numbers do not reveal however, that the results are completely domi-
nated by the time it takes to measure the text extents. Because the ICBM
implementation is integrated into Microsoft PowerPoint, the text measure-
ments needs to be done in PowerPoint.

Example ICBM HTML AA ICW HTML-ICW AA-ICW
2n2-linear 29 32 44 31 30 43
multipara 70 85 99 88 85 100
simple-brick 46 39 51 40 39 52
cs-schedule 68 73 89 75 73 89
counterfeit 211 248 272 254 250 274
diagonal5 30 29 43 30 29 44
columns 559 643 661 720 649 664
plants200 2219 1153 1257 2414 1292 1333

Table 6.5: Time in milliseconds taken by each algorithm to render each
sample table for the 15 different widths between 450 pt and 1200 pt.

Table 6.6 shows the calculation times again, this time excluding the time
to measure the text extents. As expected, the trivial HTML implementation
gives almost instantaneous results. The hybrid HTML variant and the iter-
ative column widening algorithm are very fast for small examples but with
larger samples, containing more text, the performance of the iterative column
widening algorithm deteriorates severely. That is consistent with the results
reported by the authors themselves.
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Example ICBM HTML AA ICW HTML-ICW AA-ICW
2n2-linear 6 0 12 0 0 12
multipara 10 0 12 2 0 12
simple-brick 9 0 12 0 0 12
cs-schedule 16 0 14 1 0 14
counterfeit 51 0 21 5 2 22
diagonal5 10 0 13 1 0 13
columns 63 0 13 67 4 16
plants200 1434 1 104 1252 143 180

Table 6.6: Time in milliseconds taken by each algorithm to render each
sample table excluding the time necessary for text measurements.

On small samples, the ICBM system is slightly faster than the area ap-
proximation algorithm which is probably due to the performance penalty
of using an interior point algorithm supporting conic constraints. On the
columns and plants200 samples, the AA algorithm outperforms the ICBM
system and the iterative column widening algorithm by a significant margin.

The area approximation algorithm requires very few constraints because
there is only one area constraint per table cell compared with a large num-
ber of approximate linear constraints. The results could indicate that conic
constraints are superior both in terms of performance and in terms of quality
to the approximation of text sizes using linear constraints. There are several
reasons why we think linear solvers are the better choice.

First, Table 6.6 shows the time required by a single conic solver run. As
chapter 5 describes, solving the lexicographic maximization problem requires
at least five solver runs, one for each set of constraints, which completely an-
nihilates the seeming performance advantage of conic constraints. Much of
the performance overhead of the ICBM layout algorithm is necessary, because
the ICBM layout algorithm tries to solve a much more complicated problem
than the table layout competitors. Second, for practical reasons, the avail-
ability of many high-quality linear programming solvers is a big advantage.
If one solver shows numerical instabilities or if a solver turns out to be too
slow, it can easily be exchanged for another solver with essentially the same
capabilities. Third, conic area constraints cannot be transformed into soft
constraints and a layout system using conic constraints for approximating
text sizes would therefore have difficulties in dealing with over-constrained
constraint systems.

The quantitative analysis shows that the ICBM layout algorithm can
calculate table layouts of comparable and sometimes even superior quality
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compared with special purpose table layout algorithms. With a two-phase
optimization, the linear approximation of text cell sizes yields effectively the
same results as an area approximation algorithm. Using a linear approxi-
mation algorithm instead of conic area constraints allows the use of a huge
range of fast linear solvers. The iterative column widening algorithm can
find more compact table layouts by exploiting knowledge about tables that
is not accessible to the ICBM system. The competing table layout algo-
rithms are faster, because they do not have to handle infeasible constraint
systems, non-compact document layouts, or underspecified solutions as does
the ICBM system

6.3 Limitations of the Layout Algorithm
The evaluation showed that the proposed layout algorithm can still be im-
proved in several ways. In the ICBM system, each shape’s constraints are
completely independent of its neighbors. If multiple shapes together form a
table, it could be preferable to generate a slightly different constraint set, but
at the moment, the ICBM system does not recognize such a high-level struc-
ture. Because every shape is attached to gridlines that are shared among
aligned shapes, it would be possible to analyze the structure of shapes and
gridlines to identify a table.

The problem became visible in very simple tables such as Fig. 6.15 shown
on page 142. As the text accompanying the illustration explained in more
detail, the layout algorithm first calculates an approximate width for each
table column that is rounded to the closest realizable minimum-size text
configuration. This rounding is performed independently for each text cell
and the layout algorithm cannot increase one cell’s width to achieve an overall
preferable table layout.

Running the ICBM layout algorithm on tables also produced an unsat-
isfactory result for the columns sample table shown in Fig. 6.14, page 139.
ICBM has inserted vertical gap constraints between the table cells as illus-
trated in Fig. 6.16.

Because of the gap constraints, the sample table’s height is inflated to
fill the available page space. In the previous chapter, I have argued that if
two shapes are attached to the same gridline in one dimension, their edges
in the other dimension have to be separated by gap constraints. Several
cases can be distinguished. Either both shapes are separated vertically, as
in Fig. 6.17a, they are adjacent (b), overlap partially (c), completely (d), or
one is contained in the other (e) as in gap constraints between the edges of
aligned shapes. In cases (b) and (d), both shapes are aligned vertically and
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Figure 6.16: Gap constraints between overlapping table cells.

no gap constraints are inserted. In the other three cases, the gap constraints
achieve a regular distribution of space and in case (e), the gap constraints
keep the smaller shape centered inside the larger shape.

The gap constraint algorithm could, after a careful analysis of the prob-
lem, be improved to detect, e.g., the unnecessary gap constraints between
interior shape edges. A sequence of vertically aligned text boxes as shown
in Fig. 6.18 could be treated as a single object such that gap constraints
are only inserted between the extremal edges of these combined objects, not
between each individual text box as before. Thus, depending on the amount
of text in each table cell, both results shown in Fig. 6.18 were realizable.

Another problem that became apparent during the evaluation is the overly
regular distribution of gap space. In Figure 6.6 on page 127, several text
boxes are made larger than necessary, especially the boxes labeled “Johann
Adam” and “Anna Carolina Philippina” are too large. Each box is attached
to a connector line. For each text box, two gap constraints between the
connector and the top and bottom edge center the connector line vertically.
Centering the connector is clearly desirable, but by inserting a gap constraint,
the space between the connector line and the boxes edges is maximized to-
gether with all other gaps on the page.

Visually, the gap around the connector line and the gaps between text
boxes don’t have the same importance. The layout algorithm could be im-
proved by defining several gap subsets that are maximized independently.
Both gaps around a single connector line could form their own gap set, cen-
tering the connector line. Another class of gaps could be introduced to model
text margins with a preferred size relative to the text size.
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(a) (b) (c)

(d) (e)

Figure 6.17: Two table cells can be vertically arranged in five different ways.

6.4 Summary

The layout examples A - E at the beginning of this chapter show the vari-
ety of layout problems that the lexicographic min-ordering layout algorithm
solves. Obviously, the capabilities of the ICBM layout algorithm far ex-
ceed the capabilities of simple table layout algorithms. All five samples are
based on real-world slides from an international consulting company. The
calculated layouts are indistinguishable from the original layouts created by
human experts. The finished layouts remain flexible and adapt gracefully to
changed content or even changed page sizes. Previous layout systems such
as the ALM system [87, 86] could express layout problems of similar com-
plexity, but they neither provided the algorithms to create and manipulate
problem instances nor the sophisticated layout algorithms necessary to solve
such layout problems.

All samples have been created using the ICBM system of course. Through
its intuitive interface the user can quickly explore many different layouts by
rearranging the page elements. The layout system frees the user from the
tedious task of adapting the size and position of every element on the page
after each modification. The user is free to concentrate on the page content
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Figure 6.18: Desired gap constraints between table cells that do not fix the
order of inner gridlines.
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and the logical structure, the ICBM system is responsible for maintaining
the desired layout.

The quantitative evaluation has shown that despite its superior capabil-
ities, the ICBM layout algorithm does not perform significantly worse than
optimized table layout problems. The evaluation showed that, if necessary,
the presented layout algorithm is capable of calculating very compact table
layouts. In general, the ICBM layout algorithm has been designed for the
more complex task of optimizing the table layout together with the layout of
the whole page. The width and height of the table are therefore dependent on
the amount of available page space, on the page dimensions, on alignments
of the table to other visual elements on the page etc.



Chapter 7

Conclusion and Future Work

“Whatever diminishes constraint diminishes strength. The
more constraints one imposes, the more one frees one’s self of
the chains that shackle the spirit.”
Igor Stravinsky

The ICBM system frees the user from having to specify the minutiae of
slide layouts. It combines the user’s creativity with the computer’s attention
to detail. The user can quickly explore different layouts, choosing the one
that best fits a combination of the content’s meaning, the user’s personal
style, and the audience’s expectations.

The layout algorithm calculates the precise positions and sizes, the user
describes only spatial relations and supplies the content. The user can move
objects, realign and redistribute them, rewrite their content, delete some of
them or add more and the layout algorithm adjusts every object on the slide
instantaneously, making sure every object has the space it needs.

The user can manipulate shapes with familiar interaction techniques. Ob-
jects can be selected, dragged, rotated, or resized. When shapes are cut,
copied, and pasted, the constraint relations between the selected objects are
maintained. Shapes can be squeezed into arbitrarily small space, even be-
tween two previously aligned shapes, and the layout algorithm will find a
new distribution of space to accommodate the additional object. Conversely,
when shapes are deleted, the remaining empty space can be collapsed, align-
ing adjacent objects if they were only separated by the removed object.

This thesis presented a general, geometric class of layout problems that
is capable of expressing the previously distinct classes of layout problems
that arise in the creation of presentation slides, i.e., table layout problems,
flow chart layout problems, and organizational chart layout problems. An in-
stance of the general layout problem is a rough sketch of a presentation slide

149
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consisting of shapes and manually specified constraints over these shapes.
Chapter 4 showed the elementary operations required to create and ma-
nipulate layout problem instances programmatically and interactively. The
chapter contained algorithms for inserting, moving, and manipulating sets of
shapes together with the constraints between them. These algorithms have
been used to implement the direct manipulation ICBM user interface. The
interface avoids many of the pitfalls of earlier constraint-based drawing ap-
plications by clearly separating the responsibilities of the user and the layout
system: The user sketches a slide layout and the layout algorithm maintains
the topology of the user’s drawing, but neither the exact positions nor sizes
of the user’s sketch are maintained.

The main contribution of this thesis is the layout algorithm presented in
chapter 5. First, the user’s sketch is analyzed by the gap constraint insertion
algorithm. Gap constraints are inserted between neighboring shapes. Their
extent is automatically calculated by the layout algorithm. The permitted
sizes of all shapes containing text are approximated by linear constraints
using an efficient Dynamic Programming algorithm. The user-specified con-
straints, text approximation constraints, and gap constraints are transformed
into soft constraints by introducing scale variables that act as negative error
terms. The layout problem is thus transformed into a resource allocation
problem where the available page space is the primary resource being dis-
tributed among the constraints. The scale variables are maximized using
a lexicographic min-ordering optimization strategy that can be solved in
real-time when all constraints are given as linear equations. If the layout
problem has been over-constrained, this optimization strategy finds a solu-
tion that distributes the infeasibility error evenly among many constraints.
The solution layout is analyzed for errors caused by an under-constrained
subproblem and the minimum number of constraints is inserted to transform
the under-constrained problem into an unambiguous layout problem.

The resulting layouts are flexible and can adapt to changing content, font
sizes, or even to different page sizes without further user intervention. The
evaluation in chapter 6 shows that the presented layout algorithm is capable
of solving a diverse set of layout problems with results indistinguishable from
those achieved by human experts.

7.1 Further Applications
Obviously, the presented algorithms can be used to construct tools that solve
only subproblems of the general layout problem tackled in this thesis. The
evaluation chapter has shown that the presented layout algorithm can cal-
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culate table layouts as compact as the solutions achieved by optimized table
layout algorithms. A table layout tool based on this thesis would automati-
cally offer an interactive table editor that lets the user draw complex tables
with cells spanning multiple columns or rows. Table cells would not be lim-
ited to simple rectangles but could be arrows, or even charts.

The definition of the general layout problem is sufficiently general to fit
completely different application domains, such as the user interface layout
problem. The common user interface toolkit elements such as labels, buttons,
check boxes, radio boxes, and windows can be modeled using gridlines and
few simple constraints. Labels and buttons obviously resemble text boxes,
even if a button may have rounded corners. Check boxes and radio boxes
are fixed size squares.

The presented layout algorithm is already used in practice by 20.000 users
of think-cell chart to layout so-called agenda slides. When giving a presen-
tation, it is common practice to begin with a slide showing the topics that
the presentation will cover. This agenda slide is repeated at the beginning
of each new topic to give the audience a sense of orientation. Usually, all
agenda slides contain the same text, but the current topic is highlighted. In
some cases, sub-topics of all but the current topic are hidden. It is very cum-
bersome to edit agenda slides manually as any change to the text has to be
repeated on all slides. Although each agenda may have different dimensions,
due to different displayed sub-topics and different formatting, all agendas
must be left- and top-aligned. On all slides, the identical topic text must
break at the same position although its formatting, and thus width, may be
different. The think-cell agenda tool is based on the work done for this the-
sis and it proved to be a very challenging problem for the layout algorithm.
Because all agenda slide layouts have to be calculated together, the layout
constraint sets become extremely large.

7.2 Future Work
Work on the ICBM layout system continues and it is focussed on two main
aspects. First, the user interface will be further improved thanks to the feed-
back from early user tests. This work will hopefully lead to a formal usability
study. In such a complex system, there is a delicate balance between the us-
ability of the interface and the capabilities of the layout algorithm. When
the layout algorithm does not produce the results a user desired, she will
try to achieve manually what the system could not do automatically. If this
proves unexpectedly difficult, the user will complain about the user interface,
and probably not about the layout algorithm. Second, the layout algorithm
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will of course be improved continuously. The user’s problem specification
contains much more information than the algorithm analyzes at present and
the layout algorithm could make better use of existing rules of good layout
that define the legible length of a line of text, or the optimal margin around
text of a certain font size.

The interactive slide layout system described in this thesis forms the basis
for the commercial think-cell layout application. A first version of think-cell
layout will hopefully be released to users before the end of 2010. Several
international consulting companies have shown strong interest after testing
early prototypes.
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Appendix A

A Complete Constraint System

On the following pages, the constraints generated to create the layout shown
in Fig. A.1 are reproduced in full. The layout has been created with the latest
version of the ICBM system, which explains the slight differences compared
to Fig. 6.4. As explained in chapter 6 on page 126, the text boxes are
represented using four inner and four outer constraints.
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Figure A.1: The familiar slide sample, shown again.
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166 APPENDIX A. A COMPLETE CONSTRAINT SYSTEM

−x1 + x2 − x3 = 0
−x4 + x5 − x3 = 0
−x4 + x6 − x7 = 0
−x8 + x2 − x7 = 0
−x9 + x10 − x7 = 0
−x11 + x12 = 320

Textbox: First Years

−x16 + x19 ≥ 96
−1.51894x16 + 1.51894x19 − x14 + x17 ≥ 643.636

−x14 + x17 ≥ 189

Textbox: Born in the Polish village of . . .

−x22 + x24 ≥ 384
−4.80632x22 + 4.80632x24 − x21 + x23 ≥ 4869.44
−1.10654x22 + 1.10654x24 − x21 + x23 ≥ 2024.82
−0.641207x22 + 0.641207x24 − x21 + x23 ≥ 1552.78
−0.187134x22 + 0.187134x24 − x21 + x23 ≥ 872.263
−0.14625x22 + 0.14625x24 − x21 + x23 ≥ 777.799

−x21 + x23 ≥ 425

Textbox: Life in France

−x28 + x30 ≥ 96
−1.91968x28 + 1.91968x30 − x26 + x29 ≥ 814.578

−x26 + x29 ≥ 228

Textbox: Chopin gave his piano debut in 1832 . . .

−x33 + x35 ≥ 288
−2.95415x33 + 2.95415x35 − x32 + x34 ≥ 2950.39
−2.60905x33 + 2.60905x35 − x32 + x34 ≥ 2762.81
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−0.959559x33 + 0.959559x35 − x32 + x34 ≥ 1655.18
−0.366269x33 + 0.366269x35 − x32 + x34 ≥ 987.104
−0.0161952x33 + 0.0161952x35 − x32 + x34 ≥ 499.766

−x32 + x34 ≥ 477

Textbox: Reinvention of Musical Forms

−x40 + x43 ≥ 96
−3.8541x40 + 3.8541x43 − x38 + x41 ≥ 1734.99

−0.917214x40 + 0.917214x43 − x38 + x41 ≥ 761.158
−x38 + x41 ≥ 411

Textbox: Nocturne

−x47 + x49 ≥ 96
−x45 + x48 ≥ 319

Textbox: Salon music developed by Irish composer John Field . . .

−x52 + x54 ≥ 192
−3.64856x52 + 3.64856x54 − x51 + x53 ≥ 3091.05
−1.1583x52 + 1.1583x54 − x51 + x53 ≥ 1588.18

−0.231086x52 + 0.231086x54 − x51 + x53 ≥ 782.843
−x51 + x53 ≥ 533

Textbox: Ballades & Scherzi

−x57 + x59 ≥ 96
−2.47002x57 + 2.47002x59 − x56 + x58 ≥ 1086.24
−0.392471x57 + 0.392471x59 − x56 + x58 ≥ 429.032

−x56 + x58 ≥ 286

Textbox: Established them as individual pieces

−x61 + x63 ≥ 96
−4.38803x61 + 4.38803x63 − x60 + x62 ≥ 2051.5
−1.35526x61 + 1.35526x63 − x60 + x62 ≥ 1065.42
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−x60 + x62 ≥ 376

Textbox: Traditional Dance

−x66 + x68 ≥ 96
−1.95546x66 + 1.95546x68 − x64 + x67 ≥ 969.449

−x64 + x67 ≥ 371

Textbox: Reinvented popular dance forms . . .

−x71 + x73 ≥ 96
−9.22813x71 + 9.22813x73 − x70 + x72 ≥ 4471.8
−2.97015x71 + 2.97015x73 − x70 + x72 ≥ 2254.4
−0.832348x71 + 0.832348x73 − x70 + x72 ≥ 1200.43
−0.487598x71 + 0.487598x73 − x70 + x72 ≥ 942.285

−x70 + x72 ≥ 451

Textbox: Polonaises

−x76 + x78 ≥ 96
−x75 + x77 ≥ 363

Textbox: Rooted in Chopin’s desire to write . . .

−x80 + x82 ≥ 96
−8.0358x80 + 8.0358x82 − x79 + x81 ≥ 3960.87
−3.09139x80 + 3.09139x82 − x79 + x81 ≥ 2186.32
−1.29602x80 + 1.29602x82 − x79 + x81 ≥ 1459.09
−0.491994x80 + 0.491994x82 − x79 + x81 ≥ 900.083
−0.473757x80 + 0.473757x82 − x79 + x81 ≥ 885.846

−x79 + x81 ≥ 425

Textbox: Études

−x84 + x86 ≥ 96
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−x83 + x85 ≥ 233

Textbox: Expanded their form

−x88 + x90 ≥ 288
−3.28924x88 + 3.28924x90 − x87 + x89 ≥ 3179.84
−0.995381x88 + 0.995381x90 − x87 + x89 ≥ 1594.9
−0.81532x88 + 0.81532x90 − x87 + x89 ≥ 1459.71

−x87 + x89 ≥ 518

Textbox: Chopin’s Piano Works

−x93 + x96 ≥ 106
−2.33186x93 + 2.33186x96 − x92 + x94 ≥ 1227.35
−1.19529x93 + 1.19529x96 − x92 + x94 ≥ 808.104

−x92 + x94 ≥ 295

Textbox: 58 Mazurkas

−x100 + x103 ≥ 96
−x98 + x101 ≥ 429

Textbox: ...

−x106 + x108 ≥ 96
−x105 + x107 ≥ 68

Textbox: 26 Préludes

−x112 + x114 ≥ 96
−x110 + x113 ≥ 397

Textbox: ...

−x117 + x119 ≥ 96
−x116 + x118 ≥ 68
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Textbox: 20 Waltzes

−x123 + x125 ≥ 96
−x121 + x124 ≥ 372

Textbox: ...

−x128 + x130 ≥ 96
−x127 + x129 ≥ 68

Textbox: 5 Rondos

−x134 + x136 ≥ 96
−x132 + x135 ≥ 316

Textbox: ...

−x139 + x141 ≥ 96
−x138 + x140 ≥ 68

Textbox: 27 Études

−x145 + x148 ≥ 106
−x144 + x146 ≥ 333

Textbox: ...

−x150 + x152 ≥ 96
−x149 + x151 ≥ 68
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Textbox: 21 Nocturnes

−x154 + x156 ≥ 96
−x153 + x155 ≥ 451

Textbox: ...

−x158 + x160 ≥ 96
−x157 + x159 ≥ 68

Textbox: 17 Polonaises

−x162 + x164 ≥ 106
−x161 + x163 ≥ 463

Textbox: ...

−x166 + x168 ≥ 96
−x165 + x167 ≥ 68

Textbox: 4 Ballades*

−x170 + x172 ≥ 96
−x169 + x171 ≥ 385

Textbox: ...

−x174 + x176 ≥ 96
−x173 + x175 ≥ 68

Textbox: Over 230 works have survived in total . . .

−x180 + x183 ≥ 106
−8.96571x180 + 8.96571x183 − x178 + x181 ≥ 4720.73
−3.05906x180 + 3.05906x183 − x178 + x181 ≥ 2399.78
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−1.71227x180 + 1.71227x183 − x178 + x181 ≥ 1732
−1.41061x180 + 1.41061x183 − x178 + x181 ≥ 1544.62
−0.992583x180 + 0.992583x183 − x178 + x181 ≥ 1264.28
−0.737385x180 + 0.737385x183 − x178 + x181 ≥ 1075.14
−0.282372x180 + 0.282372x183 − x178 + x181 ≥ 711.177
−0.246329x180 + 0.246329x183 − x178 + x181 ≥ 658.22

−x178 + x181 ≥ 290

Textbox: “he alone begins and ends a work like this: . . .

−x188 + x191 ≥ 192
−11.2439x188 + 11.2439x191 − x186 + x189 ≥ 6671.24
−4.86606x188 + 4.86606x191 − x186 + x189 ≥ 3697.57
−2.33384x188 + 2.33384x191 − x186 + x189 ≥ 2428.29
−0.786047x188 + 0.786047x191 − x186 + x189 ≥ 1312.68
−0.508548x188 + 0.508548x191 − x186 + x189 ≥ 1051.21

−x186 + x189 ≥ 489

Textbox: *This type of work made its premiere . . .

−x194 + x197 ≥ 364
−14.8468x194 + 14.8468x197 − x193 + x195 ≥ 12492.6
−4.67373x194 + 4.67373x197 − x193 + x195 ≥ 5586.2
−3.10628x194 + 3.10628x197 − x193 + x195 ≥ 4270.35
−1.7066x194 + 1.7066x197 − x193 + x195 ≥ 3009.24

−0.910062x194 + 0.910062x197 − x193 + x195 ≥ 2038.86
−0.35231x194 + 0.35231x197 − x193 + x195 ≥ 1336.91
−0.310102x194 + 0.310102x197 − x193 + x195 ≥ 1278.49

−x193 + x195 ≥ 704

Textbox: Frédéric Chopin’s Life and Work 1810 - 1849

−x199 + x201 ≥ 307
−5.29555x199 + 5.29555x201 − x198 + x200 ≥ 5126.86
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−1.48351x199 + 1.48351x201 − x198 + x200 ≥ 2270.73
−0.744977x199 + 0.744977x201 − x198 + x200 ≥ 1519.11

−x198 + x200 ≥ 508

Horizontal Gap Constraints

x198 ≥ 0 x37 ≥ 0 x193 ≥ 0
−x37 + x186 ≥ 0 −x37 + x4 ≥ 0 −x4 + x45 ≥ 0
−x4 + x64 ≥ 0 −x4 + x51 ≥ 0 −x4 + x70 ≥ 0
−x45 + x48 ≥ 0 −x64 + x67 ≥ 0 x13 ≥ 0
−x13 + x32 ≥ 0 −x13 + x21 ≥ 0 −x70 + x72 ≥ 0
−x72 + x6 ≥ 0 −x67 + x6 ≥ 0 −x6 + x9 ≥ 0
−x9 + x83 ≥ 0 −x9 + x87 ≥ 0 −x37 + x38 ≥ 0
−x83 + x85 ≥ 0 −x13 + x26 ≥ 0 −x13 + x14 ≥ 0
−x51 + x53 ≥ 0 −x53 + x5 ≥ 0 −x48 + x5 ≥ 0
−x5 + x1 ≥ 0 −x13 + x202 ≥ 0 −x37 + x202 ≥ 0
−x1 + x56 ≥ 0 −x1 + x60 ≥ 0 −x14 + x17 ≥ 0
−x26 + x29 ≥ 0 −x87 + x89 ≥ 0 −x38 + x41 ≥ 0
−x89 + x10 ≥ 0 −x85 + x10 ≥ 0 −x198 + x200 ≥ 0
−x56 + x58 ≥ 0 −x10 + x8 ≥ 0 −x32 + x34 ≥ 0
−x8 + x75 ≥ 0 −x8 + x79 ≥ 0 −x75 + x77 ≥ 0
−x21 + x23 ≥ 0 −x23 + x18 ≥ 0 −x34 + x18 ≥ 0
−x29 + x18 ≥ 0 −x17 + x18 ≥ 0 −x202 + x18 ≥ 0
−x60 + x62 ≥ 0 −x186 + x189 ≥ 0 −x79 + x81 ≥ 0
−x81 + x2 ≥ 0 −x62 + x2 ≥ 0 −x77 + x2 ≥ 0
−x58 + x2 ≥ 0 −x2 + x42 ≥ 0 −x189 + x42 ≥ 0
−x41 + x42 ≥ 0 −x202 + x42 ≥ 0 −x42 + x91 ≥ 0
−x18 + x91 ≥ 0 −x91 + x178 ≥ 0 −x91 + x97 ≥ 0
−x97 + x98 ≥ 0 −x97 + x110 ≥ 0 −x97 + x121 ≥ 0
−x97 + x132 ≥ 0 −x97 + x127 ≥ 0 −x97 + x138 ≥ 0
−x97 + x105 ≥ 0 −x127 + x129 ≥ 0 −x138 + x140 ≥ 0
−x105 + x107 ≥ 0 −x116 + x118 ≥ 0 −x91 + x92 ≥ 0
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−x132 + x135 ≥ 0 −x121 + x124 ≥ 0 −x110 + x113 ≥ 0
−x98 + x101 ≥ 0 −x101 + x102 ≥ 0 −x113 + x102 ≥ 0
−x124 + x102 ≥ 0 −x135 + x102 ≥ 0 −x118 + x102 ≥ 0
−x107 + x102 ≥ 0 −x140 + x102 ≥ 0 −x129 + x102 ≥ 0
−x102 + x143 ≥ 0 −x143 + x161 ≥ 0 −x143 + x169 ≥ 0
−x143 + x153 ≥ 0 −x143 + x144 ≥ 0 −x143 + x165 ≥ 0
−x143 + x173 ≥ 0 −x143 + x157 ≥ 0 −x143 + x149 ≥ 0
−x165 + x167 ≥ 0 −x173 + x175 ≥ 0 −x149 + x151 ≥ 0
−x157 + x159 ≥ 0 −x92 + x94 ≥ 0 −x144 + x146 ≥ 0
−x169 + x171 ≥ 0 −x178 + x181 ≥ 0 −x153 + x155 ≥ 0
−x161 + x163 ≥ 0 −x163 + x147 ≥ 0 −x155 + x147 ≥ 0
−x171 + x147 ≥ 0 −x146 + x147 ≥ 0 −x159 + x147 ≥ 0
−x151 + x147 ≥ 0 −x175 + x147 ≥ 0 −x167 + x147 ≥ 0
−x147 + x95 ≥ 0 −x181 + x95 ≥ 0 −x94 + x95 ≥ 0
−x193 + x195 ≥ 0 −x195 + 5760 ≥ 0 −x95 + 5760 ≥ 0
−x200 + 5760 ≥ 0 −x97 + x116 ≥ 0

Vertical Gap Constraints

x199 ≥ 0 −x199 + x201 ≥ 0 −x201 + x15 ≥ 0
−x15 + x16 ≥ 0 −x16 + x19 ≥ 0 −x19 + x20 ≥ 0
−x20 + x22 ≥ 0 −x22 + x24 ≥ 0 −x24 + x25 ≥ 0
−x25 + x27 ≥ 0 −x27 + x93 ≥ 0 −x27 + x28 ≥ 0
−x28 + x30 ≥ 0 −x93 + x96 ≥ 0 −x96 + x31 ≥ 0
−x30 + x31 ≥ 0 −x31 + x33 ≥ 0 −x31 + x99 ≥ 0
−x99 + x145 ≥ 0 −x99 + x100 ≥ 0 −x100 + x103 ≥ 0
−x33 + x35 ≥ 0 −x145 + x148 ≥ 0 −x35 + x36 ≥ 0
−x148 + x104 ≥ 0 −x103 + x104 ≥ 0 −x104 + x106 ≥ 0
−x104 + x150 ≥ 0 −x106 + x108 ≥ 0 −x150 + x152 ≥ 0
−x36 + x203 ≥ 0 −x152 + x109 ≥ 0 −x108 + x109 ≥ 0
−x203 + x39 ≥ 0 −x39 + x40 ≥ 0 −x109 + x111 ≥ 0
−x111 + x112 ≥ 0 −x111 + x154 ≥ 0 −x40 + x43 ≥ 0
−x43 + x44 ≥ 0 −x112 + x114 ≥ 0 −x154 + x156 ≥ 0
−x156 + x115 ≥ 0 −x114 + x115 ≥ 0 −x115 + x158 ≥ 0
−x115 + x117 ≥ 0 −x44 + x46 ≥ 0 −x46 + x57 ≥ 0
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−x46 + x47 ≥ 0 −x158 + x160 ≥ 0 −x117 + x119 ≥ 0
−x119 + x120 ≥ 0 −x160 + x120 ≥ 0 −x57 + x59 ≥ 0
−x47 + x49 ≥ 0 −x49 + x50 ≥ 0 −x59 + x50 ≥ 0
−x50 + x52 ≥ 0 −x50 + x61 ≥ 0 −x120 + x122 ≥ 0
−x122 + x162 ≥ 0 −x122 + x123 ≥ 0 −x61 + x63 ≥ 0
−x52 + x54 ≥ 0 −x54 + x55 ≥ 0 −x63 + x55 ≥ 0
−x123 + x125 ≥ 0 −x162 + x164 ≥ 0 −x164 + x126 ≥ 0
−x125 + x126 ≥ 0 −x126 + x128 ≥ 0 −x126 + x166 ≥ 0
−x55 + x65 ≥ 0 −x65 + x66 ≥ 0 −x65 + x84 ≥ 0
−x65 + x76 ≥ 0 −x128 + x130 ≥ 0 −x166 + x168 ≥ 0
−x168 + x131 ≥ 0 −x130 + x131 ≥ 0 −x66 + x68 ≥ 0
−x76 + x78 ≥ 0 −x84 + x86 ≥ 0 −x86 + x69 ≥ 0
−x78 + x69 ≥ 0 −x68 + x69 ≥ 0 −x69 + x88 ≥ 0
−x131 + x133 ≥ 0 −x69 + x80 ≥ 0 −x69 + x71 ≥ 0
−x133 + x134 ≥ 0 −x133 + x170 ≥ 0 −x134 + x136 ≥ 0
−x170 + x172 ≥ 0 −x172 + x137 ≥ 0 −x136 + x137 ≥ 0
−x137 + x139 ≥ 0 −x137 + x174 ≥ 0 −x139 + x141 ≥ 0
−x174 + x176 ≥ 0 −x80 + x82 ≥ 0 −x71 + x73 ≥ 0
−x176 + x142 ≥ 0 −x141 + x142 ≥ 0 −x142 + x180 ≥ 0
−x88 + x90 ≥ 0 −x90 + x74 ≥ 0 −x73 + x74 ≥ 0
−x82 + x74 ≥ 0 −x74 + x188 ≥ 0 −x180 + x183 ≥ 0
−x188 + x191 ≥ 0 −x191 + x204 ≥ 0 −x183 + x204 ≥ 0
−x204 + x194 ≥ 0 −x194 + x197 ≥ 0 −x197 + 4320 ≥ 0
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Appendix B

Table Layout Samples

All sample tables with desired width set to 800 pt laid out using the simple
HTML algorithm (HTML), area approximation algorithm (AA), ICBM lay-
out algorithm (ICBM), iterative column-widening algorithm (ICW), hybrid
HTML iterative column widening algorithm (HTML-ICW), and hybrid area
approximation iterative column widening algorithm (AA-ICW). For details
about the algorithms see section 6.2.
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B.1 2n2-linear
These are a strict extension of XHTML's current table 
notation and are backwards compatible with it. As 
an example of their use consider the example: 

A preferred constraint with a stronger strength will always be satisfied in 
preference to one of weaker strength. This is similar to how CSS strengths 
work. However, what should we do if the conflicting constraints have the same 
strength? 

(HTML)
These are a strict extension of XHTML's current 
table notation and are backwards compatible with 
it. As an example of their use consider the 
example: 

A preferred constraint with a stronger strength will always be satisfied in 
preference to one of weaker strength. This is similar to how CSS strengths work. 
However, what should we do if the conflicting constraints have the same 
strength? 

(AA)
These are a strict extension of XHTML's current table notation and are 
backwards compatible with it. As an example of their use consider the 
example: 

A preferred constraint with a stronger strength will always 
be satisfied in preference to one of weaker strength. This is 
similar to how CSS strengths work. However, what should 
we do if the conflicting constraints have the same strength? 

(ICBM)
These are a strict extension of XHTML's 
current table notation and are backwards 
compatible with it. As an example of 
their use consider the example: 

A preferred constraint with a stronger strength will always 
be satisfied in preference to one of weaker strength. This is 
similar to how CSS strengths work. However, what should 
we do if the conflicting constraints have the same strength? 

(ICW)
These are a strict extension of XHTML's 
current table notation and are backwards 
compatible with it. As an example of 
their use consider the example: 

A preferred constraint with a stronger strength will always 
be satisfied in preference to one of weaker strength. This is 
similar to how CSS strengths work. However, what should 
we do if the conflicting constraints have the same strength? 

(HTML-ICW)
These are a strict extension of XHTML's 
current table notation and are backwards 
compatible with it. As an example of 
their use consider the example: 

A preferred constraint with a stronger strength will always 
be satisfied in preference to one of weaker strength. This is 
similar to how CSS strengths work. However, what should 
we do if the conflicting constraints have the same strength? 

(AA-ICW)
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B.2 multipara
Tables are one of the most powerful and useful 
design elements in current web document 
standards such as (X)HTML, CSS and XSL.  
Indeed because of their power, tables are 
frequently (mis)used by web designers to finely 
control page layout, not just to display tabular 
information.  
Unlike for tables provided in many document 
formatting systems, for example LaTeX, 
authors do not need to precisely specify the 
width of the table columns, instead the author 
may allow these to adapt to the viewing 
context while still preserving the general design 
intended by the author. 

Tables are one of the most powerful and useful design elements in current web 
document standards such as (X)HTML, CSS and XSL. Indeed because of their 
power, tables are frequently (mis)used by web designers to finely control page 
layout, not just to display tabular information. Unlike for tables provided in many 
document formatting systems, for example LaTeX, authors do not need to precisely 
specify the width of the table columns, instead the author may allow these to adapt 
to the viewing context while still preserving the general design intended by the 
author. 

(HTML)
Tables are one of the most powerful and useful design elements 
in current web document standards such as (X)HTML, CSS and 
XSL.  
Indeed because of their power, tables are frequently (mis)used by 
web designers to finely control page layout, not just to display 
tabular information.  
Unlike for tables provided in many document formatting systems, 
for example LaTeX, authors do not need to precisely specify the 
width of the table columns, instead the author may allow these to 
adapt to the viewing context while still preserving the general 
design intended by the author. 

Tables are one of the most powerful and useful design elements 
in current web document standards such as (X)HTML, CSS and 
XSL. Indeed because of their power, tables are frequently (mis)
used by web designers to finely control page layout, not just to 
display tabular information. Unlike for tables provided in many 
document formatting systems, for example LaTeX, authors do not 
need to precisely specify the width of the table columns, instead 
the author may allow these to adapt to the viewing context while 
still preserving the general design intended by the author. 

(AA)
Tables are one of the most powerful and useful design elements in 
current web document standards such as (X)HTML, CSS and XSL.  
Indeed because of their power, tables are frequently (mis)used by web 
designers to finely control page layout, not just to display tabular 
information.  
Unlike for tables provided in many document formatting systems, for 
example LaTeX, authors do not need to precisely specify the width of 
the table columns, instead the author may allow these to adapt to the 
viewing context while still preserving the general design intended by 
the author. 

Tables are one of the most powerful and useful design 
elements in current web document standards such as (X)
HTML, CSS and XSL. Indeed because of their power, tables 
are frequently (mis)used by web designers to finely control 
page layout, not just to display tabular information. Unlike 
for tables provided in many document formatting systems, 
for example LaTeX, authors do not need to precisely specify 
the width of the table columns, instead the author may allow 
these to adapt to the viewing context while still preserving 
the general design intended by the author. 

(ICBM)
Tables are one of the most powerful and useful design elements in 
current web document standards such as (X)HTML, CSS and XSL.  
Indeed because of their power, tables are frequently (mis)used by 
web designers to finely control page layout, not just to display 
tabular information.  
Unlike for tables provided in many document formatting systems, 
for example LaTeX, authors do not need to precisely specify the 
width of the table columns, instead the author may allow these to 
adapt to the viewing context while still preserving the general 
design intended by the author. 

Tables are one of the most powerful and useful design 
elements in current web document standards such as (X)
HTML, CSS and XSL. Indeed because of their power, tables 
are frequently (mis)used by web designers to finely control 
page layout, not just to display tabular information. Unlike 
for tables provided in many document formatting systems, 
for example LaTeX, authors do not need to precisely specify 
the width of the table columns, instead the author may allow 
these to adapt to the viewing context while still preserving 
the general design intended by the author. 

(ICW)
Tables are one of the most powerful and useful design elements in 
current web document standards such as (X)HTML, CSS and XSL.  
Indeed because of their power, tables are frequently (mis)used by 
web designers to finely control page layout, not just to display 
tabular information.  
Unlike for tables provided in many document formatting systems, 
for example LaTeX, authors do not need to precisely specify the 
width of the table columns, instead the author may allow these to 
adapt to the viewing context while still preserving the general 
design intended by the author. 

Tables are one of the most powerful and useful design 
elements in current web document standards such as (X)
HTML, CSS and XSL. Indeed because of their power, tables 
are frequently (mis)used by web designers to finely control 
page layout, not just to display tabular information. Unlike 
for tables provided in many document formatting systems, 
for example LaTeX, authors do not need to precisely specify 
the width of the table columns, instead the author may allow 
these to adapt to the viewing context while still preserving 
the general design intended by the author. 

(HTML-ICW)
Tables are one of the most powerful and useful design elements in 
current web document standards such as (X)HTML, CSS and XSL.  
Indeed because of their power, tables are frequently (mis)used by 
web designers to finely control page layout, not just to display 
tabular information.  
Unlike for tables provided in many document formatting systems, 
for example LaTeX, authors do not need to precisely specify the 
width of the table columns, instead the author may allow these to 
adapt to the viewing context while still preserving the general 
design intended by the author. 

Tables are one of the most powerful and useful design 
elements in current web document standards such as (X)
HTML, CSS and XSL. Indeed because of their power, tables 
are frequently (mis)used by web designers to finely control 
page layout, not just to display tabular information. Unlike 
for tables provided in many document formatting systems, 
for example LaTeX, authors do not need to precisely specify 
the width of the table columns, instead the author may allow 
these to adapt to the viewing context while still preserving 
the general design intended by the author. 

(AA-ICW)
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B.3 simple-brick
The first meeting for this year will be at 11am Friday week 18th Feb (this will be the new time and 
day for the meeting) and will be held fortnightly thereafter. The room is the usual one. 

short 

also 
short 

SVG 1.2 enables a block of text and graphics to be rendered inside a shape while automatically wrapping the objects into 
lines using the flowRoot element. The idea is to mirror, as far as practical, the existing SVG text elements. 

(HTML)
The first meeting for this year will be at 11am Friday week 18th Feb (this will be the new time and day for the meeting) and 
will be held fortnightly thereafter. The room is the usual one. 

short 

also 
short 

SVG 1.2 enables a block of text and graphics to be rendered inside a shape while automatically wrapping the objects into lines 
using the flowRoot element. The idea is to mirror, as far as practical, the existing SVG text elements. 

(AA)
The first meeting for this year will be at 11am Friday week 18th Feb (this will be the new time and day for the meeting) and 
will be held fortnightly thereafter. The room is the usual one. 

short 

also 
short 

SVG 1.2 enables a block of text and graphics to be rendered inside a shape while automatically wrapping the objects into lines 
using the flowRoot element. The idea is to mirror, as far as practical, the existing SVG text elements. 

(ICBM)
The first meeting for this year will be at 11am Friday week 18th Feb (this will be the new time 
and day for the meeting) and will be held fortnightly thereafter. The room is the usual one. 

short 

also 
short 

SVG 1.2 enables a block of text and graphics to be rendered inside a shape while automatically wrapping the objects 
into lines using the flowRoot element. The idea is to mirror, as far as practical, the existing SVG text elements. 

(ICW)
The first meeting for this year will be at 11am Friday week 18th Feb (this will be the new time 
and day for the meeting) and will be held fortnightly thereafter. The room is the usual one. 

short 

also 
short 

SVG 1.2 enables a block of text and graphics to be rendered inside a shape while automatically wrapping the objects 
into lines using the flowRoot element. The idea is to mirror, as far as practical, the existing SVG text elements. 

(HTML-ICW)
The first meeting for this year will be at 11am Friday week 18th Feb (this will be the new time 
and day for the meeting) and will be held fortnightly thereafter. The room is the usual one. 

short 

also 
short 

SVG 1.2 enables a block of text and graphics to be rendered inside a shape while automatically wrapping the objects 
into lines using the flowRoot element. The idea is to mirror, as far as practical, the existing SVG text elements. 

(AA-ICW)
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B.4 cs-schedule
Monday Tuesday Wednesday Thursday Friday Time 
Introduction to computer 
science 

Data 
structure 

System 
softwares 

Algorithm analysis Software engineering 

Morning 
9:00-12:00 

This section is for those who already know something about computer science and 
intend to have a career in the software industry in the future. 

This section is for those who 
don't know anything about 
computer science and just 
want to know something about 
it. 

Afternoon 
1:00-4:00 

This section is for those who already know 
something about computer science and intend 
to learn how to write simple programs. 

This section is for those who know 
quite a lot about computer science and 
intend to learn more so that they can 
have a career in the software industry 
in the future. 

Evening 
7:00-10:00 

This section is for those who don't know anything about computers and intend 
to learn how to write simple programs. 

(HTML)
Monday Tuesday Wednesday Thursday Friday Time 
Introduction to computer 
science 

Data structure System softwares Algorithm 
analysis 

Software engineering 

Morning 
9:00-12:00 

This section is for those who already know something about computer science and intend 
to have a career in the software industry in the future. 

This section is for those 
who don't know anything 
about computer science and 
just want to know 
something about it. 

Afternoon 
1:00-4:00 

This section is for those who already know 
something about computer science and intend to 
learn how to write simple programs. 

This section is for those who know quite 
a lot about computer science and intend 
to learn more so that they can have a 
career in the software industry in the 
future. 

Evening 
7:00-10:00 

This section is for those who don't know anything about computers and intend 
to learn how to write simple programs. 

(AA)
Monday Tuesday Wednesday Thursday Friday Time 
Introduction to computer science Data structure System softwares Algorithm analysis Software engineering 

Morning 
9:00-12:00 

This section is for those who already know something about computer science and 
intend to have a career in the software industry in the future. 

This section is for those who 
don't know anything about 
computer science and just want 
to know something about it. 

Afternoon 
1:00-4:00 

This section is for those who already know 
something about computer science and intend to 
learn how to write simple programs. 

This section is for those who know 
quite a lot about computer science 
and intend to learn more so that 
they can have a career in the 
software industry in the future. 

Evening 
7:00-10:00 

This section is for those who don't know anything about computers and intend to 
learn how to write simple programs. 

(ICBM)
Monday Tuesday Wednesday Thursday Friday Time 
Introduction to computer science Data structure System softwares Algorithm analysis Software engineering 

Morning 
9:00-12:00 

This section is for those who already know something about computer science and 
intend to have a career in the software industry in the future. 

This section is for those who 
don't know anything about 
computer science and just want 
to know something about it. 

Afternoon 
1:00-4:00 

This section is for those who already know 
something about computer science and intend to 
learn how to write simple programs. 

This section is for those who know 
quite a lot about computer science 
and intend to learn more so that 
they can have a career in the 
software industry in the future. 

Evening 
7:00-10:00 

This section is for those who don't know anything about computers and intend to 
learn how to write simple programs. 

(ICW)
Monday Tuesday Wednesday Thursday Friday Time 
Introduction to computer science Data structure System softwares Algorithm analysis Software engineering 

Morning 
9:00-12:00 

This section is for those who already know something about computer science and 
intend to have a career in the software industry in the future. 

This section is for those who 
don't know anything about 
computer science and just want 
to know something about it. 

Afternoon 
1:00-4:00 

This section is for those who already know 
something about computer science and intend to 
learn how to write simple programs. 

This section is for those who know 
quite a lot about computer science 
and intend to learn more so that 
they can have a career in the 
software industry in the future. 

Evening 
7:00-10:00 

This section is for those who don't know anything about computers and intend to 
learn how to write simple programs. 

(HTML-ICW)
Monday Tuesday Wednesday Thursday Friday Time 
Introduction to computer science Data structure System softwares Algorithm analysis Software engineering 

Morning 
9:00-12:00 

This section is for those who already know something about computer science and 
intend to have a career in the software industry in the future. 

This section is for those who 
don't know anything about 
computer science and just want 
to know something about it. 

Afternoon 
1:00-4:00 

This section is for those who already know 
something about computer science and intend to 
learn how to write simple programs. 

This section is for those who know 
quite a lot about computer science 
and intend to learn more so that 
they can have a career in the 
software industry in the future. 

Evening 
7:00-10:00 

This section is for those who don't know anything about computers and intend to 
learn how to write simple programs. 

(AA-ICW)
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B.5 counterfeit
. Company A Company 

B 
Company C Company 

D 
Company 
E 

Company F Company 
G 

Company H Company I 

Number of employees 1-10 1 5 1-10 50+ 50+ 50+ 50+ 50+ 
Do you have inventory 
on hand? If so, how 
much? 

$950,000 Limited 
inventory 
on hand 

Approximately 
$200,000 

$300,000 $10 
million 

$15 million $6 million Approximately 
$150 million at 
list price. 
35,000 
networking 
products plus 
100,000 
accessories on 
hand. 

$40 million 

Do you get equipment 
from other resellers? 

Yes, 
resellers, 
leasing 
companies, 
etc. 

Yes Yes Yes Yes Yes Yes Yes, as well as 
end-user 
customers and 
integrators. 

Yes 

Payment terms? Net 30 Prepay 
through 
net 30 

Prepay 
through net 
45 

No 
answer 
provided 

COD, 
credit 
card, net 
30 

Net 30 Prepay, 
COD, net 
1, net 5, 
net 30, 
net 60 

Prepay, COD, 
credit card, 
wire transfer, 
net 30, net 60, 
extended 
terms may be 
available 
based on 
payment 
history and 
credit check 

Credit card 
through net 
90 

Warranty? 90-day 
warranty 

90-day 
repair or 
replace 

Up to one 
year 
replacement 

No 
answer 
provided 

90 days to 
brokers 

30-day 
replacement 

90 days 
wholesale, 
one year 
end user 

One-year 
advanced 
replacement 
included with 
every purchase 
of preowned 
gear, extended 
warranties 
available 

90-day 
replacement 

Tech support? Yes, phone 
support 

24/7 Phone / IM: 
regular 
business 
hours 

Yes, 
phone 
support 

Yes, 24/7 
in some 
cases by 
phone 

Yes, 24/7 
available for 
cost 

Yes, 
phone, 
online, e-
mail, IM 

Yes, 24/5 
phone, IM, e-
mail; tier-one 
support free 
with every 
purchase; 
regular 
business hours 
of each office 
location; 24/7 
planned by 
early 2008 

Yes, 8 a.m. 
to 5 p.m. 
and 24-hour 
available 
phone and 
in person 

Product delivery 
timeframe? 

Most 
shipments 
are FedEx 
Standard, 
FedEx 2 
day 

Most parts 
can be at 
customer 
site within 
48 hours 

Overnight to 2 
weeks 

Most 1-3 
day 
delivery 
time 

We offer 
any 
method, 
but most 
product is 
shipped 
overnight; 
we also 
ship all 
over the 
world 

9-5 
overnight 

Vast 
majority 
available 
for 
overnight 
delivery 

Next day to 
most locations 
for in-stock 
items; 
otherwise 2-3 
days 

Overnight in 
most cases, 
few days of 
lead time in 
others 

* Price on: 1 Cisco 
6504E (WS-C6504E-
S32-GE). Includes 
Supervisor Engine 32 
with GE SFP uplinks 
and four-slot chassis. 

 Typical Cisco list price: 
$13,000 

$10,250 I do not 
deal in 
new 
equipment 

$7,000 + 
GLCs to be 
specified when 
available (thin 
on market) 

$8,995 $8,450 $7,145 $8,000 $7,500 
 (includes fan 
and SUP, no 
power) 

$7,600 

* Price on: 
 Catalyst 6513 13-Slot 
Chassis, Dual 4000W 
AC power supplies, 
high-speed fan tray, 
Supervisor 720 Fabric. 

 Typical Cisco list price: 
$65,995 

$28,500 $29,200 $29,900 $30,900 $35,000 $26,850 $29,500 $27,500 $28,000 

*Prices subject to change based on availability and quantity ordered 

(HTML)
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. Company 
A 

Company 
B 

Company C Company 
D 

Company 
E 

Company F Company 
G 

Company H Company I 

Number of employees 1-10 1 5 1-10 50+ 50+ 50+ 50+ 50+ 
Do you have inventory 
on hand? If so, how 
much? 

$950,000 Limited 
inventory 
on hand 

Approximately 
$200,000 

$300,000 $10 
million 

$15 million $6 million Approximately 
$150 million at 
list price. 35,000 
networking 
products plus 
100,000 
accessories on 
hand. 

$40 million 

Do you get equipment 
from other resellers? 

Yes, 
resellers, 
leasing 
companies, 
etc. 

Yes Yes Yes Yes Yes Yes Yes, as well as 
end-user 
customers and 
integrators. 

Yes 

Payment terms? Net 30 Prepay 
through 
net 30 

Prepay 
through net 
45 

No 
answer 
provided 

COD, 
credit 
card, net 
30 

Net 30 Prepay, 
COD, net 
1, net 5, 
net 30, 
net 60 

Prepay, COD, 
credit card, wire 
transfer, net 30, 
net 60, extended 
terms may be 
available based 
on payment 
history and credit 
check 

Credit card 
through net 
90 

Warranty? 90-day 
warranty 

90-day 
repair or 
replace 

Up to one 
year 
replacement 

No 
answer 
provided 

90 days 
to brokers 

30-day 
replacement 

90 days 
wholesale, 
one year 
end user 

One-year 
advanced 
replacement 
included with 
every purchase of 
preowned gear, 
extended 
warranties 
available 

90-day 
replacement 

Tech support? Yes, phone 
support 

24/7 Phone / IM: 
regular 
business 
hours 

Yes, 
phone 
support 

Yes, 24/7 
in some 
cases by 
phone 

Yes, 24/7 
available for 
cost 

Yes, 
phone, 
online, e-
mail, IM 

Yes, 24/5 phone, 
IM, e-mail; tier-
one support free 
with every 
purchase; regular 
business hours of 
each office 
location; 24/7 
planned by early 
2008 

Yes, 8 a.m. 
to 5 p.m. 
and 24-hour 
available 
phone and 
in person 

Product delivery 
timeframe? 

Most 
shipments 
are FedEx 
Standard, 
FedEx 2 
day 

Most parts 
can be at 
customer 
site within 
48 hours 

Overnight to 2 
weeks 

Most 1-3 
day 
delivery 
time 

We offer 
any 
method, 
but most 
product is 
shipped 
overnight; 
we also 
ship all 
over the 
world 

9-5 
overnight 

Vast 
majority 
available 
for 
overnight 
delivery 

Next day to most 
locations for in-
stock items; 
otherwise 2-3 
days 

Overnight in 
most cases, 
few days of 
lead time in 
others 

* Price on: 1 Cisco 
6504E (WS-C6504E-
S32-GE). Includes 
Supervisor Engine 32 
with GE SFP uplinks 
and four-slot chassis. 

 Typical Cisco list 
price: $13,000 

$10,250 I do not 
deal in 
new 
equipment 

$7,000 + 
GLCs to be 
specified 
when 
available (thin 
on market) 

$8,995 $8,450 $7,145 $8,000 $7,500 
 (includes fan 
and SUP, no 
power) 

$7,600 

* Price on: 
 Catalyst 6513 13-Slot 
Chassis, Dual 4000W 
AC power supplies, 
high-speed fan tray, 
Supervisor 720 Fabric. 

 Typical Cisco list 
price: $65,995 

$28,500 $29,200 $29,900 $30,900 $35,000 $26,850 $29,500 $27,500 $28,000 

*Prices subject to change based on availability and quantity ordered 

(AA)
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. Company 
A 

Company 
B 

Company C Company 
D 

Company 
E 

Company F Company 
G 

Company H Company I 

Number of employees 1-10 1 5 1-10 50+ 50+ 50+ 50+ 50+ 
Do you have inventory 
on hand? If so, how 
much? 

$950,000 Limited 
inventory 
on hand 

Approximately 
$200,000 

$300,000 $10 
million 

$15 million $6 million Approximately 
$150 million at 
list price. 35,000 
networking 
products plus 
100,000 
accessories on 
hand. 

$40 million 

Do you get equipment 
from other resellers? 

Yes, 
resellers, 
leasing 
companies, 
etc. 

Yes Yes Yes Yes Yes Yes Yes, as well as 
end-user 
customers and 
integrators. 

Yes 

Payment terms? Net 30 Prepay 
through 
net 30 

Prepay 
through net 
45 

No 
answer 
provided 

COD, 
credit 
card, net 
30 

Net 30 Prepay, 
COD, net 
1, net 5, 
net 30, 
net 60 

Prepay, COD, 
credit card, wire 
transfer, net 30, 
net 60, extended 
terms may be 
available based 
on payment 
history and 
credit check 

Credit card 
through net 
90 

Warranty? 90-day 
warranty 

90-day 
repair or 
replace 

Up to one 
year 
replacement 

No 
answer 
provided 

90 days 
to brokers 

30-day 
replacement 

90 days 
wholesale, 
one year 
end user 

One-year 
advanced 
replacement 
included with 
every purchase 
of preowned 
gear, extended 
warranties 
available 

90-day 
replacement 

Tech support? Yes, phone 
support 

24/7 Phone / IM: 
regular 
business 
hours 

Yes, 
phone 
support 

Yes, 24/7 
in some 
cases by 
phone 

Yes, 24/7 
available for 
cost 

Yes, 
phone, 
online, e-
mail, IM 

Yes, 24/5 phone, 
IM, e-mail; tier-
one support free 
with every 
purchase; 
regular business 
hours of each 
office location; 
24/7 planned by 
early 2008 

Yes, 8 a.m. 
to 5 p.m. 
and 24-hour 
available 
phone and in 
person 

Product delivery 
timeframe? 

Most 
shipments 
are FedEx 
Standard, 
FedEx 2 
day 

Most parts 
can be at 
customer 
site within 
48 hours 

Overnight to 2 
weeks 

Most 1-3 
day 
delivery 
time 

We offer 
any 
method, 
but most 
product is 
shipped 
overnight; 
we also 
ship all 
over the 
world 

9-5 
overnight 

Vast 
majority 
available 
for 
overnight 
delivery 

Next day to 
most locations 
for in-stock 
items; otherwise 
2-3 days 

Overnight in 
most cases, 
few days of 
lead time in 
others 

* Price on: 1 Cisco 
6504E (WS-C6504E-
S32-GE). Includes 
Supervisor Engine 32 
with GE SFP uplinks 
and four-slot chassis. 

 Typical Cisco list 
price: $13,000 

$10,250 I do not 
deal in 
new 
equipment 

$7,000 + 
GLCs to be 
specified 
when 
available (thin 
on market) 

$8,995 $8,450 $7,145 $8,000 $7,500 
 (includes fan 
and SUP, no 
power) 

$7,600 

* Price on: 
 Catalyst 6513 13-Slot 
Chassis, Dual 4000W 
AC power supplies, 
high-speed fan tray, 
Supervisor 720 Fabric. 

 Typical Cisco list 
price: $65,995 

$28,500 $29,200 $29,900 $30,900 $35,000 $26,850 $29,500 $27,500 $28,000 

*Prices subject to change based on availability and quantity ordered 

(ICBM)
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. Company 
A 

Company 
B 

Company C Company 
D 

Company 
E 

Company F Company 
G 

Company H Company I 

Number of employees 1-10 1 5 1-10 50+ 50+ 50+ 50+ 50+ 
Do you have inventory 
on hand? If so, how 
much? 

$950,000 Limited 
inventory 
on hand 

Approximately 
$200,000 

$300,000 $10 
million 

$15 million $6 million Approximately 
$150 million at 
list price. 35,000 
networking 
products plus 
100,000 
accessories on 
hand. 

$40 million 

Do you get equipment 
from other resellers? 

Yes, 
resellers, 
leasing 
companies, 
etc. 

Yes Yes Yes Yes Yes Yes Yes, as well as 
end-user 
customers and 
integrators. 

Yes 

Payment terms? Net 30 Prepay 
through 
net 30 

Prepay 
through net 
45 

No 
answer 
provided 

COD, 
credit 
card, net 
30 

Net 30 Prepay, 
COD, net 
1, net 5, 
net 30, 
net 60 

Prepay, COD, 
credit card, wire 
transfer, net 30, 
net 60, extended 
terms may be 
available based 
on payment 
history and 
credit check 

Credit card 
through net 
90 

Warranty? 90-day 
warranty 

90-day 
repair or 
replace 

Up to one 
year 
replacement 

No 
answer 
provided 

90 days 
to brokers 

30-day 
replacement 

90 days 
wholesale, 
one year 
end user 

One-year 
advanced 
replacement 
included with 
every purchase 
of preowned 
gear, extended 
warranties 
available 

90-day 
replacement 

Tech support? Yes, phone 
support 

24/7 Phone / IM: 
regular 
business 
hours 

Yes, 
phone 
support 

Yes, 24/7 
in some 
cases by 
phone 

Yes, 24/7 
available for 
cost 

Yes, 
phone, 
online, e-
mail, IM 

Yes, 24/5 phone, 
IM, e-mail; tier-
one support free 
with every 
purchase; 
regular business 
hours of each 
office location; 
24/7 planned by 
early 2008 

Yes, 8 a.m. 
to 5 p.m. 
and 24-hour 
available 
phone and 
in person 

Product delivery 
timeframe? 

Most 
shipments 
are FedEx 
Standard, 
FedEx 2 
day 

Most parts 
can be at 
customer 
site within 
48 hours 

Overnight to 2 
weeks 

Most 1-3 
day 
delivery 
time 

We offer 
any 
method, 
but most 
product is 
shipped 
overnight; 
we also 
ship all 
over the 
world 

9-5 
overnight 

Vast 
majority 
available 
for 
overnight 
delivery 

Next day to 
most locations 
for in-stock 
items; otherwise 
2-3 days 

Overnight in 
most cases, 
few days of 
lead time in 
others 

* Price on: 1 Cisco 
6504E (WS-C6504E-
S32-GE). Includes 
Supervisor Engine 32 
with GE SFP uplinks 
and four-slot chassis. 

 Typical Cisco list 
price: $13,000 

$10,250 I do not 
deal in 
new 
equipment 

$7,000 + 
GLCs to be 
specified 
when 
available (thin 
on market) 

$8,995 $8,450 $7,145 $8,000 $7,500 
 (includes fan 
and SUP, no 
power) 

$7,600 

* Price on: 
 Catalyst 6513 13-Slot 
Chassis, Dual 4000W 
AC power supplies, 
high-speed fan tray, 
Supervisor 720 Fabric. 

 Typical Cisco list 
price: $65,995 

$28,500 $29,200 $29,900 $30,900 $35,000 $26,850 $29,500 $27,500 $28,000 

*Prices subject to change based on availability and quantity ordered 

(ICW)
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. Company 
A 

Company 
B 

Company C Company 
D 

Company 
E 

Company F Company 
G 

Company H Company I 

Number of employees 1-10 1 5 1-10 50+ 50+ 50+ 50+ 50+ 
Do you have inventory 
on hand? If so, how 
much? 

$950,000 Limited 
inventory 
on hand 

Approximately 
$200,000 

$300,000 $10 
million 

$15 million $6 million Approximately 
$150 million at 
list price. 35,000 
networking 
products plus 
100,000 
accessories on 
hand. 

$40 million 

Do you get equipment 
from other resellers? 

Yes, 
resellers, 
leasing 
companies, 
etc. 

Yes Yes Yes Yes Yes Yes Yes, as well as 
end-user 
customers and 
integrators. 

Yes 

Payment terms? Net 30 Prepay 
through 
net 30 

Prepay 
through net 
45 

No 
answer 
provided 

COD, 
credit 
card, net 
30 

Net 30 Prepay, 
COD, net 
1, net 5, 
net 30, 
net 60 

Prepay, COD, 
credit card, wire 
transfer, net 30, 
net 60, extended 
terms may be 
available based 
on payment 
history and 
credit check 

Credit card 
through net 
90 

Warranty? 90-day 
warranty 

90-day 
repair or 
replace 

Up to one 
year 
replacement 

No 
answer 
provided 

90 days 
to brokers 

30-day 
replacement 

90 days 
wholesale, 
one year 
end user 

One-year 
advanced 
replacement 
included with 
every purchase 
of preowned 
gear, extended 
warranties 
available 

90-day 
replacement 

Tech support? Yes, phone 
support 

24/7 Phone / IM: 
regular 
business 
hours 

Yes, 
phone 
support 

Yes, 24/7 
in some 
cases by 
phone 

Yes, 24/7 
available for 
cost 

Yes, 
phone, 
online, e-
mail, IM 

Yes, 24/5 phone, 
IM, e-mail; tier-
one support free 
with every 
purchase; 
regular business 
hours of each 
office location; 
24/7 planned by 
early 2008 

Yes, 8 a.m. 
to 5 p.m. 
and 24-hour 
available 
phone and 
in person 

Product delivery 
timeframe? 

Most 
shipments 
are FedEx 
Standard, 
FedEx 2 
day 

Most parts 
can be at 
customer 
site within 
48 hours 

Overnight to 2 
weeks 

Most 1-3 
day 
delivery 
time 

We offer 
any 
method, 
but most 
product is 
shipped 
overnight; 
we also 
ship all 
over the 
world 

9-5 
overnight 

Vast 
majority 
available 
for 
overnight 
delivery 

Next day to 
most locations 
for in-stock 
items; otherwise 
2-3 days 

Overnight in 
most cases, 
few days of 
lead time in 
others 

* Price on: 1 Cisco 
6504E (WS-C6504E-
S32-GE). Includes 
Supervisor Engine 32 
with GE SFP uplinks 
and four-slot chassis. 

 Typical Cisco list 
price: $13,000 

$10,250 I do not 
deal in 
new 
equipment 

$7,000 + 
GLCs to be 
specified 
when 
available (thin 
on market) 

$8,995 $8,450 $7,145 $8,000 $7,500 
 (includes fan 
and SUP, no 
power) 

$7,600 

* Price on: 
 Catalyst 6513 13-Slot 
Chassis, Dual 4000W 
AC power supplies, 
high-speed fan tray, 
Supervisor 720 Fabric. 

 Typical Cisco list 
price: $65,995 

$28,500 $29,200 $29,900 $30,900 $35,000 $26,850 $29,500 $27,500 $28,000 

*Prices subject to change based on availability and quantity ordered 

(HTML-ICW)
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. Company 
A 

Company 
B 

Company C Company 
D 

Company 
E 

Company F Company 
G 

Company H Company I 

Number of employees 1-10 1 5 1-10 50+ 50+ 50+ 50+ 50+ 
Do you have inventory 
on hand? If so, how 
much? 

$950,000 Limited 
inventory 
on hand 

Approximately 
$200,000 

$300,000 $10 
million 

$15 million $6 million Approximately 
$150 million at 
list price. 35,000 
networking 
products plus 
100,000 
accessories on 
hand. 

$40 million 

Do you get equipment 
from other resellers? 

Yes, 
resellers, 
leasing 
companies, 
etc. 

Yes Yes Yes Yes Yes Yes Yes, as well as 
end-user 
customers and 
integrators. 

Yes 

Payment terms? Net 30 Prepay 
through 
net 30 

Prepay 
through net 
45 

No 
answer 
provided 

COD, 
credit 
card, net 
30 

Net 30 Prepay, 
COD, net 
1, net 5, 
net 30, 
net 60 

Prepay, COD, 
credit card, wire 
transfer, net 30, 
net 60, extended 
terms may be 
available based 
on payment 
history and 
credit check 

Credit card 
through net 
90 

Warranty? 90-day 
warranty 

90-day 
repair or 
replace 

Up to one 
year 
replacement 

No 
answer 
provided 

90 days 
to brokers 

30-day 
replacement 

90 days 
wholesale, 
one year 
end user 

One-year 
advanced 
replacement 
included with 
every purchase 
of preowned 
gear, extended 
warranties 
available 

90-day 
replacement 

Tech support? Yes, phone 
support 

24/7 Phone / IM: 
regular 
business 
hours 

Yes, 
phone 
support 

Yes, 24/7 
in some 
cases by 
phone 

Yes, 24/7 
available for 
cost 

Yes, 
phone, 
online, e-
mail, IM 

Yes, 24/5 phone, 
IM, e-mail; tier-
one support free 
with every 
purchase; 
regular business 
hours of each 
office location; 
24/7 planned by 
early 2008 

Yes, 8 a.m. 
to 5 p.m. 
and 24-hour 
available 
phone and 
in person 

Product delivery 
timeframe? 

Most 
shipments 
are FedEx 
Standard, 
FedEx 2 
day 

Most parts 
can be at 
customer 
site within 
48 hours 

Overnight to 2 
weeks 

Most 1-3 
day 
delivery 
time 

We offer 
any 
method, 
but most 
product is 
shipped 
overnight; 
we also 
ship all 
over the 
world 

9-5 
overnight 

Vast 
majority 
available 
for 
overnight 
delivery 

Next day to 
most locations 
for in-stock 
items; otherwise 
2-3 days 

Overnight in 
most cases, 
few days of 
lead time in 
others 

* Price on: 1 Cisco 
6504E (WS-C6504E-
S32-GE). Includes 
Supervisor Engine 32 
with GE SFP uplinks 
and four-slot chassis. 

 Typical Cisco list 
price: $13,000 

$10,250 I do not 
deal in 
new 
equipment 

$7,000 + 
GLCs to be 
specified 
when 
available (thin 
on market) 

$8,995 $8,450 $7,145 $8,000 $7,500 
 (includes fan 
and SUP, no 
power) 

$7,600 

* Price on: 
 Catalyst 6513 13-Slot 
Chassis, Dual 4000W 
AC power supplies, 
high-speed fan tray, 
Supervisor 720 Fabric. 

 Typical Cisco list 
price: $65,995 

$28,500 $29,200 $29,900 $30,900 $35,000 $26,850 $29,500 $27,500 $28,000 

*Prices subject to change based on availability and quantity ordered 

(AA-ICW)
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B.6 diagonal5
Short 

Cell of 
medium 
size. 

Cell that's noticeably 
larger than the above. 

This cell contains about 80 
characters, compared to about 45 in 
the above cell. 

The largest cell, containing 125 characters. The 
optimal layout would assign widths & heights roughly 
in the ratio 1:2:3:4:5. 

(HTML)
Short 

Cell of medium 
size. 

Cell that's noticeably 
larger than the above. 

This cell contains about 80 
characters, compared to about 45 
in the above cell. 

The largest cell, containing 125 characters. 
The optimal layout would assign widths & 
heights roughly in the ratio 1:2:3:4:5. 

(AA)
Short 

Cell of medium size. 
Cell that's 
noticeably larger 
than the above. 

This cell contains about 80 
characters, compared to 
about 45 in the above cell. 

The largest cell, containing 125 characters. 
The optimal layout would assign widths & 
heights roughly in the ratio 1:2:3:4:5. 

(ICBM)
Short 

Cell of medium size. 
Cell that's noticeably 
larger than the above. 

This cell contains about 80 characters, 
compared to about 45 in the above cell. 

The largest cell, containing 125 characters. 
The optimal layout would assign widths & 
heights roughly in the ratio 1:2:3:4:5. 

(ICW)
Short 

Cell of medium size. 
Cell that's noticeably 
larger than the above. 

This cell contains about 80 characters, 
compared to about 45 in the above cell. 

The largest cell, containing 125 characters. 
The optimal layout would assign widths & 
heights roughly in the ratio 1:2:3:4:5. 

(HTML-ICW)
Short 

Cell of medium size. 
Cell that's noticeably 
larger than the above. 

This cell contains about 80 characters, 
compared to about 45 in the above cell. 

The largest cell, containing 125 characters. 
The optimal layout would assign widths & 
heights roughly in the ratio 1:2:3:4:5. 

(AA-ICW)
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B.7 columns
 So how does it happen? Simple (and here 
comes the PFH-like theory). It is a "clash of 
arrogance". Every time you try to show that 
you are smart, someone else will try to show 
that they are smarter, because this supports 
the belief structure that they grew up with. 
The resulting trauma causes a simple 
behavioural aversion to displaying 
arrogance. This is not always the selfless act 
of a caring and loving environment (though 
there may be some elements of this in it....). 
It is more the establishment of a "social 
pecking order".  

This reminds me of a theory of mine. At 
the risk of sounding like PFH, I shall inflict 
it on you: It has long been argued that 
Korner has the role of "knocking the 
corners and sharp edges" off young, 
brilliant, and (almost invariably) arrogant 
Korner-dwellers. Why are so many of us 
arrogant? Because when we grow up we 
are used to being the smartest person in 
any given room (oops, sorry, my arrogance 
is showing). So what is the mechanism by 
which Korner "knocks off" this arrogance? 
Is everybody in Korner aware that this 
"knocking off of sharp edges" is a required 
social role? No! Does everybody in Korner 
watch out for examples of arrogance and 
remonstrate against them? No!  

So how does it happen? Simple (and here 
comes the PFH-like theory). It is a "clash 
of arrogance". Every time you try to show 
that you are smart, someone else will try 
to show that they are smarter, because 
this supports the belief structure that they 
grew up with. The resulting trauma causes 
a simple behavioural aversion to displaying 
arrogance. This is not always the selfless 
act of a caring and loving environment 
(though there may be some elements of 
this in it....). It is more the establishment 
of a "social pecking order". This is further 
complicated by the fact that there are 
different ways to be smart. Some of us are 
really bright at maths and logic, but bad at 
written communication, or poor at reading 
and understanding social situations, or not 
great with verbal interactions. Others are 
fast, witty, verbally quick witted, but not 
so great in the maths / programming / 
logic area. This provides endless extra 
opportunities in the "clash of arrogance" 
for one person to make another feel 
stupid. If you demonstrate that something 
is true, a verbally adroit person will simply 
"change the rules" to prove that you are 
wrong [1].  

1. Long rant follows: I'm sure that you are 
quite familiar with "changing the rules" in an 
argument, and I suspect you are quite good 
at it, though you rarely use it - but here is a 
topical example: "Dodgy ROI calculations on 
solar power". What is the correct way to 
calculate ROI? Easy. I am a Solution 
Architect. I work on jobs at Telstra and 
Sensis. My job is to devise the low-cost, 
quick ROI approaches to Enterprise-level 
software solutions. These solutions can cost 
anywhere from $50K to $28,000,000. My 
boss says "ROI is about a laser-like focus on 
profit and loss". I'm trusted to produce 
multi-million dollar decisions for one of 
Australia's biggest companies - so I should 
be able to analyse the ROI on Solar 
Power..... So, what would I do to get the ROI 
on Solar Power if we suddenly decided to 
"Go Solar" at Telstra: 1. Design some 
optimised plant options (this is almost trivial 
compared to what is about to happen - 
designing an optimised plant doesn't even 
deserve it's own number in this numbered 
list of points). Now gather all costs 
associated with producing each option of 
plant. (Get an estimate from the 
provisioning people, get an estimate of 
expected life of the product as well, along 
with an estimate of expected drops in 
efficiency) 2. Add all the costs associated 
with supporting and/or maintaining the plant 
across its lifetime (get an estimate from 
support - check with Help Desk to see if they 
are likely to get any calls, talk to Networking 
to discuss any added costs, etc) 3. Add the 
cost of disposing of the plant at end-of-life - 
less any capital that may be returned 
through selling or recycling of materials. 
(Get an estimate from Operations, check 
with provisioning to validate assumptions). 
4. Now get an estimate of income for each 
year of the expected lifespan (go to 
Operations, validate with Forecasting). 6. 
The ROI is the point on the graph where 
((amortised costs-per-year) + (support 
costs-per-year)) * (number of years) is less 
than the total income for that number of 
years. I am now in a position to compare 
ROI of Solar Vs ROI of "conventional" energy 
sources.  

This is not always the selfless act of a 
caring and loving environment (though 
there may be some elements of this in 
it....). It is more the establishment of a 
"social pecking order". This is further 
complicated by the fact that there are 
different ways to be smart. Some of us are 
really bright at maths and logic, but bad at 
written communication, or poor at reading 
and understanding social situations, or not 
great with verbal interactions. Others are 
fast, witty, verbally quick witted, but not so 
great in the maths / programming / logic 
area. This provides endless extra 
opportunities in the "clash of arrogance" 
for one person to make another feel stupid. 
If you demonstrate that something is true, 
a verbally adroit person will simply "change 
the rules" to prove that you are wrong [1]. 
The only way to win this game is to reveal 
your brilliance while being somewhat 
modest about it.... and even then some 
people won't let you get away with it, 
because they don't have enough social 
ability to see that you are being modest. 
By the way, you are not innocent in this 
field. My memories of Nathan Hurst as a 
first year is that he was unspeakably bright 
and insufferably arrogant. Interestingly, 
you comment that: "Just two days ago I 
got a phone call from a classmate from 98 
who rang up and said "I'm looking for 
someone smart to work with, do you have 
Josh's phone number"." I can only suspect 
that Josh wasn't the choice because he was 
smarter, he was the choice because he was 
less arrogant than Nathan Hurst was in 
1998, and therefore easier to work with. 
Your classmate was not aware that people 
change. Your classmate is wrong of course. 
I believe I have indicated that I would work 
with you any day, any time, anywhere. This 
is because Nathan Hurst today is a very 
mature and rather complex person. (There 
is an alternate explanation - your 
classmate knows this and was hoping that 
you would ask about the project, get 
interested, and volunteer.)  

BUT WAIT! When I write this up and 
distribute it "for socialisation" (as the 
current jargon goes), I get a call from 
Sales and Marketing. I have forgotten a 
few things in my ROI. The ROI is wrong. I 
forgot to consider energy costs of the 
different options. And I have failed to 
consider the societal costs associated with 
pollution. When I point out that these don't 
have a directly associated cost, Sales and 
Marketing point out that they have a cost 
in terms of "Perception" and this has a 
direct cost in terms of Sales. I asked 
Operations for their costing estimates, but 
I failed to ask Sales And Marketing for 
their costing of the project! Ooops. While I 
don't consider the "estimates" that Sales 
and Marketing put forward to be based on 
any scientifically verifiable principal - here 
is a hard fact: Without the Sales and 
Marketing division there would be no sales 
and no company. If the company is 
successful, then there must be some 
veracity to the 'estimates" that Sales and 
Marketing produce. So I put the estimates 
in. Then Strategic Directions give me a 
call. I have failed to consider "Possible 
synergies associated with alignment with 
Strategic Imperatives". I don't even know 
what that means... but I'm pretty beaten 
down by then, so I put their estimates in. I 
"Socialise" the new estimates. My boss 
calls me. It seems that somewhere 
between the last estimate and this one, I 
lost my "laser-like focus on profit and 
loss". :-( So what is my point? Assigning 
exact numbers to an ROI is like saying that 
you can provide the exact dimensions for 
sand. There are an awful lot of sand 
particles out there. The best you can do is 
define which sand particle, give the 
dimensions on that particle - then be ready 
for them to switch particles on you. When 
they do the switch, you need to have 
EXACTLY DEFINED which particle you were 
talking about. If you didn't, you can't 
prove that there was a switch. 
Hmmmmm.... kind of obvious now that I 
think about it.... sorry, must have been in 
rant mode. DC.  
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 So how does it happen? Simple (and 
here comes the PFH-like theory). It is a 
"clash of arrogance". Every time you try 
to show that you are smart, someone 
else will try to show that they are 
smarter, because this supports the belief 
structure that they grew up with. The 
resulting trauma causes a simple 
behavioural aversion to displaying 
arrogance. This is not always the selfless 
act of a caring and loving environment 
(though there may be some elements of 
this in it....). It is more the 
establishment of a "social pecking 
order".  

This reminds me of a theory of mine. At 
the risk of sounding like PFH, I shall 
inflict it on you: It has long been argued 
that Korner has the role of "knocking the 
corners and sharp edges" off young, 
brilliant, and (almost invariably) arrogant 
Korner-dwellers. Why are so many of us 
arrogant? Because when we grow up we 
are used to being the smartest person in 
any given room (oops, sorry, my 
arrogance is showing). So what is the 
mechanism by which Korner "knocks off" 
this arrogance? Is everybody in Korner 
aware that this "knocking off of sharp 
edges" is a required social role? No! Does 
everybody in Korner watch out for 
examples of arrogance and remonstrate 
against them? No!  

So how does it happen? Simple (and here comes 
the PFH-like theory). It is a "clash of arrogance". 
Every time you try to show that you are smart, 
someone else will try to show that they are 
smarter, because this supports the belief 
structure that they grew up with. The resulting 
trauma causes a simple behavioural aversion to 
displaying arrogance. This is not always the 
selfless act of a caring and loving environment 
(though there may be some elements of this in 
it....). It is more the establishment of a "social 
pecking order". This is further complicated by 
the fact that there are different ways to be 
smart. Some of us are really bright at maths and 
logic, but bad at written communication, or poor 
at reading and understanding social situations, 
or not great with verbal interactions. Others are 
fast, witty, verbally quick witted, but not so 
great in the maths / programming / logic area. 
This provides endless extra opportunities in the 
"clash of arrogance" for one person to make 
another feel stupid. If you demonstrate that 
something is true, a verbally adroit person will 
simply "change the rules" to prove that you are 
wrong [1].  

1. Long rant follows: I'm sure that you 
are quite familiar with "changing the 
rules" in an argument, and I suspect you 
are quite good at it, though you rarely 
use it - but here is a topical example: 
"Dodgy ROI calculations on solar power". 
What is the correct way to calculate ROI? 
Easy. I am a Solution Architect. I work 
on jobs at Telstra and Sensis. My job is 
to devise the low-cost, quick ROI 
approaches to Enterprise-level software 
solutions. These solutions can cost 
anywhere from $50K to $28,000,000. My 
boss says "ROI is about a laser-like focus 
on profit and loss". I'm trusted to 
produce multi-million dollar decisions for 
one of Australia's biggest companies - so 
I should be able to analyse the ROI on 
Solar Power..... So, what would I do to 
get the ROI on Solar Power if we 
suddenly decided to "Go Solar" at 
Telstra: 1. Design some optimised plant 
options (this is almost trivial compared 
to what is about to happen - designing 
an optimised plant doesn't even deserve 
it's own number in this numbered list of 
points). Now gather all costs associated 
with producing each option of plant. (Get 
an estimate from the provisioning 
people, get an estimate of expected life 
of the product as well, along with an 
estimate of expected drops in efficiency) 
2. Add all the costs associated with 
supporting and/or maintaining the plant 
across its lifetime (get an estimate from 
support - check with Help Desk to see if 
they are likely to get any calls, talk to 
Networking to discuss any added costs, 
etc) 3. Add the cost of disposing of the 
plant at end-of-life - less any capital that 
may be returned through selling or 
recycling of materials. (Get an estimate 
from Operations, check with provisioning 
to validate assumptions). 4. Now get an 
estimate of income for each year of the 
expected lifespan (go to Operations, 
validate with Forecasting). 6. The ROI is 
the point on the graph where 
((amortised costs-per-year) + (support 
costs-per-year)) * (number of years) is 
less than the total income for that 
number of years. I am now in a position 
to compare ROI of Solar Vs ROI of 
"conventional" energy sources.  

This is not always the selfless act of a 
caring and loving environment (though 
there may be some elements of this in 
it....). It is more the establishment of a 
"social pecking order". This is further 
complicated by the fact that there are 
different ways to be smart. Some of us 
are really bright at maths and logic, but 
bad at written communication, or poor at 
reading and understanding social 
situations, or not great with verbal 
interactions. Others are fast, witty, 
verbally quick witted, but not so great in 
the maths / programming / logic area. 
This provides endless extra opportunities 
in the "clash of arrogance" for one person 
to make another feel stupid. If you 
demonstrate that something is true, a 
verbally adroit person will simply "change 
the rules" to prove that you are wrong 
[1]. The only way to win this game is to 
reveal your brilliance while being 
somewhat modest about it.... and even 
then some people won't let you get away 
with it, because they don't have enough 
social ability to see that you are being 
modest. By the way, you are not innocent 
in this field. My memories of Nathan 
Hurst as a first year is that he was 
unspeakably bright and insufferably 
arrogant. Interestingly, you comment 
that: "Just two days ago I got a phone 
call from a classmate from 98 who rang 
up and said "I'm looking for someone 
smart to work with, do you have Josh's 
phone number"." I can only suspect that 
Josh wasn't the choice because he was 
smarter, he was the choice because he 
was less arrogant than Nathan Hurst was 
in 1998, and therefore easier to work 
with. Your classmate was not aware that 
people change. Your classmate is wrong 
of course. I believe I have indicated that 
I would work with you any day, any time, 
anywhere. This is because Nathan Hurst 
today is a very mature and rather 
complex person. (There is an alternate 
explanation - your classmate knows this 
and was hoping that you would ask about 
the project, get interested, and 
volunteer.)  

BUT WAIT! When I write this up and distribute it 
"for socialisation" (as the current jargon goes), I 
get a call from Sales and Marketing. I have 
forgotten a few things in my ROI. The ROI is 
wrong. I forgot to consider energy costs of the 
different options. And I have failed to consider 
the societal costs associated with pollution. 
When I point out that these don't have a directly 
associated cost, Sales and Marketing point out 
that they have a cost in terms of "Perception" 
and this has a direct cost in terms of Sales. I 
asked Operations for their costing estimates, but 
I failed to ask Sales And Marketing for their 
costing of the project! Ooops. While I don't 
consider the "estimates" that Sales and 
Marketing put forward to be based on any 
scientifically verifiable principal - here is a hard 
fact: Without the Sales and Marketing division 
there would be no sales and no company. If the 
company is successful, then there must be some 
veracity to the 'estimates" that Sales and 
Marketing produce. So I put the estimates in. 
Then Strategic Directions give me a call. I have 
failed to consider "Possible synergies associated 
with alignment with Strategic Imperatives". I 
don't even know what that means... but I'm 
pretty beaten down by then, so I put their 
estimates in. I "Socialise" the new estimates. My 
boss calls me. It seems that somewhere 
between the last estimate and this one, I lost 
my "laser-like focus on profit and loss". :-( So 
what is my point? Assigning exact numbers to 
an ROI is like saying that you can provide the 
exact dimensions for sand. There are an awful 
lot of sand particles out there. The best you can 
do is define which sand particle, give the 
dimensions on that particle - then be ready for 
them to switch particles on you. When they do 
the switch, you need to have EXACTLY DEFINED 
which particle you were talking about. If you 
didn't, you can't prove that there was a switch. 
Hmmmmm.... kind of obvious now that I think 
about it.... sorry, must have been in rant mode. 
DC.  
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 So how does it happen? Simple (and 
here comes the PFH-like theory). It is a 
"clash of arrogance". Every time you try 
to show that you are smart, someone 
else will try to show that they are 
smarter, because this supports the belief 
structure that they grew up with. The 
resulting trauma causes a simple 
behavioural aversion to displaying 
arrogance. This is not always the 
selfless act of a caring and loving 
environment (though there may be 
some elements of this in it....). It is 
more the establishment of a "social 
pecking order".  

This reminds me of a theory of mine. At 
the risk of sounding like PFH, I shall inflict 
it on you: It has long been argued that 
Korner has the role of "knocking the 
corners and sharp edges" off young, 
brilliant, and (almost invariably) arrogant 
Korner-dwellers. Why are so many of us 
arrogant? Because when we grow up we 
are used to being the smartest person in 
any given room (oops, sorry, my 
arrogance is showing). So what is the 
mechanism by which Korner "knocks off" 
this arrogance? Is everybody in Korner 
aware that this "knocking off of sharp 
edges" is a required social role? No! Does 
everybody in Korner watch out for 
examples of arrogance and remonstrate 
against them? No!  

So how does it happen? Simple (and here 
comes the PFH-like theory). It is a "clash of 
arrogance". Every time you try to show that 
you are smart, someone else will try to show 
that they are smarter, because this supports 
the belief structure that they grew up with. The 
resulting trauma causes a simple behavioural 
aversion to displaying arrogance. This is not 
always the selfless act of a caring and loving 
environment (though there may be some 
elements of this in it....). It is more the 
establishment of a "social pecking order". This 
is further complicated by the fact that there are 
different ways to be smart. Some of us are 
really bright at maths and logic, but bad at 
written communication, or poor at reading and 
understanding social situations, or not great 
with verbal interactions. Others are fast, witty, 
verbally quick witted, but not so great in the 
maths / programming / logic area. This 
provides endless extra opportunities in the 
"clash of arrogance" for one person to make 
another feel stupid. If you demonstrate that 
something is true, a verbally adroit person will 
simply "change the rules" to prove that you are 
wrong [1].  

1. Long rant follows: I'm sure that you 
are quite familiar with "changing the 
rules" in an argument, and I suspect 
you are quite good at it, though you 
rarely use it - but here is a topical 
example: "Dodgy ROI calculations on 
solar power". What is the correct way to 
calculate ROI? Easy. I am a Solution 
Architect. I work on jobs at Telstra and 
Sensis. My job is to devise the low-cost, 
quick ROI approaches to Enterprise-level 
software solutions. These solutions can 
cost anywhere from $50K to 
$28,000,000. My boss says "ROI is 
about a laser-like focus on profit and 
loss". I'm trusted to produce multi-
million dollar decisions for one of 
Australia's biggest companies - so I 
should be able to analyse the ROI on 
Solar Power..... So, what would I do to 
get the ROI on Solar Power if we 
suddenly decided to "Go Solar" at 
Telstra: 1. Design some optimised plant 
options (this is almost trivial compared 
to what is about to happen - designing 
an optimised plant doesn't even deserve 
it's own number in this numbered list of 
points). Now gather all costs associated 
with producing each option of plant. 
(Get an estimate from the provisioning 
people, get an estimate of expected life 
of the product as well, along with an 
estimate of expected drops in efficiency) 
2. Add all the costs associated with 
supporting and/or maintaining the plant 
across its lifetime (get an estimate from 
support - check with Help Desk to see if 
they are likely to get any calls, talk to 
Networking to discuss any added costs, 
etc) 3. Add the cost of disposing of the 
plant at end-of-life - less any capital 
that may be returned through selling or 
recycling of materials. (Get an estimate 
from Operations, check with 
provisioning to validate assumptions). 4. 
Now get an estimate of income for each 
year of the expected lifespan (go to 
Operations, validate with Forecasting). 
6. The ROI is the point on the graph 
where ((amortised costs-per-year) + 
(support costs-per-year)) * (number of 
years) is less than the total income for 
that number of years. I am now in a 
position to compare ROI of Solar Vs ROI 
of "conventional" energy sources.  

This is not always the selfless act of a 
caring and loving environment (though 
there may be some elements of this in 
it....). It is more the establishment of a 
"social pecking order". This is further 
complicated by the fact that there are 
different ways to be smart. Some of us are 
really bright at maths and logic, but bad at 
written communication, or poor at reading 
and understanding social situations, or not 
great with verbal interactions. Others are 
fast, witty, verbally quick witted, but not 
so great in the maths / programming / 
logic area. This provides endless extra 
opportunities in the "clash of arrogance" 
for one person to make another feel 
stupid. If you demonstrate that something 
is true, a verbally adroit person will simply 
"change the rules" to prove that you are 
wrong [1]. The only way to win this game 
is to reveal your brilliance while being 
somewhat modest about it.... and even 
then some people won't let you get away 
with it, because they don't have enough 
social ability to see that you are being 
modest. By the way, you are not innocent 
in this field. My memories of Nathan Hurst 
as a first year is that he was unspeakably 
bright and insufferably arrogant. 
Interestingly, you comment that: "Just two 
days ago I got a phone call from a 
classmate from 98 who rang up and said 
"I'm looking for someone smart to work 
with, do you have Josh's phone number"." 
I can only suspect that Josh wasn't the 
choice because he was smarter, he was 
the choice because he was less arrogant 
than Nathan Hurst was in 1998, and 
therefore easier to work with. Your 
classmate was not aware that people 
change. Your classmate is wrong of 
course. I believe I have indicated that I 
would work with you any day, any time, 
anywhere. This is because Nathan Hurst 
today is a very mature and rather complex 
person. (There is an alternate explanation 
- your classmate knows this and was 
hoping that you would ask about the 
project, get interested, and volunteer.)  

BUT WAIT! When I write this up and distribute 
it "for socialisation" (as the current jargon 
goes), I get a call from Sales and Marketing. I 
have forgotten a few things in my ROI. The ROI 
is wrong. I forgot to consider energy costs of 
the different options. And I have failed to 
consider the societal costs associated with 
pollution. When I point out that these don't 
have a directly associated cost, Sales and 
Marketing point out that they have a cost in 
terms of "Perception" and this has a direct cost 
in terms of Sales. I asked Operations for their 
costing estimates, but I failed to ask Sales And 
Marketing for their costing of the project! 
Ooops. While I don't consider the "estimates" 
that Sales and Marketing put forward to be 
based on any scientifically verifiable principal - 
here is a hard fact: Without the Sales and 
Marketing division there would be no sales and 
no company. If the company is successful, then 
there must be some veracity to the 'estimates" 
that Sales and Marketing produce. So I put the 
estimates in. Then Strategic Directions give me 
a call. I have failed to consider "Possible 
synergies associated with alignment with 
Strategic Imperatives". I don't even know what 
that means... but I'm pretty beaten down by 
then, so I put their estimates in. I "Socialise" 
the new estimates. My boss calls me. It seems 
that somewhere between the last estimate and 
this one, I lost my "laser-like focus on profit 
and loss". :-( So what is my point? Assigning 
exact numbers to an ROI is like saying that you 
can provide the exact dimensions for sand. 
There are an awful lot of sand particles out 
there. The best you can do is define which sand 
particle, give the dimensions on that particle - 
then be ready for them to switch particles on 
you. When they do the switch, you need to 
have EXACTLY DEFINED which particle you 
were talking about. If you didn't, you can't 
prove that there was a switch. Hmmmmm.... 
kind of obvious now that I think about it.... 
sorry, must have been in rant mode. DC.  
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 So how does it happen? Simple (and 
here comes the PFH-like theory). It is a 
"clash of arrogance". Every time you try 
to show that you are smart, someone 
else will try to show that they are 
smarter, because this supports the belief 
structure that they grew up with. The 
resulting trauma causes a simple 
behavioural aversion to displaying 
arrogance. This is not always the selfless 
act of a caring and loving environment 
(though there may be some elements of 
this in it....). It is more the 
establishment of a "social pecking 
order".  

This reminds me of a theory of mine. At 
the risk of sounding like PFH, I shall 
inflict it on you: It has long been argued 
that Korner has the role of "knocking the 
corners and sharp edges" off young, 
brilliant, and (almost invariably) arrogant 
Korner-dwellers. Why are so many of us 
arrogant? Because when we grow up we 
are used to being the smartest person in 
any given room (oops, sorry, my 
arrogance is showing). So what is the 
mechanism by which Korner "knocks off" 
this arrogance? Is everybody in Korner 
aware that this "knocking off of sharp 
edges" is a required social role? No! 
Does everybody in Korner watch out for 
examples of arrogance and remonstrate 
against them? No!  

So how does it happen? Simple (and here comes 
the PFH-like theory). It is a "clash of arrogance". 
Every time you try to show that you are smart, 
someone else will try to show that they are 
smarter, because this supports the belief 
structure that they grew up with. The resulting 
trauma causes a simple behavioural aversion to 
displaying arrogance. This is not always the 
selfless act of a caring and loving environment 
(though there may be some elements of this in 
it....). It is more the establishment of a "social 
pecking order". This is further complicated by 
the fact that there are different ways to be 
smart. Some of us are really bright at maths 
and logic, but bad at written communication, or 
poor at reading and understanding social 
situations, or not great with verbal interactions. 
Others are fast, witty, verbally quick witted, but 
not so great in the maths / programming / logic 
area. This provides endless extra opportunities 
in the "clash of arrogance" for one person to 
make another feel stupid. If you demonstrate 
that something is true, a verbally adroit person 
will simply "change the rules" to prove that you 
are wrong [1].  

1. Long rant follows: I'm sure that you 
are quite familiar with "changing the 
rules" in an argument, and I suspect you 
are quite good at it, though you rarely 
use it - but here is a topical example: 
"Dodgy ROI calculations on solar power". 
What is the correct way to calculate 
ROI? Easy. I am a Solution Architect. I 
work on jobs at Telstra and Sensis. My 
job is to devise the low-cost, quick ROI 
approaches to Enterprise-level software 
solutions. These solutions can cost 
anywhere from $50K to $28,000,000. 
My boss says "ROI is about a laser-like 
focus on profit and loss". I'm trusted to 
produce multi-million dollar decisions for 
one of Australia's biggest companies - so 
I should be able to analyse the ROI on 
Solar Power..... So, what would I do to 
get the ROI on Solar Power if we 
suddenly decided to "Go Solar" at 
Telstra: 1. Design some optimised plant 
options (this is almost trivial compared 
to what is about to happen - designing 
an optimised plant doesn't even deserve 
it's own number in this numbered list of 
points). Now gather all costs associated 
with producing each option of plant. (Get 
an estimate from the provisioning 
people, get an estimate of expected life 
of the product as well, along with an 
estimate of expected drops in efficiency) 
2. Add all the costs associated with 
supporting and/or maintaining the plant 
across its lifetime (get an estimate from 
support - check with Help Desk to see if 
they are likely to get any calls, talk to 
Networking to discuss any added costs, 
etc) 3. Add the cost of disposing of the 
plant at end-of-life - less any capital that 
may be returned through selling or 
recycling of materials. (Get an estimate 
from Operations, check with provisioning 
to validate assumptions). 4. Now get an 
estimate of income for each year of the 
expected lifespan (go to Operations, 
validate with Forecasting). 6. The ROI is 
the point on the graph where 
((amortised costs-per-year) + (support 
costs-per-year)) * (number of years) is 
less than the total income for that 
number of years. I am now in a position 
to compare ROI of Solar Vs ROI of 
"conventional" energy sources.  

This is not always the selfless act of a 
caring and loving environment (though 
there may be some elements of this in 
it....). It is more the establishment of a 
"social pecking order". This is further 
complicated by the fact that there are 
different ways to be smart. Some of us 
are really bright at maths and logic, but 
bad at written communication, or poor at 
reading and understanding social 
situations, or not great with verbal 
interactions. Others are fast, witty, 
verbally quick witted, but not so great in 
the maths / programming / logic area. 
This provides endless extra opportunities 
in the "clash of arrogance" for one 
person to make another feel stupid. If 
you demonstrate that something is true, 
a verbally adroit person will simply 
"change the rules" to prove that you are 
wrong [1]. The only way to win this 
game is to reveal your brilliance while 
being somewhat modest about it.... and 
even then some people won't let you get 
away with it, because they don't have 
enough social ability to see that you are 
being modest. By the way, you are not 
innocent in this field. My memories of 
Nathan Hurst as a first year is that he 
was unspeakably bright and insufferably 
arrogant. Interestingly, you comment 
that: "Just two days ago I got a phone 
call from a classmate from 98 who rang 
up and said "I'm looking for someone 
smart to work with, do you have Josh's 
phone number"." I can only suspect that 
Josh wasn't the choice because he was 
smarter, he was the choice because he 
was less arrogant than Nathan Hurst was 
in 1998, and therefore easier to work 
with. Your classmate was not aware that 
people change. Your classmate is wrong 
of course. I believe I have indicated that 
I would work with you any day, any time, 
anywhere. This is because Nathan Hurst 
today is a very mature and rather 
complex person. (There is an alternate 
explanation - your classmate knows this 
and was hoping that you would ask 
about the project, get interested, and 
volunteer.)  

BUT WAIT! When I write this up and distribute it 
"for socialisation" (as the current jargon goes), I 
get a call from Sales and Marketing. I have 
forgotten a few things in my ROI. The ROI is 
wrong. I forgot to consider energy costs of the 
different options. And I have failed to consider 
the societal costs associated with pollution. 
When I point out that these don't have a directly 
associated cost, Sales and Marketing point out 
that they have a cost in terms of "Perception" 
and this has a direct cost in terms of Sales. I 
asked Operations for their costing estimates, but 
I failed to ask Sales And Marketing for their 
costing of the project! Ooops. While I don't 
consider the "estimates" that Sales and 
Marketing put forward to be based on any 
scientifically verifiable principal - here is a hard 
fact: Without the Sales and Marketing division 
there would be no sales and no company. If the 
company is successful, then there must be some 
veracity to the 'estimates" that Sales and 
Marketing produce. So I put the estimates in. 
Then Strategic Directions give me a call. I have 
failed to consider "Possible synergies associated 
with alignment with Strategic Imperatives". I 
don't even know what that means... but I'm 
pretty beaten down by then, so I put their 
estimates in. I "Socialise" the new estimates. My 
boss calls me. It seems that somewhere 
between the last estimate and this one, I lost 
my "laser-like focus on profit and loss". :-( So 
what is my point? Assigning exact numbers to 
an ROI is like saying that you can provide the 
exact dimensions for sand. There are an awful 
lot of sand particles out there. The best you can 
do is define which sand particle, give the 
dimensions on that particle - then be ready for 
them to switch particles on you. When they do 
the switch, you need to have EXACTLY DEFINED 
which particle you were talking about. If you 
didn't, you can't prove that there was a switch. 
Hmmmmm.... kind of obvious now that I think 
about it.... sorry, must have been in rant mode. 
DC.  
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 So how does it happen? Simple (and here 
comes the PFH-like theory). It is a "clash of 
arrogance". Every time you try to show that 
you are smart, someone else will try to show 
that they are smarter, because this supports 
the belief structure that they grew up with. 
The resulting trauma causes a simple 
behavioural aversion to displaying arrogance. 
This is not always the selfless act of a caring 
and loving environment (though there may 
be some elements of this in it....). It is more 
the establishment of a "social pecking order".  

This reminds me of a theory of mine. At the 
risk of sounding like PFH, I shall inflict it on 
you: It has long been argued that Korner has 
the role of "knocking the corners and sharp 
edges" off young, brilliant, and (almost 
invariably) arrogant Korner-dwellers. Why 
are so many of us arrogant? Because when 
we grow up we are used to being the 
smartest person in any given room (oops, 
sorry, my arrogance is showing). So what is 
the mechanism by which Korner "knocks off" 
this arrogance? Is everybody in Korner aware 
that this "knocking off of sharp edges" is a 
required social role? No! Does everybody in 
Korner watch out for examples of arrogance 
and remonstrate against them? No!  

So how does it happen? Simple (and here comes 
the PFH-like theory). It is a "clash of arrogance". 
Every time you try to show that you are smart, 
someone else will try to show that they are 
smarter, because this supports the belief 
structure that they grew up with. The resulting 
trauma causes a simple behavioural aversion to 
displaying arrogance. This is not always the 
selfless act of a caring and loving environment 
(though there may be some elements of this in 
it....). It is more the establishment of a "social 
pecking order". This is further complicated by 
the fact that there are different ways to be 
smart. Some of us are really bright at maths 
and logic, but bad at written communication, or 
poor at reading and understanding social 
situations, or not great with verbal interactions. 
Others are fast, witty, verbally quick witted, but 
not so great in the maths / programming / logic 
area. This provides endless extra opportunities 
in the "clash of arrogance" for one person to 
make another feel stupid. If you demonstrate 
that something is true, a verbally adroit person 
will simply "change the rules" to prove that you 
are wrong [1].  

1. Long rant follows: I'm sure that you are 
quite familiar with "changing the rules" in an 
argument, and I suspect you are quite good 
at it, though you rarely use it - but here is a 
topical example: "Dodgy ROI calculations on 
solar power". What is the correct way to 
calculate ROI? Easy. I am a Solution 
Architect. I work on jobs at Telstra and 
Sensis. My job is to devise the low-cost, 
quick ROI approaches to Enterprise-level 
software solutions. These solutions can cost 
anywhere from $50K to $28,000,000. My 
boss says "ROI is about a laser-like focus on 
profit and loss". I'm trusted to produce 
multi-million dollar decisions for one of 
Australia's biggest companies - so I should 
be able to analyse the ROI on Solar Power..... 
So, what would I do to get the ROI on Solar 
Power if we suddenly decided to "Go Solar" 
at Telstra: 1. Design some optimised plant 
options (this is almost trivial compared to 
what is about to happen - designing an 
optimised plant doesn't even deserve it's 
own number in this numbered list of points). 
Now gather all costs associated with 
producing each option of plant. (Get an 
estimate from the provisioning people, get 
an estimate of expected life of the product as 
well, along with an estimate of expected 
drops in efficiency) 2. Add all the costs 
associated with supporting and/or 
maintaining the plant across its lifetime (get 
an estimate from support - check with Help 
Desk to see if they are likely to get any calls, 
talk to Networking to discuss any added 
costs, etc) 3. Add the cost of disposing of the 
plant at end-of-life - less any capital that 
may be returned through selling or recycling 
of materials. (Get an estimate from 
Operations, check with provisioning to 
validate assumptions). 4. Now get an 
estimate of income for each year of the 
expected lifespan (go to Operations, validate 
with Forecasting). 6. The ROI is the point on 
the graph where ((amortised costs-per-year) 
+ (support costs-per-year)) * (number of 
years) is less than the total income for that 
number of years. I am now in a position to 
compare ROI of Solar Vs ROI of 
"conventional" energy sources.  

This is not always the selfless act of a caring 
and loving environment (though there may 
be some elements of this in it....). It is more 
the establishment of a "social pecking order". 
This is further complicated by the fact that 
there are different ways to be smart. Some 
of us are really bright at maths and logic, but 
bad at written communication, or poor at 
reading and understanding social situations, 
or not great with verbal interactions. Others 
are fast, witty, verbally quick witted, but not 
so great in the maths / programming / logic 
area. This provides endless extra 
opportunities in the "clash of arrogance" for 
one person to make another feel stupid. If 
you demonstrate that something is true, a 
verbally adroit person will simply "change the 
rules" to prove that you are wrong [1]. The 
only way to win this game is to reveal your 
brilliance while being somewhat modest 
about it.... and even then some people won't 
let you get away with it, because they don't 
have enough social ability to see that you are 
being modest. By the way, you are not 
innocent in this field. My memories of Nathan 
Hurst as a first year is that he was 
unspeakably bright and insufferably arrogant. 
Interestingly, you comment that: "Just two 
days ago I got a phone call from a classmate 
from 98 who rang up and said "I'm looking 
for someone smart to work with, do you have 
Josh's phone number"." I can only suspect 
that Josh wasn't the choice because he was 
smarter, he was the choice because he was 
less arrogant than Nathan Hurst was in 1998, 
and therefore easier to work with. Your 
classmate was not aware that people change. 
Your classmate is wrong of course. I believe I 
have indicated that I would work with you 
any day, any time, anywhere. This is because 
Nathan Hurst today is a very mature and 
rather complex person. (There is an alternate 
explanation - your classmate knows this and 
was hoping that you would ask about the 
project, get interested, and volunteer.)  

BUT WAIT! When I write this up and distribute it 
"for socialisation" (as the current jargon goes), I 
get a call from Sales and Marketing. I have 
forgotten a few things in my ROI. The ROI is 
wrong. I forgot to consider energy costs of the 
different options. And I have failed to consider 
the societal costs associated with pollution. 
When I point out that these don't have a directly 
associated cost, Sales and Marketing point out 
that they have a cost in terms of "Perception" 
and this has a direct cost in terms of Sales. I 
asked Operations for their costing estimates, but 
I failed to ask Sales And Marketing for their 
costing of the project! Ooops. While I don't 
consider the "estimates" that Sales and 
Marketing put forward to be based on any 
scientifically verifiable principal - here is a hard 
fact: Without the Sales and Marketing division 
there would be no sales and no company. If the 
company is successful, then there must be some 
veracity to the 'estimates" that Sales and 
Marketing produce. So I put the estimates in. 
Then Strategic Directions give me a call. I have 
failed to consider "Possible synergies associated 
with alignment with Strategic Imperatives". I 
don't even know what that means... but I'm 
pretty beaten down by then, so I put their 
estimates in. I "Socialise" the new estimates. My 
boss calls me. It seems that somewhere 
between the last estimate and this one, I lost 
my "laser-like focus on profit and loss". :-( So 
what is my point? Assigning exact numbers to 
an ROI is like saying that you can provide the 
exact dimensions for sand. There are an awful 
lot of sand particles out there. The best you can 
do is define which sand particle, give the 
dimensions on that particle - then be ready for 
them to switch particles on you. When they do 
the switch, you need to have EXACTLY DEFINED 
which particle you were talking about. If you 
didn't, you can't prove that there was a switch. 
Hmmmmm.... kind of obvious now that I think 
about it.... sorry, must have been in rant mode. 
DC.  
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 So how does it happen? Simple (and 
here comes the PFH-like theory). It is a 
"clash of arrogance". Every time you try 
to show that you are smart, someone 
else will try to show that they are 
smarter, because this supports the belief 
structure that they grew up with. The 
resulting trauma causes a simple 
behavioural aversion to displaying 
arrogance. This is not always the selfless 
act of a caring and loving environment 
(though there may be some elements of 
this in it....). It is more the 
establishment of a "social pecking 
order".  

This reminds me of a theory of mine. At 
the risk of sounding like PFH, I shall 
inflict it on you: It has long been argued 
that Korner has the role of "knocking the 
corners and sharp edges" off young, 
brilliant, and (almost invariably) arrogant 
Korner-dwellers. Why are so many of us 
arrogant? Because when we grow up we 
are used to being the smartest person in 
any given room (oops, sorry, my 
arrogance is showing). So what is the 
mechanism by which Korner "knocks off" 
this arrogance? Is everybody in Korner 
aware that this "knocking off of sharp 
edges" is a required social role? No! 
Does everybody in Korner watch out for 
examples of arrogance and remonstrate 
against them? No!  

So how does it happen? Simple (and here comes 
the PFH-like theory). It is a "clash of arrogance". 
Every time you try to show that you are smart, 
someone else will try to show that they are 
smarter, because this supports the belief 
structure that they grew up with. The resulting 
trauma causes a simple behavioural aversion to 
displaying arrogance. This is not always the 
selfless act of a caring and loving environment 
(though there may be some elements of this in 
it....). It is more the establishment of a "social 
pecking order". This is further complicated by 
the fact that there are different ways to be 
smart. Some of us are really bright at maths 
and logic, but bad at written communication, or 
poor at reading and understanding social 
situations, or not great with verbal interactions. 
Others are fast, witty, verbally quick witted, but 
not so great in the maths / programming / logic 
area. This provides endless extra opportunities 
in the "clash of arrogance" for one person to 
make another feel stupid. If you demonstrate 
that something is true, a verbally adroit person 
will simply "change the rules" to prove that you 
are wrong [1].  

1. Long rant follows: I'm sure that you 
are quite familiar with "changing the 
rules" in an argument, and I suspect you 
are quite good at it, though you rarely 
use it - but here is a topical example: 
"Dodgy ROI calculations on solar power". 
What is the correct way to calculate 
ROI? Easy. I am a Solution Architect. I 
work on jobs at Telstra and Sensis. My 
job is to devise the low-cost, quick ROI 
approaches to Enterprise-level software 
solutions. These solutions can cost 
anywhere from $50K to $28,000,000. 
My boss says "ROI is about a laser-like 
focus on profit and loss". I'm trusted to 
produce multi-million dollar decisions for 
one of Australia's biggest companies - so 
I should be able to analyse the ROI on 
Solar Power..... So, what would I do to 
get the ROI on Solar Power if we 
suddenly decided to "Go Solar" at 
Telstra: 1. Design some optimised plant 
options (this is almost trivial compared 
to what is about to happen - designing 
an optimised plant doesn't even deserve 
it's own number in this numbered list of 
points). Now gather all costs associated 
with producing each option of plant. (Get 
an estimate from the provisioning 
people, get an estimate of expected life 
of the product as well, along with an 
estimate of expected drops in efficiency) 
2. Add all the costs associated with 
supporting and/or maintaining the plant 
across its lifetime (get an estimate from 
support - check with Help Desk to see if 
they are likely to get any calls, talk to 
Networking to discuss any added costs, 
etc) 3. Add the cost of disposing of the 
plant at end-of-life - less any capital that 
may be returned through selling or 
recycling of materials. (Get an estimate 
from Operations, check with provisioning 
to validate assumptions). 4. Now get an 
estimate of income for each year of the 
expected lifespan (go to Operations, 
validate with Forecasting). 6. The ROI is 
the point on the graph where 
((amortised costs-per-year) + (support 
costs-per-year)) * (number of years) is 
less than the total income for that 
number of years. I am now in a position 
to compare ROI of Solar Vs ROI of 
"conventional" energy sources.  

This is not always the selfless act of a 
caring and loving environment (though 
there may be some elements of this in 
it....). It is more the establishment of a 
"social pecking order". This is further 
complicated by the fact that there are 
different ways to be smart. Some of us 
are really bright at maths and logic, but 
bad at written communication, or poor at 
reading and understanding social 
situations, or not great with verbal 
interactions. Others are fast, witty, 
verbally quick witted, but not so great in 
the maths / programming / logic area. 
This provides endless extra opportunities 
in the "clash of arrogance" for one 
person to make another feel stupid. If 
you demonstrate that something is true, 
a verbally adroit person will simply 
"change the rules" to prove that you are 
wrong [1]. The only way to win this 
game is to reveal your brilliance while 
being somewhat modest about it.... and 
even then some people won't let you get 
away with it, because they don't have 
enough social ability to see that you are 
being modest. By the way, you are not 
innocent in this field. My memories of 
Nathan Hurst as a first year is that he 
was unspeakably bright and insufferably 
arrogant. Interestingly, you comment 
that: "Just two days ago I got a phone 
call from a classmate from 98 who rang 
up and said "I'm looking for someone 
smart to work with, do you have Josh's 
phone number"." I can only suspect that 
Josh wasn't the choice because he was 
smarter, he was the choice because he 
was less arrogant than Nathan Hurst was 
in 1998, and therefore easier to work 
with. Your classmate was not aware that 
people change. Your classmate is wrong 
of course. I believe I have indicated that 
I would work with you any day, any time, 
anywhere. This is because Nathan Hurst 
today is a very mature and rather 
complex person. (There is an alternate 
explanation - your classmate knows this 
and was hoping that you would ask 
about the project, get interested, and 
volunteer.)  

BUT WAIT! When I write this up and distribute it 
"for socialisation" (as the current jargon goes), I 
get a call from Sales and Marketing. I have 
forgotten a few things in my ROI. The ROI is 
wrong. I forgot to consider energy costs of the 
different options. And I have failed to consider 
the societal costs associated with pollution. 
When I point out that these don't have a directly 
associated cost, Sales and Marketing point out 
that they have a cost in terms of "Perception" 
and this has a direct cost in terms of Sales. I 
asked Operations for their costing estimates, but 
I failed to ask Sales And Marketing for their 
costing of the project! Ooops. While I don't 
consider the "estimates" that Sales and 
Marketing put forward to be based on any 
scientifically verifiable principal - here is a hard 
fact: Without the Sales and Marketing division 
there would be no sales and no company. If the 
company is successful, then there must be some 
veracity to the 'estimates" that Sales and 
Marketing produce. So I put the estimates in. 
Then Strategic Directions give me a call. I have 
failed to consider "Possible synergies associated 
with alignment with Strategic Imperatives". I 
don't even know what that means... but I'm 
pretty beaten down by then, so I put their 
estimates in. I "Socialise" the new estimates. My 
boss calls me. It seems that somewhere 
between the last estimate and this one, I lost 
my "laser-like focus on profit and loss". :-( So 
what is my point? Assigning exact numbers to 
an ROI is like saying that you can provide the 
exact dimensions for sand. There are an awful 
lot of sand particles out there. The best you can 
do is define which sand particle, give the 
dimensions on that particle - then be ready for 
them to switch particles on you. When they do 
the switch, you need to have EXACTLY DEFINED 
which particle you were talking about. If you 
didn't, you can't prove that there was a switch. 
Hmmmmm.... kind of obvious now that I think 
about it.... sorry, must have been in rant mode. 
DC.  
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Species Common name Flowering 
time 

Flower colour Notes 

Acacia baileyana Cootamundra 
wattle 

July yellow 

Acacia cognata River Wattle 
Acacia leprosa Cinnamon wattle yellow, red 
Acacia melanoxylon Blackwood cream 
Acacia verticillata Prickly Moses Hardy medium to tall shrub producing masses of lemon rod-

like flower during June-December, followed by seed pods 
which attract seed eating birds. Will grow in dry or wet soils, 
in full sun or dappled shade. Usually frost tolerant. Good 
coastal plant. 

Acrotriche serrulata Honeypots yellow 
Agapetes meiniana red Semi-weeping shrub with glossy attractive foliage and red 

tubular flowers hanging below the stems. 
Allocasuarina sheoak 
Almaleea subumellata 
(Pultenaea 
subumbellata) 

Wiry busy pea Oct-dec yellow and red A small to medium shrub with showy terminal clusters of 
yellow and red flowers. Requires moist to wet soils which are 
reasonable well drained. 

Alocasia brisbanensis Cunjevoi, 
Elephant's ear 

Alyogyne heugelii native hibiscus blue, purple, 
white 

Angiozanthos kangaroo paw 
Aotus ericoides Dense shrub 1m. 
Arthropodium 
strictum 

Chocolate lily pink 

Asplenum 
flabellifolium 

Necklace fern 

Astroloma humifusum Native cranberry Everygreen small shrub. Small pointed leaves, tubular red 
flowers in autumn and winter. Ground cover. 

Athrotaxis 
cupressoides 

Pencil pine 

Athrotaxis laxifolia 
Austrodanthonia 
caespitosa 

Common Wallaby 
grass 

Austrodanthonia 
genticula 

Kneed wallaby 
grass 

Austrodanthonia 
racemosa var. 
racemosa 

Clustered Wallaby 
grass 

Austrodanthonia 
setacea var. setacea 

Bristly Wallaby 
grass 

Banksia integrifolia 
Banksia marginata Silver banksia 
Billardiera cymosa Sweet apple berry yellow 
Billardiera 
erubenscens 

Red billardiera red 

Blechnum minus Hard Water Fern 
Blechnum minus X 
wattsii 

Handsome and robust hybrid of two native ferns. Densely 
clumping with erect fronds to 1m tall. Very easily grown in a 
moist sheltered position in the garden. 

Blechnum nudum Fishbone water 
fern 

Blechnum penna-
marina 

Alpine water fern 

Brachyscombe 
diversifolia var 
diversifolia 

white 

Brachyscombe 
formosa 

pink 

Brachyscombe 
multifida 

Cut leaf daisy, rock 
daisy 

blue, pink, 
yellow, orange, 
white 

Brachyscome 
basaltica 

basalt daisy white 

Brachyscome 
ibiderifolia 

swan river daisy blue, lilac, white 

Brachyscome nivalis 
s/s nivalis 

snow daisy white 

Brachyscome 
spathulata 
Brachysema 
Bracteantha 
bracteantha 

Strawflower, 
Everlasting daisy, 
Golden everlasting 

Brunonia australis Blue pincushion blue 
Bulbine bulbosa Bulbine lilly 
Bulbophylum July 
Callitris preissii Southern Cypress 

Pine 
Carex albula Frosted curls 
Carex bichenoviana Notched sedge 
Carex fascicularis Tassel Sedge 
Carex tasmanica 
Carex tereticaulis Tube Sedge 
Centelia cordifolia Swamp pennywort 
Chiloglottis 
formicifera 

ant orchid 

Chloris truncata Windmill grass 
Chorizandra cymbaria Heron bristle rush Has grey foliage and a rush-like habit. This plant grows to 

30-90cm in heigh. The sheathed flower heads are very 
decorative. Moist to occasionally wet soils. 

Chorizandra enodis black and cream Slow growing; Greyish-green foliage; Black and cream 
globular flowerheads on stems in spring. 50-80cm X 
50cm-1m 

Chrysocephalum 
semipapposum 

Clustered 
Everlasting 

Clematis aristata Old mans beard white 
Clematis microphylla Old mans beard, 

small leaf clematis 
white 

Coprosma quadrifida Prickly currant 
bush 

Cordyline petiolaris Broadleaf palm lily An Australian rainforest plant, elegant small palm-like plant. 
Thick bunces of bright red fruits hang from the tip of the 
plant in early winter. 2Prefers some shade. Attractive indoor 
or tub plant. Frost tender. 

Corybas diemenicus Veined helmet 
orchid 

Corybas fimbriatus fringed helmut 
orchid 

Craspedia sp. Billy buttons yellow, orange Large yello or orange balls, green or blue foliage. 
Crowea porinda Porinda ecstasy pink 
Cyathea australis Coin spotted tree 

fern 
Cymbopogon ??? 
Cymbopogon citriatus Lemon grass 
Dampiera trigona Angle-stem 

dampiera 
deep purple blue Perennial grown for bright green foliage and deep purple-

blue blooms. 
Dawsonia superba Giant moss Rainforest plant. Attractive moss resembling a grove of tiny 

pine trees. Forms a hardy ground cover in shady moist sites 
withstands short dry periods. Suitable indoors. 

Darwinia taxifolia 
Denbrobium 
kingianum 

pink princess x self 

Dendrobium 
kingianum 
Dendrobium 
speciosum 

Rock orchid 

Desmondium gunnii 
Dianella caerulea 
Dianella longifolia Pale flax-lily 
Dianella revoluta var. 
revoluta 

Black-anther flax 
lilly 

Dichantium serecium Silky blue grass blue, purple 
Dichopogon 
fimbriatus 

Nodding chocolate-
lily 

Dicksonia antarctica Soft treefern 
Dicksonia squarosa Wheki 
Dillwynia cinerascens Grey parrot-pea yellow-orange Everygreen small-medium shrub with fine leaves and yellow-

orange flowers in spring. 1m X 50cm. Full sun to part shade 
in well drained soil. Tolerates dryness and frost. 

Dillwynia glaberrima Smooth parrot pea yellow and red A small to medium shrub with slender branches and clusters 
of yellow and red pea flowers in spring. Well drained soil. 
Dappled shade to full sun. Responds well to pruning. Can be 
used as an informal hedge. 

Dillwynia phylicoides Twisted parrot-pea Hardy small shrub to 1m with yellow and red pea like flower 
in profusion in spring. Dappled to part shade. Well drained 
soil. 

Diplarrena latifolia Tasmanian native. Iris-like foliage. White flowers marked 
purple. 45cm. Moist well drained heavy soil in some shade. 
Frost resistant. 

Diploglotis australis 
Diuris pauciflora Donkey orchid 
Dockrillia cucumerina 
Dockrillia linguiformis Tongue orchid 
Dockrillia teretifolia 
Drosera binata Forked sundew 
Drosera capensis alba' 
Drosera filiformis 
Drosera glanduligera Scarlet sundew 
Drosera hamiltonii 
Drosera macrantha Climbing sundew 
Drosera peltata Pale sundew 
Drosera whittakeri Scented sundew 
Dryandra dummondii Evergreen small shrub. Well drained. Container plant. 
Dryandra nivea Evergreen small shrub with stiff fern-like foliage and yellow 

flower;s at the base of the leaves in late spring. 
Epacris impressa common heath red, pink, white 
Epilobium gunniatum Gunn's willow herb pink 
Epilobium hirtigerum Hairy willow herb 
Erimophyla maculata spotted emu bush yellow, red 
Eriobotrya japonica 
Lindl. 
Eucalyptus 
forrestiana 

Fuschia gum 

Eucalyptus maculata Spotted gum 
Eucalyptus pressaria Yellow mallee gum 
Eucalyptus 
sideroxylon 

Mugga pink 

Eucalyptus tetraptera square fruited gum 
Euodia elleryana Butterfly tree 
Eupomatia laurina Native guava 
Freycinetia scandens climbing pandanus 
Gleichenia 
microphylla 

scrambling coral 
fern 

Glischrocaryon behrii 
Glycine clandestina Twining Glycine 
Glycine microphyla Small-leaved 

Glycine 
Goodenia hederacea Ivy-leaf goodenia orange, yellow 
Goodenia humilis A hardy small mat plant with attractive yellow flowers in late 

spring and summer. Moist soil. Tolerates poor drainage and 
lime. Usually frost resistant. 

Goodenia lantana Hardy trailing carpeting plant. Prostatrate X 1m wide. Has 
attractive glossy green leaves and masses of yellow flowers 
in spring-summer which attract butterflies. Prefers moist, 
well-drained soils in sun or shade. Good for container 
planting. Coastal planting. Will withstand most frosts. 

Grevillea alpina Alpine grevillea red Bright yellow/orange flowers over a long period. Suitable for 
tubs or well drained position. Tip pruning recommended. 
Tolerates dryness and frost. 

Grevillea australis 
Grevillea robusta silkyoak orange 
Gynatrix pulchella 
Hakea 
Hardenbergia 
comptoniana 

blue 

Hardenbergia 
violacea 

purple, pink, 
white 

Helichrysum 
ledifolium 

Kerosene bush cream, pale pink 

Helichrysum 
scorpioides 

yellow Forming compact clumps. 15cm. Sunny position. 

Helichrysum 
rutidolepsis 
Hibbertia obtusifolia 
Hibbertia procumbens 

Hibbertia riparia spring, 
summer 

yellow Open, erect shrub. 0.3m X 0.6m. Moist, well drained solis. 

Hibbertia scandens scrambling guinea 
flower 

yellow 

Hibertia empetrifolia 
Hoya australis 
Hoya potsii 
Hymenanthera 
dentata 

tree violet 

Indigofera australis Austral indigo sept-dec pink, purple, 
mauve 

An open, spreading shrub withdelicate, fern-like foliage. 
Grows 1-2m and tolerates wet or dry shady conditions. 

Isolepis aucklandica 
Isolepis nodosus Knobby club rush A rush-like plant 1m in height. Unusual globular 'seed' heads 

are decorative and striking as a floral display. Moist position 
preferred. 

Isopogon 
anemonifolius 

Drumsticks spring Yellow Finely divided foliage. Prefers a well drained soil in full sun. 

Isotoma axillaris blue 
Isotoma fluvensis blue 
Juncus 
Juncus bufonius Toad rush 
Kennedia 
Kennedia prostrata Scarlet runner red 
Kunzea muelleri 
Lagarostrobos 
franklinii 
Lagenifera filifolia 
Lasiopetalum 
macrophyllum 
Lechenaultia biloba late winter, 

late spring 
blue, pale blue 

Lechenaultia formosa orange Colourful prostrate or low growing evergreen plant approx. 
15-30cm wide. Brilliant orange spring flowers. Plant in a well 
drained light soils in ful sun. DSuitable for container planting 
and rockery gardens. Frost tolerant. Trim after flowering. 

Leucopogon virgatus Dainty small shrub. Tiny white bearded flowers in late winter 
to early summer, well-drained soil. Tolerates dryness, lime 
and frost. 

Leptorhyncos 
squamatus 
Lobelia alata Useful little suckering plant for rock gardens or banks. Many 

small blue flowers. 
Lobelia triconocaulis forest lobelia all year blue 
Lomandra matrush 
Lomatia fraseri 
Luzula ovata woodrush 
Marsilea drummondii common nardoo An attractive plant for a bog garden or a pond. No deeper 

than 30-60cm. Foliage is attractive four-leaf clover like in 
appearance and floats upon the water surface or just above 
it. 

Marsilea mutica rainbow nardoo An attractive floating aquatic fern with beautifully marked 
four-leaf clover foliage. Tolerates deep or shallow water. 

Mazus pumilio swamp mazus Low growing creeping plant. Ideal ground cover, with mauve 
flowers spring and summer. Semi-shade or sun. 

Melaluca 
Melicope eleryana butterfly tree 
Mentha satureioides river mint 
Michrocachry 
tetrgona ??? 
Microlaena stipoides 
var. stipoides 

Weeping rice grass 

Microsorum 
howeanum 

Very hardy creeping fern with bright green fronds to 60cm 
long. Prefers open sandy soil in shade or morning sun. Ideal 
for pots of baskets. Protect from frost. 

Microsorum 
pustulatum 
Milletia megasperma native wisteria 
Morinda jasminoides Native jasmine? 
Myoporum 
parvifolium 

broad leaf Bright green matting foliage, white flowers in summer, 
prostrate. Spread 1-2m. Soil type;s: Dry or moist, well 
drained, enjoys full or filtered sun. Frost tolerant. 

Nothofagus 
cunninghamii 
Nothofagus moorei 
Olearia frostii 
Olearia phlogopappa 
var subrepanda 
Oreomyrrhis eriopoda 
Ozothamnus gunnii silver everlasting 
Pandorea pandorana 
Parahebe perfoliata blue 
Parsonia brownii twining silkpod 
Phebalium 
squamulosum 

yellow 

Pimelia ferruginea Pink poison 
Pimelia physodes Qullup bells 
Pimelia spectabilis 
Pittosporum 
undulatum 
Platycerium 
bifurcatum 

stag horn 

Platycerium 
superbum 

elkhorn 

Poa ensiformis purple sheathed 
grass 

Poa fawcettiae horny snow grass purple Also known as smooth blue snow-grass, an apt description of 
the foliage; Purplish to pale brown spikelets in summer. 
20-50cm X 60cm-1m. 

Poa hiemata soft snow grass 
Poa hiemata 
Poa morrisii velvet tussock 

grass 
Podocarpus lawrencei Mountain plum pine 

Podolepis robusta 
Polyscias 
sambucifolia 
Polystichum 
proliferum 
Polytrichum 
commune 
Pomaderris Wooly Pomaderris 
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Species Common name Flowering 
time 

Flower colour Notes 

Acacia baileyana Cootamundra wattle July yellow 

Acacia cognata River Wattle 
Acacia leprosa Cinnamon wattle yellow, red 
Acacia melanoxylon Blackwood cream 
Acacia verticillata Prickly Moses Hardy medium to tall shrub producing masses of lemon rod-

like flower during June-December, followed by seed pods which 
attract seed eating birds. Will grow in dry or wet soils, in full 
sun or dappled shade. Usually frost tolerant. Good coastal 
plant. 

Acrotriche serrulata Honeypots yellow 
Agapetes meiniana red Semi-weeping shrub with glossy attractive foliage and red 

tubular flowers hanging below the stems. 
Allocasuarina sheoak 
Almaleea subumellata 
(Pultenaea 
subumbellata) 

Wiry busy pea Oct-dec yellow and 
red 

A small to medium shrub with showy terminal clusters of 
yellow and red flowers. Requires moist to wet soils which are 
reasonable well drained. 

Alocasia brisbanensis Cunjevoi, Elephant's 
ear 

Alyogyne heugelii native hibiscus blue, purple, 
white 

Angiozanthos kangaroo paw 
Aotus ericoides Dense shrub 1m. 
Arthropodium strictum Chocolate lily pink 
Asplenum flabellifolium Necklace fern 
Astroloma humifusum Native cranberry Everygreen small shrub. Small pointed leaves, tubular red 

flowers in autumn and winter. Ground cover. 
Athrotaxis cupressoides Pencil pine 
Athrotaxis laxifolia 
Austrodanthonia 
caespitosa 

Common Wallaby 
grass 

Austrodanthonia 
genticula 

Kneed wallaby 
grass 

Austrodanthonia 
racemosa var. racemosa 

Clustered Wallaby 
grass 

Austrodanthonia setacea 
var. setacea 

Bristly Wallaby 
grass 

Banksia integrifolia 
Banksia marginata Silver banksia 
Billardiera cymosa Sweet apple berry yellow 
Billardiera erubenscens Red billardiera red 
Blechnum minus Hard Water Fern 
Blechnum minus X 
wattsii 

Handsome and robust hybrid of two native ferns. Densely 
clumping with erect fronds to 1m tall. Very easily grown in a 
moist sheltered position in the garden. 

Blechnum nudum Fishbone water fern 
Blechnum penna-marina Alpine water fern 
Brachyscombe 
diversifolia var 
diversifolia 

white 

Brachyscombe formosa pink 
Brachyscombe multifida Cut leaf daisy, rock 

daisy 
blue, pink, 
yellow, 
orange, white 

Brachyscome basaltica basalt daisy white 
Brachyscome ibiderifolia swan river daisy blue, lilac, 

white 
Brachyscome nivalis s/s 
nivalis 

snow daisy white 

Brachyscome spathulata 
Brachysema 
Bracteantha bracteantha Strawflower, 

Everlasting daisy, 
Golden everlasting 

Brunonia australis Blue pincushion blue 
Bulbine bulbosa Bulbine lilly 
Bulbophylum July 
Callitris preissii Southern Cypress 

Pine 
Carex albula Frosted curls 
Carex bichenoviana Notched sedge 
Carex fascicularis Tassel Sedge 
Carex tasmanica 
Carex tereticaulis Tube Sedge 
Centelia cordifolia Swamp pennywort 
Chiloglottis formicifera ant orchid 
Chloris truncata Windmill grass 
Chorizandra cymbaria Heron bristle rush Has grey foliage and a rush-like habit. This plant grows to 

30-90cm in heigh. The sheathed flower heads are very 
decorative. Moist to occasionally wet soils. 

Chorizandra enodis black and 
cream 

Slow growing; Greyish-green foliage; Black and cream globular 
flowerheads on stems in spring. 50-80cm X 50cm-1m 

Chrysocephalum 
semipapposum 

Clustered 
Everlasting 

Clematis aristata Old mans beard white 
Clematis microphylla Old mans beard, 

small leaf clematis 
white 

Coprosma quadrifida Prickly currant bush 
Cordyline petiolaris Broadleaf palm lily An Australian rainforest plant, elegant small palm-like plant. 

Thick bunces of bright red fruits hang from the tip of the plant 
in early winter. 2Prefers some shade. Attractive indoor or tub 
plant. Frost tender. 

Corybas diemenicus Veined helmet 
orchid 

Corybas fimbriatus fringed helmut 
orchid 

Craspedia sp. Billy buttons yellow, 
orange 

Large yello or orange balls, green or blue foliage. 

Crowea porinda Porinda ecstasy pink 
Cyathea australis Coin spotted tree 

fern 
Cymbopogon ??? 
Cymbopogon citriatus Lemon grass 
Dampiera trigona Angle-stem 

dampiera 
deep purple 
blue 

Perennial grown for bright green foliage and deep purple-blue 
blooms. 

Dawsonia superba Giant moss Rainforest plant. Attractive moss resembling a grove of tiny 
pine trees. Forms a hardy ground cover in shady moist sites 
withstands short dry periods. Suitable indoors. 

Darwinia taxifolia 
Denbrobium kingianum pink princess x self 
Dendrobium kingianum 
Dendrobium speciosum Rock orchid 
Desmondium gunnii 
Dianella caerulea 
Dianella longifolia Pale flax-lily 
Dianella revoluta var. 
revoluta 

Black-anther flax 
lilly 

Dichantium serecium Silky blue grass blue, purple 
Dichopogon fimbriatus Nodding chocolate-

lily 
Dicksonia antarctica Soft treefern 
Dicksonia squarosa Wheki 
Dillwynia cinerascens Grey parrot-pea yellow-orange Everygreen small-medium shrub with fine leaves and yellow-

orange flowers in spring. 1m X 50cm. Full sun to part shade in 
well drained soil. Tolerates dryness and frost. 

Dillwynia glaberrima Smooth parrot pea yellow and 
red 

A small to medium shrub with slender branches and clusters of 
yellow and red pea flowers in spring. Well drained soil. Dappled 
shade to full sun. Responds well to pruning. Can be used as an 
informal hedge. 

Dillwynia phylicoides Twisted parrot-pea Hardy small shrub to 1m with yellow and red pea like flower in 
profusion in spring. Dappled to part shade. Well drained soil. 

Diplarrena latifolia Tasmanian native. Iris-like foliage. White flowers marked 
purple. 45cm. Moist well drained heavy soil in some shade. 
Frost resistant. 

Diploglotis australis 
Diuris pauciflora Donkey orchid 
Dockrillia cucumerina 
Dockrillia linguiformis Tongue orchid 
Dockrillia teretifolia 
Drosera binata Forked sundew 
Drosera capensis alba' 
Drosera filiformis 
Drosera glanduligera Scarlet sundew 
Drosera hamiltonii 
Drosera macrantha Climbing sundew 
Drosera peltata Pale sundew 
Drosera whittakeri Scented sundew 
Dryandra dummondii Evergreen small shrub. Well drained. Container plant. 
Dryandra nivea Evergreen small shrub with stiff fern-like foliage and yellow 

flower;s at the base of the leaves in late spring. 
Epacris impressa common heath red, pink, 

white 
Epilobium gunniatum Gunn's willow herb pink 
Epilobium hirtigerum Hairy willow herb 
Erimophyla maculata spotted emu bush yellow, red 
Eriobotrya japonica 
Lindl. 
Eucalyptus forrestiana Fuschia gum 
Eucalyptus maculata Spotted gum 
Eucalyptus pressaria Yellow mallee gum 
Eucalyptus sideroxylon Mugga pink 
Eucalyptus tetraptera square fruited gum 
Euodia elleryana Butterfly tree 
Eupomatia laurina Native guava 
Freycinetia scandens climbing pandanus 
Gleichenia microphylla scrambling coral 

fern 
Glischrocaryon behrii 
Glycine clandestina Twining Glycine 
Glycine microphyla Small-leaved 

Glycine 
Goodenia hederacea Ivy-leaf goodenia orange, 

yellow 
Goodenia humilis A hardy small mat plant with attractive yellow flowers in late 

spring and summer. Moist soil. Tolerates poor drainage and 
lime. Usually frost resistant. 

Goodenia lantana Hardy trailing carpeting plant. Prostatrate X 1m wide. Has 
attractive glossy green leaves and masses of yellow flowers in 
spring-summer which attract butterflies. Prefers moist, well-
drained soils in sun or shade. Good for container planting. 
Coastal planting. Will withstand most frosts. 

Grevillea alpina Alpine grevillea red Bright yellow/orange flowers over a long period. Suitable for 
tubs or well drained position. Tip pruning recommended. 
Tolerates dryness and frost. 

Grevillea australis 
Grevillea robusta silkyoak orange 
Gynatrix pulchella 
Hakea 
Hardenbergia 
comptoniana 

blue 

Hardenbergia violacea purple, pink, 
white 

Helichrysum ledifolium Kerosene bush cream, pale 
pink 

Helichrysum scorpioides yellow Forming compact clumps. 15cm. Sunny position. 
Helichrysum rutidolepsis 
Hibbertia obtusifolia 
Hibbertia procumbens 
Hibbertia riparia spring, 

summer 
yellow Open, erect shrub. 0.3m X 0.6m. Moist, well drained solis. 

Hibbertia scandens scrambling guinea 
flower 

yellow 

Hibertia empetrifolia 
Hoya australis 
Hoya potsii 
Hymenanthera dentata tree violet 
Indigofera australis Austral indigo sept-dec pink, purple, 

mauve 
An open, spreading shrub withdelicate, fern-like foliage. Grows 
1-2m and tolerates wet or dry shady conditions. 

Isolepis aucklandica 
Isolepis nodosus Knobby club rush A rush-like plant 1m in height. Unusual globular 'seed' heads 

are decorative and striking as a floral display. Moist position 
preferred. 

Isopogon anemonifolius Drumsticks spring Yellow Finely divided foliage. Prefers a well drained soil in full sun. 
Isotoma axillaris blue 
Isotoma fluvensis blue 
Juncus 
Juncus bufonius Toad rush 
Kennedia 
Kennedia prostrata Scarlet runner red 
Kunzea muelleri 
Lagarostrobos franklinii 
Lagenifera filifolia 
Lasiopetalum 
macrophyllum 
Lechenaultia biloba late 

winter, 
late 
spring 

blue, pale 
blue 

Lechenaultia formosa orange Colourful prostrate or low growing evergreen plant approx. 
15-30cm wide. Brilliant orange spring flowers. Plant in a well 
drained light soils in ful sun. DSuitable for container planting 
and rockery gardens. Frost tolerant. Trim after flowering. 

Leucopogon virgatus Dainty small shrub. Tiny white bearded flowers in late winter 
to early summer, well-drained soil. Tolerates dryness, lime and 
frost. 

Leptorhyncos squamatus 

Lobelia alata Useful little suckering plant for rock gardens or banks. Many 
small blue flowers. 

Lobelia triconocaulis forest lobelia all year blue 
Lomandra matrush 
Lomatia fraseri 
Luzula ovata woodrush 
Marsilea drummondii common nardoo An attractive plant for a bog garden or a pond. No deeper than 

30-60cm. Foliage is attractive four-leaf clover like in 
appearance and floats upon the water surface or just above it. 

Marsilea mutica rainbow nardoo An attractive floating aquatic fern with beautifully marked four-
leaf clover foliage. Tolerates deep or shallow water. 

Mazus pumilio swamp mazus Low growing creeping plant. Ideal ground cover, with mauve 
flowers spring and summer. Semi-shade or sun. 

Melaluca 
Melicope eleryana butterfly tree 
Mentha satureioides river mint 
Michrocachry 
tetrgona ??? 
Microlaena stipoides var. 
stipoides 

Weeping rice grass 

Microsorum howeanum Very hardy creeping fern with bright green fronds to 60cm 
long. Prefers open sandy soil in shade or morning sun. Ideal 
for pots of baskets. Protect from frost. 

Microsorum pustulatum 
Milletia megasperma native wisteria 
Morinda jasminoides Native jasmine? 
Myoporum parvifolium broad leaf Bright green matting foliage, white flowers in summer, 

prostrate. Spread 1-2m. Soil type;s: Dry or moist, well 
drained, enjoys full or filtered sun. Frost tolerant. 

Nothofagus 
cunninghamii 
Nothofagus moorei 
Olearia frostii 
Olearia phlogopappa var 
subrepanda 
Oreomyrrhis eriopoda 
Ozothamnus gunnii silver everlasting 
Pandorea pandorana 
Parahebe perfoliata blue 
Parsonia brownii twining silkpod 
Phebalium squamulosum yellow 
Pimelia ferruginea Pink poison 
Pimelia physodes Qullup bells 
Pimelia spectabilis 
Pittosporum undulatum 
Platycerium bifurcatum stag horn 
Platycerium superbum elkhorn 
Poa ensiformis purple sheathed 

grass 
Poa fawcettiae horny snow grass purple Also known as smooth blue snow-grass, an apt description of 

the foliage; Purplish to pale brown spikelets in summer. 
20-50cm X 60cm-1m. 

Poa hiemata soft snow grass 
Poa hiemata 
Poa morrisii velvet tussock grass 

Podocarpus lawrencei Mountain plum pine 
Podolepis robusta 
Polyscias sambucifolia 
Polystichum proliferum 
Polytrichum commune 
Pomaderris Wooly Pomaderris 
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Species Common name Flowering 
time 

Flower colour Notes 

Acacia baileyana Cootamundra wattle July yellow 
Acacia cognata River Wattle 
Acacia leprosa Cinnamon wattle yellow, red 
Acacia melanoxylon Blackwood cream 
Acacia verticillata Prickly Moses Hardy medium to tall shrub producing masses of 

lemon rod-like flower during June-December, 
followed by seed pods which attract seed eating 
birds. Will grow in dry or wet soils, in full sun or 
dappled shade. Usually frost tolerant. Good 
coastal plant. 

Acrotriche serrulata Honeypots yellow 
Agapetes meiniana red Semi-weeping shrub with glossy attractive 

foliage and red tubular flowers hanging below 
the stems. 

Allocasuarina sheoak 
Almaleea subumellata 
(Pultenaea subumbellata) 

Wiry busy pea Oct-dec yellow and 
red 

A small to medium shrub with showy terminal 
clusters of yellow and red flowers. Requires 
moist to wet soils which are reasonable well 
drained. 

Alocasia brisbanensis Cunjevoi, Elephant's ear 
Alyogyne heugelii native hibiscus blue, purple, 

white 
Angiozanthos kangaroo paw 
Aotus ericoides Dense shrub 1m. 
Arthropodium strictum Chocolate lily pink 
Asplenum flabellifolium Necklace fern 
Astroloma humifusum Native cranberry Everygreen small shrub. Small pointed leaves, 

tubular red flowers in autumn and winter. 
Ground cover. 

Athrotaxis cupressoides Pencil pine 
Athrotaxis laxifolia 
Austrodanthonia caespitosa Common Wallaby grass 
Austrodanthonia genticula Kneed wallaby grass 
Austrodanthonia racemosa var. 
racemosa 

Clustered Wallaby grass 

Austrodanthonia setacea var. 
setacea 

Bristly Wallaby grass 

Banksia integrifolia 
Banksia marginata Silver banksia 
Billardiera cymosa Sweet apple berry yellow 
Billardiera erubenscens Red billardiera red 
Blechnum minus Hard Water Fern 
Blechnum minus X wattsii Handsome and robust hybrid of two native ferns. 

Densely clumping with erect fronds to 1m tall. 
Very easily grown in a moist sheltered position in 
the garden. 

Blechnum nudum Fishbone water fern 
Blechnum penna-marina Alpine water fern 
Brachyscombe diversifolia var 
diversifolia 

white 

Brachyscombe formosa pink 
Brachyscombe multifida Cut leaf daisy, rock daisy blue, pink, 

yellow, 
orange, white 

Brachyscome basaltica basalt daisy white 
Brachyscome ibiderifolia swan river daisy blue, lilac, 

white 
Brachyscome nivalis s/s nivalis snow daisy white 
Brachyscome spathulata 
Brachysema 
Bracteantha bracteantha Strawflower, Everlasting 

daisy, Golden everlasting 

Brunonia australis Blue pincushion blue 
Bulbine bulbosa Bulbine lilly 
Bulbophylum July 
Callitris preissii Southern Cypress Pine 
Carex albula Frosted curls 
Carex bichenoviana Notched sedge 
Carex fascicularis Tassel Sedge 
Carex tasmanica 
Carex tereticaulis Tube Sedge 
Centelia cordifolia Swamp pennywort 
Chiloglottis formicifera ant orchid 
Chloris truncata Windmill grass 
Chorizandra cymbaria Heron bristle rush Has grey foliage and a rush-like habit. This plant 

grows to 30-90cm in heigh. The sheathed flower 
heads are very decorative. Moist to occasionally 
wet soils. 

Chorizandra enodis black and 
cream 

Slow growing; Greyish-green foliage; Black and 
cream globular flowerheads on stems in spring. 
50-80cm X 50cm-1m 

Chrysocephalum semipapposum Clustered Everlasting 
Clematis aristata Old mans beard white 
Clematis microphylla Old mans beard, small leaf 

clematis 
white 

Coprosma quadrifida Prickly currant bush 
Cordyline petiolaris Broadleaf palm lily An Australian rainforest plant, elegant small 

palm-like plant. Thick bunces of bright red fruits 
hang from the tip of the plant in early winter. 
2Prefers some shade. Attractive indoor or tub 
plant. Frost tender. 

Corybas diemenicus Veined helmet orchid 
Corybas fimbriatus fringed helmut orchid 
Craspedia sp. Billy buttons yellow, 

orange 
Large yello or orange balls, green or blue foliage. 

Crowea porinda Porinda ecstasy pink 
Cyathea australis Coin spotted tree fern 
Cymbopogon ??? 
Cymbopogon citriatus Lemon grass 
Dampiera trigona Angle-stem dampiera deep purple 

blue 
Perennial grown for bright green foliage and 
deep purple-blue blooms. 

Dawsonia superba Giant moss Rainforest plant. Attractive moss resembling a 
grove of tiny pine trees. Forms a hardy ground 
cover in shady moist sites withstands short dry 
periods. Suitable indoors. 

Darwinia taxifolia 
Denbrobium kingianum pink princess x self 
Dendrobium kingianum 
Dendrobium speciosum Rock orchid 
Desmondium gunnii 
Dianella caerulea 
Dianella longifolia Pale flax-lily 
Dianella revoluta var. revoluta Black-anther flax lilly 
Dichantium serecium Silky blue grass blue, purple 
Dichopogon fimbriatus Nodding chocolate-lily 
Dicksonia antarctica Soft treefern 
Dicksonia squarosa Wheki 
Dillwynia cinerascens Grey parrot-pea yellow-orange Everygreen small-medium shrub with fine leaves 

and yellow-orange flowers in spring. 1m X 50cm. 
Full sun to part shade in well drained soil. 
Tolerates dryness and frost. 

Dillwynia glaberrima Smooth parrot pea yellow and 
red 

A small to medium shrub with slender branches 
and clusters of yellow and red pea flowers in 
spring. Well drained soil. Dappled shade to full 
sun. Responds well to pruning. Can be used as 
an informal hedge. 

Dillwynia phylicoides Twisted parrot-pea Hardy small shrub to 1m with yellow and red pea 
like flower in profusion in spring. Dappled to part 
shade. Well drained soil. 

Diplarrena latifolia Tasmanian native. Iris-like foliage. White flowers 
marked purple. 45cm. Moist well drained heavy 
soil in some shade. Frost resistant. 

Diploglotis australis 
Diuris pauciflora Donkey orchid 
Dockrillia cucumerina 
Dockrillia linguiformis Tongue orchid 
Dockrillia teretifolia 
Drosera binata Forked sundew 
Drosera capensis alba' 
Drosera filiformis 
Drosera glanduligera Scarlet sundew 
Drosera hamiltonii 
Drosera macrantha Climbing sundew 
Drosera peltata Pale sundew 
Drosera whittakeri Scented sundew 
Dryandra dummondii Evergreen small shrub. Well drained. Container 

plant. 
Dryandra nivea Evergreen small shrub with stiff fern-like foliage 

and yellow flower;s at the base of the leaves in 
late spring. 

Epacris impressa common heath red, pink, 
white 

Epilobium gunniatum Gunn's willow herb pink 
Epilobium hirtigerum Hairy willow herb 
Erimophyla maculata spotted emu bush yellow, red 
Eriobotrya japonica Lindl. 
Eucalyptus forrestiana Fuschia gum 
Eucalyptus maculata Spotted gum 
Eucalyptus pressaria Yellow mallee gum 
Eucalyptus sideroxylon Mugga pink 
Eucalyptus tetraptera square fruited gum 
Euodia elleryana Butterfly tree 
Eupomatia laurina Native guava 
Freycinetia scandens climbing pandanus 
Gleichenia microphylla scrambling coral fern 
Glischrocaryon behrii 
Glycine clandestina Twining Glycine 
Glycine microphyla Small-leaved Glycine 
Goodenia hederacea Ivy-leaf goodenia orange, 

yellow 
Goodenia humilis A hardy small mat plant with attractive yellow 

flowers in late spring and summer. Moist soil. 
Tolerates poor drainage and lime. Usually frost 
resistant. 

Goodenia lantana Hardy trailing carpeting plant. Prostatrate X 1m 
wide. Has attractive glossy green leaves and 
masses of yellow flowers in spring-summer 
which attract butterflies. Prefers moist, well-
drained soils in sun or shade. Good for container 
planting. Coastal planting. Will withstand most 
frosts. 

Grevillea alpina Alpine grevillea red Bright yellow/orange flowers over a long period. 
Suitable for tubs or well drained position. Tip 
pruning recommended. Tolerates dryness and 
frost. 

Grevillea australis 
Grevillea robusta silkyoak orange 
Gynatrix pulchella 
Hakea 
Hardenbergia comptoniana blue 
Hardenbergia violacea purple, pink, 

white 
Helichrysum ledifolium Kerosene bush cream, pale 

pink 
Helichrysum scorpioides yellow Forming compact clumps. 15cm. Sunny position. 
Helichrysum rutidolepsis 
Hibbertia obtusifolia 
Hibbertia procumbens 
Hibbertia riparia spring, 

summer 
yellow Open, erect shrub. 0.3m X 0.6m. Moist, well 

drained solis. 
Hibbertia scandens scrambling guinea flower yellow 
Hibertia empetrifolia 
Hoya australis 
Hoya potsii 
Hymenanthera dentata tree violet 
Indigofera australis Austral indigo sept-dec pink, purple, 

mauve 
An open, spreading shrub withdelicate, fern-like 
foliage. Grows 1-2m and tolerates wet or dry 
shady conditions. 

Isolepis aucklandica 
Isolepis nodosus Knobby club rush A rush-like plant 1m in height. Unusual globular 

'seed' heads are decorative and striking as a 
floral display. Moist position preferred. 

Isopogon anemonifolius Drumsticks spring Yellow Finely divided foliage. Prefers a well drained soil 
in full sun. 

Isotoma axillaris blue 
Isotoma fluvensis blue 
Juncus 
Juncus bufonius Toad rush 
Kennedia 
Kennedia prostrata Scarlet runner red 
Kunzea muelleri 
Lagarostrobos franklinii 
Lagenifera filifolia 
Lasiopetalum macrophyllum 
Lechenaultia biloba late 

winter, 
late 
spring 

blue, pale 
blue 

Lechenaultia formosa orange Colourful prostrate or low growing evergreen 
plant approx. 15-30cm wide. Brilliant orange 
spring flowers. Plant in a well drained light soils 
in ful sun. DSuitable for container planting and 
rockery gardens. Frost tolerant. Trim after 
flowering. 

Leucopogon virgatus Dainty small shrub. Tiny white bearded flowers 
in late winter to early summer, well-drained soil. 
Tolerates dryness, lime and frost. 

Leptorhyncos squamatus 
Lobelia alata Useful little suckering plant for rock gardens or 

banks. Many small blue flowers. 
Lobelia triconocaulis forest lobelia all year blue 
Lomandra matrush 
Lomatia fraseri 
Luzula ovata woodrush 
Marsilea drummondii common nardoo An attractive plant for a bog garden or a pond. 

No deeper than 30-60cm. Foliage is attractive 
four-leaf clover like in appearance and floats 
upon the water surface or just above it. 

Marsilea mutica rainbow nardoo An attractive floating aquatic fern with 
beautifully marked four-leaf clover foliage. 
Tolerates deep or shallow water. 

Mazus pumilio swamp mazus Low growing creeping plant. Ideal ground cover, 
with mauve flowers spring and summer. Semi-
shade or sun. 

Melaluca 
Melicope eleryana butterfly tree 
Mentha satureioides river mint 
Michrocachry tetrgona ??? 
Microlaena stipoides var. 
stipoides 

Weeping rice grass 

Microsorum howeanum Very hardy creeping fern with bright green 
fronds to 60cm long. Prefers open sandy soil in 
shade or morning sun. Ideal for pots of baskets. 
Protect from frost. 

Microsorum pustulatum 
Milletia megasperma native wisteria 
Morinda jasminoides Native jasmine? 
Myoporum parvifolium broad leaf Bright green matting foliage, white flowers in 

summer, prostrate. Spread 1-2m. Soil type;s: 
Dry or moist, well drained, enjoys full or filtered 
sun. Frost tolerant. 

Nothofagus cunninghamii 
Nothofagus moorei 
Olearia frostii 
Olearia phlogopappa var 
subrepanda 
Oreomyrrhis eriopoda 
Ozothamnus gunnii silver everlasting 
Pandorea pandorana 
Parahebe perfoliata blue 
Parsonia brownii twining silkpod 
Phebalium squamulosum yellow 
Pimelia ferruginea Pink poison 
Pimelia physodes Qullup bells 
Pimelia spectabilis 
Pittosporum undulatum 
Platycerium bifurcatum stag horn 
Platycerium superbum elkhorn 
Poa ensiformis purple sheathed grass 
Poa fawcettiae horny snow grass purple Also known as smooth blue snow-grass, an apt 

description of the foliage; Purplish to pale brown 
spikelets in summer. 20-50cm X 60cm-1m. 

Poa hiemata soft snow grass 
Poa hiemata 
Poa morrisii velvet tussock grass 
Podocarpus lawrencei Mountain plum pine 
Podolepis robusta 
Polyscias sambucifolia 
Polystichum proliferum 
Polytrichum commune 
Pomaderris Wooly Pomaderris 

(ICBM)
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Species Common name Flowering 
time 

Flower colour Notes 

Acacia baileyana Cootamundra wattle July yellow 
Acacia cognata River Wattle 
Acacia leprosa Cinnamon wattle yellow, red 
Acacia melanoxylon Blackwood cream 
Acacia verticillata Prickly Moses Hardy medium to tall shrub producing masses of lemon 

rod-like flower during June-December, followed by seed 
pods which attract seed eating birds. Will grow in dry or 
wet soils, in full sun or dappled shade. Usually frost 
tolerant. Good coastal plant. 

Acrotriche serrulata Honeypots yellow 
Agapetes meiniana red Semi-weeping shrub with glossy attractive foliage and 

red tubular flowers hanging below the stems. 
Allocasuarina sheoak 
Almaleea subumellata 
(Pultenaea subumbellata) 

Wiry busy pea Oct-dec yellow and red A small to medium shrub with showy terminal clusters 
of yellow and red flowers. Requires moist to wet soils 
which are reasonable well drained. 

Alocasia brisbanensis Cunjevoi, Elephant's 
ear 

Alyogyne heugelii native hibiscus blue, purple, 
white 

Angiozanthos kangaroo paw 
Aotus ericoides Dense shrub 1m. 
Arthropodium strictum Chocolate lily pink 
Asplenum flabellifolium Necklace fern 
Astroloma humifusum Native cranberry Everygreen small shrub. Small pointed leaves, tubular 

red flowers in autumn and winter. Ground cover. 
Athrotaxis cupressoides Pencil pine 
Athrotaxis laxifolia 
Austrodanthonia 
caespitosa 

Common Wallaby 
grass 

Austrodanthonia genticula Kneed wallaby grass 
Austrodanthonia racemosa 
var. racemosa 

Clustered Wallaby 
grass 

Austrodanthonia setacea 
var. setacea 

Bristly Wallaby grass 

Banksia integrifolia 
Banksia marginata Silver banksia 
Billardiera cymosa Sweet apple berry yellow 
Billardiera erubenscens Red billardiera red 
Blechnum minus Hard Water Fern 
Blechnum minus X wattsii Handsome and robust hybrid of two native ferns. 

Densely clumping with erect fronds to 1m tall. Very 
easily grown in a moist sheltered position in the garden. 

Blechnum nudum Fishbone water fern 
Blechnum penna-marina Alpine water fern 
Brachyscombe diversifolia 
var diversifolia 

white 

Brachyscombe formosa pink 
Brachyscombe multifida Cut leaf daisy, rock 

daisy 
blue, pink, 
yellow, orange, 
white 

Brachyscome basaltica basalt daisy white 
Brachyscome ibiderifolia swan river daisy blue, lilac, white 
Brachyscome nivalis s/s 
nivalis 

snow daisy white 

Brachyscome spathulata 
Brachysema 
Bracteantha bracteantha Strawflower, 

Everlasting daisy, 
Golden everlasting 

Brunonia australis Blue pincushion blue 
Bulbine bulbosa Bulbine lilly 
Bulbophylum July 
Callitris preissii Southern Cypress Pine 
Carex albula Frosted curls 
Carex bichenoviana Notched sedge 
Carex fascicularis Tassel Sedge 
Carex tasmanica 
Carex tereticaulis Tube Sedge 
Centelia cordifolia Swamp pennywort 
Chiloglottis formicifera ant orchid 
Chloris truncata Windmill grass 
Chorizandra cymbaria Heron bristle rush Has grey foliage and a rush-like habit. This plant grows 

to 30-90cm in heigh. The sheathed flower heads are 
very decorative. Moist to occasionally wet soils. 

Chorizandra enodis black and cream Slow growing; Greyish-green foliage; Black and cream 
globular flowerheads on stems in spring. 50-80cm X 
50cm-1m 

Chrysocephalum 
semipapposum 

Clustered Everlasting 

Clematis aristata Old mans beard white 
Clematis microphylla Old mans beard, small 

leaf clematis 
white 

Coprosma quadrifida Prickly currant bush 
Cordyline petiolaris Broadleaf palm lily An Australian rainforest plant, elegant small palm-like 

plant. Thick bunces of bright red fruits hang from the 
tip of the plant in early winter. 2Prefers some shade. 
Attractive indoor or tub plant. Frost tender. 

Corybas diemenicus Veined helmet orchid 
Corybas fimbriatus fringed helmut orchid 
Craspedia sp. Billy buttons yellow, orange Large yello or orange balls, green or blue foliage. 
Crowea porinda Porinda ecstasy pink 
Cyathea australis Coin spotted tree fern 
Cymbopogon ??? 
Cymbopogon citriatus Lemon grass 
Dampiera trigona Angle-stem dampiera deep purple blue Perennial grown for bright green foliage and deep 

purple-blue blooms. 
Dawsonia superba Giant moss Rainforest plant. Attractive moss resembling a grove of 

tiny pine trees. Forms a hardy ground cover in shady 
moist sites withstands short dry periods. Suitable 
indoors. 

Darwinia taxifolia 
Denbrobium kingianum pink princess x self 
Dendrobium kingianum 
Dendrobium speciosum Rock orchid 
Desmondium gunnii 
Dianella caerulea 
Dianella longifolia Pale flax-lily 
Dianella revoluta var. 
revoluta 

Black-anther flax lilly 

Dichantium serecium Silky blue grass blue, purple 
Dichopogon fimbriatus Nodding chocolate-lily 
Dicksonia antarctica Soft treefern 
Dicksonia squarosa Wheki 
Dillwynia cinerascens Grey parrot-pea yellow-orange Everygreen small-medium shrub with fine leaves and 

yellow-orange flowers in spring. 1m X 50cm. Full sun to 
part shade in well drained soil. Tolerates dryness and 
frost. 

Dillwynia glaberrima Smooth parrot pea yellow and red A small to medium shrub with slender branches and 
clusters of yellow and red pea flowers in spring. Well 
drained soil. Dappled shade to full sun. Responds well 
to pruning. Can be used as an informal hedge. 

Dillwynia phylicoides Twisted parrot-pea Hardy small shrub to 1m with yellow and red pea like 
flower in profusion in spring. Dappled to part shade. 
Well drained soil. 

Diplarrena latifolia Tasmanian native. Iris-like foliage. White flowers 
marked purple. 45cm. Moist well drained heavy soil in 
some shade. Frost resistant. 

Diploglotis australis 
Diuris pauciflora Donkey orchid 
Dockrillia cucumerina 
Dockrillia linguiformis Tongue orchid 
Dockrillia teretifolia 
Drosera binata Forked sundew 
Drosera capensis alba' 
Drosera filiformis 
Drosera glanduligera Scarlet sundew 
Drosera hamiltonii 
Drosera macrantha Climbing sundew 
Drosera peltata Pale sundew 
Drosera whittakeri Scented sundew 
Dryandra dummondii Evergreen small shrub. Well drained. Container plant. 
Dryandra nivea Evergreen small shrub with stiff fern-like foliage and 

yellow flower;s at the base of the leaves in late spring. 
Epacris impressa common heath red, pink, white 
Epilobium gunniatum Gunn's willow herb pink 
Epilobium hirtigerum Hairy willow herb 
Erimophyla maculata spotted emu bush yellow, red 
Eriobotrya japonica Lindl. 
Eucalyptus forrestiana Fuschia gum 
Eucalyptus maculata Spotted gum 
Eucalyptus pressaria Yellow mallee gum 
Eucalyptus sideroxylon Mugga pink 
Eucalyptus tetraptera square fruited gum 
Euodia elleryana Butterfly tree 
Eupomatia laurina Native guava 
Freycinetia scandens climbing pandanus 
Gleichenia microphylla scrambling coral fern 
Glischrocaryon behrii 
Glycine clandestina Twining Glycine 
Glycine microphyla Small-leaved Glycine 
Goodenia hederacea Ivy-leaf goodenia orange, yellow 
Goodenia humilis A hardy small mat plant with attractive yellow flowers in 

late spring and summer. Moist soil. Tolerates poor 
drainage and lime. Usually frost resistant. 

Goodenia lantana Hardy trailing carpeting plant. Prostatrate X 1m wide. 
Has attractive glossy green leaves and masses of yellow 
flowers in spring-summer which attract butterflies. 
Prefers moist, well-drained soils in sun or shade. Good 
for container planting. Coastal planting. Will withstand 
most frosts. 

Grevillea alpina Alpine grevillea red Bright yellow/orange flowers over a long period. 
Suitable for tubs or well drained position. Tip pruning 
recommended. Tolerates dryness and frost. 

Grevillea australis 
Grevillea robusta silkyoak orange 
Gynatrix pulchella 
Hakea 
Hardenbergia comptoniana blue 
Hardenbergia violacea purple, pink, 

white 
Helichrysum ledifolium Kerosene bush cream, pale pink 
Helichrysum scorpioides yellow Forming compact clumps. 15cm. Sunny position. 
Helichrysum rutidolepsis 
Hibbertia obtusifolia 
Hibbertia procumbens 
Hibbertia riparia spring, 

summer 
yellow Open, erect shrub. 0.3m X 0.6m. Moist, well drained 

solis. 
Hibbertia scandens scrambling guinea 

flower 
yellow 

Hibertia empetrifolia 
Hoya australis 
Hoya potsii 
Hymenanthera dentata tree violet 
Indigofera australis Austral indigo sept-dec pink, purple, 

mauve 
An open, spreading shrub withdelicate, fern-like foliage. 
Grows 1-2m and tolerates wet or dry shady conditions. 

Isolepis aucklandica 
Isolepis nodosus Knobby club rush A rush-like plant 1m in height. Unusual globular 'seed' 

heads are decorative and striking as a floral display. 
Moist position preferred. 

Isopogon anemonifolius Drumsticks spring Yellow Finely divided foliage. Prefers a well drained soil in full 
sun. 

Isotoma axillaris blue 
Isotoma fluvensis blue 
Juncus 
Juncus bufonius Toad rush 
Kennedia 
Kennedia prostrata Scarlet runner red 
Kunzea muelleri 
Lagarostrobos franklinii 
Lagenifera filifolia 
Lasiopetalum 
macrophyllum 
Lechenaultia biloba late 

winter, 
late 
spring 

blue, pale blue 

Lechenaultia formosa orange Colourful prostrate or low growing evergreen plant 
approx. 15-30cm wide. Brilliant orange spring flowers. 
Plant in a well drained light soils in ful sun. DSuitable 
for container planting and rockery gardens. Frost 
tolerant. Trim after flowering. 

Leucopogon virgatus Dainty small shrub. Tiny white bearded flowers in late 
winter to early summer, well-drained soil. Tolerates 
dryness, lime and frost. 

Leptorhyncos squamatus 
Lobelia alata Useful little suckering plant for rock gardens or banks. 

Many small blue flowers. 
Lobelia triconocaulis forest lobelia all year blue 
Lomandra matrush 
Lomatia fraseri 
Luzula ovata woodrush 
Marsilea drummondii common nardoo An attractive plant for a bog garden or a pond. No 

deeper than 30-60cm. Foliage is attractive four-leaf 
clover like in appearance and floats upon the water 
surface or just above it. 

Marsilea mutica rainbow nardoo An attractive floating aquatic fern with beautifully 
marked four-leaf clover foliage. Tolerates deep or 
shallow water. 

Mazus pumilio swamp mazus Low growing creeping plant. Ideal ground cover, with 
mauve flowers spring and summer. Semi-shade or sun. 

Melaluca 
Melicope eleryana butterfly tree 
Mentha satureioides river mint 
Michrocachry tetrgona ??? 
Microlaena stipoides var. 
stipoides 

Weeping rice grass 

Microsorum howeanum Very hardy creeping fern with bright green fronds to 
60cm long. Prefers open sandy soil in shade or morning 
sun. Ideal for pots of baskets. Protect from frost. 

Microsorum pustulatum 
Milletia megasperma native wisteria 
Morinda jasminoides Native jasmine? 
Myoporum parvifolium broad leaf Bright green matting foliage, white flowers in summer, 

prostrate. Spread 1-2m. Soil type;s: Dry or moist, well 
drained, enjoys full or filtered sun. Frost tolerant. 

Nothofagus cunninghamii 
Nothofagus moorei 
Olearia frostii 
Olearia phlogopappa var 
subrepanda 
Oreomyrrhis eriopoda 
Ozothamnus gunnii silver everlasting 
Pandorea pandorana 
Parahebe perfoliata blue 
Parsonia brownii twining silkpod 
Phebalium squamulosum yellow 
Pimelia ferruginea Pink poison 
Pimelia physodes Qullup bells 
Pimelia spectabilis 
Pittosporum undulatum 
Platycerium bifurcatum stag horn 
Platycerium superbum elkhorn 
Poa ensiformis purple sheathed grass 
Poa fawcettiae horny snow grass purple Also known as smooth blue snow-grass, an apt 

description of the foliage; Purplish to pale brown 
spikelets in summer. 20-50cm X 60cm-1m. 

Poa hiemata soft snow grass 
Poa hiemata 
Poa morrisii velvet tussock grass 
Podocarpus lawrencei Mountain plum pine 
Podolepis robusta 
Polyscias sambucifolia 
Polystichum proliferum 
Polytrichum commune 
Pomaderris Wooly Pomaderris 

(ICW)
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Species Common name Flowering 
time 

Flower colour Notes 

Acacia baileyana Cootamundra 
wattle 

July yellow 

Acacia cognata River Wattle 
Acacia leprosa Cinnamon wattle yellow, red 
Acacia melanoxylon Blackwood cream 
Acacia verticillata Prickly Moses Hardy medium to tall shrub producing masses of lemon rod-

like flower during June-December, followed by seed pods 
which attract seed eating birds. Will grow in dry or wet soils, 
in full sun or dappled shade. Usually frost tolerant. Good 
coastal plant. 

Acrotriche serrulata Honeypots yellow 
Agapetes meiniana red Semi-weeping shrub with glossy attractive foliage and red 

tubular flowers hanging below the stems. 
Allocasuarina sheoak 
Almaleea subumellata 
(Pultenaea 
subumbellata) 

Wiry busy pea Oct-dec yellow and red A small to medium shrub with showy terminal clusters of 
yellow and red flowers. Requires moist to wet soils which are 
reasonable well drained. 

Alocasia brisbanensis Cunjevoi, 
Elephant's ear 

Alyogyne heugelii native hibiscus blue, purple, 
white 

Angiozanthos kangaroo paw 
Aotus ericoides Dense shrub 1m. 
Arthropodium strictum Chocolate lily pink 
Asplenum flabellifolium Necklace fern 
Astroloma humifusum Native cranberry Everygreen small shrub. Small pointed leaves, tubular red 

flowers in autumn and winter. Ground cover. 
Athrotaxis cupressoides Pencil pine 
Athrotaxis laxifolia 
Austrodanthonia 
caespitosa 

Common Wallaby 
grass 

Austrodanthonia 
genticula 

Kneed wallaby 
grass 

Austrodanthonia 
racemosa var. racemosa 

Clustered Wallaby 
grass 

Austrodanthonia setacea 
var. setacea 

Bristly Wallaby 
grass 

Banksia integrifolia 
Banksia marginata Silver banksia 
Billardiera cymosa Sweet apple berry yellow 
Billardiera erubenscens Red billardiera red 
Blechnum minus Hard Water Fern 
Blechnum minus X 
wattsii 

Handsome and robust hybrid of two native ferns. Densely 
clumping with erect fronds to 1m tall. Very easily grown in a 
moist sheltered position in the garden. 

Blechnum nudum Fishbone water 
fern 

Blechnum penna-marina Alpine water fern 
Brachyscombe 
diversifolia var 
diversifolia 

white 

Brachyscombe formosa pink 
Brachyscombe multifida Cut leaf daisy, rock 

daisy 
blue, pink, 
yellow, orange, 
white 

Brachyscome basaltica basalt daisy white 
Brachyscome ibiderifolia swan river daisy blue, lilac, 

white 
Brachyscome nivalis s/s 
nivalis 

snow daisy white 

Brachyscome spathulata 
Brachysema 
Bracteantha bracteantha Strawflower, 

Everlasting daisy, 
Golden everlasting 

Brunonia australis Blue pincushion blue 
Bulbine bulbosa Bulbine lilly 
Bulbophylum July 
Callitris preissii Southern Cypress 

Pine 
Carex albula Frosted curls 
Carex bichenoviana Notched sedge 
Carex fascicularis Tassel Sedge 
Carex tasmanica 
Carex tereticaulis Tube Sedge 
Centelia cordifolia Swamp pennywort 
Chiloglottis formicifera ant orchid 
Chloris truncata Windmill grass 
Chorizandra cymbaria Heron bristle rush Has grey foliage and a rush-like habit. This plant grows to 

30-90cm in heigh. The sheathed flower heads are very 
decorative. Moist to occasionally wet soils. 

Chorizandra enodis black and 
cream 

Slow growing; Greyish-green foliage; Black and cream 
globular flowerheads on stems in spring. 50-80cm X 
50cm-1m 

Chrysocephalum 
semipapposum 

Clustered 
Everlasting 

Clematis aristata Old mans beard white 
Clematis microphylla Old mans beard, 

small leaf clematis 
white 

Coprosma quadrifida Prickly currant 
bush 

Cordyline petiolaris Broadleaf palm lily An Australian rainforest plant, elegant small palm-like plant. 
Thick bunces of bright red fruits hang from the tip of the 
plant in early winter. 2Prefers some shade. Attractive indoor 
or tub plant. Frost tender. 

Corybas diemenicus Veined helmet 
orchid 

Corybas fimbriatus fringed helmut 
orchid 

Craspedia sp. Billy buttons yellow, orange Large yello or orange balls, green or blue foliage. 
Crowea porinda Porinda ecstasy pink 
Cyathea australis Coin spotted tree 

fern 
Cymbopogon ??? 
Cymbopogon citriatus Lemon grass 
Dampiera trigona Angle-stem 

dampiera 
deep purple 
blue 

Perennial grown for bright green foliage and deep purple-
blue blooms. 

Dawsonia superba Giant moss Rainforest plant. Attractive moss resembling a grove of tiny 
pine trees. Forms a hardy ground cover in shady moist sites 
withstands short dry periods. Suitable indoors. 

Darwinia taxifolia 
Denbrobium kingianum pink princess x self 
Dendrobium kingianum 
Dendrobium speciosum Rock orchid 
Desmondium gunnii 
Dianella caerulea 
Dianella longifolia Pale flax-lily 
Dianella revoluta var. 
revoluta 

Black-anther flax 
lilly 

Dichantium serecium Silky blue grass blue, purple 
Dichopogon fimbriatus Nodding 

chocolate-lily 
Dicksonia antarctica Soft treefern 
Dicksonia squarosa Wheki 
Dillwynia cinerascens Grey parrot-pea yellow-orange Everygreen small-medium shrub with fine leaves and yellow-

orange flowers in spring. 1m X 50cm. Full sun to part shade 
in well drained soil. Tolerates dryness and frost. 

Dillwynia glaberrima Smooth parrot pea yellow and red A small to medium shrub with slender branches and clusters 
of yellow and red pea flowers in spring. Well drained soil. 
Dappled shade to full sun. Responds well to pruning. Can be 
used as an informal hedge. 

Dillwynia phylicoides Twisted parrot-pea Hardy small shrub to 1m with yellow and red pea like flower 
in profusion in spring. Dappled to part shade. Well drained 
soil. 

Diplarrena latifolia Tasmanian native. Iris-like foliage. White flowers marked 
purple. 45cm. Moist well drained heavy soil in some shade. 
Frost resistant. 

Diploglotis australis 
Diuris pauciflora Donkey orchid 
Dockrillia cucumerina 
Dockrillia linguiformis Tongue orchid 
Dockrillia teretifolia 
Drosera binata Forked sundew 
Drosera capensis alba' 
Drosera filiformis 
Drosera glanduligera Scarlet sundew 
Drosera hamiltonii 
Drosera macrantha Climbing sundew 
Drosera peltata Pale sundew 
Drosera whittakeri Scented sundew 
Dryandra dummondii Evergreen small shrub. Well drained. Container plant. 
Dryandra nivea Evergreen small shrub with stiff fern-like foliage and yellow 

flower;s at the base of the leaves in late spring. 
Epacris impressa common heath red, pink, white 
Epilobium gunniatum Gunn's willow herb pink 
Epilobium hirtigerum Hairy willow herb 
Erimophyla maculata spotted emu bush yellow, red 
Eriobotrya japonica 
Lindl. 
Eucalyptus forrestiana Fuschia gum 
Eucalyptus maculata Spotted gum 
Eucalyptus pressaria Yellow mallee gum 
Eucalyptus sideroxylon Mugga pink 
Eucalyptus tetraptera square fruited gum 
Euodia elleryana Butterfly tree 
Eupomatia laurina Native guava 
Freycinetia scandens climbing pandanus 
Gleichenia microphylla scrambling coral 

fern 
Glischrocaryon behrii 
Glycine clandestina Twining Glycine 
Glycine microphyla Small-leaved 

Glycine 
Goodenia hederacea Ivy-leaf goodenia orange, yellow 
Goodenia humilis A hardy small mat plant with attractive yellow flowers in late 

spring and summer. Moist soil. Tolerates poor drainage and 
lime. Usually frost resistant. 

Goodenia lantana Hardy trailing carpeting plant. Prostatrate X 1m wide. Has 
attractive glossy green leaves and masses of yellow flowers 
in spring-summer which attract butterflies. Prefers moist, 
well-drained soils in sun or shade. Good for container 
planting. Coastal planting. Will withstand most frosts. 

Grevillea alpina Alpine grevillea red Bright yellow/orange flowers over a long period. Suitable for 
tubs or well drained position. Tip pruning recommended. 
Tolerates dryness and frost. 

Grevillea australis 
Grevillea robusta silkyoak orange 
Gynatrix pulchella 
Hakea 
Hardenbergia 
comptoniana 

blue 

Hardenbergia violacea purple, pink, 
white 

Helichrysum ledifolium Kerosene bush cream, pale 
pink 

Helichrysum scorpioides yellow Forming compact clumps. 15cm. Sunny position. 
Helichrysum rutidolepsis 
Hibbertia obtusifolia 
Hibbertia procumbens 
Hibbertia riparia spring, 

summer 
yellow Open, erect shrub. 0.3m X 0.6m. Moist, well drained solis. 

Hibbertia scandens scrambling guinea 
flower 

yellow 

Hibertia empetrifolia 
Hoya australis 
Hoya potsii 
Hymenanthera dentata tree violet 
Indigofera australis Austral indigo sept-dec pink, purple, 

mauve 
An open, spreading shrub withdelicate, fern-like foliage. 
Grows 1-2m and tolerates wet or dry shady conditions. 

Isolepis aucklandica 
Isolepis nodosus Knobby club rush A rush-like plant 1m in height. Unusual globular 'seed' heads 

are decorative and striking as a floral display. Moist position 
preferred. 

Isopogon anemonifolius Drumsticks spring Yellow Finely divided foliage. Prefers a well drained soil in full sun. 
Isotoma axillaris blue 
Isotoma fluvensis blue 
Juncus 
Juncus bufonius Toad rush 
Kennedia 
Kennedia prostrata Scarlet runner red 
Kunzea muelleri 
Lagarostrobos franklinii 
Lagenifera filifolia 
Lasiopetalum 
macrophyllum 
Lechenaultia biloba late winter, 

late spring 
blue, pale blue 

Lechenaultia formosa orange Colourful prostrate or low growing evergreen plant approx. 
15-30cm wide. Brilliant orange spring flowers. Plant in a well 
drained light soils in ful sun. DSuitable for container planting 
and rockery gardens. Frost tolerant. Trim after flowering. 

Leucopogon virgatus Dainty small shrub. Tiny white bearded flowers in late winter 
to early summer, well-drained soil. Tolerates dryness, lime 
and frost. 

Leptorhyncos squamatus 
Lobelia alata Useful little suckering plant for rock gardens or banks. Many 

small blue flowers. 
Lobelia triconocaulis forest lobelia all year blue 
Lomandra matrush 
Lomatia fraseri 
Luzula ovata woodrush 
Marsilea drummondii common nardoo An attractive plant for a bog garden or a pond. No deeper 

than 30-60cm. Foliage is attractive four-leaf clover like in 
appearance and floats upon the water surface or just above 
it. 

Marsilea mutica rainbow nardoo An attractive floating aquatic fern with beautifully marked 
four-leaf clover foliage. Tolerates deep or shallow water. 

Mazus pumilio swamp mazus Low growing creeping plant. Ideal ground cover, with mauve 
flowers spring and summer. Semi-shade or sun. 

Melaluca 
Melicope eleryana butterfly tree 
Mentha satureioides river mint 
Michrocachry 
tetrgona ??? 
Microlaena stipoides var. 
stipoides 

Weeping rice grass 

Microsorum howeanum Very hardy creeping fern with bright green fronds to 60cm 
long. Prefers open sandy soil in shade or morning sun. Ideal 
for pots of baskets. Protect from frost. 

Microsorum pustulatum 
Milletia megasperma native wisteria 
Morinda jasminoides Native jasmine? 
Myoporum parvifolium broad leaf Bright green matting foliage, white flowers in summer, 

prostrate. Spread 1-2m. Soil type;s: Dry or moist, well 
drained, enjoys full or filtered sun. Frost tolerant. 

Nothofagus 
cunninghamii 
Nothofagus moorei 
Olearia frostii 
Olearia phlogopappa var 
subrepanda 
Oreomyrrhis eriopoda 
Ozothamnus gunnii silver everlasting 
Pandorea pandorana 
Parahebe perfoliata blue 
Parsonia brownii twining silkpod 
Phebalium squamulosum yellow 
Pimelia ferruginea Pink poison 
Pimelia physodes Qullup bells 
Pimelia spectabilis 
Pittosporum undulatum 
Platycerium bifurcatum stag horn 
Platycerium superbum elkhorn 
Poa ensiformis purple sheathed 

grass 
Poa fawcettiae horny snow grass purple Also known as smooth blue snow-grass, an apt description 

of the foliage; Purplish to pale brown spikelets in summer. 
20-50cm X 60cm-1m. 

Poa hiemata soft snow grass 
Poa hiemata 
Poa morrisii velvet tussock 

grass 
Podocarpus lawrencei Mountain plum 

pine 
Podolepis robusta 
Polyscias sambucifolia 
Polystichum proliferum 
Polytrichum commune 
Pomaderris Wooly Pomaderris 

(HTML-ICW)



B.8. PLANTS200 201

Species Common name Flowering 
time 

Flower colour Notes 

Acacia baileyana Cootamundra wattle July yellow 
Acacia cognata River Wattle 
Acacia leprosa Cinnamon wattle yellow, red 
Acacia melanoxylon Blackwood cream 
Acacia verticillata Prickly Moses Hardy medium to tall shrub producing masses of lemon rod-

like flower during June-December, followed by seed pods 
which attract seed eating birds. Will grow in dry or wet soils, 
in full sun or dappled shade. Usually frost tolerant. Good 
coastal plant. 

Acrotriche serrulata Honeypots yellow 
Agapetes meiniana red Semi-weeping shrub with glossy attractive foliage and red 

tubular flowers hanging below the stems. 
Allocasuarina sheoak 
Almaleea subumellata 
(Pultenaea 
subumbellata) 

Wiry busy pea Oct-dec yellow and 
red 

A small to medium shrub with showy terminal clusters of 
yellow and red flowers. Requires moist to wet soils which are 
reasonable well drained. 

Alocasia brisbanensis Cunjevoi, Elephant's 
ear 

Alyogyne heugelii native hibiscus blue, purple, 
white 

Angiozanthos kangaroo paw 
Aotus ericoides Dense shrub 1m. 
Arthropodium strictum Chocolate lily pink 
Asplenum flabellifolium Necklace fern 
Astroloma humifusum Native cranberry Everygreen small shrub. Small pointed leaves, tubular red 

flowers in autumn and winter. Ground cover. 
Athrotaxis cupressoides Pencil pine 
Athrotaxis laxifolia 
Austrodanthonia 
caespitosa 

Common Wallaby 
grass 

Austrodanthonia 
genticula 

Kneed wallaby 
grass 

Austrodanthonia 
racemosa var. racemosa 

Clustered Wallaby 
grass 

Austrodanthonia setacea 
var. setacea 

Bristly Wallaby 
grass 

Banksia integrifolia 
Banksia marginata Silver banksia 
Billardiera cymosa Sweet apple berry yellow 
Billardiera erubenscens Red billardiera red 
Blechnum minus Hard Water Fern 
Blechnum minus X 
wattsii 

Handsome and robust hybrid of two native ferns. Densely 
clumping with erect fronds to 1m tall. Very easily grown in a 
moist sheltered position in the garden. 

Blechnum nudum Fishbone water fern 
Blechnum penna-marina Alpine water fern 
Brachyscombe 
diversifolia var 
diversifolia 

white 

Brachyscombe formosa pink 
Brachyscombe multifida Cut leaf daisy, rock 

daisy 
blue, pink, 
yellow, 
orange, white 

Brachyscome basaltica basalt daisy white 
Brachyscome ibiderifolia swan river daisy blue, lilac, 

white 
Brachyscome nivalis s/s 
nivalis 

snow daisy white 

Brachyscome spathulata 
Brachysema 
Bracteantha bracteantha Strawflower, 

Everlasting daisy, 
Golden everlasting 

Brunonia australis Blue pincushion blue 
Bulbine bulbosa Bulbine lilly 
Bulbophylum July 
Callitris preissii Southern Cypress 

Pine 
Carex albula Frosted curls 
Carex bichenoviana Notched sedge 
Carex fascicularis Tassel Sedge 
Carex tasmanica 
Carex tereticaulis Tube Sedge 
Centelia cordifolia Swamp pennywort 
Chiloglottis formicifera ant orchid 
Chloris truncata Windmill grass 
Chorizandra cymbaria Heron bristle rush Has grey foliage and a rush-like habit. This plant grows to 

30-90cm in heigh. The sheathed flower heads are very 
decorative. Moist to occasionally wet soils. 

Chorizandra enodis black and 
cream 

Slow growing; Greyish-green foliage; Black and cream 
globular flowerheads on stems in spring. 50-80cm X 50cm-1m 

Chrysocephalum 
semipapposum 

Clustered 
Everlasting 

Clematis aristata Old mans beard white 
Clematis microphylla Old mans beard, 

small leaf clematis 
white 

Coprosma quadrifida Prickly currant bush 
Cordyline petiolaris Broadleaf palm lily An Australian rainforest plant, elegant small palm-like plant. 

Thick bunces of bright red fruits hang from the tip of the plant 
in early winter. 2Prefers some shade. Attractive indoor or tub 
plant. Frost tender. 

Corybas diemenicus Veined helmet 
orchid 

Corybas fimbriatus fringed helmut 
orchid 

Craspedia sp. Billy buttons yellow, 
orange 

Large yello or orange balls, green or blue foliage. 

Crowea porinda Porinda ecstasy pink 
Cyathea australis Coin spotted tree 

fern 
Cymbopogon ??? 
Cymbopogon citriatus Lemon grass 
Dampiera trigona Angle-stem 

dampiera 
deep purple 
blue 

Perennial grown for bright green foliage and deep purple-blue 
blooms. 

Dawsonia superba Giant moss Rainforest plant. Attractive moss resembling a grove of tiny 
pine trees. Forms a hardy ground cover in shady moist sites 
withstands short dry periods. Suitable indoors. 

Darwinia taxifolia 
Denbrobium kingianum pink princess x self 
Dendrobium kingianum 
Dendrobium speciosum Rock orchid 
Desmondium gunnii 
Dianella caerulea 
Dianella longifolia Pale flax-lily 
Dianella revoluta var. 
revoluta 

Black-anther flax 
lilly 

Dichantium serecium Silky blue grass blue, purple 
Dichopogon fimbriatus Nodding chocolate-

lily 
Dicksonia antarctica Soft treefern 
Dicksonia squarosa Wheki 
Dillwynia cinerascens Grey parrot-pea yellow-orange Everygreen small-medium shrub with fine leaves and yellow-

orange flowers in spring. 1m X 50cm. Full sun to part shade in 
well drained soil. Tolerates dryness and frost. 

Dillwynia glaberrima Smooth parrot pea yellow and 
red 

A small to medium shrub with slender branches and clusters 
of yellow and red pea flowers in spring. Well drained soil. 
Dappled shade to full sun. Responds well to pruning. Can be 
used as an informal hedge. 

Dillwynia phylicoides Twisted parrot-pea Hardy small shrub to 1m with yellow and red pea like flower in 
profusion in spring. Dappled to part shade. Well drained soil. 

Diplarrena latifolia Tasmanian native. Iris-like foliage. White flowers marked 
purple. 45cm. Moist well drained heavy soil in some shade. 
Frost resistant. 

Diploglotis australis 
Diuris pauciflora Donkey orchid 
Dockrillia cucumerina 
Dockrillia linguiformis Tongue orchid 
Dockrillia teretifolia 
Drosera binata Forked sundew 
Drosera capensis alba' 
Drosera filiformis 
Drosera glanduligera Scarlet sundew 
Drosera hamiltonii 
Drosera macrantha Climbing sundew 
Drosera peltata Pale sundew 
Drosera whittakeri Scented sundew 
Dryandra dummondii Evergreen small shrub. Well drained. Container plant. 
Dryandra nivea Evergreen small shrub with stiff fern-like foliage and yellow 

flower;s at the base of the leaves in late spring. 
Epacris impressa common heath red, pink, 

white 
Epilobium gunniatum Gunn's willow herb pink 
Epilobium hirtigerum Hairy willow herb 
Erimophyla maculata spotted emu bush yellow, red 
Eriobotrya japonica Lindl. 
Eucalyptus forrestiana Fuschia gum 
Eucalyptus maculata Spotted gum 
Eucalyptus pressaria Yellow mallee gum 
Eucalyptus sideroxylon Mugga pink 
Eucalyptus tetraptera square fruited gum 
Euodia elleryana Butterfly tree 
Eupomatia laurina Native guava 
Freycinetia scandens climbing pandanus 
Gleichenia microphylla scrambling coral 

fern 
Glischrocaryon behrii 
Glycine clandestina Twining Glycine 
Glycine microphyla Small-leaved 

Glycine 
Goodenia hederacea Ivy-leaf goodenia orange, 

yellow 
Goodenia humilis A hardy small mat plant with attractive yellow flowers in late 

spring and summer. Moist soil. Tolerates poor drainage and 
lime. Usually frost resistant. 

Goodenia lantana Hardy trailing carpeting plant. Prostatrate X 1m wide. Has 
attractive glossy green leaves and masses of yellow flowers in 
spring-summer which attract butterflies. Prefers moist, well-
drained soils in sun or shade. Good for container planting. 
Coastal planting. Will withstand most frosts. 

Grevillea alpina Alpine grevillea red Bright yellow/orange flowers over a long period. Suitable for 
tubs or well drained position. Tip pruning recommended. 
Tolerates dryness and frost. 

Grevillea australis 
Grevillea robusta silkyoak orange 
Gynatrix pulchella 
Hakea 
Hardenbergia 
comptoniana 

blue 

Hardenbergia violacea purple, pink, 
white 

Helichrysum ledifolium Kerosene bush cream, pale 
pink 

Helichrysum scorpioides yellow Forming compact clumps. 15cm. Sunny position. 
Helichrysum rutidolepsis 
Hibbertia obtusifolia 
Hibbertia procumbens 
Hibbertia riparia spring, 

summer 
yellow Open, erect shrub. 0.3m X 0.6m. Moist, well drained solis. 

Hibbertia scandens scrambling guinea 
flower 

yellow 

Hibertia empetrifolia 
Hoya australis 
Hoya potsii 
Hymenanthera dentata tree violet 
Indigofera australis Austral indigo sept-dec pink, purple, 

mauve 
An open, spreading shrub withdelicate, fern-like foliage. 
Grows 1-2m and tolerates wet or dry shady conditions. 

Isolepis aucklandica 
Isolepis nodosus Knobby club rush A rush-like plant 1m in height. Unusual globular 'seed' heads 

are decorative and striking as a floral display. Moist position 
preferred. 

Isopogon anemonifolius Drumsticks spring Yellow Finely divided foliage. Prefers a well drained soil in full sun. 
Isotoma axillaris blue 
Isotoma fluvensis blue 
Juncus 
Juncus bufonius Toad rush 
Kennedia 
Kennedia prostrata Scarlet runner red 
Kunzea muelleri 
Lagarostrobos franklinii 
Lagenifera filifolia 
Lasiopetalum 
macrophyllum 
Lechenaultia biloba late 

winter, 
late 
spring 

blue, pale 
blue 

Lechenaultia formosa orange Colourful prostrate or low growing evergreen plant approx. 
15-30cm wide. Brilliant orange spring flowers. Plant in a well 
drained light soils in ful sun. DSuitable for container planting 
and rockery gardens. Frost tolerant. Trim after flowering. 

Leucopogon virgatus Dainty small shrub. Tiny white bearded flowers in late winter 
to early summer, well-drained soil. Tolerates dryness, lime and 
frost. 

Leptorhyncos squamatus 
Lobelia alata Useful little suckering plant for rock gardens or banks. Many 

small blue flowers. 
Lobelia triconocaulis forest lobelia all year blue 
Lomandra matrush 
Lomatia fraseri 
Luzula ovata woodrush 
Marsilea drummondii common nardoo An attractive plant for a bog garden or a pond. No deeper 

than 30-60cm. Foliage is attractive four-leaf clover like in 
appearance and floats upon the water surface or just above it. 

Marsilea mutica rainbow nardoo An attractive floating aquatic fern with beautifully marked 
four-leaf clover foliage. Tolerates deep or shallow water. 

Mazus pumilio swamp mazus Low growing creeping plant. Ideal ground cover, with mauve 
flowers spring and summer. Semi-shade or sun. 

Melaluca 
Melicope eleryana butterfly tree 
Mentha satureioides river mint 
Michrocachry 
tetrgona ??? 
Microlaena stipoides var. 
stipoides 

Weeping rice grass 

Microsorum howeanum Very hardy creeping fern with bright green fronds to 60cm 
long. Prefers open sandy soil in shade or morning sun. Ideal 
for pots of baskets. Protect from frost. 

Microsorum pustulatum 
Milletia megasperma native wisteria 
Morinda jasminoides Native jasmine? 
Myoporum parvifolium broad leaf Bright green matting foliage, white flowers in summer, 

prostrate. Spread 1-2m. Soil type;s: Dry or moist, well 
drained, enjoys full or filtered sun. Frost tolerant. 

Nothofagus cunninghamii 
Nothofagus moorei 
Olearia frostii 
Olearia phlogopappa var 
subrepanda 
Oreomyrrhis eriopoda 
Ozothamnus gunnii silver everlasting 
Pandorea pandorana 
Parahebe perfoliata blue 
Parsonia brownii twining silkpod 
Phebalium squamulosum yellow 
Pimelia ferruginea Pink poison 
Pimelia physodes Qullup bells 
Pimelia spectabilis 
Pittosporum undulatum 
Platycerium bifurcatum stag horn 
Platycerium superbum elkhorn 
Poa ensiformis purple sheathed 

grass 
Poa fawcettiae horny snow grass purple Also known as smooth blue snow-grass, an apt description of 

the foliage; Purplish to pale brown spikelets in summer. 
20-50cm X 60cm-1m. 

Poa hiemata soft snow grass 
Poa hiemata 
Poa morrisii velvet tussock grass 
Podocarpus lawrencei Mountain plum pine 
Podolepis robusta 
Polyscias sambucifolia 
Polystichum proliferum 
Polytrichum commune 
Pomaderris Wooly Pomaderris 

(AA-ICW)
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Appendix C

Evaluation Raw Data

The following table lists the raw results of the evaluation study of chapter 6.
Column Algorithm contains the name of the table layout algorithm. The
ICBM algorithm is listed twice, on the first run, each table width was set
to 450, 500, . . . , 1200 pt an on the second run the table widths are set to
the best width achieved by the ICW algorithm. Column Sample names the
table layout sample. Column t contains the time in milliseconds including
text measurements, column tex is the time in milliseconds excluding text
measurements, i.e., only including the layout algorithm itself. Column wmax
contains the maximum permitted table width, column w the achieved width
and column h the achieved height.

Algorithm Sample t tex wmax w h
ICW

cs-schedule
78 0 450 450 258.75
72 0 500 491 201.25
73 1 550 491 201.25
73 0 600 558 187
73 0 650 626.75 172.5
73 1 700 664 158
72 1 750 709.75 143.75
73 1 800 785.25 129
72 1 850 785.25 129
73 1 900 785.25 129
73 1 950 939 115
73 1 1000 939 115
74 1 1050 939 115
75 1 1100 939 115
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Algorithm Sample t tex wmax w h
75 1 1150 939 115
74 1 1200 1177.75 101

multipara
98 2 450 429.25 258.75
86 2 500 472 230
86 2 550 549 201.25
86 2 600 549 201.25
86 3 650 630 172.5
86 2 700 699.25 158
86 2 750 699.25 158
86 2 800 774.75 143.75
87 2 850 774.75 143.75
86 3 900 851 129
90 3 950 925.75 115
92 3 1000 925.75 115
88 3 1050 925.75 115
88 3 1100 925.75 115
88 3 1150 1102.75 101
88 3 1200 1102.75 101

plants200
1642 491 450 450 8653.75
2016 876 500 499 7303
2063 918 550 549 6296
2180 1038 600 599 5506
2298 1153 650 650 5016.88
2345 1198 700 699.125 4628.75
2439 1293 750 748.625 4398.75
2435 1287 800 799.875 4140
2470 1325 850 846.75 3982
2565 1415 900 895.125 3853
2564 1415 950 949.25 3723
2577 1427 1000 991.875 3623
2614 1464 1050 1044.25 3551
2624 1473 1100 1092.88 3479
2659 1505 1150 1143.63 3421
2656 1506 1200 1194.88 3393

2n2-linear
31 0 450 442.625 86.25
31 0 500 494.875 71.875
30 0 550 494.875 71.875
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Algorithm Sample t tex wmax w h
30 0 600 495 71.875
30 0 650 613.25 57.5
30 0 700 613.25 57.5
30 0 750 613 57.5
30 0 800 613.25 57.5
30 0 850 819.25 43.125
30 0 900 819.25 43
30 0 950 819.25 43
30 0 1000 819.25 43
30 0 1050 819.25 43.125
30 0 1100 819.25 43
30 0 1150 819.25 43
31 0 1200 819.25 43

simple-brick
47 0 450 418.25 100.625
38 0 500 418.25 101
38 0 550 511.25 86.25
38 0 600 511 86
38 0 650 602 71.875
38 0 700 602 71.875
38 0 750 739.5 57.5
38 0 800 740 58
38 0 850 740 58
38 0 900 740 57.5
39 0 950 739.5 58
38 0 1000 739.5 58
38 0 1050 739.5 58
38 0 1100 739.5 58
38 0 1150 739.5 57.5
38 0 1200 1159.13 43.125

columns
697 49 450 449.25 1868.75
687 54 500 494.875 1653.13
698 58 550 549 1480.63
697 60 600 599.125 1351.25
703 64 650 649.25 1236.25
709 64 700 697.75 1150
710 66 750 747 1063.75
749 68 800 797 991.875
711 68 850 839 934
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Algorithm Sample t tex wmax w h
712 69 900 886 877
715 70 950 941 833.75
715 71 1000 989.125 790.625
716 72 1050 1048.25 748
715 72 1100 1095.25 704
718 73 1150 1128.88 690
720 74 1200 1171.88 661.25

counterfeit
247 0 450 779 1207.5
243 0 500 779.25 1207.5
242 0 550 779 1207.5
243 0 600 779 1208
244 0 650 779 1208
249 0 700 779 1208
246 0 750 779.25 1207.5
247 2 800 796 1078
250 4 850 848 877
252 6 900 898 791
255 7 950 935 747.5
260 9 1000 987 690
258 11 1050 1043.25 618
260 12 1100 1086 589
258 11 1150 1139.75 561
258 12 1200 1169.88 546

diagonal5
42 0 450 427.375 259
29 0 500 493 230
29 0 550 529.625 201
29 0 600 564.125 187
29 1 650 642.375 158
29 1 700 642.375 158
29 1 750 714 144
29 1 800 794.125 129
29 1 850 794.125 129
29 1 900 794.125 129
30 1 950 911.125 115
29 1 1000 911.125 115
29 1 1050 1041.13 101
29 1 1100 1041.13 101
30 1 1150 1041.13 101
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Algorithm Sample t tex wmax w h
30 1 1200 1041.13 101

HTML
cs-schedule

74 0 450 450 302
72 0 500 499.875 244.375
72 0 550 550 201.25
71 0 600 600.125 186.875
71 0 650 650 186.875
71 0 700 700.125 158.125
72 0 750 750 158
72 0 800 800 143.75
72 0 850 849.875 143.75
75 0 900 899.875 143.75
76 0 950 950 143.75
72 0 1000 1000 143.75
72 0 1050 1050 144
72 0 1100 1100.13 144
73 0 1150 1150 143.75
73 0 1200 1200 143.75

multipara
85 0 450 450 331
84 0 500 500 316.25
83 0 550 550 288
83 0 600 600 259
83 0 650 650 230
84 0 700 700 230
83 0 750 750 215.625
83 0 800 800 201.25
83 0 850 850 201
83 0 900 900 173
83 0 950 950 173
83 0 1000 1000 173
84 0 1050 1050 158
86 0 1100 1100 158
85 0 1150 1150 144
86 0 1200 1200 144

plants200
1143 1 450 450 8811.88
1147 1 500 500.125 7503.75
1140 1 550 550 6684.38
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Algorithm Sample t tex wmax w h
1148 1 600 600 6195.63
1183 1 650 650 5706.88
1148 1 700 700 5419.38
1145 1 750 750 4988.13
1145 1 800 800 4772.5
1145 1 850 850.125 4485
1147 1 900 900 4226.25
1146 1 950 950 4011
1149 1 1000 1000 3809.38
1148 1 1050 1050 3708.75
1146 1 1100 1100 3622.5
1147 1 1150 1150 3565
1152 1 1200 1199.88 3464

2n2-linear
31 0 450 450 100.625
30 0 500 500 86
29 0 550 550 72
30 0 600 600 72
30 0 650 650 58
43 0 700 700 58
29 0 750 750 58
29 0 800 800 58
29 0 850 850 43
30 0 900 900 43.125
29 0 950 950 43.125
29 0 1000 1000 43.125
30 0 1050 1050 43.125
30 0 1100 1100 43.125
30 0 1150 1150 43.125
30 0 1200 1200 43.125

simple-brick
39 0 450 450 115
38 0 500 500.125 115
38 0 550 549.875 86.25
38 0 600 600 86.25
38 0 650 650 86.25
38 0 700 700 86.25
37 0 750 750 71.875
37 0 800 800 57.5
38 0 850 849.875 57.5
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Algorithm Sample t tex wmax w h
37 0 900 900 57.5
38 0 950 950 57.5
38 0 1000 1000 57.5
38 0 1050 1050 57.5
37 0 1100 1100.13 57.5
38 0 1150 1150 57.5
38 0 1200 1200 58

columns
638 0 450 450 2098.75
641 0 500 500 1898
643 0 550 550 1668
638 0 600 600 1523.75
644 0 650 650 1380
641 0 700 700 1294
640 0 750 749.875 1208
638 0 800 799.875 1121.25
671 0 850 850 1049.38
648 0 900 899.875 1006.25
644 0 950 950 949
645 0 1000 1000 891
645 0 1050 1049.88 834
644 0 1100 1100 805
645 0 1150 1150 776
645 0 1200 1200 733

counterfeit
246 0 450 779.25 1208
242 0 500 779.25 1208
241 0 550 779.25 1208
242 0 600 779.25 1208
244 0 650 779.25 1208
253 0 700 779.25 1208
246 0 750 779.25 1208
247 0 800 799.875 1179
247 0 850 850.125 1078
250 0 900 900.25 1006
246 0 950 949.875 891
247 0 1000 1000.13 848
248 0 1050 1050 805
252 0 1100 1100 762
246 0 1150 1150.25 690



210 APPENDIX C. EVALUATION RAW DATA

Algorithm Sample t tex wmax w h
248 0 1200 1199.88 647

diagonal5
29 0 450 450.125 287.5
28 0 500 499.875 244.375
28 0 550 550 216
28 0 600 600 201
29 0 650 650 201
28 0 700 700 187
28 0 750 750 186.875
28 0 800 800 173
28 0 850 850 173
28 0 900 900 143.75
28 0 950 950 129
28 0 1000 1.000 129
28 0 1050 1050 129.375
28 0 1100 1100 129.375
28 0 1150 1150.13 129.375
29 0 1200 1200 129

HTML-ICW
cs-schedule

75 0 450 450 258.75
73 0 500 491 201
72 0 550 491 201
71 0 600 558 187
72 0 650 626.75 172.5
72 0 700 650.375 158.125
72 0 750 709.75 143.75
72 0 800 785.25 129.375
72 0 850 785.25 129
72 0 900 785.25 129
72 0 950 939.375 115
72 0 1000 939.375 115
72 0 1050 939.375 115
72 0 1100 939.375 115
73 0 1150 939.375 115
73 0 1200 1177.75 101

multipara
86 0 450 429.25 258.75
84 0 500 472.125 230
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Algorithm Sample t tex wmax w h
83 0 550 549 201.25
83 0 600 549 201.25
84 0 650 630.375 172.5
84 0 700 699.25 158.125
83 0 750 699.25 158.125
84 0 800 775 143.75
85 0 850 774.75 144
85 0 900 851 129
90 0 950 925.75 115
84 0 1000 925.75 115
84 0 1050 925.75 115
85 0 1100 925.75 115
85 0 1150 1102.75 101
85 0 1200 1102.75 100.625

plants200
1445 308 450 449.75 8682.5
1481 332 500 499.625 7303
1237 99 550 550 6325
1395 230 600 599 5850.63
1274 129 650 650 5505.63
1381 193 700 700 5175
1223 69 750 750 4773
1282 136 800 799 4327
1294 146 850 848 4126
1301 153 900 898.75 3967.5
1264 116 950 949.875 3852.5
1244 97 1000 995.875 3651.25
1238 91 1050 1048.75 3550.63
1223 75 1100 1100 3521.88
1204 54 1150 1149.63 3464.38
1187 38 1200 1194.25 3406.88

2n2-linear
31 0 450 442.625 86.25
30 0 500 495 71.875
30 0 550 495 71.875
31 0 600 495 71.875
30 0 650 613.25 57.5
30 0 700 613.25 57.5
30 0 750 613.25 57.5
29 0 800 613.25 57.5



212 APPENDIX C. EVALUATION RAW DATA

Algorithm Sample t tex wmax w h
30 0 850 819.25 43.125
30 0 900 819.25 43.125
29 0 950 819 43.125
30 0 1000 819 43.125
30 0 1050 819.25 43.125
29 0 1100 819.25 43.125
30 0 1150 819.25 43.125
30 0 1200 819.25 43.125

simple-brick
39 0 450 418.25 100.625
38 0 500 418.25 100.625
38 0 550 511.25 86.25
38 0 600 511.25 86.25
38 0 650 602 71.875
37 0 700 602 71.875
37 0 750 739.5 57.5
38 0 800 740 57.5
38 0 850 740 58
37 0 900 739.5 58
38 0 950 740 58
38 0 1000 740 57.5
38 0 1050 739.5 58
37 0 1100 739.5 58
37 0 1150 739.5 58
38 0 1200 1159.13 43.125

columns
645 7 450 449.5 2070
640 7 500 498.5 1797
653 5 550 547.25 1639
644 5 600 599.75 1466
644 5 650 648.75 1265
652 5 700 699 1208
648 4 750 749.875 1121
645 3 800 797.25 1049
677 3 850 848.75 992
644 2 900 899.625 978
645 4 950 942.625 834
646 2 1000 997.25 834
646 2 1050 1049 762
645 2 1100 1092.25 748



213

Algorithm Sample t tex wmax w h
646 2 1150 1148.13 704
646 2 1200 1176.88 661

counterfeit
260 0 450 779.25 1207.5
242 0 500 779.25 1207.5
243 0 550 779.25 1207.5
242 0 600 779.25 1207.5
243 0 650 779.25 1208
248 0 700 779 1208
248 0 750 779.25 1208
247 2 800 795.625 1078
249 3 850 848 877
248 3 900 899 791
249 2 950 937.125 733.125
249 3 1000 998.875 661.25
250 4 1050 1043.25 618.125
252 4 1100 1086 589.375
249 3 1150 1139.75 560.625
250 2 1200 1169.88 546.25

diagonal5
30 0 450 427.375 259
28 0 500 495.5 215.625
28 0 550 530 201.25
28 0 600 566 186.875
29 0 650 642 158.125
28 0 700 672 158.125
28 0 750 714 143.75
28 0 800 794 129.375
28 0 850 794 129.375
28 0 900 794 129.375
28 0 950 911 115
28 0 1000 911 115
28 0 1050 1.041 100.625
28 0 1100 1.041 100.625
29 0 1150 1.041 100.625
29 0 1200 1.041 100.625

AA
cs-schedule

88 13 450 450 273.125
85 13 500 500 230
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Algorithm Sample t tex wmax w h
84 12 550 550 201.25
84 13 600 600.125 186.875
85 13 650 650 172.5
85 13 700 699.875 158.125
85 12 750 750 143.75
85 13 800 799.875 143.75
85 13 850 850 143.75
85 13 900 900 143.75
85 13 950 950 129.375
85 13 1000 999.875 129
85 12 1050 1050.25 129
85 12 1100 1100.13 115
86 12 1150 1150 115
87 13 1200 1200 115

multipara
97 11 450 450 258.75
96 11 500 500 230
94 11 550 550 215.625
94 11 600 600 201.25
95 11 650 650 172.5
95 11 700 700 172.5
95 11 750 750 158.125
94 11 800 800 158
95 11 850 850 144
95 11 900 900 144
94 11 950 950 115
95 11 1000 1000 115
95 11 1050 1050 115
96 11 1100 1100 115
96 11 1150 1150 115
96 11 1200 1200 101

plants200
1228 91 450 450 8740
1242 104 500 500 7417.5
1240 96 550 550.125 6526.25
1235 96 600 600 5865
1267 96 650 649.875 5376.25
1252 105 700 699.875 4930.63
1247 100 750 750 4556.88
1251 105 800 800 4326.88
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Algorithm Sample t tex wmax w h
1254 102 850 850 4140
1255 105 900 900 4010.63
1257 109 950 950 3838.13
1264 115 1000 1000 3751.88
1264 112 1050 1050.13 3665.63
1257 105 1100 1100 3636.88
1257 105 1150 1150 3550.63
1252 100 1200 1200 3493.13

2n2-linear
43 11 450 450 86
41 11 500 500 86
41 11 550 550 71.875
41 11 600 600 71.875
42 11 650 650 58
41 11 700 700 58
42 11 750 750 57.5
41 11 800 800 57.5
41 11 850 850 43.125
42 11 900 900 43.125
41 11 950 950 43.125
41 11 1000 1000 43.125
41 11 1050 1050 43.125
41 11 1100 1100 43.125
41 10 1150 1150 43.125
41 11 1200 1200 43

simple-brick
52 12 450 450 101
49 11 500 500 100.625
49 11 550 550 86.25
50 11 600 600 86.25
49 11 650 650 72
49 11 700 700 71.875
49 11 750 750 57.5
50 11 800 800 58
50 11 850 850 58
49 11 900 900 58
49 11 950 950 58
49 11 1000 1000 58
49 11 1050 1050 58
49 11 1100 1100 57.5
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Algorithm Sample t tex wmax w h
49 11 1150 1150 57.5
49 11 1200 1200.13 43.125

columns
651 12 450 450 1883.13
647 12 500 500 1667.5
653 12 550 550 1509
651 12 600 600 1366
651 12 650 650 1279
650 12 700 700 1179
652 12 750 750 1078.13
653 12 800 800 992
680 12 850 850 934
658 12 900 900.125 876.875
657 12 950 950 834
655 12 1000 1.000 805
656 12 1050 1050 761.875
657 12 1100 1100 718.75
658 12 1150 1150 690
659 12 1200 1200 661

counterfeit
265 16 450 779.25 1207.5
259 16 500 779.25 1207.5
259 16 550 779.25 1207.5
260 16 600 779.25 1207.5
262 16 650 779.25 1207.5
264 16 700 779.25 1207.5
263 16 750 779.25 1207.5
267 22 800 800 1078.13
269 21 850 850 905.625
268 22 900 900.125 833.75
270 23 950 950 761.875
270 22 1000 1000 718.75
271 24 1050 1050 675.625
271 22 1100 1100 632.5
269 22 1150 1150 603.75
269 22 1200 1200 589.375

diagonal5
43 12 450 450.125 301.875
41 12 500 500 258.75
41 12 550 550 230



217

Algorithm Sample t tex wmax w h
41 12 600 600 201.25
41 12 650 650 186.875
40 12 700 700 173
41 12 750 750 172.5
40 12 800 800 158
41 12 850 850 158.125
41 12 900 899.875 129
41 12 950 950 129
41 12 1000 1000.13 129
41 12 1050 1.050 129.375
40 12 1100 1.100 115
41 12 1150 1.150 115
40 12 1200 1.200 115

AA-ICW
complexity

56 15 450 404.25 143.75
53 15 500 465 115
53 15 550 465.25 115
54 14 600 465 115
52 14 650 465.25 115
53 14 700 465.25 115
52 14 750 465 115
53 15 800 465.25 115
54 15 850 465.25 115
53 14 900 465.25 115
53 14 950 465.25 115
53 14 1000 465.25 115
53 14 1050 465.25 115
53 14 1100 465.25 115
53 14 1150 465.25 115
53 14 1200 465.25 115

cs-schedule
88 13 450 449.625 258.75
86 13 500 491.125 201
85 13 550 491 201.25
84 13 600 558 186.875
85 13 650 627 172.5
86 13 700 650 158
85 13 750 710 144
86 13 800 785 129
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Algorithm Sample t tex wmax w h
85 13 850 785 129
85 13 900 785.25 129.375
86 13 950 939.375 115
86 13 1000 939.375 115
85 13 1050 939.375 115
85 13 1100 939.375 115
87 13 1150 939.375 115
86 13 1200 1177.75 100.625

multipara
98 11 450 429.25 258.75
96 11 500 472 230
95 11 550 549 201.25
95 11 600 549 201.25
96 11 650 630 172.5
95 11 700 699 158.125
95 11 750 699.25 158.125
96 11 800 775 143.75
95 11 850 774.75 143.75
95 11 900 851 129.375
96 11 950 926 115
95 11 1000 926 115
96 11 1050 925.75 115
96 11 1100 925.75 115
97 11 1150 1102.75 100.625
97 11 1200 1102.75 100.625

plants200
1369 216 450 449.625 8697
1361 218 500 499.625 7374
1393 246 550 550 6483.13
1407 223 600 599.625 5807.5
1317 170 650 649.25 5319
1312 164 700 700 4902
1325 177 750 749.25 4499.38
1347 197 800 799.75 4255
1272 121 850 849 4140
1348 198 900 894.25 3910
1315 161 950 946.875 3766.25
1321 164 1000 995.375 3694.38
1325 159 1050 1048.63 3636.88
1333 162 1100 1100 3521.88
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Algorithm Sample t tex wmax w h
1325 166 1150 1148.63 3493.13
1297 136 1200 1194.25 3407

2n2-linear
44 11 450 443 86.25
41 11 500 494.875 72
41 11 550 494.875 71.875
41 11 600 495 72
41 11 650 613 57.5
41 11 700 613.25 57.5
41 11 750 613.25 57.5
41 11 800 613 58
41 11 850 819 43
42 11 900 819 43.125
41 11 950 819.25 43
41 11 1000 819.25 43
41 11 1050 819.25 43
43 13 1100 819.25 43
41 11 1150 819.25 43.125
41 11 1200 819.25 43.125

simple-brick
52 11 450 418.25 101
50 11 500 418.25 101
49 11 550 511.25 86
51 11 600 511.25 86
49 11 650 602 72
49 11 700 602 72
49 11 750 739.5 58
50 11 800 739.5 58
49 11 850 739.5 58
49 11 900 739.5 58
49 11 950 739.5 58
49 11 1000 739.5 58
49 11 1050 739.5 58
49 11 1100 739.5 58
49 11 1150 739.5 58
49 11 1200 1159.13 43

columns
658 18 450 444.5 1883
652 17 500 499.125 1653.13
660 17 550 549 1480.63
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Algorithm Sample t tex wmax w h
652 15 600 593.75 1366
663 16 650 649.25 1236
659 15 700 697.75 1150
657 14 750 747 1064
661 14 800 796.5 992
682 14 850 838.5 934
658 13 900 885.625 877
658 14 950 929.75 834
658 14 1000 994.375 791
656 13 1050 1043.38 748
658 13 1100 1095.25 704
659 13 1150 1133.25 690
657 13 1200 1171.88 661

counterfeit
264 17 450 779.25 1208
259 17 500 779.25 1207.5
258 16 550 779 1207.5
261 17 600 779 1208
260 16 650 779 1208
264 16 700 779 1207.5
263 16 750 779.25 1208
268 22 800 796 1078
270 22 850 848.125 877
270 24 900 898.5 790.625
271 24 950 950 733.125
272 25 1000 998.875 661.25
272 26 1050 1.049 618
271 24 1100 1.086 589
271 24 1150 1.140 561
272 24 1200 1.170 546

diagonal5
43 13 450 427.375 259
41 12 500 495.5 215.625
41 12 550 529.625 201.25
41 12 600 564 187
42 12 650 642.375 158.125
41 12 700 642.375 158.125
41 12 750 714 144
40 12 800 794.125 129
41 12 850 794.125 129
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Algorithm Sample t tex wmax w h
41 12 900 794.125 129.375
41 12 950 911.125 115
41 12 1000 911.125 115
41 12 1050 1041.13 101
40 12 1100 1041.13 101
41 12 1150 1041.13 101
41 12 1200 1041.13 101

ICBM
complexity

48 19 450 450 129.375
52 20 500 500 115
51 18 550 550 115
57 24 600 600 115
58 25 650 650 115
56 23 700 700 115
55 23 750 750 115
55 23 800 800 115
55 22 850 850 115
54 22 900 900 115
57 23 950 950 115
56 23 1000 1000 115
57 24 1050 1050 115
55 22 1100 1100 115
55 22 1150 1150 115
55 23 1200 1200 115

cs-schedule
54 15 450 450 273.125
60 15 500 500 230
59 15 550 550 201.25
59 16 600 600 201.25
65 15 650 650 186.875
68 15 700 700 186.875
67 14 750 750 172.5
67 14 800 800 143.75
68 15 850 850 143.75
67 14 900 900 143.75
68 15 950 950 129.375
68 15 1000 1.000 129.375
73 19 1050 1050 129.375
73 19 1100 1100 129.375
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Algorithm Sample t tex wmax w h
68 14 1150 1150 115
94 19 1200 1200 115

multipara
55 10 450 450 258.75
57 10 500 500 230
57 10 550 550 215.625
58 10 600 600 201.25
63 10 650 650 173
66 10 700 700 173
63 10 750 750 158
67 10 800 800 144
68 10 850 850 144
77 10 900 900 129
78 10 950 950 129
78 10 1000 1000 129
78 10 1050 1050 115
78 10 1100 1100 115
79 10 1150 1150 115
82 11 1200 1200 100.625

plants200
2089 1483 450 498.625 7504
2078 1445 500 500 7503.75
2103 1424 550 550 6483
2189 1479 600 600 5778.75
2217 1487 650 650 5189
2225 1488 700 700 4945
2220 1478 750 750 4585.63
2209 1422 800 800 4370
2276 1469 850 850 4183
2243 1428 900 900 3967.5
2221 1391 950 950 3838.13
2254 1402 1000 1000 3780.63
2285 1423 1050 1050 3665.63
2306 1436 1100 1100 3565
2313 1437 1150 1150 3479
2443 1464 1200 1200 3464

2n2-linear
23 7 450 450 86.25
24 7 500 500 86.25
24 7 550 550 71.875



223

Algorithm Sample t tex wmax w h
24 7 600 600 71.875
28 7 650 650 71.875
28 7 700 700 57.5
27 7 750 750 57.5
28 7 800 800 57.5
32 7 850 850 43
32 7 900 900 43
32 6 950 950 43
32 6 1000 1.000 43.125
32 7 1050 1050 43.125
32 7 1100 1100 43.125
32 7 1150 1150 43.125
33 7 1200 1200 43

simple-brick
38 10 450 450 100.625
38 9 500 500 100.625
40 9 550 550 86
41 9 600 600 86
43 9 650 650 71.875
42 9 700 700 71.875
49 9 750 750 58
48 9 800 800 58
48 9 850 850 58
48 9 900 900 58
48 9 950 950 57.5
49 9 1000 1.000 58
49 10 1050 1.050 57.5
48 9 1100 1.100 57.5
48 9 1150 1150 58
58 9 1200 1.200 43.125

columns
509 62 450 450 5326.63
525 62 500 500 5240.38
516 61 550 550 5168.5
525 62 600 600 5104
524 63 650 650 5054
537 62 700 700 5010.25
537 61 750 750 4974
534 62 800 800 4946
539 61 850 850 4917
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Algorithm Sample t tex wmax w h
544 61 900 900 4895
560 62 950 950 4874
577 61 1000 1000 4845
600 62 1050 1.050 4831
610 62 1100 1.100 4816
611 62 1150 1.150 4802
645 63 1200 1.200 4788

counterfeit
204 53 450 779.25 1221.88
203 52 500 779.25 1221.88
202 52 550 779.25 1222
203 52 600 779 1222
202 52 650 779.25 1222
203 52 700 779.25 1222
202 52 750 779 1222
199 49 800 800 1093
207 50 850 850 906
207 50 900 900 819
218 53 950 950 762
218 51 1000 1000 733.125
250 52 1050 1050 690
229 51 1100 1100 647
228 51 1150 1150 633
229 53 1200 1200 589

diagonal5
25 11 450 450 273.125
26 10 500 500 244.375
27 10 550 550 230
28 11 600 600 215.625
28 10 650 650 186.875
28 10 700 700 172.5
29 10 750 750 172.5
30 10 800 800 158.125
30 10 850 850 143.75
30 11 900 900 143.75
32 10 950 950 143.75
32 10 1000 1000 129.375
34 10 1050 1050 129.375
33 10 1100 1100 129.375
35 10 1150 1150 115



225

Algorithm Sample t tex wmax w h
35 11 1200 1200 115

ICBM (2)
cs-schedule

53 14 449.625 449.625 273
76 15 491.125 491.125 244
58 14 491.125 491.125 244.375
57 14 558.375 558.375 201.25
65 15 626.75 626.75 201
68 15 664.375 664.375 187
66 14 709.75 709.75 186.875
68 14 785.25 785.25 143.75
68 14 785.25 785.25 143.75
67 14 785.25 785.25 143.75
68 14 939.375 939.375 129.375
67 14 939.375 939.375 129.375
68 14 939.375 939.375 129.375
68 14 939.375 939.375 129.375
68 14 939.375 939.375 129.375
90 15 1177.75 1177.75 115

multipara
55 10 429.25 429.25 273
57 9 472.125 472.125 244.375
57 10 549 549 216
57 10 549 549 215.625
64 10 630 630 186.875
65 10 699.25 699.25 172.5
64 10 699.25 699.25 173
69 10 775 775 158
67 10 775 775 158
78 10 851 851 144
78 9 925.75 925.75 129.375
79 9 925.75 925.75 129.375
78 10 925.75 925.75 129.375
78 9 925.75 925.75 129.375
79 9 1102.75 1102.75 115
80 10 1102.75 1102.75 115

plants200
2071 1461 498.625 498.625 7503.75
2093 1457 499 499 7503.75
2104 1423 549.25 549.25 6483.13
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Algorithm Sample t tex wmax w h
2171 1458 599 599 5778.75
2205 1475 650 650 5189.38
2232 1489 699.125 699.125 4945
2227 1484 748.625 748.625 4600
2245 1453 799.875 799.875 4370
2268 1459 846.75 846.75 4197.5
2255 1437 895 895 3996.25
2218 1388 949.25 949.25 3852.5
2263 1412 992 992 3780.63
2268 1409 1044.25 1044.25 3665.63
2278 1410 1092.88 1092.88 3579.38
2295 1425 1143.63 1143.63 3493.13
2299 1424 1194.88 1194.88 3478.75

2n2-linear
24 7 442.625 442.625 100.625
24 6 494.875 494.875 86.25
23 6 494.875 494.875 86.25
24 6 494.875 494.875 86.25
27 6 613.25 613.25 71.875
27 6 613.25 613.25 71.875
28 7 613.25 613.25 71.875
28 7 613 613 71.875
32 6 819 819 58
32 6 819 819 57.5
32 6 819 819 58
32 6 819.25 819.25 58
32 6 819.25 819.25 58
33 7 819.25 819.25 57.5
32 6 819.25 819.25 57.5
32 6 819.25 819.25 58

simple-brick
37 9 418.25 418.25 115
37 9 418.25 418.25 115
40 9 511.25 511.25 101
40 9 511.25 511.25 100.625
42 9 602 602 86.25
42 9 602 602 86.25
48 9 739.5 739.5 71.875
48 9 739.5 739.5 71.875
48 9 739.5 739.5 71.875
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Algorithm Sample t tex wmax w h
49 9 739.5 739.5 71.875
47 9 739.5 739.5 71.875
50 10 739.5 739.5 71.875
48 9 739.5 739.5 71.875
49 9 739.5 739.5 71.875
48 9 739.5 739.5 71.875
58 9 1159.13 1159.13 43.125

columns
509 61 449.25 449.25 5326.63
531 64 494.875 494.875 5247.5
517 62 549 549 5168.5
523 62 599.125 599.125 5103.75
523 61 649.25 649.25 5054
535 62 697.75 697.75 5010.25
538 62 747 747 4974.38
538 62 796.5 796.5 4946
538 61 838.5 838.5 4924
544 61 885.625 885.625 4902.5
559 61 940.75 940.75 4873.75
576 61 989.125 989.125 4852
599 61 1048.25 1048.25 4831
606 62 1095.25 1095.25 4816
612 62 1128.88 1128.88 4809.13
641 62 1171.88 1171.88 4794.75

counterfeit
200 50 779.25 779.25 1222
200 49 779.25 779.25 1221.88
199 50 779.25 779.25 1221.88
199 50 779.25 779.25 1221.88
201 50 779.25 779.25 1222
199 49 779.25 779.25 1222
201 50 779.25 779.25 1221.88
201 51 795.625 795.625 1121.25
204 49 848.125 848.125 920
207 50 897.625 897.625 833.75
214 50 934.625 934.625 791
218 50 987 987 733
223 50 1043.25 1043.25 690
251 50 1086 1086 661
240 51 1139.75 1139.75 633
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Algorithm Sample t tex wmax w h
226 50 1169.88 1169.88 618

diagonal5
25 11 427.375 427.375 288
25 10 493 493 244.375
27 10 529.625 529.625 230
27 10 564.125 564.125 230
29 11 642.375 642.375 201.25
28 10 642.375 642.375 201.25
28 10 714 714 172.5
29 10 794.125 794.125 158.125
30 10 794.125 794.125 158.125
29 10 794.125 794.125 158.125
32 10 911.125 911.125 143.75
32 10 911.125 911.125 143.75
34 11 1041.13 1041.13 129.375
35 11 1041.13 1041.13 129.375
34 10 1041.13 1041.13 129.375
34 11 1041.13 1041.13 129.375
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