Heuristic Decision Making in World Earth Models

D I S S E R TAT I O N
zur Erlangung des akademischen Grades
doctor rerum naturalium
(Dr. rer. nat.)
im Fach Physik
mit der Spezialisierung Theoretische Physik
eingereicht an der
Mathematisch-Naturwissenschaftlichen Fakultät
der Humboldt-Universität zu Berlin
von
Jakob J. Kolb
Präsidentin der der Humboldt-Universität zu Berlin:
Prof. Dr.-Ing. Dr. Sabine Kunst
Dekan der Mathematisch-Naturwissenschaftlichen Fakultät:
Prof. Dr. Elmar Kulke
Gutachter:
1. Prof. Dr. Dr. h.c. mult. Jürgen Kurths
2. JProf. Dr. Ricarda Winkelmann
3. Matthew Ives, PhD
Tag der mündlichen Prüfung: Dienstag, 8. September 2020

Abstract

The trajectory of the Earth system in the Anthropocene is governed by an
increasing entanglement of processes on a physical and ecological as well as
on a socio-economic level. At the same time, humanity is facing a number of
substantial challenges in sustainably navigating this system such as anthropogenic
climate change, rapid degeneration of biosphere integrity and increasing economic
inequality. If models are to be useful as decision support tools in this environment,
they ought acknowledge these complex feedback loops as well as the inherently
emergent and heterogeneous qualities of societal dynamics. This thesis takes
different angles to improve the capability of social-ecological and socio-economic
models to picture emergent social phenomena and uses and extends techniques
from dynamical systems theory and statistical physics for their analysis .
It begins with a modeling study of the social-ecological system of the ancient
Maya on the Yucatan peninsula. This study analyzes the possible endogenous
dynamics resulting from local population growth that is sustained by income
agriculture and ecosystem services, followed by the over-usage of environmental
resources, resulting in loss of income and consequently migration, decline in local
population and spatial reorganization. The study shows that drought events of
severity and duration that are in line with paleoclimatic data are not capable to
cause lasting changes in the Maya civilization in the model. This is in line with
an existing literature that argues that in addition to climatic stress, internal
societal changes must have had occurred to produce the large scale catastrophic
decline and reorganization of the Maya population.
As one possible way to model endogenous societal changes, this thesis proposes
the differentiation of judgement and action in human decision making. Particularly, it proposes to model humans as bounded rational decision makers
that use (social) learning to acquire decision heuristics that function well in a
given environment. Subsequently, this thesis presents a two sector economic
model in which one sector uses a fossil resource for economic production while
the other uses fossil free technologies. In this model, households make their
investment decisions in the previously proposed way. The model’s parameters
are fitted to historical data and the model dynamics are analyzed in a series
of numerical experiments. These experiments show how in the model economy
individual decision making and social dynamics can not limit CO2 emissions to
a level that prevents global warming above 1.5◦ C. However, they also show that
a combination of collective action and coordinated public policy actually can.
A follow up study analyzes social learning of individual savings rates in a one
sector investment economy. Here, households are embedded in a static social
network and set their savings rate by imitating their neighbor with the highest
consumption. It shows that households are undersaving if the interaction rate
in the social learning process is very high, but that the aggregate savings rate in
the economy approaches that of an intertemporarily optimizing omniscient social
planner if the interaction rate decreases. Also, a decreasing social interaction
rate leads to emergent inequality in the model in the form of a sudden transition
from a unimodal to a strongly bimodal distribution of wealth among households.
Finally, this thesis proposes a combination of different moment closure techniques
that can be used to derive analytic approximations for networked heterogeneous
agent models such as the ones used in this thesis where interactions between
agents occur on an individual as well as on an aggregated level.
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Zusammenfassung

Die Entwicklung des Erdsystems im Anthropozän wird durch eine zunehmende
Verflechtung von Prozessen sowohl auf physikalischer und biologischer als auch
auf sozioökonomischer Ebene bestimmt. Gleichzeitig steht die Menschheit bei
der nachhaltigen Steuerung dieses Systems vor einer Reihe von großen Herausforderungen wie z.B. dem anthropogenen Klimawandel, der fortschreitenden
Degeneration der Integrität der Biosphäre sowie zunehmender wirtschaftlicher
Ungleichheit.
Wenn Modelle als Entscheidungshilfe in diesem Umfeld nützlich sein sollen, sollten sie diese Rückkopplungsschleifen sowie die inhärent emergenten
und heterogenen Qualitäten gesellschaftlichen Prozesse berücksichtigen. Diese
Arbeit versucht auf verschiedene Weisen zur Verbesserung der Abbildung gesellschaftlicher Prozesse in sozial-ökologischen und sozioökonomischen Modellen
beizutragen.
Diese Arbeit beginnt mit einer Modellierungsstudie des sozial-ökologischen
Systems der antiken Maya auf der Halbinsel Yucatan. Diese Studie analysiert
die möglich endogene Dynamiken resultierend aus lokalem Bevölkerungswachstum, das durch Einkommen aus Landwirtschaft und Ökosystemdienstleistungen
getragen wird und in dessen Folge eine Übernutzung der Umweltressourcen zu
Einkommensausfällen und damit zu Migration, Rückgang der lokale Bevölkerung
und räumliche Reorganisation führen. Die Studie zeigt auch, dass Dürreperioden
von Schweregrad und Dauer, die mit paläoklimatischen Daten übereinstimmen,
nicht in der Lage sind, dauerhafte Veränderungen in der Maya-Zivilisation im
Modell zu bewirken. Dies steht im Einklang mit einer bestehenden Literatur, die
argumentiert, dass zusätzlich zu klimatischem Stress, interne gesellschaftliche
Veränderungen stattgefunden haben müssen, um den Niedergangs und derder
Maya während der Terminal-Klassik zu erklären.
Als eine mögliche Antwort auf die Frage, wie man interne gesellschaftliche
Veränderungen modelliert, schlägt diese Arbeit die Differenzierung von Urteil
und Handeln in der menschlichen Entscheidungsfindung vor. Insbesondere wird
vorgeschlagen, den Menschen als begrenzten rationalen Entscheidungsträger
zu modellieren, der (soziales) Lernen nutzt, um Entscheidungsheuristiken zu
erwerben, die in einer bestimmten Umgebung gut funktionieren.
Anschließend stellt diese Arbeit ein Zwei-Sektor-Wirtschaftsmodell vor in dem
der eine Sektor eine fossile Ressource für die wirtschaftliche Produktion nutzt,
während der andere Sektor fossile freie Technologien verwendet. Die Haushalte
in diesem Modell treffen Ihre Investitionsentscheidungen in der oben vorgeschlagenden Weise. Die Parameter des Modells werden anhand von historischen
Daten geschätzt und die Modelldynamik wird in einer Reihe von numerischen
Experimenten analysiert. Diese Experimente zeigen, wie in der Modellökonomie
individuelle Entscheidungsfindung und soziale Dynamik die Treibhausgasemissionen nicht auf ein Niveau begrenzen können, das globale Erwärmung über
1, 5◦ C verhindert. Sie zeigen aber auch, dass dies durch eine Kombination aus
kollektivem Handeln und koordinierter Politik möglich ist.
Eine Folge-Studie analysiert das soziale Lernen individueller Sparquoten in
einer Ein-Sektor-Investitionswirtschaft. Hier sind die Haushalte in ein statisches
soziales Netzwerk eingebettet und setzen ihre Sparquote fest, indem sie ihren
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Nachbarn mit dem höchsten Konsum imitieren. Diese Studie zeigt, dass die
Haushalte zu wenig sparen solange die Interaktionsrate im sozialen Lernprozess
sehr hoch ist, dass sich aber die aggregierte Sparrate in der Wirtschaft der eines
allwissenden, intertemporal optimierenden sozialen Planers annähert, wenn die
Interaktionsrate sinkt. Eine sinkende soziale Interaktionsrate führt außerdem
zu sprunghaft ansteigender ökonomischer Ungleichheit in Form eines plötzlichen übergangs von einer unimodalen zu einer stark bimodalen Verteilung des
Vermögens unter den Haushalten.
Schließlich schlägt diese Arbeit eine Kombination verschiedener MomentClosure Techniken vor, die verwendet werden können, um analytische Näherungen
für die Dynamik vernetzter Agenten-Basierter Modelle verwendet werden können.
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Chapter 1
Prologue: Learning from the Rise and
Fall of the Ancient Maya
In the scope of this thesis, this first part serves as a prologue that sets the scene for
the subsequent chapters. In the ancient Greek tradition, it “explain[s] events prior
to the main action of the drama, which consist mainly of catastrophy”1 [Augustyn
et al., 2019] . It can be read as a reflection on the function and role of modeling
in understanding the dynamics of human societies and their interplay with the
ecosystems in which they are embedded. This chapter is based on unpublished work.
However, a publication [Kolb et al., 2019b, P1] is in preparation.

1.1 Introduction
Archeologists and historians try to understand archeological, geographical and geological records in terms of rulesets that explain the processes underlying the historical
environmental conditions and societies that produced them. Geosimulations are one
way to implement and test such sets of rules by combining them with geographical and
geological data, analyzing their results and inter-comparing them with the empirical
findings. This strategy has proven useful especially for more complex sets of rules,
where the impacts of changes in individual assumptions or parameters are difficult to
track by logical reasoning alone. [Tianduowa et al., 2018, Zhu et al., 2015]
However, the design and calibration of such models heavily relies on empirical data,
as well as reasonable assumptions about processes and storylines that can guide the
analysis of the model. Based on these assumptions and the data at hand, a modeler
usually defines the different parts of a model as agents that behave according to
local rules that prescribe different actions for them depending on the current state
of their environment and/or the actions of other agents. This raises the question,
how the modeler can avoid to structure the agents in a model (in terms of equations,
algorithmic rules and parametrization) to an extent that prevents the model from
generating insights that go beyond the data, process models and storylines that went
into the model construction in the first place.
From a conceptual perspective, the individual agent in such a model cannot show
new (in the sense of autonomous) types of behavior anyway, since all its actions are
1

where “prior to” refers to the dimensions of historical time and development of modeling techniques
and “catastrophy” refers to the fate of the ancient Maya.
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fully determined by the prescribed set of rules. Even if these rules were involving
some element of randomness, the modeller still had to specify this randomness with
respect to its statistical properties.
Yet, this does not mean that investigating the behavior of individual agents is not
interesting. At the same time, many studies with agent-based models (ABMs) have
illustrated, how at the system level various surprising effects can emerge from the
interactions of many agents with individually well predictable behaviors [Epstein,
1999]. 2
A particularly interesting application of ABMs in the field of archeological research
is the case of the ancient Maya civilization on the Yucatan peninsula and nearby
regions of Central America. The rise and fall of the ancient Maya society has been
debated as an iconic example for the catastrophic decline and reorganization of a
complex social-ecological system. Paleoclimate records show that coincidentally with
the major societal changes of the Maya civilization, there have been a number of
severe drought episodes in the region Evans et al. [2018]. Different studies argue that
these changing climatic conditions could have been the main driver of this decline
[Kennett et al., 2012, Medina-Elizalde and Rohling, 2012]. Others argue, however,
that rather than a single cause, there must have been a number of different causal
factors [Masson, 2012] such as political instability and warfare as well as a shift from
land to sea-borne trade.
A number of different models have been employed for studying the interaction
of the Maya population with their surrounding forest ecosystem as well as other
resources such as freshwater and the influence of climatic conditions [Ertsen and
Wouters, 2018, Heckbert et al., 2014, Turner and Sabloff, 2012]. The present study
will build upon one the those models, the agent-based MayaSim model originally
developed by Heckbert [Heckbert, 2013, Heckbert et al., 2014]. This model has
previously been used to support the hypothesis that the decline of the ancient Maya
civilisation was first and foremost caused by deteriorating climatic conditions, which
had been modeled through declining mean annual precipitation.
This chapter covers a re-implementation of the MayaSim model that addresses
some problems of the original model version. I analyze the model with respect to its
sensitivity to key parameters and evaluate the response of the model dynamics to
drought events of variable strength and severity. I find that in different parameter
regimes, the model exhibits different emergent dynamical properties. Specifically, the
model transitions from A) a regime where the population gradually goes extinct over
B) a regime of cyclic dynamics with predator–prey like dynamics between the Maya
agriculture and the forest ecosystem to C) a regime with a large sustained population,
a large static trade network between individual Maya settlements and a deteriorated
state of the ecosystem. Most importantly, I find that with realistic parameter
2

2

I use here a weak notion of emergence, which allows explaining macroscopic (global) phenomena
on the basis of microscopic (local) interactions of the system’s constituents that differ from
the explained macro-phenomena. This is opposed to strong emergence, that embraces the
irreducibility of macro-phenomena to lower-level dynamics. For a corresponding discussion, see
Bedau [1997].

1.2 Model Description
values, the model response to drought events does not support the hypothesis of
changing climatic conditions as a sole driver for the deterioration of the ancient Maya
civilization.

1.2 Model Description
The MayaSim Model as illustrated in Fig. 1.1 is described in detail by Heckbert
et al. [2014]. It represents settlements as agents on a gridded landscape that is used
to model the surrounding ecosystem. The ecosystem is described by precipitation,
hydrology, agricultural productivity and forest succession, it provides ecosystem
services for the Maya population and drives regeneration of soils that have been
eroded due to agriculture.
• Precipitation is driven by empirical data from Hijmans et al. [2005] and varied
to mimic paleoclimatic conditions as presented in Prufer et al. [2011].
• Hydrology is modelled by a cellular automata model for surface water flow
on the geological elevation profile [Farr and Kobrick, 2000]. As described by
Reaney [2008], for the precipitation on each cell, the water is partly infiltrated
and partly moves as water flow along the gradient of surface elevation (also
considering the standing water [mm] already at that location) to a neighboring
cell. This process is repeated iteratively such that a steady state flow and lake
profile forms.
• Net primary productivity is a function of precipitation and temperature as
given by the Miamy model in Lieth [1975].
• Agricultural productivity is calculated as with a linear additive model from net
primary productivity, soil productivity, surface water flow, and soil degradation.
• Forest succession is represented by a cellular automata model where the state
of a cell depends on its own history and the state of its neighboring cells. A cell
can be in three different states that represent cleared/cropped land, secondary
regrowth and climax forest referred to as state 1, 2, and 3 respectively. Forest
cells at a small constant rate representing natural disturbance. This rate is
linearly amplified by the population density of nearby settlement to represent
wood harvesting. The state of a forest cell increases after a certain number of
time steps without disturbance to the next higher state where for the increase
to state 3 at least three neighboring cells have to be in this state already
representing the need to have local vegetation for seed dispersal.
• Ecosystem Services are modeled by quantifying the availability of provisioning
services of arable soils, fresh water and access to timber as well as food from
the forest ecosystem.

3
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Figure 1.1: Simplified flowchart of the MayaSim model. Arrows indicate feedbacks between
different processes, colors indicate different subsystems namely green for the ecosystem, red for the socio-economic system and blue for processes that interface between
the two aforementioned.

The socio-economic system of the Maya population is described by settlement nodes
with a certain population that generate their per capita income from agriculture,
usage of ecosystem services and trading with other settlements.
• Agriculture drives soil erosion and the clearing of forest where the latter is
additionally intensified by the presence of people in the forest using ecosystem
services.
• Trade is described a by network of trade relations between settlements where
settlements above a certain size form trade relationships with their closest
neighbors, preferably with those with higher population. Income from trade
depends on the total size of the trade network, the position in the trade network
as well as the travel cost to neighboring settlements.
• Population growth is described in a simple Malthusian fashion [Malthus, 1872]
with a fixed birth rate and a death rate inversely proportional to per capita
income.
• Migration: The willingness of people to migrate is driven by low per capita
income in existing settlements. If the fraction of the population that exceeds
a certain size, this fraction leaves the settlement and tries to establish a new
one. For the location of their new settlement they sample available locations
and maximize their utility depending on available ecosystem services and travel
cost depending on distance from the settlement of origin.
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1.2 Model Description
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Figure 1.2: Simulation snapshots showing a complex society in panel A) and a degraded
society state in panel B). Different shades of green indicate different ecosystem
states: Black indicates agricultural usage, brown indicates wasteland, light green
indicates secondary regrowth, and dark green indicates climax forest. The nodes of
the network are settlements with the fill color indicating their population size and the
links showing trade relations between them. The brightened area around settlements
shows the area that is affected by the settlements usage of ecosystem services. The
two different states are taken from the same model run 280 years apart.

A detailed description of the above processes, calibration of the model and parameter
values can be found in Refs. Heckbert [2013], Heckbert et al. [2014].
I deviate from the original model in one aspect that I outline and motivate in
the following. In the original model, each settlement needs to use at least one cell
for agriculture else it is deleted and its population is assumed to die. I release this
constraint as larger settlements are part of a trade network and can trade agricultural
produce from other settlements and smaller settlements can get by from income from
ecosystem services. I understand that the original version was motivated by the
assumption that every settlement must produce some food for its inhabitants, yet
this resulted in situations where very large cities rely on the agricultural produce of
only one cell. Also it neglects the fact that agricultural produce can be traded against
products from larger cities’ more specialized economies as suggested by Dahlin et al.
[2007] as well as the fact that large cities usually had power over smaller settlements
in their surroundings and were able to collect tribute from them Hendon [1991].
There are some discrepancies between the reference implementation of the model
Heckbert [2013] and the model description paper Heckbert et al. [2014]. In the
following processes, my implementation deviates from the reference implementation
to be in line with the model description paper:
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• In the reference implementation income from agriculture and ecosystem services are calculated as the mean income from cropped cells and cells under a
settlements influence respectively. However the model description paper states
that income should be calculated as the sum of the yields from cropped cells
and cells under the settlements influence. I implemented the process according
to the model description paper.
• In the reference implementation settlements are not deleted if their population
falls below a threshold for subsistence. In this implementation they are.
• In the reference implementation settlements build trade relations with their
neighboring settlements once their population exceeds a certain threshold. They
do however not not lose trade links if their population falls below the respective
threshold. In this implementation they do.

1.3 Methods
How can measures of resilience in complex systems be meaningfully applied to geosimulations?
The concept of resilience [Holling, 1973] aims to describe the response of a system
to perturbations and changing environmental conditions.
In this context, resilience has been defined in two ways: first as engineering
resilience or persistence resilience which describes the ability of a system to return
to a particular equilibrium or steady-state after a perturbation [Gunderson, 2000,
Holling, 1973], and second, as transformation resilience which means “the capacity of
a system to absorb disturbance and reorganize while undergoing change so as to still
retain essentially the same function, structure, identity, and feedbacks” [Walker et al.,
2004].
Since the state space of the Mayasim Model is very high dimensional (including the
states of each forest cell and the positions and state variables of settlements as well as
the configuration of the trade network between them), it would be very complicated
and tedious to use a persistence resilience approach that measures the response of
the full state of the system to changing environmental conditions. Especially because
the full state of the model (as we will see later) is not necessarily an equilibrium
state but can exhibit endogenous oscillations. However, one can use a transformation
resilience approach to classify the response of the model to exogenous shocks such
as drought events. To do this, one can classify the macroscopic dynamics of the
model according to dynamical properties that signal the same function, structure,
identity, and feedbacks on the microscopic level of the model. More precisely, in terms
of aggregated model variables, one can classify different attractors in the models
state space and test whether large perturbations move the model out of the basin of
attraction of the desired part of the state space. The simple, one dimensional case of
this is illustrated in Fig. 1.3.
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Figure 1.3: Illustration of the concept of resilience/stability. Imagine a projection of the
state space of the system onto a one dimensional manyfold lateral to an attractor or
a stable manyfold indicated by B. Then, if the state of the system is in the basin
of attraction of B (indicated in grey) its inherent dynamic will eventually return its
state back to the stable manyfold. However, if the system is moved sufficiently far
away from B (past points A or C) through e.g. a large scale perturbation (indicated
by orange arrow), it will not return to its previous state, but will move towards
an entirely different state space region. Note that for the MayaSim system, this
observation holds in terms of macroscopic variables only. After a perturbation, even
if the system returns to its previous state in terms of macroscopic variables, its
microscopic configuration in terms of geography, demography and ecosystems state
can be changed dramatically.

Technically, I implement this as follows: I study the MayaSim model in terms
of macroscopic properties and find that it exhibits at least one attractor and one
absorbing boundary. The absorbing boundary being zero population from where
(due to non existent in-migration into the model space) there is no coming back, the
attractor is a complex society state that is subject to a phase transition like event for
rising possible income from trade changing from a repeating pattern of development,
decline and spatial reorganization to a steady, high population state characterized by
a complex trade network between settlements and a degraded ecosystem.
Given these macroscopic dynamical properties of the model, I measure transformation resilience as follows: First I let the system develop until it reaches the complex
society attractor. Second, I let the system undergo perturbations of different strength
and duration (I reduce the mean annual precipitation for a given percentage over a
given period of time). Third, after the perturbation, I measure whether the system
returns to the attractor - representing a similar macroscopic state and system functionality with a transformed microscopic configuration - or whether it runs off into
the absorbing state with zero population.
Finally, I compare the magnitude of drought events that is sufficient to drive the
system into the zero population absorbing state with drought events that can be
motivated with empirical data from paleo-climatic records.
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Figure 1.4: Example trajectories of simulation runs with different possible income from trade
relations rtrade . Possible income from trade relations increases from A: rtrade = 6000,
B: rtrade = 7000 to C: rtrade = 8000. The colored stack plot shows the fraction of
land in different states on the left axis. The black line shows the total population on
the right axis.
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1.4 Results
1.4.1 Bifurcation Analysis
Income per capita is the main driver of population growth in the Mayasim model.
Income is calculated as a linear combination of three different sources of income:
agriculture, ecosystem services and trade. The parametrization of income from
agriculture can be sensibly done as e.g. in Ertsen and Wouters [2018]. However, the
parameters for income from trade rtrade and ecosystem services res are more difficult
to calibrate. Therefore, I analyze their influence in more detail in the following.
Results from model runs with different choices of rtrade are shown in Fig. 1.4. For
different choices of the possible income from trade, the model exhibits fundamentally
different dynamics:
• In Fig. 1.4A, the total population and the aggregate number of climax fores
cells exhibit a predator prey like dynamic that can be explained as follows:
Climax forest results in soil regeneration as well as a high level of ecosystem
services which drives per capita income and thereby population growth. Growing
population on the other hand leads to disruption of the fores ecosystem resulting
in its degeneration as well as extensive agriculture, that benefits from regenerated
soils but also drives clearing of forest and soil degeneration.
• In Fig. 1.4B, higher possible income from trade leads to the onset of the
decoupling of population dynamics from the state of the surrounding ecosystem.
• In Fig. 1.4C, the society, once in its complex state characterized by strong trading
relations, is no longer dependent on the state of the surrounding ecosystem.
• A closer look at the results in Fig. 1.4A also shows that they are not just a
result of a simple predator prey dynamic but rather represent a pattern of of
regionally increasing complexity, collapse and restructuring not unlike what the
archeological record from the area suggests.
These results also suggest, that the initial overshoot and collapse dynamics presented
in Heckbert et al. [2014] may have been only part of the picture. The results suggest
that the pronounced overshoot and collapse is at least partially caused by the initial
conditions that combine a perfectly intact ecosystem with a small initial population
that, given the modeling choices is implicitly assumed to have full knowledge of
agricultural techniques, trade and ecosystem usage. They show, that after the initial
overshoot and collapse a more balanced feedback between human settlements and
the surrounding ecosystem is possible as displayed in Fig. 1.4A.
To systematically expand on this finding, I generated model trajectories for a wide
range of values for the possible income from trade relations and the possible income
from ecosystem services in the model and classified the resulting trajectories with
regards to their dynamical properties. A suitable measure for this task is permutation
entropy as introduced by Bandt and Pompe [2002]. This measure classifies trajectories
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Figure 1.5: Classification of model dynamics for different values of income from trade
relations and ecosystem services. Results are calculated from an ensemble of
30 runs for each combination of parameter values. For each of these 30 runs, I
calculate the permutation entropy of the trajectory for t > 500 i.e. after the initial
overshoot and collapse. I show sets of trajectories for different parameter values
in panels A, B, C and D. The color of the trajectories indicates their permutation
entropy. The specific parameter values are marked in panel 1. From the distribution
of the permutation entropy of these ensembles of trajectories, I classify the dynamic
regime of the model given in panel 1. Regime 1 indicates the monotonous decline in
population as in panel A, regime 2 indicates oscillatory behavior of the population
as in panel B, regime 4 indicates a stable high population state as in panel D and
regime 3 indicates the coexistence of the two aforementioned dynamics as in panel
C.

by interpreting them as a series of ordinal patterns of a predefined length and then
calculating the entropy of the distribution of said patterns. This entropy is normalized
between zero and one. To give some points of reference: For a constant trajectory,
this results in a permutation entropy of zero. For a sine wave, this results in a value
of one half and for uniformly distributed noise, this results in a value of one.
The classification of the dynamical properties of the model for different parameter
values is given in Fig. 1.5 1. It shows that the model exhibits a bifurcation like
behavior where depending on the parameter values different qualitative behaviors
are possible. First, a slow decline in population that eventually leads to extinction
as displayed in Fig. 1.5A, second, an oscillatory with a predator prey like dynamic
between the Maya population and the forest ecosystem Fig. 1.5 and also Fig. 1.4A,
third, a stable state with high population that is primarily supported by income that
is generated from trade as in Fig. 1.5D and Fig. 1.4C and fourth, a region where
oscillatory behavior and stable high population states can coexist as in Fig. 1.5C.
Particularly the stable high population state deserves a closer look. As Fig. 1.4C
shows, this state is characterized by low agricultural activity and a degraded ecosystem
such that income from trade is the primary source of income. Even though the
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particulars of trade theory are controversial among economists, there is consensus in
that increase in welfare through trade originates in either better division of labor or
exchange of locally different input factor endowments. This means, that income from
trade without other sources of economic productivity is not a realistic scenario. This
sheds light on the limits of the trade model that is used in the MayaSim Model where
income from trade is generated through the establishment and maintenance of a trade
network amongst sufficiently large settlements i.e. through societal complexity alone.
This is a plausible approximation as long as there are substantial sources of income
other then trade but becomes unrealistic as soon as trade becomes the primary source
of income and even more, once income from trade stabilizes the high population levels
that are necessary to sustain the trade relations that generated said trade income to
begin with.
Therefore, I conclude that the stable high population attractor is a pathological
consequence of the approximate implementation of trade in the model and can be
discarded for considerations about the archeological realities of the ancient Maya.
Consequently, for the following analysis of system resilience with respect to drought
events, I use parameters that lead to oscillatory behavior where income from trade
relations can be considered realistic.

1.4.2 Drought Resilience
Can a drought event be responsible for the terminal decline of the Maya civilization
on the Yucatan peninsula, given the assumptions of the model?
As discussed in the methods section, the ability of the system to recover after a
large scale disturbance to a state that is macroscopically equivalent to that before
the disturbance – regardless of their microscopic configuration – can be seen as a
measure of resilience with respect to said disturbance.
To better understand the possibility of a large drought event leading to a lasting
change in the Mayan population on the Yucatan peninsula, I analyse the models
resilience to such drought events of different length, severity and timing. The results
in Fig. 1.6A,B show the trajectories of total population for different model runs
with equal model parameters but different timing of drought events. In Fig. 1.6A,
a drought event with length of 50 time steps and precipitation reduction of 90%
starts as the oscillation of population levels is a low. This leads to the complete
disappearance of the Maya population in all simulated cases. A drought event of the
same magnitude but beginning at the peak of the oscillation as in panel B also results
in a severe reduction in population over the time of the drought event. However,
if a small population survives, it is able to recover and to reach population levels
comparable to those before the drought event.
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Figure 1.6: Measurement of Transformation-Resilience with respect to drought events
of different length, severity and timing compared to estimates from paleoclimatic data. Results are calculated from an ensemble of 15 simulation runs for each
combination of drought length and severity. Panels 1 and 2 differ with respect to the
timing of drought events. In panel 1 the beginning of the reduction of precipitation
starts approximately at the bottom of the oscillations of total population whereas
in panel 2 it starts at its top. To illustrate this, panels A and B show individual
trajectories of the total Maya population for drought events of the same length
and severity but with different timing. Parameter values for length and severity of
drought events in panels A and B are also marked in panels 1 and 2 respectively. I
classify resilience in terms of the possibility of collapse i.e. extinction of the human
population for drought events of different length, severity and timing. Technically,
this means that I disregard the systems micro state and only estimate the probability
for for a drought event to force the social ecological system out of the basin of
attraction of its habitable attractor and then classify the parameter space of length
and severity of drought events in regions where this probability is either zero, one or
in between. These regions are marked in green, yellow and red respectively in panels
A and B. The region of parameter values for length and severity of drought events
that can be motivated by evidence from paleo-climatic records is marked in blue in
panels 1 and 2.
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To analyze the impact of drought events systematically, I show results for drought
events with timing like in panels A and B but for different length and severity in
panels 1 and 2. To abstract from the presentation in terms of trajectories, I classify
the results of an ensemble of model runs for each set of parameter values in the
following way: If in all model runs, the Maya population vanishes, I say that collapse
is certain and mark the parameter combination red. If this happens only in some of
the model runs, I say that collapse is possible and mark the parameter combination
in yellow and if the Maya population vanishes in none of the simulation runs, I say
that collapse is impossible and mark the parameter combination in green.
These results show, that the timing of drought events does have the effect on the
measured resilience that can also be expected. A drought of the same length and
severity can have a more dire effect if it hits at the moment when population levels
are already low.
This abstract representation of the impact of drought events enables us to draw
a comparison with the paleo-climatic evidence available: Stahle et al. [2011] find
evidence for drought of 25y duration but make no estimate for precipitation reduction.
Evans et al. [2018] estimate a reduction in annual precipitation of 41%-52% with up
to 70% during peak drought but no make specification as to the length of drought
events. Medina-Elizalde et al. [2010] find evidence for six droughts between C.E. 800
and 909 with a maximum reduction in annual precipition of 52% and a maximum
length of 18 years. Medina-Elizalde and Rohling [2012] estimate a reduction in annual
precipitation of 25% to 40% over more than 14 years. Kennett et al. [2012] mention
a -40% reduction in annual precipitation between 820 and 870 C.E. as well as a 100
year drought starting in 1020 C.E.
Overall the different estimates for historic drought events reach from a reduction
of annual precipitation of 25% to 52% over an extended period of 25 up to 50 years.
I mark this region in blue in Fig. 1.6 panel 1 and 2 for comparison.
This comparison shows, that even with unfortunate timing of drought events,
the values for length and severity of drought events that can be motivated from
paleo-climatic records has quasi zero intersection with the parameter values that
possibly lead to extinction of the Maya population in our model.
I conclude, that given the economic and behavioral assumption about the Maya
civilization that are the basis of the MayaSim model, drought events alone are a
very unlikely cause for a long lasting severe impact on the Maya civilization on the
Yucatan peninsula.

1.5 Discussion and Conclusion
This paper reimplements and improves upon an established/existing agent-based
geosimulation model for the ancient Maya civilization on the Yucatan peninsula. I
analyze the model with respect to sensitivity to key parameters and find that it
is capable of a richer dynamic variety than presented in the original study. I also
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analyze the resilience of the model dynamics with respect to drought events and
compare the results with data from paleoclimatic records.
The origininal study [Heckbert et al., 2014] and reference implementation [Heckbert,
2013] of the MayaSim model presents an overshoot and collapse pattern of the ancient
Maya civilisation and attributes the cause of the collapse to changing climatic
conditions, specifically decreasing annual precipitation in the region. After a close
examination of the reference implementation and comparing its results with the results
of my improved implementation, I come to a different conclusion. I rather propose
to attribute the pronounced overshoot and collapse pattern of the original model to
two particular modelling choices in combination with the models initial conditions.
Namely the fact that in the original implementation settlements were deleted if and
only if they abandoned their last agriculture cell in combination with the choice
to model income from agriculture and ecosystem services as the mean rather than
the sum of income from cells that are used for ecosystem services and agriculture
respectively. This means that even a large settlement can survive on the income from
one cell of agriculture only to suddenly vanish, once this last patch of agriculture
becomes uneconomic. On an aggregated level this means that the feedback from the
deteriorating ecosystem due to deforestation and soil erosion impacts the settlement
infrastructure delayed but then suddenly all the more forceful. In combination with
the initial condition of a small population in a fully intact ecosystem that can quickly
expand without feeling the effects of its unsustainable growth this strongly supports
the observed pattern.
In my updated model, I chose to model these two processes differently and as I
believe more credibly. I model income from agriculture and ecosystem services as the
sum of income that is generated from individual cells that are under a settlement’s
influence and I model the abandonment of settlements such that they are deleted once
their population drops under a minimum threshold that is necessary for subsistence.
This means that the effect of the deterioration of the surrounding ecosystem impacts
the affected settlements directly and without delay. Consequently, the initial overshoot
is less pronounced in my adaptation of the model. However, I also find that following
the initial overshoot this adaptation produces a pattern of development, climax,
deterioration and spatial reorganization of regional centers in close interdependence
with the surrounding ecosystem that much resembles the archeologic record. I find
that this oscillating dynamic strongly depends on the parameterization of the model
and that for variation of key parameters the model undergoes two transitions. The first
transition leads from a state where the initial population continuously deteriorates to
eventually vanish to the previously described state of cyclical rise and fall of regional
centers. The second transition leads from this state of cyclical dynamics to another
state of stable, self sustaining high population in a deteriorated ecosystem. Of these,
only parametrizations that lead to cyclical behavior of the model can be considered
realistic.
Subsequently, I test the resilience of the updated model with a realistic parameter
setting with respect to drought events of different severity, duration and timing. In this
study I find that even for drought events that reduce the mean annual precipitation
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to half for a duration of 50 hears do not lead to the extinction of the Maya population
in the model. This holds true even if the drought event hits the population in a low
population state of its inherent dynamics. Comparing these results with the length
and severity of drought events that can be motivated from paleoclimatic records, I
find that none of the events that are in line with the historic record would be sufficient
to cause the terminal collapse of the Maya civilization in the model. From this I
conclude that given the assumption that the model is grounded on, climate variability
as single cause of the deterioration of the ancient Maya civilization can be ruled
out. Rather this supports the argument that in addition to climate variability other
factors had to play a role in the fundamental transformation of the Maya society
during the Terminal Classic Period [Masson, 2012]. Others have also already argued
that only additional internal societal changes could have caused this transformation
under the conditions of increased aridity and overly stressed ecosystems [Turner and
Sabloff, 2012].
One way to address this this problem from a modeling perspective would be
to separate judgement from actions in the modeling of individual (human) agents.
Possible actions are usually confined to a finite set that is limited by the conditions
of the agents environments but judgements can evolve more freely as a way to
allow agents to change. Technically, this can be implemented e.g., with techniques
from reinforcement learning [Bu et al., 2008] or by implementing different heuristic
decision models. Such heuristic decision models allow for an adaptive mental model
of individual agents in terms of simple algorithmic rules that they use to integrate
the information from their environment to select one of different possible actions.
This would allow for agents to adapt to changing circumstances in their modeling
environment. While modeling paradigm does not change the fundamental fact that
agents in a model cannot have anything resembling free will, it would nevertheless allow
for models to depict changes in societal structure that are grounded in individually
changing perceptions of reality.
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Chapter 2
General Introduction
The ideas put forward in this chapter are based in parts on work that I contributed
to a review [Müller-Hansen et al., 2017, P2] and a modeling framework paper [Donges
et al., 2018, P3].

2.1 Complex Systems Models to Navigate the
Anthropocene
Over the last centuries, human impacts on Earth’s geology and ecosystems have
reached unprecedented levels – to the point where ‘the Anthropocene’, the age of the
humans is discussed as a new epoch in geological time [Crutzen, 2006, Steffen et al.,
2011, Zalasiewicz et al., 2010, 2008]. In this new epoch, the future trajectory of the
Earth is governed by Earth system processes on the physical and biological level as
well as human processes in economies, societies and culture [Crutzen, 2016, Lewis
and Maslin, 2015, Steffen et al., 2007].
The current trajectory in the Anthropocene brings with it a number of substantial
challenges for a prosperous life of the human species in the future such as anthropogenic
climate change and rapid degeneration of biosphere integrity. In order to sustain the
conditions of the Holocene that are essential for the prosperity (in the global north)
up to this point, we need to drastically reduce the pressure that we exert on the
ecosystems that we depend on and the amount of green house gases that are emitted
[Rockström et al., 2009a,b, Steffen et al., 2015].
In the face of this, it becomes more and more apparent that in order to stay within
the GHG emissions budgets that promise to keep global warming below 1.5◦ C alone,
rapid changes in society and economy are necessary [Geels et al., 2017, Rockström
et al., 2017]. To find ways to navigate the possible scenarios for these changes,
different, highly sophisticated so called integrated assessment models (IAMs) are in
use [van Vuuren et al., 2016]. Most of those models rely on neoclassical economics to
describe their societal parts. In most cases, this means that they make very strict
assumptions about human motivation, mode of reasoning and cognitive capacities e.g.,
they generally assume that individuals’ primary drive is the consumption of goods
and services, which they optimize farsightedly, and that firms’ primary objective
is to maximize profits. They usually also assume that humans and firms do this
in particular ways which allows their plurality to be described as the behavior of
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Figure 2.1: Illustration of the copan:CORE modeling framework. From [Donges et al.,
2018, P3]. The framework integrates different modeling approaches to describe
different types of entities that are part of a whole Earth system. This includes
entities and processes on three levels: a physical and biological, a collective e.g.,
economic, social and cultural and an individual level.

one representative individual, respectively. However, with all the convenience for
analysis that comes with this set of assumptions, they pose strong limitations on the
possible effects that can be described with a model [Kirman, 1992]. Particularly, many
inherent properties of economic systems such as cyclic fluctuations in economic output
or herding and bubbles in markets emerge from localized interactions between diverse
individual agents [Anderson, 2018, Levin, 1998, Tesfatsion, 2003], and also [Asano
et al., 2019, P4]. As such they cannot be pictured by the neoclassical paradigm that
inherently relies on representative agents. At the same time, there is ample historical
evidence that large scale changes in society and economy such as voting, reproductive,
and other rights for women, the abolishment of slavery and equal rights for African
Americans or unionization of workers, just to name a few, were the merit of social
movements rather than a consequence of changing supply and demand [Tarrow, 2011,
Tilly, 2019]. This poses a challenge to many contemporary models that are used to
describe climate change and to explore possible mitigation and adaptation scenarios:
how can they model societal changes that are driven by processes of social interaction,
opinion formation, changing norms and values and consequential changes in individual
decision making? In [Müller-Hansen et al., 2017, P2], [Donges et al., 2018, P3] as
well as [Barfuss et al., 2017, Heitzig et al., 2015, Lade and Niiranen, 2017, Nitzbon
et al., 2017] colleagues and I have argued that a truly integrated modeling paradigm
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is necessary to appropriately understand the functioning of the Earth system in
the Anthropocene. As illustrated in fig. 2.1, the corresponding modeling framework
that we call copan:CORE acknowledges the different nature of various natural and
social processes that are integral to Earth system dynamics in the Anthropocene and
integrates them in one whole Earth system model.
In line with this modeling paradigm, I propose a more nuanced description of
human individual and social behavior in the context of socio-economic models that
enables the portrayal of social dynamics of norm change and opinion formation as
well as individual decision making of heterogeneous agents. This description builds
on two existing strands of research. First, the literature on opinion formation and
social learning models and second, the concept of boundedly rational decision making
and fast and frugal heuristics. Subsequently, I give a short explanation of both of
these approaches and illustrate how I intend to combine them.

2.2 Bounded Rationality and Fast and Frugal Heuristics
Classical models of rational decision theory that are in line with the paradigm of the
‘homo economicus’ and in use in neoclassical economics and beyond define ‘rationality’
as rational choice theory combined with utility maximization and Bayesian probability
inference [Wilkinson and Klaes, 2012] in addition to complete understanding of the
surrounding that individuals operate in which enables them to form so called ‘rational
expectations’.
With respect to these rather strong assumptions about human cognitive capabilities,
knowledge and rigor, Herbert A. Simon famously wondered:
“How do human beings reason, when the conditions for rationality postulated by
the model of neoclassical economic theory are not met?” [Simon, 1989]
Consequently, he started to develop models of human decision making assuming
that human beings do not posses the computational powers to perform optimization
tasks and therefore must use some different way of reasoning [Simon, 1982]. He argued
that heuristic processes would be suited far better than optimization under constraints
to describe human decision making and coined the term ‘Bounded Rationality’ for
this science of decision making that was informed by the boundaries and decision
problems that real humans face.
Besides the fact that humans do not have the computational capabilities to make
formally rational choices in the vast majority of cases, the classical view on rationality
has another, even more fundamental problem. This problem lies in the fact that
Bayesian methods only yield meaningful results in isolated decision situations, so
called ‘small worlds’. In other words, to apply them, the complexity of the real world
has to be reframed and reduced to a small world that consists of a set of possible
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actions whose consequences are – at least in principle – knowable3 [for an elaboration
see p. 82 ff. Savage, 1972]. The assumption that is often implicit is that the insights
gained from the analysis of this ‘small world’ can then be transferred to the ‘large
world’ that was previously abstracted from and yield similar results. However, this
assumption has proven to be harmful, e.g., in the 2008 financial crisis in face of
which Stiglitz [2010] noted: “It simply wasn’t true that a world with almost perfect
information was very similar to one in which there was perfect information”. So, even
though Bayesian methods are generally proven and tested in theory, it seems not
entirely clear whether they can be applied to complex real world problems in this
generality. Similarly, Binmore [2008] emphasizes that in ‘large worlds’ one can no
longer assume that “rational” models automatically provide correct answers.
Also, there was growing evidence that in certain ‘large world’ situations, simple
heuristics that ignored part of the available information performed equally good or
better than more complex models such as linear multiple regression [Czerlinski et al.,
1999] or neural networks trained via back propagation and different decision tree
algorithms [Brighton, 2006, Chater et al., 2003].
With these doubts in mind about Bayesian inference as an all purpose decision
framework, Gigerenzer and Goldstein [1996] proposed a different paradigm for human
decision making that they call ‘Fast and Frugal Heuristics’. This paradigm tried to
understand decision making by learning from flesh and bones decision makers that
learned to cope with complex ‘large world’ problems. In their research, they find
that such decision makers can learn to use their inability to process all available
information to their benefit – they develop heuristic methods that use the right
information in the right way and ignore the rest. They define these heuristics as
“strategies that ignore part of the information, with the goal of making decisions
more quickly, frugally, and/or accurately than more complex methods [Gigerenzer
and Gaissmaier, 2011].”4
These heuristics are process-oriented models of human decision making that integrate the search for relevant information as well as their evaluation into simple
algorithmic rules. ‘Process-oriented’ means that in contrast to so-called ‘as if’ models
that mathematically integrate all available information to mimic human decisions,
these models are aligned to the actual process of reasoning. It is also assumed
that rather than one multipurpose tool like Bayesian inference, humans carry an
‘adaptive toolbox’ of specialized heuristics [Gigerenzer and Selten, 2002] that are
used according to the requirements of the actual decision problem. In fact, certain
3

The real world has to be formulated in terms of a set of possible states of the world, actions and
consequences or outcomes whose distributions depend on a set of parameters. Usually, these
parameters are considered to be constant.
4
Note that ignoring available information is not unique to this approach. In state-of-the-art machine
learning techniques robustness and accuracy can be greatly improved if humans intelligently
preselect the variable and features that are used to train a specific model [Guyon and Elisseeff,
2003].

20

2.2 Bounded Rationality and Fast and Frugal Heuristics
heuristics work surprisingly well in certain environments and perform equally or
even better than more complex and computationally demanding models such as
multiple regression or Bayesian inference [Gigerenzer and Brighton, 2009]. This
property is called ecological rationality in the sense that there is not one rational
model of reasoning, but rationality lies in the fruitful combination of a specialized
method and an environment that fits its capabilities [Todd and Gigerenzer, 2007].
To point out the nature of this kind of reasoning, these
heuristics will be illustrated along the following examExamine cues
in order of
ple: Take The Best [Gigerenzer and Goldstein, 1996] is
validity
a heuristic that can be used to decide between two alternatives that can be described by a number of pieces of
information, so called cues. As illustrated in figure 2.2 the
Stop if cue
discriminates
heuristic evaluates these cues according to a predefined
order and makes a decision as soon as the first evaluated
cue discriminates between the alternatives, favoring the
Chose object
alternative with the higher (better) cue value. If no cue
with higher
cue values
discriminates, one of the alternatives is chosen at random
with equal probabilities. Thereby this heuristic makes
Figure 2.2: Schematic illus- inferences based upon only one cue and ignores all others.5
tration of the
Also, it only relies on simple comparison and does not
Take The Best
make any calculations whatsoever.
heuristic
It can easily be generalized to decide between a number
of alternatives by simply comparing them cue by cue and
ruling out the alternatives with negative cue values. It is strictly ecologically rational
in environments with rapidly decaying cue weights, i.e. where some pieces of information are significantly more important than others. It is worth mentioning that this
model successfully explains so called ‘less is more’ effects, where people with little
knowledge on a topic are able to make better inferences than those who know more.
There is evidence [Garcia-Retamero and Dhami, 2009, Pachur and Marinello, 2013]
that expertise in a certain task mainly comes from implementing a suitable heuristic
and a decent cue ordering in case this heuristic features one. This means, that besides
knowing ‘what really counts’ which is reflected in a cue order that properly accounts
for the distributions and validities of information in the respective environment, the
way in which this information is looked up and evaluated differs between agents and
has significant effect on their performance.
Also, although in a scientific context most decisions scenarios under consideration
comprise of inferential choice where decisions can be right and wrong, the same lines
of heuristic reasoning work for preferential choice as well. In this case, cue orders do
not so much represent knowledge about the significance of pieces of information but
rather values, norms or other, underlying, more fundamental preferences.
5

Of course this ignorance of available information only holds for the application of the heuristic
where the order in which cues are evaluated is considered to be given. To find the right cue
order that matches the structure of the decision environment one has to use all the available
information – but more on that later.
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Finally, as much as an ‘adaptive toolbox’ of heuristics for numerous purposes might
be a realistic approach to the human mind dealing with many different environments,
this approach raises another question: how does one decide on which heuristic, cue
order or decision tree structure to use? Current research [Garcia-Retamero et al.,
2009, Rieskamp and Otto, 2015] considers reinforcement learning of decision making
agents or different sorts of imitation processes. This is especially interesting because
it directly links the adaptation of the decision process to the dynamics of the environment and the social structure in which the decision maker is embedded.

2.3 Opinion formation and Social Learning
Social learning describes the process of learning new behaviors and information by
observing and imitating others [Bandura, 1971]. Conceptually, such processes were
studied with methods from statistical physics since the 1970s [for a review see e.g.
Castellano et al., 2009]. This was done by representing individuals as nodes in a
network and their connections or interactions with other individuals as links to other
nodes. Individuals’ opinions are represented as variables, i.e. a set of numbers and
changes in opinions are described by a set of mathematical rules for the interactions of
one or more neighboring nodes. One of the first models that was extensively studied
in many variants is the so called ‘voter model’ [Clifford and Sudbury, 1973, Holley
and Liggett, 1975]. It is defined by individuals that are represented by nodes in a
network who are characterized by a binary opinion variable oi = ±1. In each time
step, an individual i and one of its neighbors j are selected and individual i takes the
opinion of individual j. One of the reasons that this model became wildly popular at
the time was, that it is analytically solvable in many cases. Other models for opinion
dynamics and social learning include e.g., the Sznajd model, the Deffuant model
and Axelrod model. The Sznajd model [Sznajd-Weron and Sznajd, 2000] is closely
related to the Ising spin lattice model, in the Deffuant model [Deffuant et al., 2000]
randomly selected individuals interact if their difference in opinions is below a certain
threshold |oi − oj | < ε in which case their opinions move closer together and in the
Axelrod model [Axelrod, 1997] individuals are characterized by a vector of traits and
their interaction probability increases with their overlap in these traits. However, as
the network topology of these models is fixed, the analysis is mostly confined to the
analysis of the convergence times to one of the absorbing states of the model where
only one of the initially prevalent opinions remains.
In the early 2000s interest increased in possible effects arising from the simultaneous
dynamics of and on networks [for a review see Gross and Blasius, 2008]. In the
context of opinion formation and social learning this simultaneous dynamics enables
the coevolution of the state of individuals and the networked connections between
them.
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The extension of the ‘voter model’ that includes network adaptation is called the
‘adaptive voter model’ [Böhme and Gross, 2011, Holme and Newman, 2006, Klamser
et al., 2017, Min and Miguel, 2017, Rogers and Gross, 2013]. It describes a network
consisting of a constant set of N nodes and K bidirectional links. The nodes represent
individuals that have one of O opinions oi . Nodes become active with a constant rate
1
τ such that waiting times between interactions are distributed exponentially. If a
node becomes active, it selects one of the nodes from its neighborhood in the network
with equal probability. If that node holds the same opinion, nothing happens. If that
nodes holds a different opinion, one of two things happens. With probability φ, the
link between the two nodes is removed and the active node selects one node from
the previously unconnected nodes that hold the same opinion with equal probability
and forms a new link with it. This represents a well established principle for the
emergence of structured ties in social networks that is homophily, i.e. the tendency
that similar individuals are linked [Centola, 2011, Centola et al., 2007, McPherson
et al., 2001]. Contrasting to simple voter models, different variants of the adaptive
voter model show interesting phase transitions between absorbing states exhibiting
a completely connected network between individuals and absorbing states with a
fragmented network topology.

2.4 Social Learning of Ecologically Rational Decision
Heuristics
Previously, models of social learning such as the adaptive voter model have been used
to describe the spreading of successful behaviors in social ecological systems modeling.
For instance Wiedermann et al. [2015], Barfuss et al. [2017] and Geier et al. [2019]
where individuals learned to use high or low harvesting efforts in interacting with a
renewable resource. This approach is highly interesting as it is able to describe the
qualitative dynamical and structural properties of social dynamics that are essential to
modeling sustainability transitions as argued by Lade and Niiranen [2017]. However,
in its current form this approach models social learning and information propagation
on networks together with individual agent decision making that determines their
actions as one and the same process. Thereby it intrinsically links the actions of
agents with the traits that are propagated in the adaptive network process. Thus, it
prevents agents from changing their actions independently due to, e.g., information
from their ecological environment, changing economic conditions or other information
that becomes available to them.
But, given that I am interested in societal change that is driven by both, social
dynamics and individual decision making, I argue that it is productive to model these
processes separately. So, I propose to use adaptive network processes to model the
social propagation of ecologically rational decision heuristics. I argue that this can
be motivated both in inferential and preferential decisions. For inferential decisions,
others have argued that humans imitate successful strategies through interaction
and imitation [Bandura, 1971, Traulsen et al., 2010] and that these strategies can
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be the structure of a decision heuristic that fits the environment [Garcia-Retamero
and Dhami, 2009]. Also, given that according to Weber and Johnson [2009] and
Gigerenzer and Gaissmaier [2011] preferential and inferential decisions draw on the
same processes, it makes sense to model them in the same framework.
Additionally, I argue that in the case of preferential decisions one can sensibly
interpret the internal structure of heuristic decision algorithms such as cue orders or
tree structures as norms or preferences that drive an agent’s actions and that it is
consistent to model their dynamics with the tools that are used to model the spread
of norms on social networks [Müller-Hansen et al., 2017, P2].
I present two such models that combine social learning and heuristic decision
making with more conventional models of economic dynamics in chapter 3 and 4
and illustrate what kind of questions they may help to answer and what kind of
interesting dynamics they can exhibit.

2.5 Approximations of Heterogeneous Agent Models
The complexity of behavioral rules such as the ones that I propose above make an
analytic treatment very difficult. Therefore, they are usually analyzed numerically.
However, because the model mechanisms are difficult to trace in the black box of a
computational model, the results are often difficult to interpret and cannot provide
mathematically sound proofs of relationships between model variables. Results
may therefore be hard to generalize. Given these shortcomings, it becomes better
understandable that there is an apparent preference in mainstream economics that
favors deterministic models with few variables over high dimensional computational
models.
There is, however, a number of approximation approaches for adaptive network
models from statistical physics such as the ones applied by Rogers and Gross [2013],
Wiedermann et al. [2015] and Min and Miguel [2017]. However, all of them consider
interactions between agents only on an individual level. Contrasting, approximation
methods that have been applied to heterogeneous agent models in economics usually
rely on mean field approximations e.g. they make use of Master and Fokker-Planck
equations [Aoki, 1996, Aoki and Yoshikawa, 2006, Chiarella and Di Guilmi, 2011,
Delli Gatti et al., 2000, Di Guilmi et al., 2008, Landini and Gallegati, 2014]. Such
approaches assume that each agent pair interacts with the same probability.
A few also take network structure into account and derive macroscopic quantities
that describe the structure of networks [e.g. Alfarano et al., 2008, Lux, 2016]. Yet,
most of this literature regards either the network between agents or the states of
agents as static, implicitly assuming different time scales for dynamics of and processes
on the network. But, as argued above, to adequately understand the properties of
social-ecological and socio-economic systems, one has to include dynamical processes
and interactions on a structured individual as well as on an aggregated global level.
In chapter 5 I develop and apply an approximation method that uses moment
closure, pair approximation and large system limit approximations to derive an
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aggregate description for a socio-economic model – a simplification of the model
introduced in chapter 3 – that combines local interactions on an adaptive network
with system-level interactions through markets.
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Chapter 3
Heuristic Decision Making in a
Economic Model of Fossil Resource
Usage
This chapter is based on unpublished work. However, a simplified version of the
economic model is part of [Kolb et al., 2019a, P5].

3.1 Introduction
In the IPCCs current business as usual scenarios, the CO2 emissions budget that
limits global warming to below 1.5◦ C with a likelihood of 0.5 will be exceeded by
approximately 2030. This means that in order to limit global warming below 1.5◦ C,
the global economy needs a rapid shift away from fossil fuel based technologies.
Currently, the two main measures that are expected to incentivize the necessary
changes are taxation and cap and trade schemes for CO2 emissions. I suspect that
these measures are favoured by many because they are expected to be efficient. This
is most likely because their effects are thought to be adequately understood as they
can be estimated well with the current integrated assessment models that are used
to generate the economic projections for the IPCCs reports. However, there are
some issues with these policy measures. First, the expected effects of these policy
measures are estimated in an idealized model world whereas their real effects come
from their real implementation that might include a number of exceptions, loopholes
and unintended consequences. And second, with few exceptions, the political process
to implement these measures is sluggish and the outcomes are all but certain.
Therefore, I argue that in addition to top down policy measures, bottom up
initiatives are essential to successfully mitigate global warming. There are a number
of such bottom up initiatives such as Fridays for Future or Extinction Rebellion that
are currently gaining more and more traction. These initiatives use means of collective
and direct action make their claims and to influence public discourse. The analysis
of similar movements shows that their dynamics are essentially driven by opinion
formation and individual decision processes amongst heterogeneous individuals [Engler
and Engler, 2016, Graeber, 2009]. Consequently, as discussed in section 2.1, the
models that are currently used for climate change mitigation scenarios are unable to
picture them due to their reliance on a representative agent approach.
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With this motivation I develop a conceptual economic model of fossil resource use
and technological change that is able to explicitly depict individual decision making
of heterogeneous agents, as well as social learning and opinion formation in order
to better understand the possible effects of social movements in mitigating global
warming.
This model combines individual decision making via a simple fast and frugal
decision heuristic and interactions between individuals via a social learning process
with feedbacks on an aggregated supply and demand level in a two sector investment
economy.
In the reminder of this chapter, I will outline and explain this model in section 3.2,
simplify it analytically as far as possible and explore some of its limiting cases in
sections 3.3.1 and 3.3.2 and fit its parameters to past economic data in section 3.3.3.
Subsequently, I analyze the models default dynamics in section 3.4 and showcase the
possibility to analyze a stylized social movement with this model in section 3.4 before
concluding.

3.2 Model Development
Previous studies by Ansar et al. [2013] suggest that feedback through supply-demand
price mechanisms will have only limited impact on fossil fuel companies. This is
due to the fact that only approximately 15 % of investors invest subject to socially
responsible guidelines [US SIF, 2014] and that divested holdings are, especially in
liquid markets, very likely to quickly find their way to less responsible investors.
Also, as long as the physical capital relying on fossil fuels already exists, economic
reasoning follows that it will be used as long as variable costs are covered. Therefore,
a general economic shift from dirty to clean technology needs changes in investment in
physical capital or a political imperative mandated by a (qualified) majority. Therefore,
I consider a model focussing on savings and investment decisions appropriate to
investigate the possible dynamics of an economic transition towards fossil resource
independent technologies.
In the following I propose a preliminary scheme of such a model.

3.2.1 Economic Production
As illustrated in Fig. 3.1, the model consists of two sectors for production and a set of
heterogeneous households that interact via an adaptive complex social network. The
production sectors employ different technology. I call them the clean and the dirty
sector for illustrative clarity. The heterogeneous households in the model provide
capital K and labor L to both sectors. In addition, the production technology in the
dirty sector depends on the input of an exhaustible (fossil) energy-resource R that
is used up in the process. I assume that the technology in the dirty sector is fully
developed and adequately described in terms of the total factor productivity. Price
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Figure 3.1: Schematic sketch of the model consisting of two production sectors (a clean and
a dirty one) and heterogeneous households that are heuristic decision makers that
interact on a complex adaptive acquaintance network. Households supply labor and
capital to the production sectors. The production sectors each have their separate
capital market but are linked via a shared labor market. The dirt sector depends on
the input of an exhaustible fossil resource, the clean sector depends on a developing
technology that is endogenously modelled via learning by doing. Boxes and bubbles
signify modelled entities, arrows signify interactions. Numbers (x) next to entities
and interactions give the decimal place of equations in the model description section
3.2.1 that describe the respective processes.

elasticities6 of demand for fossil fuel are evidently low in real economies [Hössinger
et al., 2017, International Monetary Fund, 2011, Labandeira et al., 2017], even with
the choice between alternative technologies factored in. I approximate this by setting
the marginal rate of substitution7 between the fossil resource and the pair of capital
6

The price elasticity of demand (P ED) for a good describes the change in demand Q for that
good when the price of that good P (and nothing else) changes. Formally, it is defined as
P ED = ∂Q/∂P × P/Q. Informally this means that if the price elasticity of a good is low, it will
be bought in similar quantities regardless of rising prices.
7
The marginal rate of substitution M RS12 of two goods G1 and G2 describes the extent to which
good G1 can be replaced by good G2 in a given economic process. More precisely, in this case
it would be called the marginal rate of technical substitution as it refers to the substitution of
two goods in a production process (as opposed to the substitution of goods in consumption).
Technically, it is defined as
M RS12 =

∂Y (G1 , G2 ) ∂Y (G1 , G2 )
/
∂G1
∂G2

where Y (G1 , G2 ) is the economic production function that links the input of goods G1 and G2 to
economic output Y . In effect, this means that when the marginal rate of technical substitution
between two goods is zero, they cannot be replaced by one another in a production e.g., when
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and labor to zero in the dirty sector. This is also in line with contemporary critique
of the neoclassical growth models [Ayres et al., 2007, 2013, Daly and Stiglitz, 1997,
Georgescu-Roegen, 1975, 1979] that highlights the generally assumed substitutability
of natural resources in production as being physically implausible and lacking empirical
evidence.
I acknowledge the common argument for substitutability between capital, labor
and energy resources due to a shift in the output of economic production from
manufacturing to services and would argue that this model pictures this in a shift of
economic production from the dirty sector to the clean one which is described in the
following.
The clean sector represents a circular economy in which the output of final goods
depends on the machinery, knowledge and effort used in its production and is not
limited by entropy laws or resource scarcity on the timescale under consideration.
The technology C used in the clean sector is assumed to be still in development and
is therefore explicitly modeled. Following Argote et al. [1990], I model technological
process as learning by doing according to Wright’s law [Nagy et al., 2013, Wright,
1936] with a one-factor learning curve. I assume that C is proportional to cumulative
production but also depreciates with a constant rate χ.
(3.1)

Ċ = Yc − χC.

Depreciation can be regarded as a human capital effect that leads to knowledge
depreciation over time [Kahouli-Brahmi, 2008]. This is also in line with the empirically
observed decrease in learning rates for maturing technologies [Argote et al., 1990]
In the clean sector, capital K, labor L and technology/knowledge C are assumed to
be mutual substitutes. To satisfy these requirements, I use the following production
functions:
(3.2)

Yc = bc C γ Lαc c Kcβc ,
(︂

)︂

Yd = min bd Lαd d Kdβd , eR ,

(3.3)

Subscripts c and d denote the clean and dirty sector respectively, Yc and Yd are
their economic outputs and Lc and Ld are labor shares in each sector. α and β
are elasticities of the respective input factors and bc and bd are the total factor
productivity and Kc and Kd are the capital stocks for the respective sector.
The structure of eq. 3.3 implies that if bd Lαd d Kdβd ̸= eR, either capital and labor
or fossil resource would be available in excess but unused and idle, which would be
inefficient. I assume efficient an usage of resources in the dirty sector, such that
bd Lαd d Kdβd = eR

(3.4)

one of the goods is missing, production halts regardless of the quantities of the other good that
are available.
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where 1/e is the resource intensity of the sector. The usage of the fossil resource R
depletes a geological resource stock G with the initial stock G(t = 0) = G0 :
(3.5)

̇ = −R.
G

In line with the assumptions common in the literature [Dasgupta and Heal, 1974,
Perman et al., 2003], the total cost cR for the usage of the fossil resource depends on
the resource use R and the remaining fossil resource stock G such that total resource
costs increase with resource use (∂cR /∂R > 0) and also with continued resource
depletion (∂cR /∂G < 0). I chose the specific form to be
c R = bR R

ρ

(︃

G0
G

)︃µ

;

ρ ≥ 1,

µ > 0,

(3.6)

such that at some point ∂Yd /∂R < ∂cR /∂R to take into account that some part of
the resource is not economic, e.g. its marginal cost exceeds its marginal productivity.
Perfect labor mobility and competition for labor between the two sectors lead to an
equilibrium wage w that equals the marginal return for labor:
w=

∂cR
∂Yd
∂Yc
−
=
∂Lc
∂Ld ∂Ld

(3.7)

with the sum of the labor shares equal to the total amount of labor available:
Lc + Ld = L.

(3.8)

I assume physical capital to be specific to the technology employed such that it
can only be used in the sector that it has been invested in originally, resulting in
separate capital markets for the two sectors. I assume these capital markets to be
fully competitive resulting in capital rents equal to marginal productivity:
∂Yc
∂Kc
∂cR
∂Yd
−
rd =
∂Kd ∂Kd
rc =

(3.9)
(3.10)

3.2.2 Investment Decision Making
I model households as bounded rational decision makers [Gigerenzer and Selten,
2002, Simon, 1972, 1982]. That is, households take their investment decisions, i.e.
whether to invest their savings in the clean or the dirty sector, not by forming rational
expectations [Evans and Ramey, 2006, Kirman, 2014] but by A) using heuristic
decision strategies to make robust decisions with sparse information and with limited
computational work and B) engaging in social learning [Bandura, 1971] to obtain
successful decision strategies [Traulsen et al., 2010] with reasonable effort.
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Regarding individual decision making, there is ample evidence that real investors
rather use a diverse set of heuristic strategies to make investment decisions. Gigerenzer [2018] and other researchers in the field strongly suggest to consider these so
called Fast and Frugal heuristic decision models as a complementary alternative to
established probabilistic and optimizing decision models. In general, Fast and Frugal
Heuristics are described in terms of three building blocks; one for information search,
one for stopping information search and one for evaluating the available information
and drawing a conclusion from it. I use a decision heuristic called Take The Best
that is observed to be frequently used in situations where individuals need to decide
between one of two options that are comparable in different aspects [Gigerenzer and
Todd, 1999, Newell and Shanks, 2003]. Take the Best has the following building
blocks: 1) Search through cues in a predefined order, 2) stop as soon as one cue
discriminates between the two options, 3) chose the option with the preferable value
on the discriminating cue.
This requires a so called cue order e.g. a hierarchy of validity for the pieces of information that are considered relevant for the decision.
Research on perception and decision making in psychology where the concept of
Fast and Frugal heuristics was developed usually considers inferential decisions (since
they have true and false outcomes and can therefore be benchmarked and evaluated
statistically).
Nevertheless, Heuristic decision making is a reasonable tool for preferential decisions
as well. Although in this context the interpretation of cue orders would be different
- namely, they would rather be considered as norms or underlying preferences that
apply to the context of the decision.
The case of savings decisions that is considered in this model poses an intermediate
case between preferential and inferential decisions for a number of reasons. First,
there is no immediate feedback on savings decisions, since the return on investment
depends on the future development of the economic system which again depends on
the savings decisions of all other households and second, I assume that households
do not only consider financial but also moral grounds for their savings decisions.
Additionally, I argue that imitation of peers is not only an efficient learning strategy
in many situations but also a value in its own - especially if the question is to some
extend ethical.
Nevertheless, some strategies are suspected to have more profitable long term
results then others as the performance of this decision heuristic depends on the order
of the sequence of cues [Gigerenzer and Gaissmaier, 2011]. Empirical evidence shows
that if participants in an experiment are allowed to share information about their cue
orders and respective performance, they do so and thereby greatly increase the speed
of learning of cue orders that fit their decision environment compared to individual
trial and error reinforcement learning [Garcia-Retamero et al., 2009]. Therefore, I
use social learning among households to determine the particular cue order that
determines their investment decision making.
As the outcomes of social learning crucially depend on the structural properties of
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the complex network of social ties amongst the households [Barkoczi and Galesic, 2016],
I model the adaptive formation of this social network endogenously. A well established
principle for the emergence of structured ties in social networks is homophily, i.e.
the tendency that similar individuals are linked [Centola, 2011, Centola et al., 2007,
McPherson et al., 2001]. Especially the concept of value homophily [McPherson et al.,
2001] is in line with the interpretation of cue orders above not only as a means to the
end of making profitable investment decisions but also as an expression of identity and
beliefs with regards to clean technology. The following model specification uses social
learning in combination with endogenous network adaptation based on homophily
to model the changes in heuristic decision strategies that households use to make
investment decisions.
I model N heterogeneous households denoted with the index i as owners of one
(i)
(i)
unit of labor L(i) = L/N and capital Kc and Kd in the clean and dirty economic
sector respectively. Households generate an income I (i) from their labor and capital
income which they use for consumption F (i) and savings S (i) :
(i)

I (i) = wL(i) + rc Kc(i) + rd Kd ,

(3.11)

F (i) = (1 − s)I (i) ,

(3.12)

S (i) = sI (i) .

(3.13)

A binary decision parameter oi ∈ [c, d] denotes the sector in which the households
decide to invest and s denotes the savings rate at which households reinvest their
income. As motivated above, I model decision making that is driven by three processes:
Heuristic decision making via the Take The Best heuristic, social learning via the
imitation of successful cue orders and homophily towards individuals exhibiting the
same beliefs as represented by its cue order.
Concerning the information that households use to make their investment decisions,
they are assumed to be unable to form rational expectations about the future, e.g. they
make decisions based solely upon information about the past and present. Possible
sources of information are economic indicators such as capital rents in both sectors rc
and rd and their trends ṙ c and ṙ d as well as observable behavior of other households
that they are connected to via the social network and subjective beliefs of superiority
of one over the other sector that are not explained by other factors.
Each household is characterized by a cue order O containing some or all of the above
cues in a specific order. At each time, it uses the Take the Best Heuristic with this cue
order to evaluate the information that is available and make an investment decision
accordingly.
I describe households as the nodes in a graph of acquaintance relations. Households
get active at a constant rate 1/τ . When a household i becomes active, it interacts
with one of its acquaintances j chosen at random. If they follow the same strategy,
i.e. they share the same cue order O, nothing happens. If they follow a different
strategy, i.e. they differ in their cue order, one of two actions can happen:
• Homophilic network adaptation: with probability φ, the households end their
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relation and household i connects to another household k that has the same
cue order.
• Imitation: with probability 1 − φ, household i engages in social learning i.e. it
imitates the cue order of household j with a probability pji that increases with
their difference in income.
I follow previous results on human strategy updating in repeated interactions [Traulsen
et al., 2010], when I assume the imitation probability as a monotonously increasing
function of the relative difference in consumption between both households:
(︄

pji =

(︄

a(F (i) − F (j) )
1 + exp −
F (i) + F (j)

)︄)︄−1

.

(3.14)

As opposed to the absolute difference in the original study [Traulsen et al., 2010], the
probability in this model depends on relative differences. This dependence on relative
differences in per household quantities is crucial for approximation methods as I will
discuss later at the end of 5.3.4. I set a = 8 to conform to their empirical evidence. I
model strategy exploration as a fraction ε of events that are random, e.g. rewiring to
a random other household or randomly choosing one of the possible cue orders with
equal probability.
I acknowledge the fact that different model specifications are possible and interesting.
For instance, I only consider fixed savings rates and the decision between two
capital assets and return to the investigation of households setting their savings
rates individually in Chapter 4. Also, this framework might as well be used to test
other strategies for decision making such as tallying or pure social learning similar to
the approach taken by Barkoczi and Galesic [2013, 2016].
Given the savings decisions of the individual households, and assuming equal capital
depreciation rates κ in both sectors, the time development of their capital holdings is
given by
̇ (i) =sδo c rc K (i) + rd K (i) + wLi − κK (i) ,
K
c
c
c
i
d

(3.15)

̇ d(i) =sδo d rc Kc(i) + rd K (i) + wLi − κK (i) ,
K
i
d
d

(3.16)

(︂

(︂

)︂

)︂

where δij is the Kronecker Delta. The total capital stocks in the two sectors are
made up of the sum of the individual capital stocks as
Kj =

N
∑︂

(i)

Kj = N k j ,

(3.17)

i

where kj is the average per household capital stock of a given capital type.
With the model specifications from above, the parametrization in Tab. 5.1 and
appropriate initial conditions for the dynamic variables, the model can be numerically
simulated. For this, I implemented the dynamics in the multi-purpose programming
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Variable
Oi (t)
(i)
Kc (t)
(i)
Kd (t)
G(t)
C(t)
oi (t) ∈ [c, d]
Yj (t)
Lj (t)
Kj (t)
w(t)
rj (t)
cR (t)
R(t)

Description
opinion/cue order of household i
clean capital of household i
dirty capital of household i
fossil resource stock
knowledge stock in the clean sector
investment decision of household i
output of sector, j
total labor employed in sector j,
total capital employed in sector j,
wage rate,
capital return rate in sector j,
fossil resource extraction cost,
rate of resource uptake of dirty sector.

Table 3.1: Variables of the model and their description - entries in the first section are free
variables (minus the configuration of the acquaintance network), entries in the second
section are dependent variables.

language python. The implementation of the agent based model, as well as the
numerical analysis using the approximation methods described in the following are
available on github in Kolb [2018]. In the following, I discuss the technical details
ans specification of this implementation.

3.3 Implementation
3.3.1 Solution for Algebraic Constraints: Calculation of wages,
resource uptake and capital rent
The conditions for labor shares and wages as well as optimal resource uptake pose
algebraic constraints for the system of ordinary differential equations that describe
̇ (j) , the resource stock G
̇ and the dynamics of the
the dynamics of the capital stocks K
i
̇
knowledge stock in the clean sector C . In order to solve these differential equations
more efficiently, one can solve these algebraic constraints analytically.
To calculate the labor shares Lc and Ld as well as the wages in the two sectors,
I use equations (3.6) and (3.7) and for simplicity assume ρ = 1 and µ = 2. I also
assume equal labor elasticities in both sectors αd = αc = α resulting in
∂cR
∂Yd
−
∂Ld ∂Ld
∂cR ∂R
∂Yd
∂cR ∂ Yd
∂Yd
−
=
−
=
∂Ld
∂R ∂Ld
∂Ld
∂R ∂Ld e

w=
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(︄

∂Yd
G2 ∂ Y d
bR G20
βd
=
= bd αLα−1
− bR 02
K
1
−
d
d
∂Ld
G ∂Ld e
e G2

)︄

(3.18)

for the dirty sector and
(3.19)

w = bc αLα−1
Kcβc C γ
c
for the clean sector. Combining these results via equation (3.8) results in
(︃

L=

w
α

)︃

1
α−1

⎛
(︄
(︄
)︄)︄ 1 ⎞
1−α
2
)︂ 1
(︂
b
G
⎠.
⎝ bc K βc C γ 1−α + bd K βd 1 − R 0
c
d
2

(3.20)

e G

Substituting
Xc = (bc Kcβc C γ )

1
1−α

,

Xd =

1
(bd Kdβd ) 1−α ,

(︄

XR =

bR G20
1−
e G2

)︄

1
1−α

(3.21)

and solving for w yields:
w = αLα−1 (Xc + Xd XR )1−α .

(3.22)

Plugging (3.22) into equations (3.18) and (3.19) results in
Xc
,
Xc + Xd XR
Xd XR
Ld = L
Xc + Xd XR

(3.23)

Lc = L

(3.24)

for the labor shares and plugging this into (3.4) results in
b d βd α
Xd XR
Kd L
e
Xc + Xd XR
(︃

R=

)︃α

(3.25)

for the use of the fossil resource. Using the results for Lc and Ld together with
equations (3.9) and (3.10), the return rates on capital result in
βc
Xc Lα (Xc + Xd XR )−α ,
Kc
βd
(Xd XR ) Lα (Xc + Xd XR )−α .
rd =
Kd
rc =
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3.3 Implementation
To sum up, I solved the algebraic constraints to the ordinary differential equations
describing the economic production process resulting in the following equations:

Xc =

1
(bc Kcβc C γ ) 1−α ,

Xd =

1
(bd Kdβd ) 1−α ,

(︄

XR =

bR G20
1−
e G2

)︄

1
1−α

,

(3.28a)

w = αLα−1 (Xc + Xd XR )1−α ,
βc
Xc Lα (Xc + Xd XR )−α ,
rc =
Kc
βd
Xd XR Lα (Xc + Xd XR )−α ,
rd =
Kd
(︃
)︃α
Xd XR
bd βd α
,
R = Kd L
e
Xc + Xd XR
̇ = −R,
G
Ċ = Yc − χC

(3.28b)

̇ (i)
K
c
(i)
̇
Kd

(3.28h)

=
=

(i)
sδoi c (rc Kc(i) + rd Kd + wL(i) ) − δKc(i) ,
(i)
(i)
sδoi d (rc Kc(i) + rd Kd + wL(i) ) − δKd ,

(3.28c)
(3.28d)
(3.28e)
(3.28f)
(3.28g)
(3.28i)
(3.28j)
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3.3.2 Limiting cases and Timescales

1.0

To estimate the parameters of the
model, I analyze some limiting cases
of the system and compare them
with real world timescales. , I can
set reasonable values to some parameters.

0.8

Full Clean Economy

K

1.2

1e8

Along the same lines, I can treat
the case of a full clean economy (assuming that the fossil resource is depleted, or the households have for
some other reason decided to only
invest in clean capital Kc ).
In this case, the equations for capital
and knowledge accumulation are

0.6
0.4
0.2
0.0
0.0

0.5

1.0

1.5
C

2.0

2.5

3.0
1e7

̇ c = sbc Lα Kcβ C γ − δKc
K
Ċ = bc Lα Kcβ C γ − χC

(3.29a)
(3.29b)

Figure 3.2: Phase space plot of equations (3.29a) Assuming that α + β = 1, with equal
elasticities for capital and labor e.g.
and (3.29b)

system (except for the trivial one at (0, 0) is
Kc∗

(︃

=

χs
δ

)︃ (︄

sb2c L
δχ

)︄

1
1−2γ

(︄

,

C

∗

sb2c L
δχ

)︄

1
1−2γ

α = β, the stationary point of the

(3.30)

where the first one is non hyperbolic and the second one is stable which can be seen
in the phase space plot in Fig. 3.2 and the corresponding Jacobian
(︄

J(Kc∗ ,C ∗ ) =

− 12 δ
δ
2s

γsχ
χ (γ − 1)

)︄

(3.31)

whose Eigenvalues are strictly negative:
δ
λ1,2 = (γ − 1),
2

−δ.

(3.32)

The phase space plot in Fig. 3.2 also suggests that there is a trajectory that satisfies
K∗
Kc (t)
= c∗
C(t)
C
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3.3 Implementation
meaning, one has to find a solution to the following ode:
1

1

γ

̇ c = s1− 2 bc Lc2 Kc2 (1−γ) − δKc
K

(3.34)

which can be done by means of separation of variables, resulting in
1

(︄

Kc (t) =

s

1− γ2

bc L 2
δ(1 − γ)
+ exp (t0 − t)
δ
2
[︃

2
]︃)︄ 1−γ

.

(3.35)

So, the system approaches its equilibrium approxitely exponentially from below, on a
timescale that is given by
t∗c =

2
.
δ(1 − γ)

(3.36)

Assuming the same capital depreciation rate for clean capital as for dirty capital
previously, together with γ = 1/4 which appears to be a fitting value according to
Kahouli-Brahmi [2008], the timescale for clean capital accumulation is t∗c ≈ 53y.
Full on Dirty Economy
Assuming, the fossil resources are very large, the dirty capital stock is significantly
more profitable than the clean capital stock and subsequently all households decided
to only invest in dirty capital. In this case I can treat the dirty sector isolated:
̇ d = sI − δKd ,
K

(3.37)

I = wL + rd Kd

As shown before, rd is given by:
∂cR
G0
∂Yd
−
, c R = bR
∂K
∂Kd
G
)︃
(︃ d
bR ∂Yd
,
≈ 1−
e ∂Kd
(︃

r=

)︃2

R,

Yd = eR,

(3.38)
(3.39)

and similarly for the wage w:
bR
w = 1−
e
(︃

)︃

∂Yd
.
∂L

(3.40)

So combining these, the income I is equal to
(︃

I = 1−

bR
bd (α + β)Lα Kdβ
e
)︃

(3.41)
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and using the assumption of zero profits e.g. α + β = 1 the equation for capital
accumulation (3.37) reads
̇ d = s 1 − bR bd Lα K β − δKd
K
d
e
(︃

)︃

(3.42)

This ordinary nonlinear differential equation can be solved by separation of variables.
∗

(︂

Kd (t) = Kd∗ 1 − e(t0 −t)/td

)︂ 1

(3.43)

α

where the timescale for capital accumulation t∗d and the equilibrium dirty capital
stock Kd∗ are
1
,
=
αδ

t∗d

Kd∗

(︃

=

bR
sbd Lα
1−
δ
e
(︃

)︃)︃ 1

α

(3.44)

.

Since the capital depreciation rate δ is (at least for infrastructure) around 5% p.a. and
I assumed βd = 1/2 for the capital elasticity, the timescale for capital accumulation
is t∗d ≈ 40y.
Fossil Resource Depletion

8000

= 0.50
= 0.25
= 0.10

7000

tG*

6000
G(t)

5000
4000
3000

̇ = −R
G
bd
= − Lα Kd∗
e

2000
1000
0

For this analysis, I assume a full dirty economy like in 3.3.2. In addition, I assume that
I can separate the timescales of resource depletion and dirty capital accumulation, e.g. I
assume that dirty capital accumulation happens fast compared to fossil resource depletion such that I can approximate Kd (t) with
eq. 3.44. Consequently, the ode for fossil
resource depletion is given by

(︄

0

50

100
t

150

200

βd

(︄

s
bd
bR
= − L α L α bd 1 −
e
δ
e

(︃

G0
G(t)

βd
)︃2 )︄)︄ 1−β

(3.45)

This means that unsurprisingly, G converges
Figure 3.3: Resource depletion in a full to a stable fix point G∗ = √︁b /e G . Sepa0
R
dirty economy as described
rating variables and substituting g = G/G0
by eq. (3.45). The dashed
line marks the approximate resource depletion time t∗G .
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and ε =
∫︂ g(t)
1

√︁

bR /e, the transient dynamic is given by

sb2d L
dg ′
t
=
−
1 − ε2 /g ′2
eδG0

(3.46)

To get a rough estimate of the time that it takes for the resource to deplete, I assume
that ε << 1 and consequently for the most time, ε2 /g ′2 << 1. This means that the
integrand of the lhs. in eq. (3.46) can be approximated by
∫︂ g(t)
1

[︄

ε2
ε2
1 + ′2 dg ′ = g ′ − ′
g
g

]︄g(t)

= g(t) −
1

ε2
− 1 + ε2 .
g(t)

(3.47)

This results in the implicit approximate solution:
g(t) −

sb2 L
ε2
= 1 − ε2 − d t.
g(t)
eδG0

(3.48)

According to this approximate solution, g reaches α after a finite time t∗G , which I
use as the timescale for resource depletion:
t∗G

eδ
bR
= G0
1−
2
e
sLbd
(︃

)︃

(3.49)

Figure 3.3 shows this resource depletion time in comparison to the numerical solution
from eq. 3.45 for different values of α to give an impression of the goodness of the
approximation.
There are different estimates for the depletion time of fossil resources ranging
from approximately 60 years for crude oil to 100 years for gas and 200 years for
coal. So, I assume t∗G ≈ 100y. Using this, the initial resource stock G0 , the total
population, the integrated world BIP (with an assumed growth rate of 2%p.a.) I
could get approximate estimates for e and a relation of bd to bR .

3.3.3 Parameter Values
To make the model results more intuitively accessible I roughly estimate the model
parameters from real world data where possible. I chose 2010 as the base year,
since for this year there are all the necessary estimates and data available. I do
not intend to achieve any predictive accuracy with the model results and therefore
use only very crude estimates for the model parameters. However, I believe that
being able to express the model results at least in the right order of magnitude of
real-world quantities makes also the qualitative results of the model easier to interpret.
First, I collect estimates for all parameters where there are values in the literature.
Input factor elasticities are a defining set of parameters for Cobb-Douglas production
functions. They measure the responsiveness of output with respect to a change in
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184410.4 · 108
4505

1 − αc
1 − αd
1/8
3.38 · 109
5.72

Mtoe
Mtoe

$/Mtoe
$/toe

Unit

βc
βd
γ
L1
µ

15.8 · 105

% p.a.

Default Value
2/3
2/3

bR
e

0.25
5.6
U.S.$
U.S. $
U.S. $
U.S. $
U.S. $
% p.a.
years
X

Symbol
αc
αd

G0
G1
s
δ
2.501 · 1014
5.175 · 1014
2.04 · 1015
3.12 · 1014
7.8 · 1014
2
1
1≤φ≤1

billion people

b̃c
b̃d
Kc1
Kd1
C1
χ
τ
φ

Parameter Description
Labor elasticities in the clean and dirty sector.
Are assumed to be equal to allow for analytic
calculation of labor shares between sectors
Capital elasticities in the clean and dirty sector. Are fixed through the
assumption of no profits that is equivalent to αi + βi = 1.
Elasticity of knowledge in the clean sector.
Total labor in 2010.
Exponents of resource usage R and remaining
resource stock G in the resource extraction costs cR .
Resource uptake efficiency and fossil usage efficiency for
fossil resource. Together, they define the fraction of fossil
resources that is not economically viable G∗ = G0 (bR /eρ )1/µ .
Initial and current fossil resource stock estimated from historical
data depicted in Fig. 3.5.
Gross savings rate.
Capital depreciation rate.
Is assumed to be equal for both sectors
rescaled total factor productivity (TFP) in the clean and dirty sector.
as defined in eq. 3.62 and 3.63
Estimated capital in the clean sector in 2010
Estimated capital in the dirty sector in 2010
Estimated knowledge stock in the clean sector in 2010
Knowledge depreciation rate
activity rate of households
rewiring probability given an interaction event
Table 3.2: Model parameters with description. Fitted to data from 1965 to 2010.
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R
GDP R+E
Yd
GDP
5.31014 $
$
e=
≈
=
≈
= 4505
R
R
R+E
11.9109 toe
toe

(3.50)

8

see https://data.worldbank.org/indicator/NY.GNS.ICTR.ZS
see https://data.worldbank.org/indicator/SL.TLF.TOTL.IN
10
according to https://data.worldbank.org/indicator/NY.GDP.MKTP.CD world GDP was 5.35 ·
1014 U.S. $ for the year 2010
11
both values are taken from the BP statistical review of world energy Dudley and Others [2019].
I count the consumption of energy from Oil, Coal and Gas as fossil and everything else as
renewable.
9
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0.18

share of clean in total energy consumption

total energy consumption [Mtoe]

input factors. Historically, according to Douglas [1976] the values for α range between
approximately 0.5 and 0.75. For simplicity, I set α = 2/3 which however does not
limit the generality of the approximate solutions that are developed later in section 5.3
ff. Douglas [1976] also states that α + β = 1 is a fair approximation of the actual data.
Elasticity of knowledge γ is also the
14000
rate of learning of technology in the
fossil energy consumption
clean energy consumption
clean sector as discussed in 3.2.1.
12000
fraction of clean energy
This heavily depends on the technology under consideration. Accord10000
ing to Kahouli-Brahmi [2008] esti8000
mates for learning-by-doing rates approximately range between 10% and
6000
20%. As an approximate value, I set
4000
γ = 1/8.
The savings rate s indicates the frac2000
tion of income that households save
on average. I use a fixed savings
0
1970
1980
1990
2000
2010
rate for all households that is set to
s = 0.25 which is roughly in line
with data for OECD countries8 .
Total labor L is taken from world Figure 3.4: Energy usage divided into dirty (coal, oil,
gas) and clean (hydro, nuclear, other
bank data9 which estimates it at 3.38
renewables). The dashed line indicates
billion people for 2016.
the fraction of clean energy consumption.
Second, I estimate parameters for
Data from Dudley and Others [2019].
which this can be done with a backof-the-envelope calculation.
The knowledge depreciation rate χ in the clean sector is assumed to be primarily a
human capital effect. Therefore, I approximate the rate of knowledge depreciation
with the rate workers leaving the workforce which assuming a typical career length of
45 years results in roughly χ = 0.02.
The energy intensity in the dirty sector e is estimated from world GDP10 and the
consumption of fossil (R) and renewable (E) energy11 as follows. I approximate the
fraction of total economic output coming from the clean sector as the fraction of
fossil energy production and estimate the energy intensity e as Yd /R for the base
year 2010:

0.16
0.14
0.12
0.10
0.08
0.06
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I approximate the capital stocks in the clean and dirty sector by assuming that
the relative output of both sectors is equal to the relative consumption of fossil and
renewable energy e.g. Yc /Yd = E/R. Additionally, I assume that for my purpose,
national income can be sufficiently well approximated by gross production and that
the capital income ratio12 (CIR) of 440 % for the year 2010 estimated by Piketty
[2014a] for the economy as a whole can be used to approximate the capital stocks of
each sector individually.

Kd ≈ CIR · Yd ≈ CIR · GDP ·

R
≈ 2.04 · 1015 U.S.$
E+R

(3.51)

E
≈ 3.12 · 1014 U.S.$
E+R

(3.52)

and
Kc ≈ CIR · Yc ≈ CIR · GDP ·

The capital depreciation rate δ is assumed to be equal in both sectors. Capital
depreciation rates strongly depend on the type of capital under consideration. Typical
estimates range from 1.5 % to 8.5% for different kinds of capital see Kamps [2005]
and Gupta et al. [2014]. This leaves some freedom to chose δ. I use this to set δ such
that the estimated total capital stock K = Kc + Kd together with the chosen savings
rate of s = 0.25 is an equilibrium solution to
̇ = s · Y − δK
K

(3.53)

which results in a depreciation rate of δ ≈ 5.68%p.a..
I estimate the initial value of the knowledge stock in the clean sector C for the base
year from the time series of production in the clean sector. Production in the clean
sector is approximated equivalently to eq. 3.50 as world GDP times the fraction of
clean energy consumption for the years of 1965-2010. I use the discrete version of
(3.1):
C(t + 1) = (1 − χ)C(t) + Yc (t)

(3.54)

to approximate the knowledge stock for the year 2010 as C ≈ 7.8 · 1014 U.S. $.
I estimate the initial fossil resource stock G0 and the current resource stock G for the
base year from the historical usage of fossil fuels (after 1965 for which I have the data
depicted in Fig. 3.5) and the current estimates of fossil fuels remaining according to
current use.
There are different estimates for the depletion time of fossil resources ranging from
approximately 60 years for crude oil to 100 years for gas and 200 years for coal.
12

The capital income ration is estimated as the sum over national income by all countries divided
by the estimated sum of private and national capital over all countries. For details on data and
methodology, see Piketty [2014b]
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As the model does not differentiate between different types of fossil resources, I use
a depletion time of 100 years and approximate the current resource stock as the
depletion time times the current fossil resource use:
G(t = 2010) ≈ R(t = 2010) · 100,
(3.55)

= 11.6 · 105 Mtoe,

and the initial fossil resource stock as the current fossil resource stock plus the
estimated cumulative resource stock according to the extrapolated fossil resource use
depicted in Fig. 3.5:
G0 ≈ G(t = 2010) +

2010
∑︂

R(t) = 15.5 · 105 Mtoe.

(3.56)

t=1965

G(t) = G0 −

t
∑︂

R(t),

(3.57)

remaining fossil resource [Mtoe]

Fossil resource use per year [Mtoe]

Finally, I estimate the set of re1700000
historical resource use (data)
maining parameters bR , µ, bc and bd
11000
fossil resource stock (estimate)
as follows:
1600000
I estimate the parameters of the
10000
fossil resource cost function bR and
9000
1500000
µ from historical energy price and
8000
fossil resource consumption data. I
use the historical oil price13 as proxy
1400000
7000
for the fossil resource price pR as
6000
historical data for prices for different
1300000
types of fossil energy sources [Ritchie
5000
and Roser, 2019] shows that prices
4000
1200000
are strongly correlated and of the
same order of magnitude. I create
1970 1980 1990 2000 2010 2020
a time series of the fossil resource
stock G(t) from G0 as estimated in
eq. 3.56 and the time series of fossil Figure 3.5: Historical data of fossil resources (coal,
resource use in Fig. 3.5 like
oil and gas) for the years 1965-2018 according to Dudley and Others [2019] and
estimated historical fossil resource stock
according to eq. 3.55 and 3.57.

t=1948

I approximate the yearly cost of fossil resource as the product of the approximate resource price times the yearly resource use:
cR (t) ≈ pR (t) · R(t).

13

I use the yearly average oil price for different types of crude oil according to https://www.statista.
com/statistics/262858/change-in-opec-crude-oil-prices-since-1960/
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Then I use least squares to fit resource cost eq. 3.6 as a function of
the data for resource use R(t) and
0.8
remaining resource G(t) to the estimate data for the total resource cost
0.6
cR (t) which results in

1e14
Fossil resource cost data
Fossil resource cost fit

0.8
Fossil resource cost in U.S. $

1.0

0.6
0.4

0.4

0.2

0.2

0.0
1970

1980

1990

2000

bR ≈ 10.4 · 108
µ ≈ 5.72.

$
and
Mtoe

(3.58)
(3.59)

2010

0.0 The resulting fit is given in Fig. 3.6.

and

(3.60)

To estimate the total factor productivities in the clean and dirty sector bc and bd , I use equations 3.2 and
Figure 3.6: Fit of resource cost according to eq. 3.6
3.3 and plug in the solutions for the
to historical data generated from fossil
resource use and yearly average crude labor shares Lc and Ld from equaoil prices as approximate fossil resource tions 3.23 and 3.24 as well as the
estimates for Kc , Kf , α, β, γ, s, δ,
price.
χ, e, C, G0, G, bR , µ and the data
for R and L. Then, I can set them
equal to the estimates for Yc and Yd to obtain an implicit condition for bc and bd .
Using numerical root finding, this results in
bc ≈ 22.94 people−α U.S.$1−β−γ
bd ≈ 1844 people

−α

1−β

U.S.$

.

(3.61)

Now, if you think that these units look weird, you are not alone. There is an ongoing
debate between economists about sound ways to interpret total factor productivity
with regards – but not limited to – their units. Up to the point that e.g. Barnett
[2007] goes so far as to state that there is no other way as to regard them in their
current formulation as “either meaningless or economically unreasonable”. Official
statistics usually bypass this problem insofar as they avoid measuring levels but
construct unitless growth rates for the outputs and inputs and therefore also for the
residual. Inspired by this practice I will do a similar trick. I rescale the total factor
productivity by dividing the input variables by typical yet arbitrarily chosen values:
L c α Kc β C
L0
Kc0
C0
(︃ )︃α (︃
)︃β
Ld
Kd
Yd = b̃d
.
L0
Kd0
(︃

Yc = b̃c

)︃ (︃

)︃ (︃

)︃γ

(3.62)
(3.63)

This brings a number of advantages. First, the rescaled total factor productivities
b̃c and b̃d are measured in the same units as economic output, thereby avoiding the
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weird physical units from above. Second, the rescaled TFPs are independent of the
input factor elasticities α, β and γ. To rescale the TFPs, I will use the values of labor,
capital and knowledge for the base year of the previous estimates. This results in
β γ
C0 = 2.501 · 1014 U.S.$,
b̃c = bc Lα0 Kc0

(3.64)

β
b̃d = bd Lα0 Kd0
= 5.175 · 1014 U.S.$.

(3.65)

Note, that these estimates for b̃c and b̃d can only be used in combination with the
values of labor, capital and knowledge for the base year L0 , Kc , Kd0 and C0 . However,
this has the advantage that these values can be changed independently from the
estimates. This is very useful once I want to change the values of e.g. input factor
elasticities such as the rate of learning-by-doing to evaluate their influence on the
qualitative behavior of the model.
The parameter values that were estimated in this chapter are the foundation on
which the following model analysis can be interpreted in terms of real economic
quantities which hopefully helps to evaluate the findings intuitively in a sociopolitical
and economic context of the twenty first century. Still, both the model and the
parameter estimates are obviously oversimplified for exact quantitative predictions
but quantitative predictions were never the goal of the model.
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3.3.4 Opinion formation and decision making
I assume that households use the Take-the-Best heuristic as explained in section 2.2 to
decide whether to invest their savings in the clean or the dirty sector. This assumption
results in three follow up questions that have to be answered for the model setup. A)
Which cues i.e. bits of information to the households use to compare the two sectors
for their decision? B) Which combinations of these cues (i.e. which cue orders) do I
want to model? C) Which initial distribution of cue orders should I use as an initial
condition. This chapter will answer these three questions in this order.
To represent the cue order in the model and in this text, I assign numbers to the
different cues (cl ) and represent cue orders O as lists of these numbers: O : (cl , . . . cm ).
As a rule, cues only appear once in each cue order and if one cue definitively
discriminates between options, there will be no other cues after it.
A) Which information do households use to compare the clean and the dirty
sector for their investment decision?
I assume that households use information that is available to them either in their own
mind such as inherent norms and preferences as well as information that is available
to them in their surroundings such as factual data about their economic performance
of the clean and the dirty sector or the behaviour of their acquaintances.
Inherent norms: I assume that it is an option for households to invest in one or the
other sector purely out of their inherent conviction to do so, disregarding all other
information that might be available. This constitutes two cues:
(0) the household invests its savings in the clean sector, regardless of all other
information,
(1) the household invests its savings in the dirty sector, regardless of all other
information.
Both of these cues definitively discriminate between the two sectors.
Factual data about the economic performance of the clean and the dirty sector:
Many behavioral investment models such as Lux and Marchesi [1999], Alfarano et al.
[2008], Chiarella and Di Guilmi [2011] and Hommes [2017] assume two possible ways
to make investment decisions and hence model two types of investors - for an overview
see e.g. Hommes [2006] or Chakraborti et al. [2011]. Such models usually assume that
investors either invest based on their beliefs about an inherent value of an investment
(such investors are called fundamentalists as they believe in an inherent fundamental
value of an asset and that the asset price will return to this value eventually) or based
on their beliefs on a future value of an investment (such investors are called chartists
as they do believe that asset prices are inherently volatile and that their future price
can best be read out out of the price time series - the chart). Motivated by this
approach, I assume that households can use either the current value of an investment
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to ground their decision or they can use an estimate about which of the investments
will be more valuable in the future. I also assume that they use the current return
rates rc and rd as a proxy for the inherent value of an investment in the clean or the
dirty sector and that they use their first derivatives with respect to time ṙ c and ṙ d as
a proxy for the future development of the value of an investment in one or the other
sector. I implement these as the two following cues:
(2) households invest in the sector whose capital return rate is distinctly higher e.g.
rj > (1 + ι)rk ,
(3) households invest in the sector whose trend in capital return rates is distinctly
more positive e.g. ṙ k > (1 + ι)rk ,
and with distinctly, I mean ι = 0.1.
Behavior of households’ acquaintances: As discussed previously in section 3.2.2,
I assume that one of the households different drivers is homophily, i.e. the desire
to be similar to ones acquaintances. I have already used this in the motivation of
the social learning component where households are homophilic with regards to their
beliefs that are represented by their cue orders. To be consistent, I use it again here
where I say that one possible driver for households investment decision is that they
want to behave similar to their acquaintances. This behavior is also referred to as
‘Imitate the Majority’ in the heuristic decision making literature see e.g. Gigerenzer
and Brighton [2009] Garcia-Retamero et al. [2009] and Gigerenzer and Gaissmaier
[2011]. I implement this in terms of the following cue:
(4) A household invests its savings in the sector in which the majority of its
acquaintances invest e.g. it invests in the sector k if σk > 0.5 + ι
with σk being the fraction of acquaintances investing in sector k and again ι = 0.1.
B) Which cue orders to consider in the model?
With regards to the cue orders in the model, there is a trade off to consider. For a high
number of cue orders, one needs a considerably higher number of households to get
enough households to use each cue order to get meaningful results in terms of statistics.
But a higher number of households leads to significantly more costly numerical
simulations. (For a short study of model run times in its current implementation
depending on the number of simulated households, see Fig. 3.7.) Therefore, I will not
consider all possible cue orders14 , but I will restrict the model to cue orders of length
two15 . Additionally, of all 14 remaining possible cue orders of length 2, I only consider
14

All possible combinations would be 5! = 120, however since cues 0 and 1 end the heuristic, only
38 of these cue orders are distinct.
15
I hypothicise that only a vanishing fraction of decisions would be made with more than two cues
and that making these decisions at random (as the TTP Heuristic prescribes it) instead of with
more cues does not make a difference. I could track the fraction of decisions that are made at
random for an ensemble of simulations at some point to prove this.
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a subset. This subset must still represents all possible cues and should therefore be
sufficient to answer the question of how different possible grounds for an investments
decision that are prevalent in the population
influence the aggregate behavior of the socialeconomic system with regards to a possible rapid
decarbonization transition.
Overall, I consider three different types of
households.
First, households that ground
their decisions based on financial incentives
e.g.
that consider cues (2) and (3) in
different order.
Second, I consider households that ground their investment decision on homophily, but fall back to other
discriminating information, if there is no
clear majority amongst their acquaintances
200 400 600 800
e.g.
they use cue (4) first and one of
number of households
the other cues second.
Finally, I consider households that invest in one or the
other sector out of an inherent preference,
they use cue (0) or (1) and no
Figure 3.7: Run times of the model e.g.
in my implementation other cues, since these cues are always deci(Python) depending on sive.
the number of households
modelled.

To sum up, I consider the following set of eight
cue orders and for a more intuitive description also the following names for the
households using them:
(2, 3) : myopic investor,
(3, 2) : trend sensitive investor,
(4, 2) : myopic herder,
(4, 3) : trend sensitive herder,
(4, 1) : Green conformer,
(4, 0) : Conservative conformer,
(1) : ‘Gutmensch’,
(0) : Redneck
With this set of cue orders, the remaining question is their frequency among the
population of households.
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Figure 3.8: Trajectories of N=200 runs with initial distribution of cue orders sampled
from an uninformed prior. Panel a shows the distance of the simulated relative
shares of capital Kc (t)/Kd (t) from the initial condition. Panel b shows the fraction
of total investment going into the capital stock of the clean sector. Panel c shows
the distribution of closeness as defined by eq. 3.66 and eq. 3.67 for the simulated
trajectories.

C) Which initial distribution of cue orders should be used?
The initial condition for the heterogeneous households consists of the distribution of
cue orders, the distribution of the different kinds of capital and the configuration of
the acquaintance network. This determines the investment decisions of the individual
households and consequently the fraction of savings that is invested in the two economic sectors.
Arguably, to yield realistic results, the initial fraction of savings that goes into the
two economic sectors should be consistent with the economic situation and historical
data that the parameters of the economic model were fitted to. On the one hand,
considering this situation, there is no actual data on the relative shares of investment. However, since I chose the parameters such that the total capital stock is
in equilibrium subject to investment and depreciation according to eq. 3.53, it is
sufficiently close to require that the relative shares of the capital stocks in the two
sectors Kc (t)/Kd (t) remains approximately constant.
Therefore, I want to find an initial distribution of cue orders that likely leads to an
aggregate ration of clean and dirty investment that keeps the ration of capital in the
two sectors constant.
To find an initial distribution of cue orders that is likely to fulfill this criterion
of an approximately constant ratio of capital in the two sectors, I use a method
that is loosely inspired by Bayesian updating. Put simply, I first sample the initial
distribution of cue orders from an uniformed prior then second, simulate the resulting
model trajectory and calculate its distance d to the formalized criterion and third, I
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Relative frequency
0.145
0.075
0.124
0.118
0.139
0.166
0.074
0.158

Cue order
(2, 3)
(3, 2)
(4, 2)
(4, 3)
(4, 1)
(4, 0)
(1)
(0)

Name
myopic investor
trend sensitive investor
myopic herder
trend sensitive herder
Green conformer
Conservative conformer
‘Gutmensch’
Redneck

Table 3.3: Fitted initial cue order distribution in terms of relative frequencies.

calculate the weighted sum over the sample of initial cue order distributions using
the inverse of the distance as weight to use it as the actual initial condition.
More precisely, I define the initial distribution of the 8 different cue orders by
their relative frequencies Q : [n1 , · · · n8 ] among the households. Given a fixed number
of households H, the set of possible cue order distributions is equal to the discrete
∑︁
points on the 7 dimensional hyperplane that is given through H = i ni , ni ∈ N+ .
To get an equally distributed sample of these points Qm , I use a Dirichlet distribution
Dir(α) with α = (α1 , · · · α8 ), αi = 1. I then randomly assign a cue order to each
households according to their frequencies as given by Qm . I also randomly assign
equal shares of either clean or dirty capital each household - independent from their
assigned cue order. Finally, I use an Erdős-Renyi random graph with p = 0.1 as the
initial acquaintance network between households where acquaintance relations are set
independent of the households’ cue orders.
For these initial conditions, I simulate model trajectories for the years 2010-2030.
For these trajectories, I calculate the distance to the chosen criterion of constant
relative capital stocks between the sectors as as the Euclidean distance for the years
2010-2019:
⌜
)︄2
⃓ 2019 (︄
⃓ ∑︂
Kc (2010)
Kc,m (t)
⎷
dm =
−
.
t=2010

Kd (2010)

Kd,m (t)

(3.66)

I chose the years 2010-2019, as I would argue that looking back at the last decade,
a major decarbonization transition is yet to come. Figure 3.8 a) shows the relative
shares of capital for a sample of M = 200 initial cue order distributions Qm with the
one that can be considered close to the desired criterion highlighted in orange. In
quantitative therms, I define closeness cl as
cl =
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1
1+d

(3.67)
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Figure 3.9: Trajectories of N=200 runs with updated initial conditions. Initial relative
frequencies of cue orders are calculated as to the weighted sum of the initial relative
frequencies in Fig. 3.8. The weighs are the inverse distances as defined by eq. 3.66.

and consider a trajectory to be close if cl > 0.5. The resulting initial distribution of
cue orders Qr that hopefully fulfills the desired criterion is then calculated as
Qr = ∑︁

1
1
m dm

∑︂ 1
m

dm

Qm .

(3.68)

The resulting cue order distribution is given in table 3.3. Note that this only
sets the relative frequencies of cue orders and does not determine the microscopic
configuration of acquaintance relations, initial capital distribution and individual cue
order assignment.
To determine the success of this procedure, I simulate an ensemble of trajectories
with the resulting Qr and display the trajectories in Fig. 3.9 analogously to the results
from uniformly distributed Qm in Fig. 3.8. Again, I highlight the trajectories that I
consider ‘close’ to the desired criterion. Comparing the distributions of closeness cl in
Fig. 3.8 c and Fig. 3.9 c, some things are apparent. First, sampling initial Qm from an
uniformed prior results in a Poisson like distribution of closeness cl for the resulting
trajectories with the majority of trajectories exhibiting far from constant relative
shares of capital in the two sectors and Second, the ‘posterior’ Qr results in dramatic
improvements in terms of closeness meaning that I can consider approximately one
third of the trajectories as ‘close’ e.g. cl > 0.5 and only a vanishing fraction as ‘far’
e.g. cl < 0.1.

3.4 Results
In the previous section, I have fitted parameters of the model to reproduce realistic
conditions in terms of resource extraction, capital stocks in the clean and dirty sector
and economic production for the year 2010. I have also fitted initial conditions that

53

Chapter 3 Heuristic Decision Making in a Economic Model of Fossil Resource Usage
are likely to reproduce the status quo until around the year 2019 insofar, as they keep
the relative shares of capital in the clean and dirty sector approximately constant.
In the following section, I will have a closer look at the actual model dynamics and
possible qualitative insights from the structure of the transformation process that it
depicts.
The Default Scenario
Figure 3.11 shows results from an ensemble of 1000 runs with 100 households for the parameters and initial conditions that I have outlined in the previous two sections. These
results – especially the fraction of total investment that goes into the clean sector –
show a rapid switch in many trajectories
from investment primarily in the dirty
sector before 2018 to investment primarily in the clean sector after 2018.
This rapid switch is most likely caused
by the following mechanism. As shown
in Fig. 3.10, the return rate of capital
rc in the clean sector exceeds the return
rate of capital rd in the clean sector in
or around the year 2019 – primarily due
to increasing productivity of capital as
a result of learning by doing in the sector that increases the knowledge stock
C. Consequently, households that are
‘myopic investors’ and therefore invest in
the sector with the higher capital return
rate start to invest their savings in the
clean sector. If these households are sufficiently connected to other households
Figure 3.10: Capital return rates in the clean that are ‘herders’ or ‘conformers’, the
and dirty sector for M=1000 runs. latter may follow their example. ThereStatistical properties of the dis- fore, even though the fraction of myopic
tribution of intersection times be- investors may be small (their initial fretween the return rates in the two quency is only 1/8th), the fact that their
sectors are indicated with a box example may be followed by those that
plot.
decide according to the behavior of their
surroundings (whose combined initial frequency is about 1/2) can lead to rapid tipping
in the investment behavior of
the majority of households. This also explains the heterogeneity in final outcomes.
As the rapid switch in investment depends on the decision making of households that
rely on imitation of the majority of their neighbors, this tipping process is heavily
influenced by the micro structure of the model – particularly the structure of the
acquaintance relations between households.
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Figure 3.11: Decarbonization transition depending on rewiring probability γ. Panels 1, 2
and 3 each show ensembles of M=1000 runs with N=100 households, for different
rewiring probability 1: φ = 0.5, 2: φ = 0.7 and 3: φ = 0.9. Other parameter
values and initial conditions as described in section 3.3.3 and 3.3.4. Results from
runs where the fraction of clean investment exceeds 50% before 2019 are colored
grey. All other results are colored orange. The x and y distributions on the scatter
plot in panels b are equal to the distributions of trajectories on the right y axis in
panels a and c respectively. The stacked histogram attached to panels c gives the
relative frequencies of the bundle of trajectories i.e. the distribution of remaining
fossil resource in 2050 over the ensemble of simulations. The dotted lines in these
histograms indicate the emission budgets for the 1.5◦C target according to IPCC
2013
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Panel 1c shows that this switch of the direction of investment is then later followed
by a reduction of the use of the fossil resource. The time lag between the switch
of investment and the reduction of resource use is due to the fact that the existing
physical capital Kc in the dirty sector is still in productive use and only gradually
depreciating over a timescale of approximately t∗d ≈ 50 years as I have shown in section
3.3.2. It is also clear that not all simulation runs follow this switching behavior and
that in a number of runs the majority of investment continues to go to the dirty sector
over the entire simulation period or only switches to the clean sector substantially
later.
To set these results into perspective, I have converted the emissions budgets from
the IPCC2013 report [Stocker et al., 2013] for the 1.5◦ C target roughly into their
equivalents in tonnes of oil equivalent in fossil resource use. I show three budgets
that are estimated to keep global warming under 1.5◦ C with different probabilities p
and indicated them as dotted lines with the distribution of cumulative resource use
on the right edge of panel c. For the conversion, I have used a value of 0.43 metric
tonnes CO2 per barrel of crude oil16 and the definition of one barrel as 0.136 tonnes
according to OPEC standards17 . In the following, I will call the different budgets
• T1 for p = 0.66 to stay below 1.5◦ C warming,
• T2 for p = 0.5 to stay below 1.5◦ C warming and
• T3 for p = 0.33 to stay below 1.5◦ C warming.
Comparing the results of the model runs in row 1 of Fig. 3.11 with the emission
budgets it is apparent that this business as usual scenario of the model exceeds the
T2 budget at any rate and even exceeds the T3 budget in many cases. Note that
this business as usual scenario can be considered rather optimistic as it assumes
technological progress only in clean technologies, and also note that many runs that
stay within the T3 budget are colored gray which means that in these cases social
tipping happened before 2019. This I would argue is not what happened in the real
world and can therefore be considered unrealistic. More to the contrary, if the trigger
for a major change in investment from dirty to clean technology will be their relative
returns, this would mean that tipping might happen even later in the real world,
because e.g. Farmer and Lafond [2016] predict that this point will only be somewhere
between 2025-2030.
For the model runs in the first row of Fig. 3.11 it was equally likely for households
to break a link and to establish one with a like-minded individual as it was to
communicate and possibly update their beliefs if they encountered a differently
minded household. However, different studies on real world social network data
indicate that individuals tend to form clusters of like-minded individuals [Girvan and
Newman, 2002, Law et al., 2011, Lerman and Ghosh, 2010, Takhteyev et al., 2012].
16

https://www.epa.gov/energy/greenhouse-gases-equivalencies-calculator-calculations-andreferences
17
https://www.opec.org/library/Annual%20Statistical%20Bulletin/interactive/current/FileZ/cfpage.htm
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Rows 2 and 3 show the dynamics of the model in case the probability for like-minded
households to form clusters increases, e.g. for increasing rewiring probability φ. These
results support the previous discussion of the social tipping dynamics depending on
the connection between households that rely on economic indicators for their decisions
and households that rely on the observation of their peers. If the rewiring probability
increases, households that conform with their neighbors cluster together and tend to
form groups that self-stabilize in their behavior.
Also, households that use economic indicators to inform their decisions do the same
and therefore cannot communicate their decision (in terms of observable behavior)
and experience (in therms of generated income) to others. As a result, for φ = 0.7
this leads to a scenario where in some simulations the information can still propagate
through the acquaintance network and lead to a social tipping event whereas in other
simulations this does not happen, leading in sustained investment in the dirty sector.
As a result, the final distribution of cumulative resource use in 2050 is bimodal and
runs that exhibit tipping have a chance to stay within the T3 budget while those
that do not exhibit tipping exceed it.
If the rewiring probability further increases to φ = 0.9, at the time when investment
in the clean sector becomes more profitable, only a fraction of households switch investment to the clean sector. This indicates that propagation of this behavior through
the network fails because the network is already too fragmented into unconnected
components which is also in line with the segmentation transition that has been
shown by Klamser et al. [2017], Rogers and Gross [2013], Wiedermann et al. [2015]
and Min and Miguel [2017] for adaptive voter type models.
To sum up:
• Decisions of a number of informed individuals in combination with others
that rely on the observation of their peers can lead to social tipping in the
model given that the tendency of like-minded individuals to cluster together is
sufficiently low.
• Regardless, in the (rather optimistic) default scenario of the model, emissions
are likely to exceed the budget that would keep global warming below 1.5◦ C
with a probability of p = 0.5.
• Especially a tendency of like-minded individuals to cluster together leads to a
certain failure to stay within the budget that would keep global warming below
1.5◦ C with a probability of p = 0.33 given the model assumptions.
• To conclude, in the model world, technological progress and individual choice
of households are very unlikely to prevent global warming above 1.5◦ C.
A Campaign for Clean Investment
The previous section has shown that given the models’ assumptions it is unlikely
that cumulative fossil resource usage will stay below what is necessary to prevent
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global warming above 1.5◦ C. In a default scenario with technological progress in clean
technology and individual investment decision making most simulated trajectories
exceeded the emissions budget T3 associated with a p = 0.33 chance of keeping global
warming below 1.5◦ C even for a moderate tendency of like-minded households to
cluster together. For higher tendencies of clustering, the modeled economy almost
surely exceeds this budget as soon as 2050 without a tendency to slow down fossil
resource use.
This section will discuss if in the model a social movement in favor of clean investment can drive social tipping to clean investment sufficiently to stay within at least
the T2 budget associated with a p = .5 chance to keep global warming below 1.5◦ C.

T2 emission
budget
tipping in or
after 2020
tipping before
2020

160
140
Frequency

120
100
80
60
40
20
0

Currently, campaigning against the use of
fossil fuels takes different forms:
Movements like Extinction Rebellion and
Ende Gelände use non-violent means of
civil disobedience to stop the economic
operation of fossil fuel companies – especially in the lignite business – to
draw public and media attention to
the matter and to influence the public discourse in favor of legislations that
limit or prohibit the use of fossil fuels.
Fridays for Future

originated as a

500
550
600
650
700 student school strike and grew into a
cumulative emissions in 2050 [Gton CO2]

coordinated movement that protests to
pressure politicians to enact legislations
that are in line with the proposals
Figure 3.12: Stacked histogram for dis- by the IPCC to mitigate global warmtribution of final cumulative
ing.
emissions in 2050 for initial
campaign sizes between 10%
The Fossil Fuel Divestment Movement uses
and 15% compared to T2
classical campaigning tools to advocates the
emissions target.

withdrawal of financial capital from firms
that are associated with the extraction and burning of fossil fuels. This campaign
– however well intended – suffers from difficulties. First, even if financial capital is
divested from those firms, the physical capital is still there and in operation and
potential buyers may be even less inclined to vote for corporate social responsibility.
Also previous studies by Ansar et al. [2013] suggest that the intended pressuring effects
on stock prices that would keep fossil fuel firms from raising new capital necessary
for further resource exploration might be small. US SIF [2014] estimates that only
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Figure 3.13: Probability of staying within the p=-1.5, 1.5 degree budget in 2050 depending on
initial size of campaign in 2010 and initial fraction of rednecks.

approximately 15 % of investors invest subject to socially responsible guidelines and
that divested holdings are, especially in liquid markets, very likely to quickly find
their way to less responsible investors.
These campaigns have in common that they want to influence public opinion
in favor of mitigating climate change and that they build on a strong mindset of
sustainable individual behavior.
To better understand the possible effects of such campaigning efforts, I implement
a social movement/campaign in the model. I measure the success of the campaign as
the probability to keep emissions within the T2 budget and analyze the dependence
of this probability on factors such as the fraction of opposing opinions among the
other households, accompanying political measures and the probability of like-minded
households to form homogeneous clusters.
I implement the campaign in the model in the following way: Members of the
campaign will act sustainably e.g. they always invest in the clean sector out of
inherent preference (just like the households acting as ’Gutmensch’). In addition,
they will not imitate any other reasoning for their behavior. Besides that, members
of the campaign interact with other households in the way that is prescribed by the
adaptive voter dynamics.
Figure 3.13 shows the likelihood of staying within the T2 emissions budget in 2050
depending on the initial size of the campaign in 2010 vs. the initial fraction of
opposing opinions (’rednecks’). This shows that for the fraction of opposing opinions
of 15% that I have estimate in section 3.3.4, emissions can only stay within the T2
budget if the initial campaign size comprise more than 10% of the population and
almost certainly stay within the T2 budget only if the initial size of the campaign
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Figure 3.14: Probability of staying within the p=0.5, 1.5 degree budget when 2/3 of households
vote clean depending on the initial size of campaign in 2010 and initial fraction of
rednecks.

exceeds 15% of the population. Additionally, if the initial fraction of opposing
opinions increases linearly, the initial size of the campaign has to increase linearly as
well to have the same effect on cumulative emissions.
However, a closer look at the results for campaign sizes nc p between 10% and 15%
shows that for many trajectories that stay within the T2 emissions budget tipping
happens in or before 2019. To illustrate this, Fig. 3.12 shows the final cumulative
emissions in 2050 E2050 averaged over ncp between 10% and 15% compared to the
T2 emissions budget. The results for trajectories where tipping happens in or
before 2019 are given in grey as opposed to the results for trajectories where tipping
happens after 2019 that are given in orange. Tipping is classified as the point in
time tc90 where more than 90% of investment goes into the clean sector e.g. the
point in time where investment in the dirty sector is essentially stopped. This
shows that in the model the probability to stay within the T2 emissions budget
averaged over these campaign sizes of p(E2050 < T2|10% ≤ ncp ≤ 15%) ≈ 0.5
reduces to p(E2050 < T2|10% ≤ ncp ≤ 15%, tc90 > 2019) ≈ 0.3 if one only considers
model results where tipping didn’t happen before 2019 as I would argue that this is
unrealistic.
The discussion of results presented in Figs. 3.12 and 3.13 indicates that in the model
campaigning efforts that aim at norm changes to alter public opinion and individual
behavior alone have little prospect of success. However all of the campaigning efforts
that I have mentioned above also aim at change in public policy. Therefore, I estimate
the likelihood of the success of campaigning efforts that also result in a change
in public policy under the most ideal circumstances. Ideal circumstances meaning
that as soon as 2/3rd of the population invest in the clean sector a public policy is
implemented that prohibits the further exploration of the fossil resource. This is very
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Figure 3.15: Time until the p=0.5, 1.5 degree budget is used up depending on the initial size of
campaign in 2010 and initial fraction of rednecks.

optimistic as it neglects vested interests of individuals due to their existing capital in
the dirty sector that would be rendered idle by this policy, resulting in a reduction of
income of individuals of up to 30%.
Figure 3.14 shows the likelihood of cumulative emissions to stay within the T2
budget at the point in time when 2/3rd of the population decide to stop investing in
the dirty sector depending on the initial size of the campaign and the initial fraction
of opposing opinions in the population. This shows that as soon as the initial size
of the campaign is non-zero, shutting down technologies that rely on fossil fuels as
soon as a qualified majority of the population stops investing in them, this would
almost surely keep cumulative emissions within the T2 budget. These results show
also that even a substantial amount of opposing opinions does not critically endanger
the success of the campaigning efforts as even for an initial fraction of 30% of the
population investing in the dirty sector out of their inherent conviction, an initial size
of 1% of the population that takes part in the campaign is sufficient to almost surely
lead to social tipping in favor of the clean sector before the T2 budget is exceeded.
This shows that in the model campaigning in combination with strict public policy
at the soonest point in time when it would possibly be politically viable is in principle
capable of preventing global warming above 1.5◦ C. However, political realities show
that public policy is rarely as strict as banning an entire sector at once and that
it usually comes with substantial interim periods to reduce potential fallout to a
minimum. Also, bans are usually the ultima ratio and policy makers usually prefer
methods that rely on voluntary self-commitment and technological change as long as
possible.
Therefore, I want to analyze how long campaigning efforts could possibly elongate the window of opportunity for softer policy measures before dirty technologies would eventually have to be banned to stay within the T2 budget. Figure 3.15 shows the time until the T2 budget is reached depending on the initial

61

Chapter 3 Heuristic Decision Making in a Economic Model of Fossil Resource Usage

dirty investment in 2019 in %

70
60
50
40
30
20
10
0

size of the campaign and the initial fraction of opposing opinions in the population.
These results show that for an initial fraction
of opposing opinions of 15% as projected in
section 3.3.4, campaigning can increase the
time window substantially from until 2023
with no initial campaign in 2010 to up to until
2066 if the initial campaign size in 2010 were
15% of the population. However, the elongation of the time window for clean technologies
to establish on a voluntary basis would come
from essentially halting almost all investment
in dirty technology as soon as 2019 to only
use the existing capital stock in the dirty sector until it depreciates. Figure 3.16 shows
the fraction of dirty investment in 2019 vs.
the time until the T2 emissions budget is
reached. Here, it is apparent that less then
2030
2050
2070
2090
time until budget T2 is reached
20% of investment in the dirty sector in 2019
is a necessary, yet not sufficient condition
for the extension of the time frame until the
Figure 3.16: Scatter plot of percentage of T2 budget is exceeded beyond 2050. In siminvestment in the dirty secple words this means that every car that is
tor vs. the time until the T2
emissions budget is reached sold today reduces the probability that this
for an initial fraction of oppos- same car (or any other brand new car for
ing opinions of 16% to 20% that matter) could be used until the end of
and an initial fraction of cam- its life cycle should one seriously intend to
paigners of 10% to 15%.
keep emissions within the T2 budget.
Finally, I want to examine how the tendency of like-minded households to form
clusters influences the probability of success of a campaign that advocates clean
investment. Therefore, Fig. 3.17 shows the mean and standard deviation of cumulative emissions at the success of the campaign e.g. when 2/3rd of households
invest in the clean sector for varying initial size of the campaign and the rewiring
probability φ. Here, a rewiring probability of φ < 0.6 e.g. a low to medium tendency
of like-minded households to cluster together has little to now effect on the prospects
of campaigning efforts. However, if the rewiring probability increases, the model
exhibits a transition to a state where campaigning efforts become futile for a campaign
that starts with less than 15% of participation in 2010. This is not surprising, as e.g.
Rogers and Gross [2013], Wiedermann et al. [2015] and Klamser et al. [2017] have
shown before that for a rewiring probability φ above a critical value, adaptive voter
type network dynamics undergo a segmentation transition where an initially fully
connected graph decomposes into smaller unconnected sub graphs of nodes that share
the same state/opinion. This also happens in this model – somewhat attenuated
by the exploration behavior of households that acts as noise to the adaptive voter
dynamics and therefore facilitates some connection between otherwise disconnected
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Figure 3.17: Mean and standard deviation of cumulative emissions at the success of the campaign
depending on the initial size of the campaign and the rewiring probability φ that is
a parameter for the tendency of like-minded households to cluster together.

homogeneous clusters of households.
In this light, the fact that an initial campaign size of 20% can still lead to social
tipping e.g. 2/3rd of households investing in the clean sector can be explained by the
models initial conditions. Initially, the acquaintance graph between households is fully
connected and household opinions are set regardless of the network topology. This
fully connected network needs some time to decompose into disconnected clusters
which in return means that there is a limited time frame in which social tipping can
happen. This however also means that this effect is somewhat artificial since – given
the assumption of homphilic association among households holds – real networks
would exhibit some correlation of clustering and individual traits already in their
initial conditions.
To sum up, I showed that in this model:
• Campaigning to stop investment in dirty technologies alone has little to no
chance to prevent global warming above 1.5◦ C if climate change mitigation only
happens through technological progress and individual decision making.
• Complementing a campaign, a strict public policy that prevents the use of
fossil resources has the potential to limit global warming below 1.5◦ C if it is
implemented as soon as it is politically opportune e.g. as soon as a qualified
majority of 2/3rd of households invest in the clean sector.
• Even though campaigning cannot prevent global warming above 1.5◦ C, it can
substantially extend the window of opportunity to come up with less strict
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measures to halt the use of fossil fuels given that it successfully halts investment
in the dirty sector.
• In the model, the dependence of the prospects of success of campaigning efforts
on the dendency of like-minded individuals to cluster together is highly nonlinear
due to a segmentation transition in the underlying adaptive voter dynamic.

3.5 Discussion and Conclusion
In the previous chapter, I developed, calibrated and analyzed a model that combines
social learning and individual, bounded rational decision making with elements of
neoclassical economics to model sustainability transitions away from fossil fuels.
In the model, heterogeneous households are owners of capital and labor that they
use to generate income. The households save a fixed amount of their income and
decide between a ‘clean’ and a ‘dirty’ sector in which they can invest their savings.
The ‘dirty’ sectors uses a fossil resource for production whereas the ‘clean’ sector
uses a clean technology that is still under development. In this stylized production
economy, capital rents and wages in the two sectors as well as fossil resource use
in the dirty sector form subject to aggregated supply and demand of labor and
capital. In this context, the model describes the interplay of social dynamics and
individual processing of information from different sources that lead to collective
behavior of individuals. This collective behavior in return shapes the environment
in which the modelled individual live. In contrast to many other social-ecological
models, this model differentiates between judgement and action of individuals. In
most social-ecological models that emulate individual opinion formation, behavior,
opinion and action are equivalent and spread via imitation of successful behavior.
In contrast, in this model individuals learn heuristics that they use to judge which
action would be best given the circumstances.
I used adaptive network dynamics for social learning, ordinary differential equations
with algebraic constraints to model economic dynamics economic dynamics and fast
and frugal heuristics to describe individual decision making individual decision making.
I solved the algebraic constraints of the model analytically and I roughly estimated
parameters from data where possible. I complemented this with the analysis of
different limiting scenarios to estimate the parameter dependence of timescales for
different processes in the model and I conducted numeric experiments to analyze the
models default behavior. I implemented a social movement in the model in which
members of the movement only ever invested in the clean sector and did – unlike
the other households – not change their judgement heuristic subject to the social
learning process. Subsequently, I conducted different numeric simulation experiments
to analyze the prospects of success of such a campaign in the given model subject to
different parameters and potential accompanying public policy measures.
The model that is developed and analyzed in this chapter is conceptual and as such
it is stylized and oversimplified in many respects. For instance it does not consider
any climate damages and does not differentiate between different fossil resources and
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sources of emissions. Its economic model is simplistic as in reality many kinds of
physical capital are not explicitly connected to a specific sector and can be reallocated.
Also, investment decisions are rarely as simple as deciding between two sectors to
invest in. Rather, making investment decisions has increasingly become a science of
its own.
Considering these shortcomings of the model, its results should by no means be
understood as actual predictions. However, it still pictures general trends and allows
insights into effects that emerge from interactions of different processes that are – at
least in this combination – usually not considered together.
The results of the numeric simulations that I conducted indicate that given the
underlying assumptions of the model, campaigning efforts that advocate investment
in carbon free technologies alone have only a very limited chance of mitigating global
warming above 1.5◦ C as in realistic scenarios they are unable to limit cumulative
emissions to the T2 budget that limits global warming below 1.5◦ C with a probability
of p = 0.5 in the IPCCs projections. Measuring the cumulative emissions at the point
in time when two thirds of households started to invest in the clean sector however
suggest that if at this point a public policy could be implemented to ban the use of
fossil fuels, cumulative emissions could be kept within the T2 budget almost certainly.
Unsurprisingly, the evaluation of these experiments also shows that campaigning that
leads to reduced investment in fossil fuel dependent technology in favor of increased
investment in clean technologies increases the window of opportunity that could be
used for mitigation measures that are softer than a ban before the T2 budged is
exceeded.
The results give hope that it might be possible to still mitigate global warming above
1.5◦ C and strongly suggest that to this end a number of different, complementary
measures will be needed. They suggest that a timely phase out of investment in
technologies that rely on fossil fuels is a crucial step to mitigate global warming.
The suggest that for public opinion to swing in favor of clean technologies, these
technologies have to be viable and competitive also in the short term. This can and
already has been facilitated with appropriate subsidies, market design and taxation.
The results also suggest that at some point certain dirty technologies will have to
be shut down and that capital associated with these technologies will have to be
written of. This is already happening – in Germany at least – but might have to
happen sooner and on a much larger scale to actually have the desired effects on
cumulative emissions. Finally, the results strongly suggest that campaigning can
help to influence individual decisions and public opinion to an extent that makes
the aforementioned measures politically viable and their consequences less severe.
But the results also indicate that strong clustering of like-minded individuals such
as in political polarization and the formation of filter bubbles that allow completely
disconnected and fragmented discourses to coexist can render such campaigning
efforts entirely futile.
In the analysis of the model, I considered a combination of campaigning and public
policy measures that are aimed to ban the use of fossil fuels. However, a model along
these lines would also allow to analyse the effects of a number of other policy measures.
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Obvious candidates would be taxation for dirty and subsidies for clean technologies
similar to Geier et al. [2019]. A not so extensively yet interesting policy measure
would be marketing strategies such as nudging and priming that aim to influence an
individuals internal evaluation of different options and often time explicitly anticipate
heuristic decision making. Priming for instance aims to activate certain concepts
in individuals’ minds to make them consider aspects related to this concept over
other unrelated aspects in their decisions. In this framework such measures can
be implemented by temporarily altering individuals’ cue orders after exposure to
marketing efforts.
To make this model more realistic, one could consider a number of improvements and
extensions. With regards to the economic dynamics, one can consider technological
progress also in the dirty sector as well as a possible third sector that does not
depend on either of the two technologies. For instance production of energy could be
divided into fossil and renewable energy production and production of final goods
can happen in a separated sector as e.g. in Heitzig et al. [2015]. In individual
decision making natural extensions would be the consideration of more possible
cues and the full spectrum of the resulting cue orders as well as other modi of
decision making such as alternative heuristics that fit the decision environment (such
as tallying) or to consider more sophisticated decision strategies (such as utility
maximization in combination with Bayesian updating) to take account of the fact
that especially bigger investors certainly use more complex and elaborated decision
making tools. With respect to social learning one can consider the fact that in this
model individual parameters are homogeneous between agents. However in real world
systems the preference for homphilic rewiring is likely to be heterogeneous between
individuals. For instance empirical studies on Optimal Distinctiveness Theory Hornsey
and Hogg [1999], Leonardelli et al. [2010] find that the preference for relationships
with individuals with similar traits is heterogeneous within the groups under study.
Also, one can consider that individuals may not only learn how do decide where to
invest but maybe also how much. With that regard, the subsequent chapter will
elaborate on the interesting possible effects of individuals that use social learning to
set their savings rate in a one sector production economy.
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Chapter 4
Emergent inequality in a simple
behavioral macroeconomic model
This chapter is based on research that I have designed, prepared and supervised.
Results are part of [Asano et al., 2019, P4]. In this chapter I analyze the role of agent
heterogeneity in a simple economic investment model where agents use a social learning
heuristic to set their individual savings rates. To this end, I use a simplification of
the heterogeneous agent investment model introduced in the previous chapter. This
model is equivalent to an extension of the standard Ramsey-Cass-Koopmans (RCK)
model to heterogeneous bounded rational households. Unexpectedly, this extended
model is capable of producing endogenous oscillations in economic output resembling
a business cycle. This is noteworthy as standard economic models usually depict
business cycles not as endogenous dynamics but as the result of repeated exogenous
shocks. In section 4.1, I motivate the use of heterogeneous bounded rational agents
in economic growth and savings models to study emergent endogenous dynamics.
Subsequently, I discuss the standard RCK model in section 4.2 which is one of the
foundational economic growth models. Based on this model, I give the specifications
of the simplified agent-based heterogeneous household savings model in section 4.3.
I present results of numerical simulations of the adapted model in section 4.4 and
discuss two different dynamical regimes of the model as well as the transition between
them before concluding.

4.1 Introduction
Economic growth and inequality are important problems in economics [Acemoglu,
2009, Piketty, 2015]. Standard macroeconomic models are based on the assumption
of a single representative rational utility maximizing agent and assume that the
dynamics of business cycles are driven by exogenous shocks. However, empirical
evidence from behavioral economics indicates that real households are heterogeneous
and make substantial deviations from rationality. This has led to new directions of
research, including the incorporation of heterogeneous or bounded rational agents
into macroeconomic models. This is typically done by allowing the agents to differ
in terms of factors such as education while preserving the assumption of rationality
[Branch and McGough, 2009, Leahy et al., 2018, Zhao et al., 2018], or alternatively
allowing for bounded rationality but maintaining utility maximization [Gabaix, 2016].
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Realism is injected through imposing frictions, such as sticky wages. These models
require shocks to generate economic dynamics.
However, it has long been known that endogenous dynamics are possible in economic models [Blume and Easley, 1992, Boldrin and Montrucchio, 1986, Boldrin and
Deneckere, 1992, Boldrin and Woodford, 1992, Day, 1983, Scheinkman, 1990], and
more recently Beaudry et al. have shown how limit cycles can emerge in a standard
framework where agents are perfect utility maximizers [Beaudry et al., 2015, 2016].
An alternative approach bases household decision making on simple heuristics rather
than rationality [De Grauwe, 2010, 2011]. This leads to “waves” of optimism and
pessimism, generating irregular business cycles and giving fat-tailed distributions for
economic outcomes such as GDP. This chapter further develops this line of research
by demonstrating how a very simple heterogeneous behavioral macroeconomic model
leads to an endogenous business cycle that is not driven by externally imposed shocks.
The purpose here is not to make a fully realistic model, but rather to demonstrate
that rich emergent behavior can occur even under very simple assumptions.
This is done by extending the RCK model, which is one of the foundational models
of economic growth theory. In this model a representative agent rationally chooses
a savings rate in order to maximize discounted consumption. However, there is
ample evidence that households do not act as intertemporal optimizing agents and
often respond myopically [Benartzi and Thaler, 1995, Choi et al., 2009, Loewenstein,
2000]. Evidence from lab experiments suggests that individuals perform poorly in
finding optimal consumption paths. For instance, subjects deviated from optimal
consumption choices by roughly 30 percent on average, increasing to roughly 50
percent when subjects were shown the average consumption level in the previous
period [Carbone and Duffy, 2014]. Learning from past generations’ consumption
paths is somewhat more successful, but the errors are still substantial [Ballinger et al.,
2003, Brown et al., 2009].
Here, I take the opposite approach and assume a strong form of bounded rationality.
In this model households are embedded in a social network and make their savings
decisions by simply copying their most successful neighbor. They do this episodically
and myopically: From time to time they check all their neighbors and adopt the
savings rate of the neighbor with the highest consumption.
Although I do not claim that this behavior is fully realistic, there is empirical
justification for considering a simple rule of this type. The agents can be viewed as
short-sighted, profligate “conspicuous consumers”, and the tendency of households
to copy one another has been well-documented since the time of Thorstein Veblen
[Veblen, 1899]. Imitate-the-best is one of the decision-making heuristics often applied
in settings of high uncertainty and variability [Gigerenzer and Gaissmaier, 2011]
and is observed in economic experiments [Traulsen et al., 2010]. Savings behavior is
highly dependent on social interaction with peers [Frank et al., 2014, Kaustia and
Knüpfer, 2012, Lu and Tang, 2015, Zhang et al., 2018] and comparing consumption
levels incorporates the visibility bias and selection neglect observed in savings rate
decisions [Enke, 2015]. This implementation by copying based on consumption alone
is partly motivated by the fact that a neighbor’s consumption is more visible than
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their capital. This makes it particularly surprising that in some circumstances their
average behavior can be close to optimal.
I find that a key parameter governing economic behavior is the average time interval
τ at which households update their savings rate, which I call the social interaction time.
When τ is small, meaning the households update frequently, the savings rate is low,
and the performance of the economy is suboptimal in terms of aggregate consumption.
When τ is sufficiently large, in contrast, the economy-wide aggregate savings rate,
which equals the income-weighted average household savings rate, becomes close to
the optimal rate. For small τ the population of households remains homogeneous,
but as τ increases there is a sharp phase transition at a critical value τc where
the population becomes strongly bimodal, dividing into rich households with high
savings rates and poor households with low savings rates. Correspondingly, for low
values of τ the GDP and other economic indicators are constant with only small
fluctuations, whereas above the critical transition there is an endogenous aperiodic
oscillation, resembling a business cycle, in which the aggregate savings rate fluctuates,
the population of households alternately becomes richer or poorer, and economic
output varies substantially over time.
This model shows that the use of heterogeneous agents following explicit behavioral
rules can produce aggregate behavior that is qualitatively different from that of
rational agents. This model is only qualitative, but its results suggest that an
approach that explicitly incorporates empirical behavioral knowledge into household
decision making may naturally lead to an explanation of business cycles in terms of
endogenous dynamics.

4.2 The Standard Ramsey-Cass-Koopmans model
The following formulation of the standard Ramsey-Cass-Koopmans (RCK) model is
based on refs. [Acemoglu, 2009, p. 287–317], [Barro and Xavier, 2004, p. 85–135]
and [Blanchard et al., 1989, p. 38–90] and uses continuous time, as in the original
study [Ramsey, 1928].
Like many economic models, the standard RCK model studies the behavior of only
one, infinitely lived, “representative” household with a strictly increasing and strictly
concave utility function u(c) depending only on consumption c. This household
supplies labor L and capital K to a single representative firm that produces a single
good Y assuming a Cobb–Douglas production function
Y = K α L1−α

(4.1)

with capital and labor elasticities α, 1 − α ∈ (0, 1). In contrast to the original
formulation of the model, I abstract from modeling labor growth as this is not
relevant to the dynamics that I am interested in. Per-capita production, y = Y /L, is
thus a function of per-capita capital, k = K/L, only such that y = k α .
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The RCK model assumes fully competitive factor markets. Consequently, as already
discussed in section 3.2.1, the two factors are compensated according to their marginal
products, resulting in wages and capital rents as follows:
∂Y
= (1 − α)y,
∂L
∂Y
r=
= αy/k.
∂K

(4.2)

w=

(4.3)

This also means that the produced good is fully redistributed to the representative
household leaving the representative firm with no profits. The main model parameters
of interest are the savings rate s ≤ 1 (which is allowed to be negative to reflect
borrowing) and capital depreciation rate δ > 0. These parameters govern aggregate
and per-capita capital growth as follows,
̇ = s(rK + wL) − δK,
K

k̇ = r̄k + w − c,

(4.4)

where r̄ = r−δ is the real return rate and c = (1−s)(rk+w) is per-capita consumption.
The household is assumed to maximize its discounted aggregate utility
∫︂ ∞

dt e−ρt u(c(t)),

(4.5)

0

by choosing an optimal path s(t) for the savings rate, where ρ > 0 is its discount
rate. To avoid that the representative household borrows money to shift its future
consumption to the present and then continuously rolls over the existing debt into
the future, one imposes a so called ‘No-Ponzi-Game’ (NPG) condition [Acemoglu,
2009, p. 292]:
lim k(t)e−

t→∞

∫︁ t
0

dτ r̄(τ )

≥0

(4.6)

This equation ensures that households do not borrow more than they eventually
receive and is equivalent to the future capital having a positive present value. Thus,
the task of the household is to find a path (k(t), c(t)) that optimizes equation (4.5)
and satisfies equations (4.4) and (4.6).

4.2.1 The RCK model’s steady state
For the instantaneous utility, one assumes a constant relative risk aversion (CRRA)
function parameterized by
u(c) = (c1−θ − 1)/(1 − θ) where θ ≥ 0 and θ ̸= 1.

(4.7)

Solving the intertemporal optimization problem posed by eq. (4.5) subject to the
constraints given by eqs. (4.4) and (4.6) with the utility function (4.7) results in the
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Ramsey-Keynes equation
ċ
r̄ − ρ
=
c
θ

(4.8)

that gives the relative growth rate of consumption depending on the real return rate
on capital r̄, the households discounting rate ρ and the elasticity of its marginal
utility θ.
In particular, this system has two steady states with ċ = 0, a trivial one in which
c = k = 0 and another in which the real return rate equals the discount rate, r̄ = ρ,
corresponding to a modified ‘golden rule’ [Acemoglu, 2009, p. 300]. In this non-trivial
steady state capital, consumption and savings rate are given by
∗

k =

(︃

α
ρ+δ

)︃

1
1−α

,

c∗ = k ∗ α − δk ∗ ,

s∗RCK =

αδ
.
ρ+δ

(4.9)

For the limit case ρ → 0, this reproduces the Solow model’s golden rule [Barro and
Xavier, 2004, p. 35],
s∗RCK = sgold = α.

(4.10)

This is called the golden rule because s = α leads to the largest possible sustainable
consumption,
c∗ = (1−α)(α/δ)α/(1−α) .

(4.11)

For ρ > 0, the discount rate pushes the households to save less and shift consumption
towards the present, resulting in a smaller (and thus ex-post suboptimal) c∗ than
in the Solow model. Given the current value of per-capita capital k, the household
chooses a current value of per-capita consumption c(s) determined by intertemporal
optimization, leading to an optimal consumption path that maximizes the household’s
long-term discounted aggregate utility. This determines the time evolution of k and c
towards a steady state at (k ∗ , c∗ ).
From a physicist’s perspective, eqs. (4.4) and (4.8) resemble a system of ordinary
differential equations that describe the dynamics of the RCK model in the (k, c)
phase space. This line of reasoning would yield a phase space diagram like the one
presented in Fig. 4.1 that exhibits trivial absorbing states along the axes k = 0 and
c = 0 and two saddle points for k = c = 0 and another one derived in eq. (4.9).
This view has some appeal as it allows for the framing of bubbles and crashes as
deviations from the optimality curve and subsequent corrections to get back to it —
so much so that even economic textbooks feature figures like Fig. 4.1 that clearly
buy into this framing. However, a closer look at the derivation of equation (4.8)
reveals that this framing — as attractive and intuitive as it seems — is the product
of circular reasoning and a flawed understanding of the mathematical optimization
methods that are used to derive it. Particularly, the derivation of eq. (4.8) is done
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Figure 4.1: From [Barro and Xavier,
2004, p. 100]. Phase
space of equations (4.4)
and (4.8) that is often
times falsely discussed as
the phase space of the
RCK model. However, eq.
(4.6) confines the support
of the solution of the RCK
model to the saddle point
manifold. Outside this
saddle point manifold, eq.
(4.8) does not hold.

by solving the intertemporal optimization problem posed by eq. (4.5) subject to
eq. (4.4) with eq. (4.6) with strict equality as a constraint. This constraint confines
the solution of the optimization problem to the saddle point manifold in Fig. 4.1
which in return means that any discussion of this solution outside the saddle point
manifold is meaningless. Consequently, any interpretation of the possible dynamics of
equations (4.4) and (4.8) that revolve around stability of the steady state, deviations
from the manyfold and possible ways to return to it are meaningless as they are
outside the support for which the ordinary differential equations were derived in the
first place.
To sum up, this means that while the RCK model has been used extensively to
study the effect of different policy measures on economic growth, its use for the study
of non-equilibrium economic dynamics is somewhat limited.
An interesting extension of this model including heterogeneous agents and relaxing
the rationality assumptions for their behavior can address this point. Subsequently, I
introduce such a model.

4.3 An Agent-Based Version of the RCK Model
4.3.1 Economic Model
The model introduced in this chapter originated as a derivative and modification of
the model described in section 3.2. The aim of this model is to answer some of the
questions that I raised at the end of the previous chapter; namely, what effects may
araise from heterogeneous agents individually setting their savings rates according to
a simple social learning rule. In the following, I will explain the model in detail.
I introduce a heterogeneous agent model in the tradition of agent-based modeling
[Berry et al., 2002, Dawid et al., 2014, Dosi et al., 2010, Epstein, 2015, Hommes,
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2018, LeBaron et al., 1999, Simon et al., 2018], using agents that follow a very simple
behavioral rule. This model contains N households labeled by i with heterogenous
capital Ki . For simplicity, all households supply the same labor Li = L/N . 18 . As in
the original RCK model, total economic production is given by the Cobb–Douglas
∑︁
production function, in this case applied to the aggregate input factors K = N
i=1 Ki
and L = N Li . As in the original model, capital returns r and wages w equal marginal
returns according to eq. (4.3), but incomes Ii now differ between households,
Ii = rKi + wL/N.

(4.12)

The key assumption is that each household individually and dynamically sets its
time-dependent savings rate si (t) according to a behavioral decision rule introduced
below, leading to household capital dynamics
̇ i = si Ii − δKi = (rsi − δ)Ki + wsi L/N.
K

(4.13)

̇ i = 0, the steady state value K ∗ for household i’s capital
At the steady state where K
i
is a function of the aggregate capital K via its dependence on w and r, nonlinearly
interconnecting all the agents’ savings rates and consumption levels.

4.3.2 Household Decision Making
While the standard RCK model is a one-dimensional dynamical system in which
consumption is a deterministic function of the total capital, the agent-based version is
N -dimensional, and aggregate consumption depends on all households. I assume that
each household updates its savings rate at random times19 according to a Poisson
process with rate 1/τ .
Households are embedded in a social network in which each household i has
neighbors N (i). Inspired by a recent study on heuristic behavior in social learning
by Barkoczi and Galesic [2016], I implement household behavior in the following way:
Whenever household i updates its savings rate, it compares the consumption rates of
its neighbors and applies the ‘imitate-the-best’ heuristic, copying the savings rate of
the neighbor with the highest current consumption with a small deviation that can
either be interpreted as an error or as an exploration [Mehlhorn et al., 2015]. More
precisely, when the consumption of a neighbor is higher, it adopts a new savings rate
of
snew
= sargmax (Cj ) + ϵ,
i

(4.14)

j∈N (i)

18
19

Introducing heterogeneous labor has little effect on the results
This leads to smoother transitions than synchronous updates [Fatès and Chevrier, 2010, Vizzari
and Bandini, 2005].
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where ϵ is distributed uniformly in the interval of ±1%20 . Note that in this model
household savings rates are strictly non-negative. While this excludes effects that
may come from borrowing between households, it also serves as a simple and robust
alternative for the No-Ponzi-Game condition that lies at the heart of the original
RCK model.

4.3.3 Simulation Details
For the simulations that are presented in the subsequent results section, the parameters
and initial conditions are as follows if not explicitly stated otherwise: Li = 1/N, K(t =
0)i = 1∀ i and a fully connected network with N = 100, δ = 0.05. We have found that
adding small heterogeneity in each household’s labor does not change the dynamics
significantly and the equilibrium dynamics also remain the same for different initial
∑︁
capital distributions with different i Ki = K. We used Gillespie’s algorithm
[Gillespie, 1977] to simulate the stochastic trajectory.

4.4 Results
I present the results as follows: First I show the model dynamics depending on
the mean social interaction time τ and classify them according to two qualitatively
different regions. I consecutively analyze these two regions with respect to their
dynamic properties and explain the underlying mechanisms. Finally, I explain the
origin of the critical social interaction time that separates the different dynamical
regimes and discuss its dependency on the structure of the interaction network.
We simulated the model for a variety of different parameters such as the average
social interaction time τ and the network topology. Figure 4.2 shows the distribution
of the final savings rates as a function of the mean social interaction time τ for a
complete network with the remaining parameters fixed. The figure compares this
result to the optimal, ‘golden rule’ savings rate sgold , corresponding to the rational
expectations equilibrium where the consumption of the representative agent is maximized. For comparison, the figure also shows the analytical approximation of the
steady state savings rate of the model s∗ in eq. (4.19).
These results clearly show that there are two distinct regimes, separated by a
critical social interaction time τc ≈ 250. In the stable regime, corresponding to τ < τc ,
the savings rates of the households are unimodally distributed around a low savings
rate. For very small values of τ the savings rates are close to zero, and because of this,
the economy is stuck in a poverty trap in which its output is very low. As τ increases,
the savings rate and output increase, but the distribution remains unimodal, with a
sub-optimal aggregate savings rate.
20

With ε = 0 the values of the savings rate the households can use are confined to the values that
occur in the initial condition. Also, values of the savings rate can “die out” as soon as the last
household has abandoned them. This leads to strong and artificial path dependencies. The
model behavior is insensitive to to exact value of ε as long as there is some diversity e.g. ε > 0
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Figure 4.2: The critical transition from the stable regime to the oscillatory regime. Results from an ensemble of simulations at different values of the social interaction
time τ , with other parameters held fixed. The savings rate distributions are shown
at the final state of the simulation at time 5τ × 103 , far beyond the point where the
model has reached its asymptotic dynamics. For each value of τ , 200 independent
simulations are run and all values of si are recorded for each τ to construct a normalized histogram. The heatmap indicates the probability density of the distribution
of individual households savings rates for each value of τ , along with the aggregate
savings rate s̃. This is compared to the golden rule savings rate sgold = 0.5 and the
savings rate s∗ predicted by eq. (4.19).

For τ > τc the economy enters what I call the oscillatory regime, where the behavior
is dramatically different. In this regime the savings rate distribution is bimodal —
some households have high savings rates and are :“wealthy”, while others have low
savings rates and are “poor”. Thus, this model exhibits spontaneous emergence of
extreme inequality, with a lower class and an upper class.
Very near τc the distribution in Fig. 4.2 becomes tri-modal. This is due to
intermittent oscillations between the unimodal and bi-modal regimes. Thus the
system either exhibits a middle class, or a lower class and an upper class, but never
all three at once.
Strikingly, as long as τ > τc , the ensemble average of the observed economy wide
aggregate savings rate s̃ is within 1% of the optimal value sgold = α = 0.5, even when
the individual distributions are bimodal. Furthermore, the time averages of total
economic output Y (t) = 10.15 and consumption C = 4.99 are close to their optimal
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Figure 4.3: The endogenous business cycle in the oscillatory regime. I show several time
series for τ > τc . The top left panel shows the savings rates si (t) for randomly
chosen households as a function of time, as well as the aggregate savings rate s̃.
The middle left panel shows the capital Ki (t) of the same households as a function
of time. The bottom left panel shows the cyclic behavior of the aggregate output
superimposed on the aggregate savings rate. The panels on the right are histograms
of the indicated variables, accumulated over a longer interval.

values Y ∗ = sgold L/δ = 10 and C ∗ = (1 − sgold )Y ∗ = 5 in the standard RCK model. It
is surprising that such a simple, near zero-intelligence learning rule can maintain the
system this close to its optimal behavior.
The system dynamics become clearer when analyzing the properties of the economy
as a function of time, as illustrated in Fig. 4.3. For τ > τc there is an endogenous
oscillation in many of the aggregate properties of the economy, including the aggregate
savings rate s̃(t) and output Y (t). This oscillation is also visible in the behavior of
individual households. If one follows any single household it experiences epochs with
both, a high savings rate near si ≈ 0.90, and a low savings rate near si ≈ 0.05. At
any point in time there is typically an imbalance between rich households and poor
households, so that the aggregate savings rate and the aggregate output fluctuate. I
loosely refer to this endogenous oscillation as a “business cycle”.
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4.4.1 Understanding the Stable Regime (τ < τc )
Although the behavioral rule of the ‘imitate-the-best’ heuristic requires minimal intelligence, the selection process of copying the household with the highest consumption
provides a simple mechanism of collective search that becomes more effective as the
social updating time τ increases. This is perhaps counter-intuitive, as it means that
inattention results in superior collective outcomes. The underlying explanation is as
follows: The savings rate of the household that is copied has on average been fixed
for a time interval of order τ . When τ is small, planning is too myopic, “short term
thinking” dominates, and the households cannot escape using low savings rates with
high consumption. As τ increases, however, the time between updates becomes long
enough that there is more time to accrue an advantage by saving. This drives the
savings rate up and increases economic output. The competitive selection process
guarantees that for a sufficiently large population and large τ the savings rates
are close to optimal. This is similar to the behavior of a model of local resource
exploitation [Wiedermann et al., 2015].
We can use this intuition to derive an approximate formula for the aggregate
savings rate s∗ as a function of τ . This derivation takes advantage of the fact that in
the stable regime the distribution is unimodal and assumes that all households have
essentially the same savings rate. With this, one can derive the optimal savings rate
for time horizon τ as follows.

Analytical Approximation of the Stable Regime’s Steady State
The main idea is the following: First, study which member of an ensemble of
households will have the largest consumption after the short time interval τ given
that they all start at similar but slightly different savings rates. Then, assume all
households will copy the savings rate of this best household with some error. This is
only an approximation since in the actual model, households do not simultaneously
imitate each other after an exact time τ . Furthermore, the approximation will only
be satisfactory when households have already converged to similar savings rates and
capital stocks. Nevertheless, the approximation describes the joint motion towards a
steady state rather well once households have converged towards each other.
To see how individual households’ consumption at time τ depends on their individual
savings rate, one has to approximate the evolution of r and thus of total capital
K first. Let us assume that all households’ savings rates si are close to the overall
savings rate s and stay constant between time zero and time τ . Then according to
eq. (4.13) K evolves as
̇ = (rs − δ)K + wsL
K
(︂ (︂ L )︂1−α
)︂
(︂ K )︂1−α
= α
s−δ K +α
sL.
K
L

77

Chapter 4 Emergent inequality in a simple behavioral macroeconomic model
For α = 1/2 this simplifies to
√
̇ = s LK − δK.
K

(4.15)

Assuming that s does not change before time τ , this can be solved via separation of
variables which results in two solutions given by
K(t) =

(︂ B − Ee−δt/2 )︂2

δ

,

A
(4.16)
,
B − Ee−δt/2
√︂
B − Ee−δt/2
w(t) = K/L/2 =
4A
√
√
for
< τ , where A = δ L/2, B = s L, and E has the two possible values
√ all t √
s L ±√δ K0 .√Since the only relevant solution is that in which r is positive, we find
E = s L − δ K0 < B.
Knowing r(t) and w(t), we can now determine which household consumes most
after time τ . Household i’s capital Ki (t) evolves as
r(t) =

√︂

L/K/2 =

̇ i = (si r(t) − δ)Ki + wsi Li
K
(︃

=

B − Ee−δt/2
A
s i Li .
−
δ
s
K
+
i i
4A
B − Ee−δt/2
)︃

This has an analytical solution involving complicated hypergeometric functions. For
small values of τ , we can simplify the problem by approximating r(t) and w(t) for
t ∈ [0, τ ] by their mid-term values r(τ /2) and w(τ /2), giving
K̇ i ≈ Gi Ki + Fi
with Gi =

si A
B−Ee−δτ /4

− δ and Fi =

B−Ee−δτ /4
si Li ,
4A

which solves as

Ki (t) ≈ (Ki (0) + Fi /Gi )eGi t − Fi /Gi .
The corresponding consumption of household i at time τ is then
Ci (τ ) = (1 − si )(r(τ )Ki (τ ) + w(τ )Li )
(︂

≈ (1 − si ) H((Ki (0) + Fi /Gi )eGi τ − Fi /Gi ) + Li /4H

)︂

(4.17)

with
H=

A
A
.
= √
√
−δτ
/2
−δτ
/2
B − Ee
s L(1 − e
) + δ K0 e−δτ /2

We assumed that at time τ all households imitate the savings rate si that has led
to the largest Ci (τ ). This means that as long as a single household can increase its

78

4.4 Results
consumption Ci (τ ) by choosing a savings rate si that is similar to but different from
s, all households will imitate this savings (with some error) rate and the aggregate
savings rate will move towards si . We can also determine whether s will increase or
decrease by identifying whether the si that gets copied is larger or smaller than s.
Since we also assume households’ savings rates si are distributed closely around s,
and that all Ki (0), Li are similar, this can be determined by seeing whether Ci (τ )
increases or decreases when si is increased from below s to above s, i.e., by studying
the derivative ∂Ci (τ )/∂si at the point si = s. Up to a factor of N , this derivative is
given by
[︄

∂Ci (τ )
eGτ − 1
(L/4H − HF/G) + eGτ τ H(K0 + F/G)
=(1 − s)H
∂si
G
− H[(eGτ − 1)F/G + eGτ K0 ] − L/4H

]︄

(4.18)

−δτ /4

sA
sL and G = B−Ee
where F = B−Ee
−δτ /4 − δ. As long as the above expression is
4A
positive or negative, s will increase or decrease over time, respectively.
A steady state will then be reached when both s and K change no longer, i.e.,
̇ as given by eq. (4.15) (with K = K0 ) as well as ∂Ci (τ )/∂si as given
when both K
̇ = 0 is K0 = Ls2 /δ 2 , at which point we
by eq. (4.18) vanish. The solution of K
have E = 0, H = δ/2s, G = −δ/2, F/G = −Ls2 /δ 2 = −K0 , HK0 = Ls/2δ, and
HF/G = −Ls/2δ = −HK0 . Substituting all this into eq. (4.18) and equating it with
zero gives the following surprisingly equation for the steady state s:

s∗ (τ ) =

1 − e−δτ /2
.
2 − e−δτ /2

(4.19)

This approximation describes the aggregate macroscopic behavior of the model in
the stable regime. It illustrates that this macroscopic behavior is determined by the
relative time scales of the two major processes in this model, the capital depreciation
rate δ in the economic system that determines the transient dynamics of capital
accumulation through savings and the social interaction time τ that determines the
speed of collective search in the social learning process. Such behavior is common for
many coupled dynamical systems. [Maybe some citations here.] This approximation
is shown in green in fig. 4.2 comparing it to the aggregate savings rate and the
distribution of individual savings rates from numerical simulations. This shows
that this analytical approximation provides a good fit of the aggregate savings rate
throughout the stable regime.
The analytical approximation of the aggregate savings rate in the stable regime
of the agent-based RCK model can be compared to the optimal savings rate in the
steady state of the standard RCK model. In the standard RCK model as given in
eq. (4.9), the optimal savings rate depends on the capital depreciation rate δ and
the discount rate ρ, which is a free parameter. Substituting s∗ from eq. (4.19) into
the relation for the classical RCK model from eq. (4.9) and solving for ρ gives an
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effective discounting rate for this model in terms of the social interaction time τ and
the depreciation rate δ,
ρ(τ ) =

δ/2
.
−1

eδτ /2

(4.20)

In the limit of τ → 0, the discount rate ρ diverges, consistent with the observed
collectively myopic behavior. But for τ → ∞, the discount rate ρ converges to zero
consistent with collectively farsighted behavior and an optimal savings rate in the
sense that this would be the savings rate that a social planner would choose to achieve
the highest sustainable aggregate consumption. Thus in this case the individually
myopic households act collectively “as if” they were farsighted, with an emergent
effective discounting rate ρ(τ ) which is not a free parameter but is rather a function
of the social interaction time τ . Similar emergent behavior has been found in the
interaction of adaptive voter type social learning with individual management of
renewable resources where sustainable far sighted management of the resource is
possible when the interaction time in the social learning process is sufficiently large
compared to the time scale of the inherent dynamic renewable resource [Wiedermann
et al., 2015].

4.4.2 Understanding the oscillatory regime (τ > τc )
In order to obtain a deeper understanding of the oscillatory regime, where τ > τc ,
fig. 4.4 illustrates both collective and individual dynamics.
Figure 4.4A shows the average per capita consumption rate c as a function of the
average capital k. This illustrates how the aggregate consumption and capital orbit
around the optimal steady state (k ∗ , c∗ ) of the standard RCK model, generating a
business cycle. The dashed line in fig. 4.4 represents the trajectory of the standard
RCK model as discussed in sec. 4.4.1, the so called optimality curve, that is also
depicted as the stable saddle point manifold in fig. 4.1. In relation to the optimal
savings rate s∗ = 0.5 of the RCK model, the effective aggregate savings rate s̃ of the
modified model is typically greater than s∗ when the system is below the optimality
curve and less than s∗ when it is above the optimality curve. This means that
when the heterogeneous households together have less capital than the representative
household on the optimal trajectory, they increase their aggregate savings rate above
the savings rate of the optimal scenario and vice versa, as if they were trying to
collectively control their economy to steer it towards the optimal trajectory. This
is interesting as the optimality curve is obtained by assuming that a representative
household optimizes its consumption for an infinite horizon, whereas in this modified
model the individual household is oblivious of the mechanics of the economic system
in which it operates and its behavior is myopic.
To understand the model mechanics at the individual level, fig. 4.4B shows a
snapshot of the capital vs. the savings rate for all households at two different times,
t1 and t2 . At time t1 the economy is just beginning to recover from a recession
i.e. a period of low aggregate savings resulting in the depreciation of the capital
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Figure 4.4: Endogenous dynamics in the oscillatory regime.

A: the average per-capita
consumption c against the average per-capita capital k. The aggregate saving rate
is red when it is greater than 0.5 and blue when it is less than 0.5. The trajectory
orbits around the optimal steady state (k*, c*) of the standard RCK model, which is
at the intersection of the dashed optimality curve (the solution to the standard RCK
model discussed in sec. 4-4-1) and the solid black k = 0 line. Each dot corresponds to
one household updating its savings rate; the direction of the orbit is counterclockwise.
B: An illustration of the cause of the oscillatory dynamics. The two panels show
snapshots at two different times as indicated in figure A. At time t1 the aggregate
savings rate is low, aggregate capital is low and the economy is in a depression; at
time t2 the opposite is true. The capital and savings rates of individual households
are shown as dots with different colors. There are two clusters, corresponding to rich
and poor households. The household that is currently switching its savings rate is
indicated by an arrow connecting its previous state to its current state. The dashed
black curve indicates the iso-consumption curve for the household i with the highest
consumption.

s

stock and consequently lowered aggregate economic output. There are two clusters
of households, corresponding to wealthy households with high capital Ki and high
savings rate Si and poor households with low capital Ki and low savings rate Si- More

households are poor, and because the return r is inversely proportional to total capital
according to r oc K-l+a, where here a

= 0.5,

this means that returns to investment

are high. As a consequence of this, wealthy households have a relatively higher
consumption than poor households despite the fact that they save a large fraction
of their income. This makes high savings rates comparatively more attractive than
low savings rates. When the household shown in blue gets its chance to update its
savings rate, it copies the higher savings rate of one of the rich households and moves
in the (Ki, Si) plane as indicated by the arrow. Consequently, it begins accumulating
capital by saving more. Other households follow, and eventually the economy reaches
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the state shown in the lower panel at time t2 , where many houses have high savings
rates and are rich. The resulting excess capital drives the returns on savings down,
which when combined with their high savings rates, depresses the consumption of
these households. As a result, when one of the rich households gets its turn to update,
it copies a household with a low savings rate and goes on a spending spree.
At this point its consumption rate becomes very high, and all of its neighbors copy
it, creating a boom in consumption while decreasing the aggregate savings rate and
consequently depreciating the capital stock of the economy. A majority of households
eventually become impoverished, returns on capital recover, high savings rates become
more attractive again and the cycle repeats itself.

4.4.3 Critical Social Interaction Time
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What determines the critical social interaction time τc ? This question can best be
answered by a closer analysis of eq. (4.17) which describes the consumption of an
individual household after time
τ given that this household sets
*
its savings rate si individually
s
si* |s * +
relative to the constant aggresi* |s *
gate savings rate s̃. In section
4.4.1, the analysis of this approximate equation showed that the
imitate-the-best heuristic can result in behavior that is collectively “optimal” over a time horizon τ as it maximizes aggregate
consumption. The reasoning behind this analysis also helps to
understand the instability driving the transition: Eq. (4.17)
also determines the incentives
10 1
101
104
105
100
102
103
of a single household to set its
individual savings rate equal to,
close to, or far from the aggregate savings rate to maximize
Figure 4.5: Best response dynamics. Optimal individual its individual consumption. Supsavings rate s⋆i (circles and triangles) given pose that an external shock of
a very small perturbation of either +∆ (blue size ∆ perturbs the aggregate
circles) or −∆ (orange triangles) of the aggresavings rate s̃ away from its colgate savings rate s away from its equilibrium
∗
⋆
value s (green line) as a function of the social lectively optimal value s , and
suppose that household i is alinteraction time τ , for ∆ = 10−7 .
lowed to optimize its savings
rate si while the others hold theirs constant. I call this optimal savings rate s∗i
the best response of the individual household. As displayed in Fig. 4.5, a numerical
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investigation shows that when τ ≪ τc i.e. in the stable regime, the best response s∗i
that maximizes the individual household’s consumption after τ remains close to s̃.
In contrast, when τ ≫ τc e.g. in the oscillatory regime, if ∆ > 0 then the individual
household’s best response s∗i is very small, with si approaching 0, and if ∆ < 0 the
optimal savings rate is large, with si approaching 1.
This happens because when ∆ > 0 the aggregate savings rate is high, so the returns
on investment are low, which discourages saving and vice versa, when ∆ < 0 the
aggregate savings rate is low, so returns on investment are high, which encourages
saving. This destabilizes the unimodal solution around s∗ . The transition occurs
sharply at a parameter value near τc , though the precise value depends on ∆.

4.4.4 Dependence of the Critical Social Interaction Time on Network
Size and Structure
The analysis of the incentives
for the individual household
10
p = 0.1
p = 0.7
to set its savings rate close
p = 0.3
p = 0.9
p = 0.5
p = 1.0
to or far from the collectively
optimal value s∗ in section
4.4.3 gives a lower bound for
the critical social interaction
101
time. It shows that below
A
a certain value for τ there
50
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is no benefit for the individN
ual household in setting the
102
N = 50
N = 300
savings rate far from the colN = 100
N = 400
lectively optimal value. This
N = 200
analysis is agnostic of the network structure. However, in
general the critical social in101
teraction time also depends
B
on the network size and struc0
100
200
300
400
ture. This can be illustrated
k
using Erdős Renyi networks
where the average degree is
Figure 4.6: Critical interaction time τcrit depending on A)
⟨k⟩ = (N − 1)p ≈ N p, with
network size N for different link densities p of
the Erdős-Renyi graph and B) mean degree ⟨k⟩ p being the probability that
any two nodes are connected.
for different network sizes N .
Studying the model with this
network topology shows that
the critical social interaction time τc depends on both N (Fig. 4.6A) and ⟨k⟩ (Fig. 4.6B).
This can be understood by the following reasoning: Capital accumulation in the
economic system has a specific time scale t∗ ∝ 1/αδ (see section 3.3.2). This time
scale determines the length of the time window during which an either high or low
crit

crit

2
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Figure 4.7: The critical social interaction time depends on network properties. The
logarithm of the mean number of neighbors ⟨k⟩ times the critical interaction time
τc is plotted vs. the average shortest path length χ for various values of N and p,
confirming eq. (4.21). The stable regime (τ < τc ) is shaded in blue.

value of the savings rate leads to higher consumption and consequently spreads
among the households. If in this time window eventually all households adopt the
same savings rage, the bimodal distribution collapses to one of its branches. Then,
households cannot make big changes to their savings rate anymore, since there are
no households with a very different savings rate left that they could imitate.
What follows from this consideration is that the speed at which a signal propagates
through the network via the models imitation process sets an upper limit to the critical
social interaction time. This speed typically depends on the networks structural
parameters such as mean degree of nodes ⟨k⟩ or average shortest path length through
the network χ. Empirically, I finds the following proportional relationship between
τc , χ, and ⟨k⟩:
τc ∼ e−χ /⟨k⟩.

(4.21)

Figure 4.7 shows a fit of this relationship to various values for τc . Because χ increases
with N , in the large N limit the system is always in the oscillatory regime. Varying
the network size and structure parameters also results in qualitative changes in the
nature of the oscillation, affecting its frequency, amplitude and variability.

84

4.5 Discussion and Conclusion

4.5 Discussion and Conclusion
The primary purpose of the analysis presented in this chapter was to investigate the
possible implications of heterogeneous households individually setting their savings
rates according to a simple behavioral heuristic. This analysis makes a somewhat
surprising conceptual point by demonstrating how emergent inequality and endogenous
dynamics can naturally emerge from a heterogeneous behavioral model. Despite its
simplicity, the model accurately predicts that during recessions savings rates increase
before output rises (see Fig. 4.3). This has been observed for private savings in 19
OECD countries [Adema and Pozzi, 2015].
Household savings rates are influenced by many things, and conspicuous consumption is only one of many factors. Standard macroeconomic models assume that agents
are perfect utility maximizers, and attempt to provide realism by imposing frictions
that restrict their behavior. Behavioral experiments, in contrast, indicate that real
human beings are at best approximate utility maximizers. Are the behaviorally
observed deviations from utility maximization important for macroeconomics? Can
models that explicitly use behavioral rules capture features that standard models
miss?
Absent shocks, standard macroeconomic models move toward an equilibrium and
remain there. Dynamics occur only because shocks knock the economy away from
equilibrium. In this model, in contrast, the economy may display irregular endogenous
oscillations that are reminiscent of business cycles. Although the model has the
following two random inputs, they are small and very different in character from the
shocks that drive the dynamics of standard models. The first random input determines
the time at which individual households update their savings rates determined by
a Poisson process. The timing of individual updates must be randomized to ensure
that the order in which households update their savings rates varies. The second
random input is the copying error for the savings rate. This is small (1%) and its
exact value makes little difference to the behavior as long as it is nonzero. In contrast
to standard shocks, which affect the economy as a whole, both of these inputs are at
the level of individual households, and affect each household differently. For a large
number of households the copying errors cancel out but the endogenous dynamics
persist nonetheless. Thus while random inputs are necessary in this model, they do
not directly drive booms and recessions as the shocks of standard models do. This is
why the economic dynamics in this model can indeed be considered endogenous.
To illustrate the conceptual difference between this model and standard macroeconomic models it is useful to draw an analogy to a simple physical system. Consider
the problem of pole balancing, in which a man attempts to move his hand to maintain
a pole in a vertical position. The position of the man’s hand corresponds to the
collection of household savings decisions, and the pole/gravity system represents the
economy or more precisely, the accumulation of capital in the economy.
Short poles tip over more quickly than long poles, making it impossible to maintain
a vertical position because the pole will tip over before the man can react. If the pole
is long enough, however, the man can move his hand to compensate, and maintain
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the pole in a roughly vertical position [Insperger and Milton, 2017]. There is a sharp
critical transition between stability and instability that occurs when the pole is about
a meter in length21 . Nonetheless, even when the pole is rather long, it is not possible
to maintain a perfectly vertical position, and the pole oscillates substantially.
An argument in the style of a standard macroeconomic model would posit that
the man is a perfect pole balancer, and any deviations in the angle must be driven
by external shocks, such as sharp gusts of wind, that suddenly cause the pole to
deviate from vertical. Under this view, after each shock the man moves his hand
perfectly to make the pole vertical again as fast as possible, but before he can achieve
this, another shock strikes it, making the pole oscillate around its vertical position.
For pole balancing it is clear that this explanation is wrong. Instead, theories that
assume that oscillations are endogenously caused by imperfect control provide a
better explanation for empirically observed behavior [Insperger and Milton, 2017].
The suggestion here is that the conceptual explanations for business cycles should be
revisited as well. This model adds weight to the idea that at least part of the variation
in savings and investment that occurs during business cycles emerges endogenously
due to the imperfect reasoning of households and firms. The model also suggests
that models incorporating agent heterogeneity might help illuminate the interaction
between business cycles and inequality. The fact that such rich behavior emerges
from such a simple model supports a research agenda for macroeconomics based on
empirically derived behavioral rules.
In the scope of this thesis, this chapter presents a surprisingly rich and interesting
answer to a simple curious question. However, from the theoretical perspective, the
analysis in this and the previous chapter were rather ad hoc. Although the results were
interesting, analytical methods were only used to facilitate more efficient numerical
analysis or as — however well fitting — still rudimentary approximation of model
dynamics. Consequently the insights are limited to the specific cases that were studied.
But it is apparent that both models have similarities with respect to the structure
of interactions between individual agents. Namely, they both feature interactions
between heterogeneous agents both on an individual basis that is structured by
some form of network as well as through aggregated variables such as supply and
demand.22 . Also, in the broader view of describing bounded rational agents in whole
Earth models I want to better understand models like the ones presented in this and
the previous chapter with analytical tools. This raises the question, whether a more
general approach for an analytical description of the dynamical properties of these
and other similarly structured models is possible. Consequently, in the subsequent
chapter I develop an analytical approximation method for such models with networked
heterogeneous agents that interact on an individual as well as on a mean field level.

21
22

This is trivial to confirm empirically – simply attempt to balance a pole of 60 cm. vs. 130 cm.
This is also the case in many other socio-economic and social-ecological models that describe heterogeneous agents interacting with each other as well as aggregate market interaction, management
of public goods of the state of a collectively managed resource.
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Chapter 5
Macroscopic Approximation methods
for networked agent-based models
This Chapter is based on [Kolb et al., 2019a, P5]. In this chapter, I develop a method
to find approximate solutions to heterogeneous-agent models with interactions that
happen pairwise as well as on a mean field level. To introduce, I elaborate on the
implications that this has for the use of agent-based models in economics in Section 5.1.
I develop the method at hand of a simplification of the model that I introduced
in Section 3.2 and will give a short recap of the simplified model specifications in
Section 5.2. I give a detailed explanation of the method in section Section 5.3 and
illustrate one of its advantages by doing a bifurcation analysis of the approximated
model in Section 5.4. I close this chapter with a conclusion in Section 5.5

5.1 Introduction
Agent-based modeling is a computational approach to simulate systems composed
of a large number of similar sub-units with many applications in ecology [Grimm
and Railsback, 2005], business [Bonabeau, 2002], sociology [Macy and Willer, 2002]
and economics [Hamill and Gilbert, 2015, Tesfatsion, 2006]. ABMs are used to
study aggregate phenomena emerging from local interactions [Epstein, 1999]. These
interactions can be structured by spatial embedding of agents or by social networks
[Bargigli and Tedeschi, 2014, Gross and Blasius, 2008, Holme and Newman, 2006].
In economics, ABMs have been used to study for example business cycles [Delli
Gatti et al., 2008], market power [Tesfatsion, 2006] and trade [Hamill and Gilbert,
2015].
ABMs are a promising alternative to dynamic stochastic general equilibrium (DSGE)
modeling, the current workhorse of theoretical macroeconomics [Farmer and Foley,
2009]. DSGE models usually build on the representative agent approach, i.e., they
represent all individuals of one type such as firms or consumers by one representative
decision maker [Hartley and Hartley, 2002]. This is done mainly to hold up to Lucas’
influential critique that macroeconomic model should not use statistical correlations
between aggregate variables but rather build on the behavior of individual economic
agents [Janssen, 2008, Lucas, 1976].
The representative-agent approach implies that theoretical macroeconomics reduces
macroeconomic phenomena to assumptions about a few different representative agents,
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leaving out many explanatory mechanisms for fluctuations in aggregate variables
based on intra-group interaction and heterogeneity.23 Furthermore, DSGE model
often assume rational expectations, i.e., agents know the constraints and dynamics
of the entire economy. This has been criticised as philosophically unsound and
empirically unjustified [Kirman, 2014]. However, due to these assumptions, most
DSGEs allow for a thorough analytical analysis.
In contrast, ABMs allow implementing various individual decision models that are
behaviorally more realistic than full economic rationality [Müller-Hansen et al., 2017].
Agents are often assumed to be boundedly rational and adapt their expectations,
which is compatible with the Lucas critique [Evans and Ramey, 2006]. In ABMs,
fluctuations in aggregate variables do not only arise from exogenous shocks as in
DSGE models but primarily from irregularities in local interactions [Tesfatsion, 2001].
Therefore, they offer an avenue for explaining various emergent phenomena studied
in empirical macroeconomics [Tesfatsion et al., 2006].
As a potential downside, ABMs are often very detailed so that an analytic treatment
is unfeasible. Therefore, in ABMs, the difficulties arising from the aggregation of
heterogeneous and interacting agents are usually solved computationally. Because the
model mechanisms are difficult to trace in the ‘black box’ of a computational model,
the results of ABMs are often difficult to interpret and cannot provide mathematically
sound proofs of relationships between model variables. Results may therefore be
difficult to generalize [Leombruni and Richiardi, 2005]. There has been some progress
in the standardization of model descriptions for ABMs [Grimm et al., 2006], but
the lack of standardization, e.g., of decision rules, makes the models difficult to
compare [Hamill and Gilbert, 2015, p. 239]. Even though there are various techniques
available for comprehensive model analysis [Lee et al., 2015], a systematic model
exploration is uncommon and mostly limited to sensitivity analysis with respect to
crucial parameters.
Methods from theoretical physics have been applied successfully to various problems
in economics for many years [Mantegna and Stanley, 1999]. Here, aggregation methods
from statistical physics can bridge the gap between analytic macroeconomic models
such as DSGE approaches and agent-based computational models [for a review of
physics methods in social modeling, see ref. Castellano et al., 2009]. In contrast
to macroeconomic models, these approaches account for local interactions and use
aggregation techniques to derive macro-dynamics, providing a true microfoundation of
the resulting macromodel. These kinds of approximation methods have recently found
much interest in the fields of financial economics [Chiarella and Di Guilmi, 2011, Di
Guilmi et al., 2008, 2012b] and behavioral finance [Hommes, 2017] and have produced
23

Approaches to represent heterogeneous agents in DSGE models have been used to counter this
criticism and add more realism regarding the distribution of agent attributes [see for example
the review by Heathcote et al., 2009]. Particularly, because the representative agent approach
cannot account for interactions within a heterogeneous group, models using this approach do not
allow for the representation of emergent phenomena [Kirman, 1992]24 but their solution requires
complex numerical methods and cannot integrate local interactions between agents.
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interesting and promising results, e.g., to explain macroeconomic fluctuations and
understand propagation of financial shocks and the resulting systemic risk.
Many authors use mean field approximations to study interactions between heterogeneous agents, e.g., making use of Master and Fokker-Planck equations [Aoki, 1996,
Aoki and Yoshikawa, 2006, Chiarella and Di Guilmi, 2011, Delli Gatti et al., 2000,
Di Guilmi et al., 2008, Landini and Gallegati, 2014]. Such approaches assume that
each agent pair interacts with the same probability. But many social and economic
interactions are structured and the structure can be described by complex networks
[Friedkin and Johnsen, 2011]. Therefore, some approximation methods take network
structure into account and derive macroscopic quantities that describe the structure
of networks [e.g. Alfarano et al., 2008, Lux, 2016].
Yet, most of the literature regards either the network between agents or the states of
agents as static, implicitly assuming different time scales for dynamics of and processes
on the network. However, recent literature on opinion formation processes and the
spreading of social norms in the field of computational social sciences suggests that
both happen on a comparable timescale and can therefore not be treated separately
[Gross and Blasius, 2008, Gross and Sayama, 2009]. A typical example of a model
that takes this into account is the one that I present here. I use this model to
demonstrate how the individual techniques mentioned above may be combined. In
this model, the network of interactions between agents as well as the spreading
of behavior between agents on this interaction network happen on a comparable
timescale. For such adaptive networks [Gross and Blasius, 2008], moment closure
techniques have been introduced in the physics literature to aggregate the feedback
between complex adaptive network dynamics and dynamics of single node states
[Demirel et al., 2014, Do and Gross, 2009, Min and Miguel, 2017, Wiedermann et al.,
2015]. Here, I introduce these techniques to economic modeling and combine them
with approaches from macroeconomics where interactions also happen globally via
aggregated variables.
The technical challenges of analytic approximation methods for agent-based model
has so far hampered their wide-spread use in economics. But they have a huge potential
in providing profound insights into dynamical properties of economic systems: First,
they help increasing performance of computer simulations, making calculation of
single model runs much faster and therefore allowing for a wider range of bifurcation
and parameter analyses. Second, in contrast to stochastic simulations, they make
formal proofs of relations between macroscopic variables possible. Third, they allow
the derivation of analytical expressions of relations between model variables from the
dynamic equations, which is not possible from single simulation runs. This work makes
a step forward in showcasing how such methods can be used to combine interactions
on complex adaptive networks with macroeconomic modeling. It is therefore a
contribution to integrate non-standard behavioral assumptions into macroeconomic
models.
This chapter relies on a simplification of the ABM that was introduced in Section 3.2.
The model consists of heterogeneous households that interact and learn from neighbors
on a social network and a two-sector productive economy. Agents imitate the
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investment strategy of acquaintances that are better off with a higher probability.
This model is used to show how these approximation techniques can be applied to
models that combine local interactions on a network with system-level interactions
through markets. In particular, I use a combination of moment closure, pair, and
large system limit approximations to derive an aggregate description for the dynamics
of my model. Moment closure is used to describe the properties of heterogeneous
households via the moments of their distribution. The pair approximation is used to
describe the adaptive network dynamic of the full model by an approximate proxy
process in terms of aggregate network properties. Both techniques together facilitate
a low dimensional stochastic approximation of the originally very high dimensional
ABM. The large system limit is then used to further approximate this proxy process
by a set of ordinary differential equations. To the best of my knowledge this is the
first study that applies such a combination of approximation methods on a model
that combines structured local with global interactions of heterogeneous agents in a
socioeconomic setting. Self-evidently, despite the fact that the reference application
is an economic one, this approximation method can also be used to describe similarly
structured models in other fields of research such as social-ecology, neuroscience or
computational social science.
In the following section, I give a specification of the model that I use to illustrate
the approximation method. As the model is a simplification of the one introduced
in Section 3.2, I will not discuss its details again but only give a short recap of its
specifications and elaborate on the simplifications.

5.2 Model Description
To illustrate the application of the methods that I put forward, I use a model of a
stylized two sector investment economy that captures the shift from fossil-fuel to
renewable energy-based based production. Essentially, this equals the model that I
introduced in Section 3.2 with the difference that I abstract from the separation of
judgement and actions in terms of a heuristic decision model. Instead, households
decisions whether to invest in one or the other sector are directly governed by the
adaptive voter dynamic [Holme and Newman, 2006]. Consequently, if the reader still
has the model in mind, they can safely skip the model description and continue with
Section 5.2.3 where I present first results.
This model is designed to incorporate the dynamics of social norms that underlie
investment decisions in the context of climate economics and policy. Decarbonization
pathways consistent with the Paris agreement require a rapid shift of investments
away from fossil fuel exploration and extraction to the development and deployment
of renewable energies [IPCC, 2014]. However, the implementation of climate policies
is uncertain and expectations cannot be based on self-consistent beliefs about the
future. In conventional macroeconomic models such shifts can only occur due to price
signals either from improvements in renewable technology, increasing scarcity of fossil
reserves, or carbon pricing. While price signals are certainly important, movements
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advocating for the divestment from fossil fuels point to the role of social norms
and practices regarding investment decision to initiate and accelerate the energy
transition [Ansar et al., 2013, Nyborg, 2016]. To better understand such culturally
driven situations of socioeconomic change, it is important to work with models that
can incorporate endogenous preferences and aspects of bounded rationality such as
imperfect foresight and information as well as learning.

5.2.1 Economic Production
The underlying assumptions of the economic model are discussed in detail in Section 3.2. This is a brief recap of the specifications of the economic production
model.
The model consists of two sectors for production and a set of heterogeneous
households that interact via a complex adaptive social network. The two production
sectors employ different technologies where the production technology in one sector
depends on the input of an exhaustible (fossil) energy-resource R that is used up
in the economic production process whereas the technology in the other sector
does not. They are called the dirty and the clean sector accordingly. Capital is
technology specific and can not be reallocated between the two sectors. Therefore,
the heterogeneous households in the model provide different types of capital Kj as
well as labor L to the sectors. The technology in the dirty sector is fully developed
and adequately described in terms of the total factor productivity.
The clean sector represents a circular economy25 in which the output of final goods
depends on the machinery, knowledge and effort used in its production and is not
limited by entropy laws26 or resource scarcity on the timescale under consideration.
The technology C used in the clean sector is assumed to be still in development and
is therefore explicitly modeled. Technological progress is implemented as learning
by doing according to Wright’s law [Nagy et al., 2013, Wright, 1936]
with a one∫︁
factor learning curve. C is proportional to the cumulative production Yc dt but also
depreciates with a constant rate χ.
Ċ = Yc − χC.

(5.1)

Capital, labor and technology/knowledge are mutual substitutes.
The production
)︂
(︂
α d βd
γ
α
β
c
c
functions Yc = bc C Lc Kc for the clean and Yd = min bd Ld Kd , eR , for the
25

A circular economy is an economic system that employs sharing, reuse, repair, refurbishment
and recycling to create a close-loop system that minimizes the use of resource inputs and waste
outputs, pollution and carbon emissions [Geissdoerfer et al., 2017, Stahel, 2016].
26
It is often noted, that circular economic processes are eventually limited by the second law of
thermodynamics, stating that even though the material flows in economic activity may be circular,
they still produce excess entropy that on would have to get rid of. Consequently, in this scheme,
economic growth is eventually limited by the earths capacity to get rid of entropy in the form of
high entropy radiation [Georgescu-Roegen, 1993, Kåberger and Månsson, 2001, Korhonen et al.,
2018].
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dirty sector satisfy these requirements. Subscripts c and d denote the clean and
dirty sector respectively, Lc and Ld are labor shares, α and β are elasticities of the
respective input factors, bc and bd are the total factor productivity and Kc and Kd
are the capital stocks for the respective sector. The dirty sector uses the resource
efficiently, such that
bd Lαd d Kdβd = eR

(5.2)

where 1/e is the resource intensity of the sector. The usage of the fossil resource R
depletes a geological resource stock G with the initial stock G(t = 0) = G0 :
̇ = −R.
G

(5.3)

The total cost cR for the usage of the fossil resource depends
)︂µ the resource use
(︂ on
G0
ρ
R and the remaining fossil resource stock G as cR = bR R G
with ρ ≥ 1 and
µ > 0 such that ∂cR /∂R > 0 and ∂cR /∂G < 0. This means that at some point
∂Yd /∂R < ∂cR /∂R to take into account that some part of the resource is not economic
as its marginal cost exceeds its marginal productivity. The equilibrium wage w equals
the marginal return for labor:
w=

∂Yc
∂Yd
∂cR
=
−
∂Lc
∂Ld ∂Ld

(5.4)

with the sum of the labor shares equal to the total amount of labor available:
Lc + Ld = L.

(5.5)

Capital rents equal marginal productivity i.e.,
∂Yc
,
∂Kc
∂Yd
∂cR
rd =
−
.
∂Kd ∂Kd
rc =

(5.6)
(5.7)

subsection

5.2.2 Adaptive Network Model for Investment Decision Making
For the approximation methods derived here, I have to abstract from the separation
of judgment and actions that I proposed in Sections 2.4 and 3.2.2. Still, I model
households as bounded rational decision makers [Gigerenzer and Selten, 2002, Simon,
1972, 1982]. That is, households take their investment decisions, i.e. whether to invest
their savings in the clean or the dirty sector, not by forming rational expectations
[Evans and Ramey, 2006, Kirman, 2014] but by engaging in social learning [Bandura,
1971] to obtain successful strategies [Traulsen et al., 2010] with reasonable effort. As
the outcomes of social learning crucially depend on the structural properties of the
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complex network of social ties amongst the households [Barkoczi and Galesic, 2016], I
model the adaptive formation of this social network endogenously. A well established
principle for the emergence of structured ties in social networks is homophily, i.e.
the tendency that similar individuals are linked [Centola, 2011, Centola et al., 2007,
McPherson et al., 2001]. The following model specification uses social learning in
combination with endogenous network formation based on homophily to model the
investment decisions of the households.
I model N heterogeneous households denoted with the index i as owners of labor
(i)
(i)
(i)
L = L/N and capital Kc and Kd in the clean and dirty economic sector respectively. Households generate an income I (i) from their labor and capital income which
they use for consumption F (i) and savings I (i) :
(i)

I (i) = wL(i) + rc Kc(i) + rd Kd ,
F

(i)

S

(i)

(i)

= (1 − s)I ,
(i)

= sI .

(5.8)
(5.9)
(5.10)

where s is the savings rate that specifies the fraction of income S (i) that saved and
rc and rd are the rents for clean and dirty capital respectively. A binary decision
parameter oi ∈ {c, d} denotes the sector in which the households decide to invest.
Investment decisions are driven by social learning via the imitation of successful
strategies and homophily towards individuals exhibiting the same behavior.
I describe households as the nodes in a graph of acquaintance relations that follow
the following rules:
1. Households randomly become active at a constant rate 1/τ i.e. their activity is
given by a Poisson-Process.
2. When a household i becomes active, it interacts with one of its acquaintances j
chosen uniformly at random.
3. If they follow the same strategy, i.e. they invest in the same sector, nothing
happens.
4. If they follow a different strategy, i.e. they invest in different sectors, one of
two actions can happen:
a) Homophilic network adaptation: with probability φ, the households end
their relation and household i connects to another household k, that follows
the same strategy.
b) Learning: with probability 1 − φ, household i engages in social learning i.e.
it imitates the strategy of household j with a probability pji that increases
with their difference in income.
I follow previous results on human strategy updating in repeated interactions from
Traulsen et al. [2010], when I assume the imitation probability as a monotonously

93

Chapter 5 Macroscopic Approximation methods for networked agent-based models
increasing function of the relative difference in consumption between both households:
(︄

pji =

(︄

a(F (i) − F (j) )
1 + exp −
F (i) + F (j)

)︄)︄−1

.

(5.11)

As opposed to the absolute difference in the original study by Traulsen et al. [2010],
the probability in this model depends on relative differences. I set a = 8 to conform
to their empirical evidence. This dependence on relative differences in per household
quantities is crucial for my method as I will discuss later at the end of Section 5.3.4. I
model strategy exploration as a fraction ε of events that are random, e.g. rewiring to
a random other household or randomly investing in one of the two sectors. Given the
savings decisions of the individual households, and assuming equal capital depreciation
rates κ in both sectors, the time development of their capital holdings is given by
̇ (i) =sδo c rc K (i) + rd K (i) + wL(i) − κK (i)
K
c
c
c
i
d

(5.12)

̇ (i) =sδo d rc K (i) + rd K (i) + wL(i) − κK (i)
K
d
c
i
d
d

(5.13)

)︂

(︂

(︂

)︂

where δij is Kroneckers Delta. The total capital stocks in the two sectors are given
by the sum of the individual capital stocks as
Kj =

N
∑︂

(i)

Kj = N k j ,

j ∈ {c, d}

(5.14)

i

where kj is the average per household capital stock of a given capital type.
I acknowledge the fact that different model specifications are possible and interesting.
For instance, I only consider fixed savings rates and the decision between two capital
assets and leave the analysis of the interesting possible effects of households setting
their savings rates individually to another study [Asano et al., 2019]. However, I
want to point out that the approximation methods that I develop in the following can
also be useful to gain insights from different but similar models that rely on complex
adaptive interaction networks.

5.2.3 Numerical Modelling and Results
With the model specifications from Section 5.2, the parametrization in Table 5.1 the
model can be simulated numerically. For this, I implemented the dynamics in the
multi-purpose programming language python. The implementation of the ABM as
well as the numerical analysis using the approximation methods described in the
following are available on github in Kolb [2018].
As initial conditions for the remaining dynamical variables, I use a high fossil
resource stock G = G0 , low knowledge about clean technology C = 1, and equally
low capital in both economic sectors that is uniformly distributed to all households
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(i)

Kj = 1. For the investment decision process, the initial opinions of the N = 100
households are drawn from a uniform distribution and their initial acquaintance
structure is an Erdős-Renyi random graph with mean degree k=10. In the following,
I discuss the resulting aggregate dynamics.
rd
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Figure 5.1: Example trajectory of the ABM. Solid lines show mean results from 100 runs
of the model in per capita variables. Colored areas around solid lines show their
standard deviation. The panels show capital rents in the clean and dirty sector rc
and rd as well as the fraction of households investing in the clean sector nc in panel
a, knowledge and resource stock c and g in panel b, output of clean and dirty sector
Yc and Yd in panel c and per capita capital kc and kd in the clean and dirty sector
(i)
(d). Initial conditions are G = G0 , C = 1, Kj = 1 for the economic subsystem.
For the investment decision process, the initial opinions of the N = 100 households
are drawn from a uniform distribution. Their initial acquaintance structure is an
Erdős-Renyi random graph with mean degree k=10.

Figure 5.1 displays an exemplary average evolution of the model calculated as
the average of 100 simulation runs. The simulation starts with initial conditions of
abundant fossil resources g and low clean technology knowledge stock c (Fig. 5.1b) as
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well as equally low capital stocks in the clean and dirty sector kc and kd (Fig. 5.1d).
As I show later (see Section 5.4), the rest of the initial configuration of the model
is rather irrelevant for the selected parameter values listed in Table 5.1, since there
is only one stable dynamical equilibrium as long as resource extraction costs are
negligibly low. The high initial capital rents rc and rd are a direct result of the model
assumptions and initial conditions. More precisely, the assumption that capital rent
equals marginal productivity in Eqs. (5.6) and (5.7) and that of decreasing marginal
productivity due to the choice of capital elasticity βi result in ri ∼ Lαi i /Kiβi . Together
with the initial condition of low capital and a fixed labor supply this results in high
initial capital rents. Also, as a direct consequence of these assumptions, the capital
rents rc and rd decrease over time as the capital stock is built up. Initially (from
t = 0 to t = 100), as a result of the choice of total factor productivities bi and due to
low fossil resource extraction costs, capital productivity (and therefore capital rent rd )
is higher in the dirty sector than the clean sector (see Fig. 5.1a). Consequently, the
majority of households invest in the dirty sector which leads to a high per-household
capital stock kd (Fig. 5.1 d) and high production output Yd (Fig. 5.1c) in this sector.
Naively, because of decreasing returns to capital in both sectors i.e. ri ∼ 1/Ki , I
would expect the system to move towards a dynamic equilibrium in which the capital
rent is equal in both sectors, i.e., rd = rc . In this dynamic equilibrium two households
(i and j) investing in different sectors (σi = c and σj = d) would generate the same
income and therefore the same consumption F (i) = F (j) such that on average the
probability to switch (as given by Eq. (5.11)) from dirty to clean investment and vice
versa would equal. However, I find that there is a persisting difference between rc and
rd between t = 50 and t = 100. This difference can be explained by the exploration of
investment strategies i.e. that learning of investment strategies is not only determined
by imitation according to Eq. (5.11) but also by exploration events where the resulting
investment strategy is independent of the income that can be generated from investing
in one or the other sector. This brings the shares of clean and dirty investors closer
together because in this case the outflux from investment strategy c to d only depends
on the number of households that use investment strategy c and vice versa. In terms
of the depicted variables this means that it brings the shares of households that invest
in the clean and dirty sector Nc and Nd closer together and therefore relative share
of households that invest in the clean sector nc = Nc /N closer to 0.5.
For t > 100 the depletion of the fossil resource leads to significantly increasing
resource extraction costs. Consequently, the marginal productivity of dirty capital kd
decreases and so does rd , leading to a peak in accumulation of capital in the dirty
sector around t = 100 (Fig. 5.1d). Once the relative return on capital in the clean
sector increases, households start to adopt a clean investment strategy visible in an
increase in nc in Fig. 5.1a. When the fossil resource stock reaches its economically
exploitable share at around t = 200, the overall productivity in the dirty sector
reaches zero, leading to full employment of all available labor in the clean sector.
This drives demand for capital up, accelerating the investment change from clean to
dirty investment. As all households except for the share caused by exploration are
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bc
bd
bR
e
κ
χ
γ
αc
αd
βc
βd
φ
1/τ
ε
G0
L

1
4
0.1
1
0.06
0.1
0.1
0.5
0.5
0.5
0.5
0.5
1
0.05
1,000,000
100

Total factor productivity in the clean sector
Total factor productivity in the dirty sector
Initial resource extraction cost
Resource conversion efficiency
Capital depreciation rate
Knowledge depreciation rate
Elasticity of knowledge in the clean sector
Elasticity of labor in the clean sector
Elasticity of labor in the dirty sector
Elasticity of capital in the clean sector
Elasticity of capital in the dirty sector
Fraction of rewiring events in social learning
Rate of social interaction
Exploration probability
Initial resource stock
Total labor

Table 5.1: List of model parameters with their default values

investing in the clean sector, the system reaches an equilibrium with high capital in
the clean sector and low capital in the dirty sector (see Fig. 5.1d).
Notably, I find an increasing variance in the fraction of households investing in the
clean sector before and around the transition (see grey area round nc in Fig. 5.1a),
which means that due to the stochasticity of the social learning process the transition
happens earlier for some simulation runs than for others. Nevertheless, I find that
the inertia of the model resulting from the large accumulated stock of capital that is
specific to the dirty sector eventually leads to an almost entire depletion of the fossil
resource.

5.3 Approximate Analytical Solution
Structurally, the model described in Section 5.2 consists of a set of 2N + 2 coupled
ordinary differential equations Eqs. (5.1), (5.3), (5.12) and (5.13) with algebraic
constraints Eqs. (5.2) and (5.4) to (5.7) for the economic production process and
a stochastic adaptive network process for the social learning component that is
described by the rules 1 to 4b in Section 5.2.2. The state space of this combined
process consists of two degrees of freedom of the knowledge stock and the geological
resource stock as well as 2N degrees of freedom for the capital holdings of the set
of all individual households plus the configuration space of the adaptive network
process of the social learning component. I denote the variables of this process by
(i)
capital letters (C, G, Kj . . .). To find an analytic approximation of the model in
terms of a low dimensional system of ordinary differential equations, I approximate it
in terms of a stochastic process of aggregated quantities, thereby drastically reducing
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the dimensionality of the phase space. I denote the variables of this process with
(k)
capital letter with bars (N (c) , K l . . .).
The derivation of this approximate process is done in three steps: First, I solve the
algebraic constraints to the economic production process given by market clearing
in the labor market and efficient production in the dirty sector - loosely following
Nitzbon et al. [2017]. Second, I use a pair approximation to describe the complex
adaptive network process of social learning in terms of aggregated variables, similar to
Rogers et al. [2012]. Third, I use a moment closure-like method to approximate higher
moments of the distribution of the capital holdings of the heterogeneous households
by quantities related to the first moments of their distribution.
Finally, I take the limit of infinitely many households (large system- or thermodynamic limit) to obtain a deterministic description of the system.

5.3.1 Algebraic Constraints
To calculate the labor shares Lc and Ld as well as the wages in the two sectors, I
use Eqs. (5.4) and (5.5) and for the parameters of the resource extraction cost cR ,
I assume ρ = 1 and µ = 2. Additionally, I assume equal labor elasticities in both
sectors αd = αc = α.
Eqs. (5.15a) to (5.15i) solve these algebraic constraints where Eq. (5.15a) gives a
set of substitutions, equations Eqs. (5.15b) to (5.15e) give a set of dependent variables
and equations Eqs. (5.15f) to (5.15i) are a set of ordinary differential equations that
describe the dynamics of the independent variables of the economic system. A step
by step derivation of the equations is given in Section 3.3.1.

Xc =

1
(bc Kcβc C γ ) 1−α ,

Xd =

1
(bd Kdβd ) 1−α ,

(︄

XR =

bR G20
1−
e G2

)︄

1
1−α

,

(5.15a)

w = αLα−1 (Xc + Xd XR )1−α ,
βc
Xc Lα (Xc + Xd XR )−α ,
rc =
Kc
βd
rd =
Xd XR Lα (Xc + Xd XR )−α ,
Kd
(︃
)︃α
Xd XR
b d βd α
,
R = Kd L
e
Xc + Xd XR
̇ = −R,
G

(5.15d)

̇ (i) = sδo c (rc K (i) + rd K (i) + wL(i) ) − κK (i) ,
K
c
c
c
i
d

(5.15g)

̇ (i) = sδo d (rc K (i) + rd K (i) + wL(i) ) − κK (i) ,
K
d
c
i
d
d
̇
C = Yc − χC.

(5.15h)
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(5.15b)
(5.15c)

(5.15e)
(5.15f)

(5.15i)
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5.3.2 Pair Approximation
To derive a macroscopic approximation of the social learning process described
by rules 1 to 4b in Section 5.2.2, I use a moment closure technique called pair
approximation [Gleeson, 2013, Keeling et al., 1997, Pugliese and Castellano, 2009].
This approximation describes the microscopic adaptive network process in terms of
the numbers of nodes in different states N (c) and N (d) as well as the number of links
between like and unlike nodes [cc], [dd] and [cd]. As such, it only tracks pair motives
in the network process and neglects higher order structures - hence the name. Doing
this, it assumes that these higher order structures are uncorrelated. The specifics of
this are described below. Since the total number of households N and network links
M are fixed, the approximated model has three degrees of freedom and can thus be
described by the following three of the five variables mentioned before. I write them
with a bar to signal that they are variables of the pair based approximation and not
of the original microscopic model:
N (c) ,

[cc],

[cd].

(5.16)

These three degrees of freedom span the reduced state space of the social process
S̄ = (N (c) , [cc], [cd])T . The investment decision making process can then be described
in terms of the learning, adaptation and exploration events j ∈ Ω that change these
variables. Each of these events happens at with the rate W (S, S + ∆Sj ) and results
in a jump of length ∆Sj in state space. In the following, the derivation of there rates
and jump lengths is illustrated along the example of a clean household imitating a
dirty household. The approximate rate of this event is given by the product of
• the rate of social interaction i.e. the rate of events per household times the
number of households N/τ ,
• the probability of the event not being an exploration event (1 − ε),
• the probability of learning events (versus network adaptation events) (1 − φ) ,
• the probability of the active households to invest in clean capital N (c) /N ,
• the approximate probability of interaction with a household investing in dirty
capital [cd]/(2[cc] + [cd])27 .

27

Why is the approximate probability for a “clean” household to interact with a “dirty” household
given by [cd]/(2[cc] + [cd])? The total number of c neighbors of c households in the network is
2[cc] since there is a c neighbor situated at both ends of a cc link. Correspondingly, he total
number of d neighbors of c households in the network is [cd] since a d neighbor is situated only at
one end of a cd link. Now, I approximate the distribution of d neighbors of c households with a
uniform distribution i.e. I approximate the probability of selecting a d neighbor of a c household
by the number of d neighbors of clean households [cd] divided by the total number of neighbors
of c households 2[cc] + [cd].
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• the probability that the active node actually imitates its neighbor pcd 28 .
which results in
Wc→d =

N
N (c)
[cd]
(1 − ε)(1 − φ)
pcd .
τ
N [cd] + 2[cc]

(5.17)

Now, we look at the corresponding change in the state space variables. Obviously,
if one household changes from investing in the clean sector to investing in the dirty
sector, the change in N (c) is ∆N (c) = −1. The changes in [cc] and [cd] are less
obvious. The average number of neighbors of clean households is given by their mean
degree k (c) . Since the event is a clean household imitating a dirty household, one
of the neighbors of the household is already known. This leaves the identity of the
k (c) − 1 remaining neighbors to be determined. The key approximation that is made
here, is that the identity of these neighbors is uncorrelated i.e. that the fact that the
identity of one or more of the neighbors is known does not change the probability
of different identities for the remaining neighbors. Consequently, the state of the
remaining neighbors is approximated by drawing k (c) − 1 times from the distribution
of the identity of the remaining neighbors. This distribution is approximated as
explained in Footnote 27 by the quotient of the number of neighbors of one type in
the entire network by the total number of neighbors in the network. Consequently,
the probability for a neighbor to invest in dirty p(d) or clean p(c) capital is given by:
p(c) =

2[cc]
;
2[cc] + [cd]

p(d) =

[cd]
.
2[cc] + [cd]

(5.18)

So, approximately, the active clean household has a total of (k (c) −1)2[cc]/(2[cc]+[cd])
neighbors that invest in the clean sector and 1 + (k (c) − 1)[cd]/(2[cc] + [cd]) neighbors
that invest in the dirty sector. This means that if this household changes to investing
in the dirty sector, a corresponding number of edges in the network change their type.
All together, this results in a jump in state space ∆Sc→d = (∆N (c) , ∆[cc], ∆[cd])T of
⎛

−1

⎞

2[cc]
(c)
⎟
⎜
∆S̄c→d ≈ ⎜ (k − 1) (2[cc]+[cd]) ⎟ .

⎟

⎜
⎝

1 + (k (c) −

1) [cd]
(2[cc]+[cd])

(5.19)

⎠

Given the rates Wj of all social learning events j ∈ Ω that change the aggregated
description S of the adaptive network, the time development of the system in terms
the aggregated variables can be written in terms of a master-equation. This mas28

For a specific pair of neighbors the imitation probability depending on the income difference is
given by Eq. (5.29). For a randomly selected pair of neighbors this depends on the distribution
of income differences between randomly selected pairs of households investing in different sectors.
This is discussed in detail as part of the moment closure approximation of households capital
endowments in Section 5.3.3
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ter equation describes the time development of the probability distribution P (S, t)
depending on the jump lengths ∆Sj and the rates Wj :
∑︂
∂P (S̄, t)
P (S̄ − ∆S̄j , t)W (S̄ − ∆S̄j , S̄) − P (S̄, t)W (S̄, S̄ + ∆S̄j )
=
∂t
j∈Ω

(5.20)

This description is very useful, as there are a myriad of well established methods
to work with master equations. One of these will be used in Section 5.3.4 to derive
ordinary differential equations for the approximate dynamics of the system in terms
of aggregated variables.

5.3.3 Moment Closure
To describe the capital structure in the model that consists of 2N equations of type
Eq. (5.12) and Eq. (5.13), I use the set Ω(c) households investing in clean and the
set of Ω(d) households investing in dirty capital and look at the aggregates of their
respective capital holdings:
(k)

Kl

(i)

∑︂

=

(5.21)

k, l ∈ {c, d}

Kl ,

i∈Ω(k)
(c)

This means that e.g. K d is the combined capital in the dirty sector that is owned
by all the households that are currently investing in the clean sector. Now, I take the
derivative of the aggregates defined in Eq. (5.21). For the subsequent manipulations,
I use the following notation: ∼ l denotes ‘not’ l for l ∈ c, d, e.g., ∼ c = d and
N (∼k) = N − N (k) . Also Ω(k→l,dt) denotes the set of all households that changed
their investment decision from k to l during the time interval (t, t + dt) where k ̸= l.
(k)

dK l

∑︂

=d

(i)

(5.22)

Kl

i∈Ω(k)

=

N
∑︂
i

(i)

δoi k dKl +

∑︂
Ω(∼k→k,dt)

(i)

Kl −

∑︂

(i)

Kl

Ω(k→∼k,dt)

This means that the time development of the sum of the capital endowments of one
type that is held by all households that invest in the same sector is governed by two
processes. First, it is driven by the deterministic process of capital accumulation and
second, it is influenced by terms that represent households changing their investment
decision and taking their capital endowments with them. Continuing, the time
derivative in the first summand on the right hand side is substituted with Eqs. (5.15g)
and (5.15h) and the second two summands, the terms from households switching
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their opinions during time interval dt are called ST and treated later.
(k)
dK l

=

N
∑︂

(︂

(︂

(i)

)︂

(i)

(i)

δoi k δoi l s rl Kl + r∼l K∼l + wL(i) − κKl

)︂

(k)

dt + STl

(5.23)

(k)

(5.24)

i

(︄

(︄
(k)
rl K l

δkl s

=

+

)︄

)︄

N (k)
+ wL
N

(k)
r∼l K ∼l

−

(k)
κK l

dt + STl

In more detail, this is equivalent to
(︂

(c)

)︂

(c)
dt
(src − κ)K (c)
dK (c)
c + srd K d + swL
c =
(c)

dK d = − αK (c)
d dt
(d)

(5.25)

+ ST

dK c(d) = − αK c(d) dt
(︂

)︂

dK d = src K c(d) + (srd − κ)K d(d) + swL(d) dt
(c)

Now, I treat the switching terms ST . For K̄ c for instance, the switching terms are
the result of agents changing their saving decision from clean to dirty, which means
(d)
(c)
that they carry over their capital endowments in the clean sector from K c to K c
and vice versa. In the microscopic model, the capital endowments of agents that
change their investment decision depend on the full distribution of capital endowments
amongst all households. However, as part of the moment closure approximation,
I take the probability for a household to change its investment decision and its
capital endowments to be uncorrelated. Also, I approximate the individual capital
endowments of the household with the average capital endowments of all households
that share its investment decision. This means, that the switching terms ST in
Eq. (5.24) are equivalent to
(∼k)

(k)

STl

=

(k)

Kl
Kl
dN ∼k→k − (k)
dN k→∼k
(∼k)
N
N

(5.26)

Then, I can write down the changes in capital stocks explicitly including the switching
terms as a simple stochastic differential equation:
(︄
(k)
dK l

(︄

= δkl s

(k)
rl K l

(∼k)

+

+

(k)
r∼l K ∼l

N (k)
+ wL
N

)︄

)︄

−

(k)
κK l

dt

(k)

Kl
Kl
dN ∼k→k − (k)
dN k→∼k ,
(∼k)
N
N

l, k ∈ {c, d}

(5.27)

where dN k→∼k denotes the stochastic process of households changing their investment
decision from k to ∼ k according to the rules of the social learning process outlined
in Section 5.2.2. In line with the pair approximation described in Section 5.3.2 I

102

5.3 Approximate Analytical Solution
approximate this as
dN k→∼k =

∑︂

(︂

(∼k)

H ∆N j

)︂

(∼k)

∆N j

(5.28)

Wj dt

j∈Ω

where H denotes the unit step function, Ω is the set of all social learning events, Wj
(k)
are the rate of the respective event and ∆N j are the number of households changing
their investment decision analogously to Eq. (5.17).
The imitation probability pcd in Eq. (5.17) is approximated as the expected value
of a linearized version of Eq. (5.11) when drawing a pair of neighboring households i,
j as specified. More precicely I perform a Taylor expansion of Eq. (5.11) in terms
of the consumption of the two interacting households F (c) and F (d) around some
fixed values F (c)∗ and F (d)∗ up to linear order. To maintain the symmetry of the
imitation probabilities with respect to the household incomes, I change variables to
∆F = F (c) − F (d) and F = F (c) + F (d) and expand around ∆F = 0, F = F0 , where
F0 is yet to be fixed to a value. In linear order this results in:
a
1
∆F,
−
2 4F0
1
a
= +
∆F.
2 4F0

pcd =

(5.29)

pdc

(5.30)

To make the approximation work for the largest part of the systems state space, I
set the reference point F0 to be the middle of the sum of the estimated upper and
lower bounds for the attainable income of households investing in the clean and dirty
sector, respectively. The minimum attainable income is assumed to be zero. The
maximum attainable income for a household investing in the clean sector is assumed
to be reached in equilibrium given all other households also invest in the clean sector
i.e. I calculate F (c)∗ as half of an average household income at the steady state of
̇ c = sbc Lα Kcβc C γ − δKc and Ċ = bc Lα Kcβc C γ − δC:
K
(︄

C∗ =

bc L α s βc
δ

)︄

1
1−βc −γ

(︄

Kc∗ =

,

bc Lα s1−γ
δ

)︄

1
1−βc −γ

.

(5.31)

(d)∗ as half of an average household income at the steady
Equivalently, I calculate
)︂F
(︂
̇ d = s 1 − bR bd K βd P α − δKd :
state of K
d
e

Kd∗ =

(︃

sbd Lα
bR
1−
δ
e
(︃

(︂
)︃)︃

1
1−βd

)︂

.

(5.32)

With these results, using the fact, that I set βc = βd = α = 1/2 the reference point
F0 is
F0 =

)︂
1 (︂ (c)∗
F
+ F (d)∗
2
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1−s ∗ ∗
(rc Kc + wL + rd∗ Kd∗ + wL)
2N
(︄(︃
(︃(︃
)︃
)︃2 )︄
)︃ 1
1−s
sbc Lα 1−βc −γ
bR
s
=
1−
bd L α
+
2N
δ βc +γ
δ
e
=

(5.33)
(5.34)

where rc∗ and rd∗ in Eq. (5.33) are the capital return rates Eqs. (5.6) and (5.7) in the
respective equilibria Eqs. (5.31) and (5.32).
Given this linear approximation of the imitation probabilities, I approximate the
income Fc and Fd of the randomly selected households i and j as the household income
of the average household investing in clean and dirty capital using the aggregated
variables as introduced in Eq. (5.21) which in the large system limit is equivalent to
taking the expected value over all households in the respective cohorts:

pcd =

)︂
a (︂ (︂ (c)
1
(d)
−
rc K̄ c − K̄ c
2 4F0

+rd
pdc =

(︂

(c)
K̄ d

−

(d)
K̄ d

)︂

)︂)︃
L (︂ (c)
(d)
+w
N −N
N

(5.35)

)︂)︃
L (︂ (c)
(d)
N −N
+w
N

(5.36)

)︂
a (︂ (︂ (c)
1
(d)
+
rc K̄ c − K̄ c
2 4F0

+rd

(︂

(c)
K̄ d

−

(d)
K̄ d

)︂

With this approximation, I have now reached an approximate description of the
microscopic dynamics in terms of stochastic differential equations for the aggregate
variables.

5.3.4 Large System Limit
The description of the model in terms of equations Eqs. (5.15f), (5.15i), (5.20)
and (5.25) poses a significant reduction of complexity, yet it is still a description in
terms of a stochastic process rather than in terms of ordinary differential equations, as
typically used in macroeconomic models. To further reduce it to ordinary differential
equations, I do an expansion in terms of system size, which in this case is given by
the number of households N . Therefore, following Van Kampen [1992, p. 244], I
introduce the rescaled variables
n(c) =

N (c)
,
N

y=

[cc]
,
M

z=

[cd]
,
M

k=

2M
,
N

(5.37)

and expand the master equation Eq. (5.20) that describes the social learning process
in terms of a small parameter N −1 . In the leading order, the time development of
the rescaled state vector s = (n(c) , y, z) is given by
d
s = α1,0 (s)
dt
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where α1,0 is the first jump moment of W . In terms of the rescaled variables s, α1,0
is given by
∫︂

α1,0 (s) =

(5.39)

∆sW (s, ∆s)d∆s,

such that, in the case of discrete jumps in phase space Eq. (5.38) simplifies to:
∑︂
d
s=
∆sj Wj ,
dt
j∈Ω

(5.40)

where Ω is the set of all possible (discrete) events in the social learning process.
As for the economic processes, I keep the aggregated quantities (K ji , C, G) fixed
and formally go to a continuum of infinitesimally small households. As people and
also households for that matter are finite entities, a continuum of households makes
no sense. But practically, this can be interpreted as a weighted sample of a very
large population of heterogeneous individuals and increasing the sample size up until
the point where a continuum of households is a sufficiently good approximation of
the real world in terms of a model. The only element in the approximation of the
economic model that depends on per household quantities is the imitation probability
Eq. (5.11) or rather its approximation Eq. (5.29) and Eq. (5.30). Since I have chosen
this to depend on relative differences in income, their dependence on the number of
households N cancels out and the limit of N → ∞ becomes trivial resulting in the
following deterministic approximation for the the capital endowments in sector l of
households investing in sector k described in Eq. (5.27):
̇ (k) = δ s r K (k) + r K (k) + wLn(k) − κK (k)
K
kl
l l
∼l ∼l
l
l
(︂

+

(︂

)︂

)︂

(∼k) ∑︂
(k)
)︂
(︂
Kl
K l ∑︂ (︂ (∼k) )︂
(k)
(∼k)
(k)
W
−
∆n
∆nj Wj . (5.41)
H
∆n
H ∆nj
j
j
j
n(∼k) j∈Ω
n(k) j∈Ω

Together with the ordinary differential equations Eqs. (5.15f) and (5.15i) that
describe the accumulation of knowledge C by the clean sector and the depletion of
the fossil resource G by the dirty sector, Eqs. (5.40) and (5.41) form the full set of
ordinary differential equations that approximate the microscopic model as specified
in Section 5.2.
It is interesting to note that the freedom to chose equations for economic production
that are not scale invariant critically depends on the assumption that household
interaction only depends on relative differences. In return one can show that individual
interaction that depends on absolute differences only allow for a large system limit if
the system is scale invariant in terms of aggregated quantities. Regardless, it would
be possible to relax both of these assumptions and to work with the PBP process
with the results explicitly depending on the number of households, which in return
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could lead to interesting finite size effects.

5.3.5 Results of the Model Approximation
The results in Fig. 5.2 are to some extent complementary to the results in Fig. 5.1
that I discussed in Section 5.2.3. Figure 5.2d shows capital in both sectors belonging
to households that actually invest in these sectors, which is almost equivalent to the
variables in Fig. 5.1d as it makes up almost the entirety of these capital stocks. This
can be seen in Fig. 5.2c: It shows capital of households in the sector that they do not
currently invest in, which is approximately an order of magnitude smaller (note the
different scale of the horizontal-axis in the figure).
A comparison of the results of the approximation (dashed lines) with those of the
numerical simulation of the ABM (solid lines) in Fig. 5.2 shows that the approximation
exhibits the same qualitative features, such as trends, timing and order of magnitude
of the displayed variables, as the microscopic model.
Particularly, these results show that for the given parameter values the macroscopic
approximation is capable of reproducing very closely the quasi equilibrium states
before and after the transition from the dirty to the clean sector, as it lies within the
standard error of the ensemble of ABM runs. Also, the approximation is reasonably
capable to reproduce the timing of and the transient states during the transition.
This is somewhat surprising since in other works, macro-approximations were less
well able to get the timing of transition right.
In the following, I discuss the differences between the results of the approximated
model and the numerical simulation results.
I find that the approximation estimates the transition from investment in the dirty
sector to investment in the clean sector slightly too early (best visible in panel a).
The reason for this might be the underestimation of the share of clean investing
households, leading to an overestimation of the share of dirty capital in the system
which is also visible in Fig. 5.2d.
I find a second discrepancy between the micro-model and the approximation in the
(c)
overestimation of dirty capital of clean investors (Kd ) (panel c) during the transition
phase between t ≈ 150 and t ≈ 200. This can be explained by the inequality in
capital holdings amongst households. In the approximation, all households investing
in dirty or clean capital are assumed to have the same income respectively. Therefore,
the probability to change their investment behavior will change for all of them at
once during the transition phase leading to a rapid shift of dirty investors changing
to invest in clean capital but taking their dirty capital endowments with them (hence
the sharp peak in dirty capital of clean investors during the transition phase, see
Fig. 5.2c dashed grey line).
Also, in the micro-model, households changing from a dirty to a clean investment
strategy take their – presumably high – endowments in dirty capital with them.
Therefore, the endowments in dirty capital of households investing in the clean sector
are relatively wide-spread (see grey area around solid orange line in Fig. 5.2c). This
has effects on the estimated timing of the transition, too. In the micro-model, income
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Figure 5.2: Trajectories of dynamic variables from the macro approximation and from
measurement in ABM simulations. The results from ABM simulations with
N = 100 households (solid lines) are obtained as an ensemble average from 100 runs
with standard errors indicated by gray areas. Initial conditions are given by equal
shares of households investing in both sectors and equal endowments in both sectors
for all households. The initial acquaintance network amongst the households is an
Erdős-Renyi random graph with mean degree k = 10. Other initial conditions are
C0 = 0.5 and G0 = 5 × 105 . All other parameter are given in Table 5.1. The results
from the macro approximation (dashed lines of the same colors) are obtained by
numeric integration of Eqs. (5.15f), (5.15i), (5.40) and (5.41). The initial conditions
are drawn from the same distribution as previously for the ABM simulations e.g. Nc ,
[cc] and [cd] are calculated from an Erdős-Renyi random graph with mean degree
k = 10.
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of households is heterogeneous. Therefore, for each of them the probability to change
their investment behavior changes at different points in time, i.e., poorer households
are likely to switch earlier during the transition than richer households. Together this
leads to a slower, more spread-out transition dynamic the micro-model resulting in a
flatter peak in the dirty capital endowments of clean-investing households.
Another effect at play during the transition is related to the assumptions that is
made in the pair-approximation. Namely, that all households investing in the same
type of capital have the same distribution of clean and dirty neighbors.
In the reality of the micro-model, however, these assumptions that are essential to
the pair approximation may well be inaccurate – especially so during a rapid transition.
E.g., a household that has only recently changed its state has a neighborhood that
is atypical for its group and adapts only slowly. Consequently, when many changes
in the state of the system happen in a short time, a significant proportion of the
population is not well described by the assumed approximate distribution.
A number of these effects that lead to discrepancies between the micro-model
and the approximation may be mitigated by higher-order moment closure for the
distribution of heterogeneous agent-properties or higher-order motif approximation of
the network dynamic.
For instance, a higher-order moment closure approximation that tracks the variance
and skewness of the distribution of capital endowments may also account for the
likelihood of capital endowments of agents that switch their investment decision to
be biased. This would presumably mitigate the overestimation of dirty capital of
(c)
(c)
clean investors (Kd ) during the transition as well as the underestimation of (Kd )
before the transition and therefore also estimate the timing of the transition even
more precisely.
Similarly, a higher-order motif approximation of the network dynamic may describe
the heterogeneity in the local distribution of opinions in the neighborhood of individual agents and correct for the effects of this especially during periods of transient
non equilibrium dynamics in the approximated model.
In the previous section I derived a set of ordinary differential equations describing
the stochastic dynamics of an agent-based model in terms of aggregated variables in
the large system limit. I intend this derivation to be a prototypical example for a
macroeconomic model with true microfoundations based on heterogeneous agents,
given their microscopic interactions are of similar complexity. As such, it might also
serve as a starting point for the application and development of similar models for
other kinds of social dynamics. For example, an extension to continuous opinions
requiring a Fokker-Planck-type description would follow naturally and would grant
compatibility to a large body of models for social influence [see Müller-Hansen et al.,
2017, pp. 988 f.].
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5.4 Bifurcation Analysis
The description of the model as a system of ordinary differential equations allows for
the analytical analysis of emergent model properties such as multi stability, tipping
and phase transitions. I subsequently perform a bifurcation analysis to illustrate and
discuss the effects of the models state space for possible policy measures in favor of
clean technologies.

5.4.1 Methods
Bifurcation theory is the analysis of qualitative changes of dynamical systems under
parameter variation, for example between a regime with a unique equilibrium (fixed
point) and a multi-stable regime. The parameter value at which a qualitative change,
for example in the stability of an equilibrium, occurs is called a critical value or
bifurcation point. Bifurcations are classified according to the changes in dynamical
properties of the system [Kuznetsov, 1998, Strogatz, 1994]. Analytical methods
have limited scope to identify bifurcation points in non-linear systems. Methods like
numerical continuation can handle complex systems of ordinary differential equations
like the one derived in Section 5.3 [Allgower and Georg, 2003]. Consequently, I use
numerical continuation from PyDSTool, a Python package for dynamical systems
modeling and analysis [Clewley, 2012, Clewley RH, Sherwood WE, LaMar MD and
Clewley RH Sherwood WE, 2007].29
A common bifurcation type that also appears in my model is the fold bifurcation,
also known as saddle-node bifurcation. This type is a local bifurcation in which a
stable fixed point collides with an unstable one and both disappear.
Varying two bifurcation parameters at the same time can result in even richer
qualitative changes of the dynamics. A prevalent example for such a bifurcation is
̇
the cusp catastrophy [Kuznetsov, 1998, p.397].
A change of the second bifurcation
parameter in this geometry beyond a certain value results in the so-called cusp
catastrophe: the multi-stability of the system disappears for all values of the first
bifurcation parameter. As I will show in the following, the macro-approximation of
this model indeed exhibits a cusp bifurcation.

5.4.2 Discussion of Results
A considerable advantage of the description of my model in terms of ordinary differential equations Eqs. (5.15f), (5.15i), (5.40) and (5.41) over agent based modeling is the
fact that it allows for the usage of established tools for bifurcation analysis. As a proof
of concept, I show results in Fig. 5.3. Here, I analyze the possible steady states of the
system with abundant fossil resources i.e. the possible equilibrium states of the model
in the regime before the fossil resource becomes scarce and acts as an external driver
on the system pushing it towards clean investment. Therefore, I set the resource
depletion to zero i.e. I keep the resource stock in Eq. (5.15f) constant G(t) ≡ G0 such
29

PyDSTool is built on the AUTO-07p continuation library [Doedel et al., 2007].
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Figure 5.3: Bifurcation diagram: Continuation of the stationary solution of the macroscopic
̇ = 0 instead of the rate R as
approximation without resource depletion, i.e. G
given by Eq. (5.15f). Bifurcation parameter is γ, the elasticity of knowledge in the
clean sector that also reflects the elasticity of learning by doing of the respective
technology. The points labeled P1 and P2 are the beginning and end points of the
continuation line, the points labeled LP1 and LP2 are the bifurcation points of two
fold bifurcations. The unstable manybranch is indicated by a dotted line, the stable
branch is indicated by solid line. Note that the intersections of the curves in the
two right panels do not actually mean that the stationary manifold is not a bijective
function of the bifurcation parameter γ but rather a result of the projection of the
multidimensional manifold onto the two dimensional space.

that the resource usage cost cR still depends on resource use R but is not increased
by deceasing resource stock G. Thereby, I eliminate the rising resource extraction
cost as the constraint in Eqs. (5.4) and (5.7) that eventually halts production in
the dirty sector. I chose the learning rate γ as bifurcation parameter as I expect it
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Figure 5.4: Cusp Bifurcation diagram: Stationary manyfold from Fig. 5.3 panel a for different
values of the total factor productivity on the dirty sector bd . Red dots indicate
the limit points of the one dimensional fold bifurcation separating the stable and
the unstable parts of the stationary manyfold indicated by a solid and a dashed
line respectively. For a critical value of bd ≈ 1.4 and γ ≈ 0.03034 the two limit
points converge and annihilate each other. This codimension two bifurcation with
bifurcation parameters γ and bd is called a cusp catastrophe. In this two-sector
economic model, this results in a lock in effect in the dirty sector i.e. below this point,
there is a smooth transition of production from the dirty to the clean sector and
above this point production in the dirty sector is continued even though production
in the clean sector would be more efficient.

to yield interesting results. Generally, in nonlinear dynamical systems, exponential
factors are expected to have a strong influence on dynamical properties. Therefore,
changing these factors is expected to lead to bifurcation behavior. Consequently,
in Fig. 5.3a,c I see that for certain learning rates γ the macroscopic approximation
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Figure 5.5: Cutout from figure Fig. 5.3a to illustrates a policy
that relies on parameter induced tipping. The economic system starts at point a on its lower stable
manyfold with low knowledge in the clean sector.
The policy would increase the rate of learning by
doing in the clean sector γ until the system crosses
the limit point from below. Then, the economic
system moves to its other stable branch with high
knowledge in the clean sector. Consequently, the
policy can be discontinued and due to the systems inherent hysteresis, it will stay in its high
knowledge state at point b.

Knowledge C

Chapter 5 Macroscopic Approximation methods for networked agent-based models

40K

b

20K

a
0
0.125
0.130
Learning rate

exhibits a bistable regime limited by two fold bifurcations with bifurcation points
indicated by LP1 and LP2. In this regime both low investment in the clean sector
together with hight investment in the dirty sector and low knowledge as well as
high investment in the clean sector together with low investment in the dirty sector
and high knowledge are stable states of the economic system. This means that in
this region economic outcomes are highly path dependent i.e. starting with slightly
different knowledge about clean technologies may lead to widely differing adoption
levels of the technology in the long run.
Figure 5.4 shows an example of how this bifurcation structure of the dynamical
system also depends on other parameters. Varying the total factor productivity in
the dirty sector bd , the system undergoes a cusp bifurcation. Above a certain value
of bd the system exhibits bi-stability whereas below this value it does not.
In the model, policy measures such as taxes, subsidies or state supported research
programs would result in changing parameters, such as the productivity of a sector
or the rate of learning for a specific technology. Multi-stability of the economy would
mean that such policies could take advantage of inherent dynamical properties of
the system to reach a desired state or bring the system onto a desired pathway. For
instance, one could make use of the systems hysteresis with parameter induced tipping
in the economy as illustrated in Fig. 5.5. State funded research programs could be
used to increase the rate of learning by doing γ in the clean sector. If such a policy
measure were capable of increasing γ above a critical value (past LP1 in Fig. 5.3a),
the system would tip and falls onto its other stable branch. This means that past
this point the economies inherent dynamics will result in a state with high knowledge
(and high capital and economic output) in the clean sector. Also, the policy measure
can be relaxed or even discontinued and the economy will stay in a similar state, as
long as the learning by doing rate does not decline past its lower bifurcation point
(LP2 in Fig. 5.3a).
One way to tip the system would be a large scale perturbation. For instance a
large scale one time investment in the clean sector or legislation that prohibits usage
of part of the capital in the dirty sector. Such a policy measure can help driving the
system into another basin of attraction, i.e. a region of the phase-space in which
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trajectories approach another equilibrium in the long term. To do so, the system
has to cross a separatrix, the boundary between two basins of attraction. After this
boundary is crossed, the policy measure can be discontinued, the system’s dynamics
guarantee that it reaches the new equilibrium.
Figure 5.4 shows that both of the previously mentioned interventions could be
complemented by an additional policy measure, lowering the total factor productivity
in the dirty sector, effectively reducing the distance of the stable manyfold from the
separatrix and thereby presumably making the first measure less costly.
For such considerations, tools from dynamical systems theory and topology can
be used to classify the phase-space of the system into regions with respect to the
reachability of a desirable state [Heitzig et al., 2016, Nitzbon et al., 2017]. This allows
designing temporary policies that leverage the multi-stability of the socio-economic
system.
For example, policy measures such as regulation or taxes can help driving the
system into another basin of attraction, i.e. a region of the phase-space in which
trajectories approach another equilibrium in the long term. To do so, the system
has to cross a separatrix, the boundary between two basins of attraction. After this
boundary is crossed, the policy measure can be discontinued, the system’s dynamics
guarantee that it reaches the new equilibrium.

5.5 Discussion and Conclusion
This chapter combines a set of methods to overcome shortcomings of current approaches to base macroeconomic models on microfoundations. While representative
agent approaches are unable to capture dynamics that emerge from structured and
local interactions of multiple heterogeneous agents, computational agent-based approaches have the disadvantage that they make tractable model analysis difficult
and computationally challenging. I demonstrated that a combination of approximation techniques allows finding a macro description of a multi-agent system in which
heterogeneous agents interact locally on a complex adaptive network as well as via
aggregated quantities. In contrast to previous analytic work, where the network
structure was either static Lux [2016], restricted to star like clusters Di Guilmi et al.
[2012a] or approximated by a mean field interaction approach and, hence, neglected
[Alfarano et al., 2008, Aoki, 1996, Aoki and Yoshikawa, 2006, Chiarella and Di Guilmi,
2011, Di Guilmi et al., 2008], I explicitly treat the structure of the adaptive complex
interaction network with appropriate approximation methods.
I develop a stylized two-sector investment model, in which investment decisions are
driven by a social imitation process, to showcase the three approximations: First, a
pair approximation of networked interactions takes into account the heterogeneity
in interaction patterns. Second, a moment closure approximation makes it possible
to deal with heterogeneous attributes that characterize the agents. Third, the largesystem limit abstracts from effects due to finite population size. It is only possible to
take this limit if the model has at least one of the following properties: (i) individual
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interaction depend only on relative rather than absolute quantities such that the size
of households can be decreased while taking the number of households to infinity or
(ii) the economic production functions exhibits constant returns to scale such that
they scale linearly with the number of households N . The resulting set of ordinary
differential equations captures the effect of local interactions at the system level while
still allowing for analytical tractability.
A comparison between a computational version of the ABM and the macrodescription reveals that the approximation works well for parameter values distinct
from special cases even if only accounting for first moments. Taking more moments
into account would increase accuracy but comes at the cost of higher dimensionality
and complexity of the macroscopic dynamical system.
This model shows that social learning dynamics add inertia to the investment
decisions in the system that cannot be captured by a representative agent approach.
The imitation process results in social learning such that agents tend to direct their
investments into the more profitable sector over time. Because of this, the shift of
investments from the dirty (fossil) to the clean (renewable) sector is driven only
by economic factors, namely increasing exploration and extraction costs for the
fossil energy resource. Thus, I conclude that neutral imitation of better performing
peers is not a feasible mechanism to initiate a bottom-up transformation of the
economy. Directed imitation, for example driven by changes in social norms, and
supporting policies that make dirty production less profitable are needed to initiate
a transformation towards a sustainable economy in the absence of fossil resource
shortage.
Finding a system of ordinary differential equations to approximate ABMs is useful
because it makes the analysis of the dynamical properties of the model much easier.
One promising application here is bifurcation theory, as illustrated in Section 5.4.
Furthermore, it opens the possibility to mathematically proof model properties such
as the dependency between different parameters and variables in the model.
In the context of climate economics and policy, the proposed techniques are
especially important because they allow investigating the interplay of learning agents
adapting to new policies and effects of shifts in values and preferences. The resulting
changes in individual behavior and their impact on macroeconomic dynamics can be
studied in a comprehensive modeling framework. Large shifts in investments that
are required to reach the goals of the Paris agreement are likely to profit from both,
policies that rely on price signals, as well as policies that target individual norm
change, interaction and behavior not unlike those researched in e.g. the public health
context Centola [2011], Zhang et al. [2015, 2016]. The presented techniques can help
to better understand how such behavioral interventions would impact the macro-level
dynamics of the economic system.
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6.1 Conclusions
In this thesis, I makes the case for networked heterogeneous agent models as a tool to
better understand complex social-ecological and socio-economic systems in order to
explore transition pathways to sustainability in the Anthropocene. Particularly, I show
how established models of opinion formation and norm change can be complemented
with results from behavioral psychology and cognitive science for individual decision
making to depict emergent social phenomena. I also illustrated how methods from
complex systems modelling and statistical physics can be used to A) explore such
models in a systematic and meaningful way and B) reduce such models to approximate
ordinary differential equations in order to better understand their structural dynamical
properties and to help generalize their results. To make these points, I followed the
subsequent line of argument:
In chapter 1, I modeled the social-ecological system of the ancient Maya on the
Yucatan peninsula and analyzed the model’s response to climatic changes in the form
of extreme drought events. This study showed that given the assumptions of the
model, it is highly unlikely that prehistorical drought events are the single cause for
the catastrophic decline and reorganization of the Maya civilization. From this I
concluded, that to model such fundamental societal change – without putting the
desired results explicitly into the model structure in the first place – one needs a
more refined understanding of societal dynamics such as norm change and opinion
formation as well as individual decision making.
In chapter 2, I motivated and proposed a general framework to model societal
change that is based on a combination of social and individual processes e.g., opinion
formation, norm change and individual decision making in the form of fast and frugal
heuristics.
Subsequently, in chapter 3, I developed a model of a two sector investment economy
in which one sector depends on a fossil resource and the other sector does not
but instead relies on a developing renewable technology. In this model, individual
households decide in which of the two sectors capital stocks to invest their savings.
They do so via a heuristic decision scheme whose internal structure they adopt from
their peers via social learning. I fit the model’s parameters to historical economic
data and analyzed the models default behavior as well as the effects of a hypothetical
social movement that advocates investment in renewable technologies. The results
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from this study suggested two things: First, that in this model individual decisions
that are driven by social dynamics alone are insufficient to keep global warming below
1.5◦ C and second, that policy measures to sufficiently restrict GHG emissions in order
to keep global warming below 1.5◦ C is likely to be late due to a missing political
majority to support it. However, the results also showed, that a combination of a
social movement that advocates for the abandonment of fossil fuel can A) help to
bring about the support that is necessary for timely public policy and B) substantially
prolong the window of opportunity to implement this policy. Even though this
model is highly simplified and its results can therefore by no means be interpreted as
quantitative predictions, I dare to draw the following conclusions: I conclude that to
successfully mitigate catastrophic global warming, it is advised to understand the
coevolution of social dynamics, individual behavior, economic development and the
resulting political opportunities and to consequently acknowledge and implement these
dynamics in the models that are supposed to inform decisions about the mitigation
of climate change.
In chapter 4, I followed up on a question that resulted from the previous chapter,
namely: what are the consequences of heterogeneous households that learn how much
to invest rather than where? The simple model that I designed to answer this question
– a heterogeneous household extension of the famous Ramsey-Cass-Koopmans model –
exhibits a surprisingly rich endogenous dynamic including spontaneous emergence of
strong wealth inequality among households and cyclic fluctuations in savings rates
and economic output that resemble a business cycle. From this I concluded that it is
worthwhile to reexamine the contemporary understanding of the origin of business
cycles that sees them as a result of exogenous shocks and to follow a research agenda
that examines the consequences of heterogeneous agents (firms, households or others)
whose behavior is motivated by results from behavioral experiments.
Finally, in chapter 5, I developed an analytical approximation methods for models
that are structurally similar to the models that I used in chapters 3 and 4. I applied this
method to a simplified version of the heterogeneous household, two sector investment
model from chapter 3 to derive an approximation of the model in terms of ordinary
differential equations. I compared the approximation to numerical simulations of
the full model and I used the approximation of the model it to conduct a numerical
bifurcation analysis with respect to the relative total factor productivity of the two
sectors and the learning rate of the clean technology. From the analysis of the results
of the model approximation I concluded that this and similar approximation methods
are suitable tools to bridge the methodological gap between complex computational
models that are backed by evidence from behavioral experiments and simpler models
conceptualizing dependencies between aggregated variables that are used in e.g. the
mainstream economic discourse.
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6.2 Outlook
Based on the results and conclusions laid out in the previous section, there are a
number of obvious next steps:
There are several promising avenues to develop the model two sector investment
model and approximation techniques further:
The model could be extended to explicitly include policy instruments such as a carbon tax and explore its impact on the investment decisions of the heterogeneous agent
population. Another promising modification could include consumption decisions
into this two-sector model. Consumption decisions are strongly influenced by social
norms and interactions [Peattie, 2010]. Their inclusion could inform the discussion
about green consumption as a potential mechanism for a bottom-up transformation
towards a more sustainable economy.
Instead of binary opinions, the social interaction model can use continuous variables
to represent gradual opinions, drawing on a variety of models of social influence [see
ref. Müller-Hansen et al., 2017, pp. 988 f.]. An approximation of the agent ensemble
would then need a Fokker-Planck-type description rather than a master equation.
Also, a finite system description without the large system limit could be used to
study noise induced transitions between metastable states [Klemm et al., 2003, Van
den Broeck et al., 1994] of the economic model.
Finally, one could use methods methods from unsupervised machine learning similar
to Strnad et al. [2019] to complement the approximation methods in chapter 5 in
order to find optimal policy paths for this and other complex, heterogeneous agent
economic and social-ecological models.
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