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Abstract
Artificial intelligence and adaptive systems, that learn patterns from past behavior
and historic data, play an increasing role in our day-to-day lives. We are surrounded
by a vast amount of algorithmic decision aids, and more and more by algorithmic
decision making systems, too. As a subcategory, ranked search results have become
the main mechanism, by which we find content, products, places, and people online.
Thus their ordering contributes not only to the satisfaction of the searcher, but also
to career and business opportunities, educational placement, and even social success
of those being ranked. Therefore researchers have become increasingly concerned
with systematic biases and discrimination in data-driven ranking models.

To address the problem of discrimination and fairness in the context of rank-
ings, three main problems have to be solved: First, we have to understand the
philosophical properties of different ranking situations and all important fairness
definitions to be able to decide which method would be the most appropriate for a
given context. Second, we have to make sure that, for any fairness requirement in
a ranking context, a formal definition that meets such requirements exists. More
concretely, if a ranking context, for example, requires group fairness to be met, we
need an actual definition for group fairness in rankings in the first place. Third,
the methods together with their underlying fairness concepts and properties need
to be available to a wide range of audiences, from programmers, to policy makers
and politicians. This thesis contributes the following to solve the aforementioned
problems:

Five Classification Contexts of Fairness: We identify the fairness properties
of all important fairness definitions, including the ones we newly introduce, by
relating them to different philosophical understandings of fairness. We introduce
five concepts, by which we classify all works that we present in this thesis.

Fair Ranking Methods: We present two group-fairness-based frameworks, an in-
processing, exposure-based approach, and a post-processing, probabilistic approach.

An Open-Source API: We implement our new fairness frameworks into the
first open-source library for fairness in ranked search results, as a stand-alone
programming library in Python and Java, as well as a plugin for the widely known
search-engine “Elasticsearch”.
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Zusammenfassung
Künstliche Intelligenz und selbst-lernende Systeme, die ihr Verhalten aufgrund
vergangener Entscheidungen und historischer Daten adaptieren, spielen eine im-
mer größer werdende Rollen in unserem Alltag. Wir sind umgeben von einer
großen Zahl algorithmischer Entscheidungshilfen, sowie einer stetig wachsenden
Zahl algorithmischer Entscheidungssysteme. Rankings und sortierte Listen von
Suchergebnissen stellen dabei das wesentliche Instrument unserer Onlinesuche nach
Inhalten, Produkten, Freizeitaktivitäten und relevanten Personen dar. Aus diesem
Grund bestimmt die Reihenfolge der Suchergebnisse nicht nur die Zufriedenheit der
Suchenden, sondern auch die Chancen der Sortierten auf Bildung, ökonomischen
und sogar sozialen Erfolg. Wissenschaft und Politik sorgen sich aus diesem Grund
mehr und mehr um systematische Diskriminierung und Bias durch selbst-lernende
Systeme.

Um der Diskriminierung im Kontext von Rankings und sortierten Suchergeb-
nissen Herr zu werden, sind folgende drei Probleme zu addressieren: Zunächst
müssen wir die ethischen Eigenschaften und moralischen Ziele verschiedener Sit-
uationen erarbeiten, in denen Rankings eingesetzt werden. Diese sollen mit den
ethischen Werten der Algorithmen übereinstimmen, die zur Vermeidung von diskri-
minierenden Rankings Anwendung finden. Zweitens ist es notwendig, ethische
Wertesysteme in Mathematik und Algorithmen zu übersetzen, um sämtliche moralis-
chen Ziele bedienen zu können. Drittens sollten diese Methoden einem breiten
Publikum zugänglich sein, das sowohl Programmierer:innen, als auch Jurist:innen
und Politiker:innen umfasst.

Die vorliegende Arbeit widmet sich der Lösung dieser Fragestellungen auf fol-
gende Art:

Fünf Konzepte zur Klassifizierung von Fairness: Wir untersuchen alle wichti-
gen Definitionen von Fairness für Rankings hinsichtlich ihrer ethischen Werte und
moralischen Ziele, sowohl jene aus der Literatur, als auch die in dieser Arbeit
neu Eingeführten. Dafür stellen wir fünf Dimensionen von Fairness vor und eine
systematische Klassifizierung aller in dieser Arbeit präsentierten Methoden auf.

Faire Ranking Algorithmen: Wir präsentieren zwei neue Ranking-Methoden
gegen indirekte Diskriminierung, wovon eine Methode die Zielfunktion eines
Learning-to-Rank Algorithmus um eine Fairness-Komponente erweitert und die
andere ein bereits vorhandenes Ranking nach Fairnesskriterien neu sortiert.

Eine Open-Source API: Wir implementieren unsere Fair-Ranking Methoden in
die erste open-source Bibliothek für faire Suchergebnisse, einerseits als Python- und
Java-Pakete, andererseits als Plugin für die bekannte Such-API “Elasticsearch.”
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1 Introduction
1.1 Motivation

Artificial intelligence and adaptive systems that learn patterns from past behavior and
historic data play an increasing role in our day-to-day lives. We are surrounded by a
vast amount of algorithmic decision aids (ADA), and more and more by algorithmic
decision making (ADM) systems, too [16]. Algorithms influence and sometimes
even determine the news we read, the places we go to, the people we are suggested to
meet, the jobs we are offered, whether we get a loan or can sign apartment contracts,
and even whether we find companionship or love. As an example, consider a job
application process in a large company with many applicants, such as Amazon: to
reduce personnel costs it is attractive for the company to pre-process all in-coming
applications by an algorithm and find those candidates, that seem to be the most
promising.

In this example, ADA and ADM systems differ from each other in the following
way: If the algorithm returns a full list of all applications, in which candidates are
ordered by decreasing probability to fit the job, we understand this is an ADA. If the
algorithm returns only those applications that it considers suitable for an interview
and discards all others, we understand this as an ADM. However, in both systems
the algorithms need to “learn” a model of what a promising candidate looks like
from historic data. Typically, they are given as input a set of former job applications
together with a label on whether an applicant turned out high performing or not.
At first sight, such a procedure seems to be very desirable in many aspects, not
only economically, but also in terms of equal opportunities for applicants. In fact,
ADA and ADM were believed to yield fairer results than human decision making,
because algorithms are presumably neutral, rational and never get tired [55]. During
the past decade however, it turned out that quite the opposite is true: machine
learning algorithms pick up discriminatory patterns from historical training data,
their objective functions carry societal biases, the display of the results are prone to
presentation biases, etc [25, 36, 55]. A biased algorithmic decision making system
leads to two important problems: discrimination by design and discrimination at
large scale. Hence, taking consequential decisions about people’s lives based on the
outputs of such models, be it by a machine or by a human that takes advice from
a machine, necessarily raises concerns about justice and potential discrimination
against the already disadvantaged by biased, discriminatory models.

Discrimination. Generally discrimination occurs, if a decision maker treats an
individual X worse than an individual Y , because X has (or is believed to have)
a property P, which Y does not have [17]. A discriminatory system can result in
systematically and unfairly denying opportunities from an individual or a group
of individuals based on inappropriate grounds [32]. In light of this, the research
paradigm of “discrimination-aware data mining” [35, 60] and “fair machine learn-

1



ing” [27, 39, 83] has evolved during the past decade . Much of its literature refers
to a special type of discrimination framed as group discrimination by Lippert-
Rasmussen [49]. It states that a decision maker group-discriminates against X , if X
is treated worse than Y based on property P, where P is the property of belonging to
a socially salient group G. This means that all people belonging to G are treated
worse than others. Note that, for the question of a just decision maker, it is not
important whether the actual decision is taken by a machine, or a human that is
supported by ADA, or by a human alone. For both ADM as well as ADA systems, it
is essential that their models are just and free of discrimination, because the machine
advice significantly influences the decision maker in their decision [34]. Consider
again the aforementioned job application scenario as an example: let us assume a
model sorts all applicants by decreasing probability to fit the job description and
ten candidates shall be invited for an interview. If the model systematically assigns
women lower fitness scores for the job, although in reality they are equally qualified,
and thus ranks them to lower positions in the list, women will be considered less
employable in this scenario, by a machine as well as a recruiter [58].

Discrimination in Rankings. In our hiring example, a ranking of applicants
based on their predicted fitness to the job is used to help the decision maker take
their decision of whom to invite for an interview. Rankings commonly belong to
the class of ADA and are today the predominant form to present online search
results to us. No matter if we are looking for products, places, leisure activities,
jobs, or companionship, search platforms process our queries and return a list of
items ordered by decreasing probability of being relevant to the request [64]. For
large result rankings searchers are rarely willing to consider the entire list and only
inspect items at the top positions. Thus the ordering in a ranking contributes not
only to the satisfaction of the searcher, but also to career and business opportunities,
educational placement, and even social and reproductive success of those being
ranked. Particularly when items represent humans, it is of societal and ethical
importance to ask, first, whether ranking models carry discriminatory patterns and
thus reduce visibility and opportunities, and second, how to mitigate discriminatory
ranking model behavior.

Incompatible Fair Ranking Strategies. Various strategies for fairness in rank-
ings have been proposed. While some have similar underlying philosophical ideas
of what a fair ranking should look like, their definitions often focus on very different
aspects, reaching from notions of individual [10, 70] vs. group fairness [85, 87],
to exposure-based [10, 69, 70, 85] vs. probability-based definitions [81, 87], to
pre- [44] vs. in- [70, 85] vs. post-processing methods [87, 88]. It has even been
shown, that certain notions of fairness are incompatible with each other and cannot
be achieved simultaneously [43]. This leaves fair machine learning scholars with
“[...] an upfront set of conceptual ethical challenges; which measures of fairness
are most appropriate in a given context? Which variables are legitimate grounds
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for differential treatment, and why? Are all instances of disparity between groups
objectionable? Should fairness consist of ensuring everyone has an equal probability
of obtaining some benefit, or should we aim instead to minimize the harms to the
least advantaged? In making such trade-offs, should the decision-maker consider
only the harms and benefits imposed within the decision-making context, or also
those faced by decision-subjects in other contexts? What relevance might past,
future or inter-generational injustices have?” [11] (p.150).

To solve the problem of discrimination and fairness in the context of rankings,
three main problems have to be addressed: First, we have to understand the philo-
sophical properties of different ranking situations and the most important fairness
definitions to be able to decide, which method would be the most appropriate for a
given context. Second, we have to make sure that, for any fairness requirement in
a ranking context, a formal definition that meets such requirements exists. More
concretely, if a ranking context, for example, requires group fairness to be met, we
need an actual definition for group fairness in rankings in the first place. Third,
we need to make our methods together with their underlying fairness concepts and
properties available to a wide range of audiences, from programmers, to policy
makers and politicians.

1.2 Contributions
This thesis makes three main contributions to address the three aforementioned
problems and achieve algorithmic justice in the context of rankings:

1. Five Classification Contexts of Fairness: In order to understand the appropri-
ateness of an algorithmic fairness definition for a situation at hand, we need to
comprehend its philosophical background and underlying assumptions on what a
fair ranking should look like. For this purpose, we identify the philosophical fairness
properties of the most important algorithmic definitions for fairness in rankings,
as well as the ones we newly introduce. In Chapter 2 we outline five concepts, by
which we classify all works that we present in this thesis. We study the philosophical
properties of other researchers’ algorithmic fairness methods in Chapter 3, as well
as our own (Chapters 4 – 6).

2. Fair Ranking Methods: This thesis presents two group-fairness-based frame-
works, an in-processing, exposure-based approach, and a post-processing, proba-
bilistic approach.

a) Fair Learning to Rank: Chapter 4 defines the first fair learning to rank
approach, an in-processing method that formalizes a concept of group fairness
in terms of document exposure. It extends a list-wise learning to rank objective
by an unfairness penalty, measured as disparities in the average group exposure
for a group of candidate documents. We perform an extensive study on
different types of biases in the training data and how these manifest in a
ranking model, when the protected feature is or is not excluded at training
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time. The study is carried out on a synthetic and on three real-world datasets
of which two are newly introduced.

b) The Ranked Group Fairness Constraint: Chapters 5 and 6 define a probability-
based fairness framework for rankings, which states that, at any position, the
number of protected elements shall not fall below a given minimum proportion.
In Chapter 5, we develop a statistical significance test based on a Bernoulli
process to check whether a given ranking is fair. We provide mathematical
theory for dependent multiple hypotheses testing and a data structure called
mTable that enables us to execute the test efficiently. We present the algorithm
FA*IR to create fair rankings, i.e., rankings that pass the test, using said data
structure. The evaluation is performed on five real-world datasets and shows
that ranked group fairness can be achieved with negligible losses in utility. In
Chapter 6, we extend the ranked group fairness constraint to handle more than
one protected group by replacing the binomial distribution of the stochastic
process with its generalization, the multinomial distribution. We show how the
mTable has to be extended to a tree structure (we call this an mTree) and how
we deal with problems of algorithmic complexity. We evaluate the algorithm
on three real-world datasets, showing again that large fairness gains can be
achieved at low costs w.r.t. accuracy.

3. An Open-Source API: The two algorithmic frameworks described in Chapters 4
and 5 are implemented as a stand-alone programming library in Python and Java.
Furthermore, for both algorithms we provide interfaces to the widely used search-
engine “Elasticsearch”,1 such that they can be easily integrated into an existing
Elasticsearch application. This API, named FAIRSEARCH, constitutes the first open-
source library for fairness in ranked search results and is presented in Chapter 7.

1.3 Structure of this Thesis

The rest of the thesis is organized as follows: Chapter 2 introduces fundamental
concepts for ranking, learning to rank, discrimination in rankings, philosophical
background and the previously mentioned classification schema. Chapter 3 presents
related work and classifies the methods based on their underlying assumptions of
fairness. Chapter 4 introduces the theory and algorithmic framework of the fair
learning to rank method DELTR. Chapter 5 proposes the fair post-processing and
probability-based reranker FA*IR for one protected group. Chapter 6 extends FA*IR
to a setting with multiple protected groups. Chapter 7 presents the implementation
of the algorithms from Chapters 4 and 5. Chapter 8 concludes this work and gives
an outlook into possible future research directions.

1https://www.elastic.co/
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1.4 Prior Work
All research in this thesis either has already been published as conference or journal
papers or is currently under submission.

Contribution 1 resulted from joint work with Ke Yang and Julia Stoyanovich on
“Fairness in Ranking: A Survey” [92]. The idea to match classify algorithmic fairness
definitions based on their underlying philosophical concepts, the fundamentals of
supervised learning to rank, the descriptions of the frameworks (Ch. 2) and the
matchings from algorithm to philosophy presented in this work (Ch. 3) are my own.
K.Y. and J.S. proof-read and revised these sections in the paper.

Contribution 2a (Ch. 4) resulted from joint work with Carlos Castillo on “Re-
ducing Disparate Exposure in Ranking: A Learning to Rank Approach” [85]. I
contributed the project idea, problem definition and formalization, mathematical
theory, implementation, data collection and processing and experimental evaluation.
C.C. contributed proof-reading and revising.

Contribution 2b resulted from joint work with Tom Sühr, Carlos Castillo, Francesco
Bonchi, Sara Hajian, Mohamed Megahed and Ricardo Baeza-Yates on two papers,
namely “FA*IR: A fair Top-k Ranking Algorithm” [87], and “Fair Top-k Ranking
with Multiple Protected Groups” [91]. For Zehlike et al. [87] (Ch. 5), F.B., C.C.,
S.H., R.B. and I contributed to the project idea and problem definition. I contributed
the mathematical theory, the problem formalization, implementation, dataset col-
lection, data pre-processing and experimental evaluation. M.H. contributed to the
collection of the XING dataset. Everybody contributed in proof-reading and review-
ing iterations. For Zehlike et al. [91] (Ch. 6), I contributed the problem definition
and formalization. T.S. and I contributed mathematical theory and implementation.
I contributed the experimental evaluation and writing. Everybody contributed to
proof-reading and revising.

Contribution 3 resulted from joint work with Ivan Kitanovski, Tom Sühr and
Carlos Castillo. C.C. and I contributed the conception of the idea, design of the
architecture, design of the plugins for Elasticsearch and supervision of the project
and the implementation. I.K., T.S. and I contributed the implementation of the
API (I.K. and T.S. as contractors financed by a 50KC research grant of the Data
Transparency Lab). I contributed the writing. Everybody contributed to proof-
reading and revising.
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2 Fundamentals
In this chapter2 we introduce fundamental concepts for the research in this thesis.
First, we describe the basics of ranking (Subsec. 2.1.1) and supervised learning to
rank (Subsec. 2.1.2), and introduce utility measures (Subsec. 2.1.3). We also explain
how rankings can discriminate, what fairness for rankings means and introduce the
notion of a group (Subsec. 2.1.4). Second, we give two general problem statements
for fair ranking: the first definition formalizes the problem of reordering a given
rankings subject to fairness constraints, while the second defines the problem of
learning a fair ranking model. Third, we present five different concepts by which fair
ranking methods can be classified, depending on how many groups they can handle
at a time (Subsec. 2.3.1), the type of bias they address (Subsec. 2.3.2), whether they
mitigate bias before, during or after model training (Subsec. 2.3.3), the “worldview”
they adopt (Subsec. 2.3.4) and their underlying idea of fairness as equal opportunity
(Subsec. 2.3.5). In the following sections we will examine the presented methods
through the lenses of these five view points to illustrate the different aspects a
fair method can be developed for. This will help us to understand the different
philosophical ideas and moral goals behind them. Our notation is summarized in
Table 1.

2.1 Ranking and Learning to Rank
In applications of information retrieval, such as search engines, information extrac-
tion platforms, and recommendation systems, the problem of ranking items by their
relevance constitutes a central component. Rankings present a set of items ordered
by a decreasing score and were conceived to overcome the resource limitations in
binary classification, i.e., when the set of documents labeled “relevant” is too large
to be displayed or processed. A search engine user, for example, is typically not
willing to consult all documents matching a query, but only those that are most
relevant to herself [53].

2.1.1 Ranking

Formally, we are given a set D that contains documents or items di, which in our
work can represent any type of information, from texts, books, or CVs, to images,
songs, and movies, to profiles of actual people on job search engines or dating
platforms. Furthermore each di is represented by a vector xi = (x1,x2, . . . ,xN) of
features from a feature set X. Additionally each document di has a quality attribute yi
associated, which is computed on the basis of xi.

With that, a ranking of a given D describes a weak order relationship between
any two documents di,d j ∈ D such that di is either “ranked higher than”, or “ranked
lower than” or “ranked equal to” d j. The weak order is typically operationalized

2This chapter is partly based on Zehlike et al. [92].
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D, d A set of documents to be ranked and a document
|D|= n The number of documents

X A set of document features
xi The feature vector that represents document di

yi A quality attribute (e.g., a score) of document di

Q, q A set of queries and a query
|Q|= m The number of queries

f , f̂ A score-based ranker and a ranking function in a LTR setting
π A ranking

di, j Document di, that is placed at rank j
π( j) The document at rank j in π

π−1(di) The rank of document di in π

A, a The set of protected attributes and a protected attribute
ai The vector of protected attributes of document di

G, G
The set of demographic groups (of which some or all may be
protected) and a group

g(di)
The function that maps document di to a group G ∈G based on
its protected features ai

Uk(π) The utility of ranking π1...k for the user
Uk(π,G) The utility of ranking π1...k achieved by group G

v( j) The position bias of position j
F (π), D (π) Fairness (F ) and unfairness (D) measure for ranking π

F (π,G), D (π,G) (Un-)Fairness, that group G receives in ranking π

π̃ A “fair” ranking

Table 1: Notation.

by a ranking or scoring function f that computes score yi for each document di.
Score yi is used in turn to create a permutation π of all elements in D. Any ranking π

is a permutation of D, drawn from the space of permutations over the documents
in D, denoted Ω = π(D). Letting n = |D|, we denote by π =

(
d1,1, . . .di, j, . . . ,dn,n

)
a ranking placing document di at rank j. By π( j) we denote the document at
rank j, and by π−1(di) the rank of document di in π . We are often interested in a
sub-ranking of π containing its k best-ranked elements, for some integer k ≤ n; this
sub-ranking is called the top-k and is denoted π1..k.

As an example, consider Figure 1 where we are given a set D of applicants
for college admission (Figure 1a). Each candidate di is represented by a feature
vector containing her sex, race, average high school results (GPA) and her result
in a university admission test (SAT). A ranker f calculates a score yi for each
candidate di based on her GPA and SAT score. Then, a ranking π is created based
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candidate a1 (sex) a2 (race) x1 (GPA) x2 (SAT) y
d1 male White 3 3 6
d2 female Black 2 2 4
d3 female White 1 1 2
d4 male Asian 5 3 8
d5 female White 5 2 7
d6 male Black 2 1 3
d7 male White 4 5 9
d8 female Asian 3 2 5

(a)

π

d7

d4

d5

d1

d8

d2

d6

d3
(b)

Figure 1: (a) dataset D of college applicants. In case of score-based ranking the score y is computed
by f (x) = x1 + x2. In case of a learning to rank problem we are given y and try to learn a ranking
function f̂ that produces y as output when it gets X as input. (b) ranking π of candidates from D
based on y. The top-4 candidates will be admitted.

on y (Figure 1b) and the top-4 candidates are admitted. Furthermore, Figure 1b
presents π =

Ä
d7,1,d4,2,d5,3,d1,4,d8,5,d2,6,d6,7,d3,8

ä
, π(3) = d5, π−1(d7) = 1, and

the top-4 is π1..4 =
Ä

d7,1,d4,2,d5,3,d1,4

ä
.

2.1.2 Learning to Rank

If we transform the ranking problem into a learning task our setting changes slightly.
A supervised learning to rank (LTR) problem describes the process of finding
an accurate prediction function f̂ from labeled training data to order all items
by their probability of being relevant to a search query, instead of pre-defining
a ranker f that computes a quality attribute y [13]. The training labels refer to
score y and are called ground truth. Figure 2 shows the principles of a supervised
machine learning process. We will describe it using a LTR task as example, but
this process is applicable to other machine learning tasks as well: We are given
two datasets Dtrain =

{(
Xtrain,ytrain

)}
and Dtest = {(Xtest,ytest)}, each consisting of

a set of training instances described by feature vector xi ∈ X and a ground truth
score yi ∈ y. We feed Dtrain into a learning to rank algorithm and thereby train a
ranking function f̂ (X) that minimizes the prediction errors when predicting ytrain.
This is usually done by minimizing the sum of the individual errors which f̂ makes
between the ground truth ytrain and its prediction ŷ. To evaluate the performance
of model f̂ after the training phase, it is applied to Dtest. Then ground truth ytest
and predictions ŷ = f̂ (Xtest) are compared. If the testing succeeds, i.e., the ranker’s
predictions are accurate enough we can deploy f̂ : a new set of documents can now
be ranked using f̂ by predicting relevance scores as ŷ = f̂ (Xnew).

The literature distinguishes between point-wise, pair-wise and list-wise LTR,
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Xtrain,ytrain Model Training

Model f̂ (X)Xtest ŷ

Model Testing ytest
1.

2. minimize errors for Dtrain

3.

4. 5.

6.

6.

Figure 2: Principle of supervised learning for rankings: The training data Dtrain =
{

Xtrain,ytrain
}

are
fed into a learning to rank algorithm (1.) that trains a ranking function f̂ (X) (3.). This is done by
minimizing the errors f̂ (X) makes when predicting the scores y for Dtrain (2.). To test the predictive
quality of the model, the feature vectors x ∈ Xtest of Dtest are fed into f̂ (4.), which predicts scores ŷ
(5.). Then ŷ is compared to the ground truth ytest (6.).

which differ by the way the training data and ground truth is set up. In point-
wise approaches each document is associated with a single ground truth score yi
which is treated as an absolute fitness value for a search query. Hence f̂ can be
approximated by any standard regression algorithm. In pair-wise LTR the training
data is constructed by considering pairs of documents and the ground truth reflects
whether or not the first document in the tuple should be above the second [12].
List-wise approaches consider all documents at once and treat the ground truth
as relative scores that describe the best ordering of the documents w.r.t. a search
query [15]. In this work we focus on list-wise methods and therefore explain the
formal details of learning to rank in those terms.

For the training data we consider a set Q of (search) queries and each query
q ∈Q is associated with a list d(q) =

Ä
d(q)

1 ,d(q)
2 , . . . ,d(q)

n
ä

of documents. For each

document d(q)
i we compute a feature vector x(q)i ∈X(q) and we rewrite the aforemen-

tioned list as x(q) =
Ä

x(q)1 ,x(q)2 , . . . ,x(q)n
ä

. Additionally each x(q) is associated with a

list of judgments or scores y(q), where each entry y(q)i describes the relative fitness
of document x(q)i to query q. The training data is formed by the set of all feature-
judgment-tuples: T =

¶Ä
x(q),y(q)

ä©
q∈Q

. The learning task is to find a ranking

function f̂ that outputs a new list of judgments ŷ(q) for x(q) while the differences L
between y(q) and ŷ(q) should be minimized:

minimize
q ∈Q

L
Ä

y(q), ŷ(q)
ä

(1)

As an example consider again our college admission case this time in a modified
setting (see Figure 3): as we need queries for a LTR task we may ask "What is the
probability that a candidate succeeds in the first year of college?". For this query we
can leave the feature set X from Figure 1 as is and use the scores y as ground truth.
For clarity of explanation we forego to consider additional queries. We divide D
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candidate a1 (sex) a2 (race) x1 (GPA) x2 (SAT) y
d7 male White 4 5 9
d4 male Asian 5 3 8
d5 female White 5 2 7
d1 male White 3 3 6
d8 female Asian 3 2 5
d2 female Black 2 2 4
d6 male Black 2 1 3
d3 female White 1 1 2

(a)

π

d5

d6
(b)

π̂

d6

d5
(c)

Figure 3: (a) Dataset D of college applicants. Score y is the ground truth. We distribute D into
a training Dataset Dtrain = {d1,d2,d3,d4,d7,d8} and a test Dataset Dtest = {d5,d6} (blue); (b) The
ground truth ranking for Dtest. The ranking model f̂ should learn that y is calculated by f̂ (X) =
x1 + x2; (c) A ranking predicted by a model with a bias against women. Note that by randomly
choosing candidates d5 and d6 for Dtest we accidentally injected a bias against women into our
training data (all women are now ranked below men). A learning model is likely to pick up this bias
and wrongly assign feature a1 a high weight. (We remark that this is a very simple example on data
bias for illustrative purposes)

into training and test data, which is indicated by the colored lines. The white lines
form the training data Dtrain = {d1,d2,d3,d4,d7,d8}, while the blue lines constitute
the test data Dtest = {d5,d6} (Figure 3a). Now a learning algorithm such as gradient
descent [66] will train a ranking function f̂ by minimizing the errors f̂ makes when
ranking the training data. After training f̂ is used to rank the documents in the test
dataset. Ideally the ranker has learned that the ground truth score is calculated as
y = x1 + x2 and such ranks the test data as shown in Figure 3b.

2.1.3 Ranking Utility

Because in list-wise LTR, scores y encode a notion of relative appropriateness
or quality for a query, a ranking function f̂ should reproduce the same order of
documents from Dtest when predicting a ranking. This means if y1 ≥ y2 ≥ . . .≥ yn,
then ŷ1 ≥ ŷ2 ≥ . . . ŷn should be satisfied. It is commonly assumed that by ordering
documents based on their predicted usefulness for a query the ranking utility, i.e.,
the benefit a user gets from π for her search, will be maximized. This is referred
to as the probability ranking principle [64], which assumes that the predictive
accuracy of f̂ and the ranking utility is the same thing. Therefore, the performance
of f̂ can be measured in terms of its ability to reproduce the same ordering of
the elements as they are given in Dtest. We will find it convenient to denote by
Uk(π) the utility of π1..k. Several utility metrics have been proposed over the years
to measure discrepancies in this order, with the most commonly used being the
“Mean Average Precision” (MAP), and the “Normalized Discounted Cumulative
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Gain” (NDCG). MAP [51] consists of several parts: first, the precision at position k
(P@k) is calculated, which returns the proportion of relevant items in the top-k
positions of π . This proportion is computed for all positions in π and then averaged
by the number of relevant documents for this query. This is known as the average
precision (AP) for an individual query which penalizes models that are not able to
sort documents correctly w.r.t. the ground truth. Then the mean of all APs, i.e., for
all queries, is calculated. MAP enables a performance comparison between models
irrespective of the number of queries that were given at training time. NDCG [41] is
a model performance indicator that measures the usefulness, or gain, of a document
based on its position in the ranking. This is done by summing up the relevance
score of each document π( j) for a ranking of size k, which are discounted by the
position j the document is placed on by the model:

Uk(π) = NDCGk =
1

IDCG

k

∑
j=1

y
π( j)

log2( j+1)
(2)

with IDCG being the DCG-value for the ground truth ordering. The idea behind
discounting utility indicators is that different positions in a ranking expose their
content to the user to different extends, which is referred to as position bias [42],
and we denote it as v( j) = log2( j+1). It describes the probability of a user exam-
ining a document, which is much higher at position one than at position ten. This
probability is typically modeled to decrease not linearly but rather logarithmically
or geometrically. Therefore NDCG strongly penalizes ranking models that fail to
reproduce the correct order in the top positions, whereas swaps in lower positions
do not weigh as heavily.

Group utility. For utility as defined above and for other variants, it is often useful
to quantify utility realized by documents or candidates belonging to a particular
demographic group G (formally defined in Subsection 2.1.4, Page 13). We can then
compute to the utility of π1..k (per Equation 2) for group G as:

Uk(π,G) =
k

∑
j=1

y
π( j)

log2( j+1)
×1[π( j) ∈ G] (3)

Here, 1 is an indicator variable that returns 1 when π( j) ∈ G and 0 otherwise.

2.1.4 Fairness and Discrimination in Rankings

During the past decade machine learning research has become increasingly con-
cerned with the impact of their models on the items being processed, particularly
if these items represent real humans [37]. In the following we will use the term
“candidates” for ranked documents to illustrate, that even though most information
retrieval theory speaks about “documents” when describing their methods, these
documents can in fact be persons, their businesses, their CVs, etc.
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It has been shown [27, 38, 72, 74] that biases emerging from society and culture,
technology and its application make their way into machine learning models, which
then may systematically discriminate against already socially disadvantaged groups.
Common causes for a biased outcome of a learning algorithm are arising from
biased training and test data as well as from the learning objectives itself. As an
example, let us come back to Figure 3a where we have split the dataset into training
and test data: note how by choosing d5 and d6 for Dtest we accidentally injected a
strong bias against women into our training data (all men now have higher scores y
than women in Dtrain). A ranking model trained on Dtrain is likely to pick up this
bias and wrongly assign a high weight to feature a1 instead of correctly calculating
the ranking score as y = x1 + x2. This may lead to predictions that systematically
disadvantage women, such as the ranking shown in Figure 3c.

Groups of Candidates. To detect and potentially correct discrimination in rank-
ings we introduce the notion of a demographic group for which membership is
commonly defined by the presence or absence of one or more so-called protected
attributes or features which we will refer to as a. These attributes may be legally
protected such as gender, disability status or race, or may be voluntarily considered
in positive action programs such as children from poor households. We furthermore
denote by ai = (a1,a2, . . . ,aM) the vector of protected attribute values of candi-
date di and we assume that all attributes a ∈ a are categorical.3 The n-th component
of a indicates which trait an individual carries from all possible manifestations of an.
We call the set of protected attribute vectors A. Then a group G from the set G of all
protected groups is formed by a specific combination of protected features, which
we define by a mapping function g : A→G. To exemplify this consider again the
dataset from Figure 3a: we see that it contains two protected attributes, namely a1 =
sex and a2 = race with traits a1 ∈ {male, female} and a2 ∈ {Asian, Black, White}.
This gives us a total of six different groups, namely G = {White males, White
females, Asian males, Asian females, Black males, Black females}.

In this work we will measure and mitigate discrimination and enhance fairness
based on this group definition and w.r.t. one or more protected groups. This is
often referred to as group fairness [27] in the literature. Legally group fairness
is understood as statistical parity, i.e., the proportion of members in a protected
group receiving a positive outcome should be identical to the proportion in the
population as a whole [36]. However our methods allow further enhancement of
group fairness and can increase the proportion of protected candidates in the results
beyond statistical parity.

Other concepts of fairness are possible and plausible such as individual fair-
ness [27] or fairness over time [10], but are not operationalized in this work. We
will present methods with these concepts in Chapter 3.

3While some sensitive attributes like age or degree of disability may be drawn from a continuous
domain, we are not aware of any approaches that represent them as such, and so will assume that
sensitive attributes are categorical in the remainder of this thesis.
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Intersectional Discrimination. Intersectional Discrimination [24, 50] states that
individuals who belong to several protected groups simultaneously (e.g., Black
women) experience stronger discrimination compared to individuals who belong to a
single protected group (e.g., White women or Black men), and that this disadvantage
compounds more than additively. Various case studies, as well as theoretical and
empirical work have illustrated this effect [21, 26, 54, 67].

For rankings an immediate interpretation is that, if fairness is considered as
proportional representation among the top-k, then one may satisfy proportional
fairness for each gender (e.g., men and women) and for each racial group (e.g.,
Black and White), while still inadequately representing the group defined by the
intersection of both attributes (e.g., Black women).

Intersectional discrimination also occurs in less apparent ways. For example, Yang
et al. [82] observed that when representation constraints are stated on individual
attributes like race and gender, and when the goal is to maximize score-based utility
subject to these constraints, then a particular kind of unfairness can arise, namely,
utility loss can be particularly severe in historically disadvantaged intersectional
groups.

Unfairness as Disparities in Visibility. Throughout this thesis and commonly
in related work unfairness in rankings is understood it as a disparity in document
visibility, both across groups [69, 85, 87, 88] and across individuals [10, 44, 69, 70].
As candidate visibility directly translates into economic, social and career success, a
number of issues, sometimes appearing jointly, call for reducing disparate visibility
in information retrieval systems. First, there can be a situation in which minimal
differences in relevance translate into large differences in visibility across groups [10,
69], because of the large skew in the distribution of exposure brought by positional
bias [42]. Second, there can be a legal requirement that requires protected elements
to be given sufficient visibility among the top positions in a ranking [18, 87]. Third,
there can be systematic discrepancies in the way in which documents are constructed,
as in the case of certain sections in online resumes, which are completed differently
by men and women [3]; these discrepancies may in turn systematically affect
ranking algorithms. Fourth, there can be systematic differences in the way ground
truth rankings have been generated due to historical discrimination and/or annotator
bias. These issues point to two conceptually different goals: reducing inequality of
opportunity (as defined by O’Neill [56]) and reducing discrimination (as defined
by Roemer [65], chapter 12). Equality of opportunity (see also Subsection 2.3.5)
seeks to correct a historical or present disadvantage for a group in society. Non-
discrimination seeks to allocate resources in a way that does not consider irrelevant
attributes.

Exposure-based vs. Probability-based Fairness. The literature of fairness-aware
ranking systems distinguishes between two main principles behind each definition
of fair rankings: The first basic idea is to express document visibility as the exposure
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or expected attention a document di, j receives in a ranking. This is measured in
terms of the position bias v( j), a weight associated to position j that expresses the
likelyhood of user interaction with a document ranked to that position regardless of
document quality. Given that, individual unfairness arises in a ranking, if similar
documents systematically receive different values for v. Analogously, group unfair-
ness is measured through the difference of the average position bias that a group
G of documents receives w.r.t. another group. We will see various definitions of
fairness in the following chapters that use a measure of disparate exposure as part
of their fairness constraints. Some of them relate to the concept of group fairness
(Chapter 4 and Subsection 3.4.1), while others formalize ideas of individual fairness
(Subsections 3.3.1, 3.4.1 and 3.4.3).

The second principle is probability-based and defines a ranking as fair, if the
probability of a protected document to appear at a certain position does not fall
far below a given minimum proportion at any prefix of the ranking. These defini-
tions require a given percentage of protected candidates being evenly distributed
throughout all ranking positions and reject rankings as unfair, if the constraints are
not met. Two important differences to exposure-based definitions are, first, that they
relate to group fairness only and cannot be applied to ensure individual fairness.
Second, they do not allow a compensation in lower positions. If the fairness con-
straints are not met at a certain position, the entire ranking is immediately declared
unfair. Exposure-based fairness definitions in contrast ensure that groups receive
similar exposure values in the ranking as a whole, which can be satisfied even if
the top-positions are filled with candidates from the non-protected group, as long
as they are followed by enough protected items to compensate. We will encounter
probability-based fairness definitions in this thesis in Subsecion 3.5.1, where we
present a stochastic process to create inherently fair rankings, and in Chapters 5
and 6, where we define ranked group fairness, a formalization of group fairness on
the basis of said stochastic process.

2.2 Fair Problem Statements

As stated earlier, when the items to be ranked represent people, their businesses
or career opportunities, ranking algorithms have consequences that go beyond
immediate utility for searchers as we defined in Eq. 2 in Subsection 2.1.3. In this
section we will give two general problem statements on how to achieve fairness in
rankings (Subsec. 2.2.1 and Subsec. 2.2.2). We will find it convenient to denote by
F (π) the overall fairness in ranking π , and by F (π,G) the fairness that group G
receives in ranking π . To give a measure of overall group visibility the simplest way
is to count the number of items from each group in the top-k positions π1..k:

F (π,G) =
k

∑
j=1
1[π( j) ∈ G] (4)
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To account for differences in the attention that documents in lower positions receive,
it is common [10, 69] to integrate the aforementioned concept of position bias into
the fairness measure from above:

F (π,G) =
1
|G|
·

[
k

∑
j=1

1
log2( j+1)

×1[π( j) ∈ G]

]
(5)

Given these it is common [7, 10, 69, 70, 85] to define fairness as the absence of
unfairness, i.e., by measuring the largest fairness disparity across groups, which is
to be minimized or constrained later:

D (π) = max
(
F (π,Gi)−F

(
π,G j

))
∀Gi,G j ∈G (6)

2.2.1 Reranking with Fairness Constraints

Fair reranking methods take the scores produced by a ranker as given and then
propose mechanisms to re-order items before they are presented to the user. Typically
these are formalized as constrained optimization problems, in which a new ranking
π̃ is created such that the ranking utility Uk(π̃) is maximized subject to one or more
fairness constraints (such as D (π̃)< θ , where θ is an input threshold):

arg max
π̃ ∈Ω

Uk(π̃)

subject to D (π̃)< θ

(7)

Note that the constraint can also be defined through a fairness measure itself (e.g.,
the number of items from a group in π̃ is greater or equal to some threshold θ ), rather
than through the absence of unfairness (e.g., discrepancies between the average
group exposure are not exceeding θ , as in Equation 7):

arg max
π̃ ∈Ω

Uk(π̃)

subject to F (π̃,Gi)≥ θ , ∀Gi ∈G
(8)

It is of course also possible to constrain the loss of ranking utility L(Uk(π̃)) and
optimize for fairness D (π̃).

2.2.2 Fair Learning To Rank

To incorporate fairness into a learning to rank algorithm a common approach is to
combine the utility objective with a measure of fairness (e.g., quantifying disparities
in group exposure) and optimize this new loss function using a standard optimization
algorithm such as Gradient Descent [70, 85]. We consider again Equation 1 (Page 10)
and combine it with our unfairness measure (Eq. 6) from above (note that we replace
π̃ with ŷ(q), however as items are ordered by decreasing prediction scores we can
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easily obtain π̃ from ŷ(q)):

minimize
q ∈Q

Lfair

Ä
y(q), ŷ(q)

ä
= λ ·L

Ä
y(q), ŷ(q)

ä
+µ ·D

Ä
ŷ(q)
ä

(9)

This way ranking utility and fairness can be optimized at the same time rather
than optimizing for utility Uk(π) first and rerank items afterwards to meet fairness
constraints, We will describe the advantages in Section 2.3.3.

2.3 Philosophical Concepts in Algorithmic Fairness

Having formally defined fairness measures for rankings we want to provide a broader
background for the reader to understand what philosophical concepts of fairness the
various mathematical frameworks relate to. In other words we have to understand,
first, what we mean when we talk about bias and fairness, second, that there are
various moral and ethical nuances to the terms bias and fairness, and third, that we
can consider algorithmic fairness measures from different view points. Operationally,
algorithmic approaches differ vastly in how they represent candidates (e.g., whether
they support one or multiple sensitive attributes, and whether these are binary),
in the type of bias they aim to surface and mitigate, in what fairness measure(s)
they adopt, in how they navigate trade-offs between fairness and utility during
mitigation, and at what stage of the pipeline a mitigation is applied. Conceptually,
these operational choices correspond to normative statements about the types of
bias being considered and mitigated, and the objectives of the mitigation. In this
section we present five frameworks to classify fair ranking algorithms that allow us
to relate the technical choices with the normative judgments they encode, and to
identify the commonalities and the differences between the approaches presented
later in this thesis.

2.3.1 Group Structure

Recall from Subsection 2.1.4 that ai = (a1,a2, . . . ,aM) denotes the vector of cate-
gorical sensitive attribute values for candidate di and that groups are formed by the
combination of different traits in a. Some of the fair ranking methods are designed
to handle a single sensitive attribute at a time, i.e., M = 1. Some methods further
restrict the sensitive attribute or attributes to be binary, i.e., a ∈ {0,1} and while
it is common to see claims that an extension to multiple sensitive attributes or to
higher-cardinality domains of values is straight-forward, these claims can only rarely
be substantiated. When two or more sensitive attributes are supported, methods
also differ in whether they handle these independently or under the assumption
of intersectional discrimination [50], where a group is formed by the Cartesian
product of the values of its sensitive attributes. An example for intersectional group
structures is that black females are understood as a group of their own, rather than
being considered as belonging to two separate groups, namely blacks and females.
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In our first classification framework we will differentiate methods by the number
of groups they can handle at a time and whether or not groups are considered in an
intersectional manner.

2.3.2 Types of Bias

The term bias in computer systems was first coined by Friedman and Nissenbaum
[32] who declare that a computer system is biased, if it “[...] systematically and
unfairly discriminate[s] against certain individuals or groups of individuals in favor
of others. A system discriminates unfairly, if it denies an opportunity or a good
or if it assigns an undesirable outcome to an individual or a group of individuals
on grounds that are unreasonable or inappropriate.” [32] (p. 3). Yet “[...] unfair
discrimination alone does not give rise to bias unless it occurs systematically [...]
[and] systematic discrimination does not establish bias unless it is joined with an
unfair outcome.” [32] (p. 3f). Again, for rankings the desired good translates into
high visibility, which should not be withheld systematically from certain individuals
(e.g., people with foreign sounding names) based on grounds that are inappropriate
(e.g., these people are ranked lower because of their names). Note however, that
there is no straight-forward answer to the question of what appropriate decision
grounds are, because even presumably “objective” measures (e.g., the GPA) can
systematically disadvantage socially salient groups (e.g., Turkish youth in Germany
systematically experiences higher rates of educational failures than their German
fellow students [30]).

Friedman and Nissenbaum [32] further define three different types of biases in
computer systems, namely preexisting bias, technical bias, and emergent bias. In
the following sections we study and classify ranking systems with respect to the
types of bias that they attempt to mitigate as the second classification framework.

Preexisting bias includes all biases that exist independently of an algorithm itself
and has its origins in society. As an example of preexisting bias in rankings, consider
the Scholastic Assessment Test (SAT). College applicants in the US are commonly
ranked on their SAT score, often in combination with other features. It has been
documented that the mean score of the math section of the SAT differs across racial
groups, as does the shape of the score distribution. According to a Brookings report
that analyzed 2015 SAT test results, “The mean score on the math section of the SAT
for all test-takers is 511 out of 800, the average scores for blacks (428) and Latinos
(457) are significantly below those of whites (534) and Asians (598). The scores
of black and Latino students are clustered towards the bottom of the distribution,
while white scores are relatively normally distributed, and Asians are clustered at
the top” [62]. This disparity is often attributed to racial and social class inequalities
encountered early in life, and present persistent obstacles to upward mobility and
opportunity.

Technical bias arises from technical constraints or considerations, such as the
size of the screen a ranking is displayed on or a ranking’s inherent position bias.
Position bias arises because in Western cultures we read from top to bottom, and
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from left to right, and so items appearing in the top-left corner of the screen attract
more attention. [5]. A practical implication of position bias in rankings that do not
admit ties is that, even if two items are equally suitable for a searcher, only one of
them can be placed above the other in a ranking, suggesting to the searcher that it is
better and should be prioritized.

Emergent bias arises in a context of use and may be present, if a system was
designed with different users in mind, or when societal concepts shift over time. In
the context of ranking and recommendation it arises most notably because searchers
tend to trust the systems to indeed show them the most suitable items at the top
positions [58], which in turn shapes a searcher’s idea of a satisfactory answer for
their search. These feedback loops can create a so-called “the-winner-takes-it-all”
situation, in which consumers tend to increasingly prefer one majority product over
everything else.

Note that other definitions of bias are possible and plausible, depending on the task
at hand. For example, Mehrabi et al. [52] give 20 different types of bias in training
data alone. We purposefully focus on the more general framework by Friedman and
Nissenbaum [32], because it gives us a vocabulary to talk about bias in any part of a
computer system, and not only about bias in (training) data.

We also want to stress that all three types of biases can arise at any point the
machine learning pipeline, from training data collection to the learning objective,
to the training process, to model deployment, to user feedback adoptions and so
forth. Let’s consider training data as an example: it establishes preexisting bias by
(amongst others) the way the data is collected (e.g., what questions are formulated
and how), what features and data points are considered important and which ones are
left out, and the way how ambiguous concepts such as trustworthiness or intelligence
are formalized into machine-readable information. Technical bias arises from the
tools that were used to collect the data (e.g., online vs. offline collection), or how
features are stored (e.g., as a category, integer, or text field). Emergent bias arises if
the training data is used for a different purpose than it was collected for.

2.3.3 Mitigation Point

As stated in the previous section, bias can arise at all states in the machine learning
pipeline. Furthermore, it has been shown [27, 38, 74] that presumably neutral
mathematical frameworks can incorporate and even enhance bias into their models
and later into their outputs. As such, bias propagates through the entire machine
learning cycle unless it is explicitly addressed and mitigated. Figure 4 shows
the mitigation points for three categories of fair methods, which form our third
classification framework: we categorize methods into pre-processing, in-processing,
and post-processing approaches [37].

Pre-processing methods seek to mitigate discriminatory bias in training data,
commonly by transferring the data points into a different metric space such that
any information about the candidates group membership are obfuscated, while
maintaining the distribution of all other information as close as possible to the
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Pre-Processing In-Processing Post-Processing

Figure 4: Depiction of the different bias mitigation points for fair information retrieval methods.
The top of the picture shows the basic machine learning pipeline through which bias propagates,
if not addressed by discrimination-aware methods. These can be categorized into pre-, in-, and
post-processing methods depending on the point within the pipeline at which they try to mitigate
bias. Pre-processing methods seek to eliminate discriminatory bias in training data, in-processing
methods try to learn a bias-free model, and post-processing methods rerank output items subject to
given fairness constraints. [37]

original one. General advantages are:

• Pre-processing methods consider fairness as first concern in the machine learning
pipeline.

• Most in- and post-processing methods rely on the availability of group labels
during or after training, respectively. Pre-processing approaches instead commonly
operate on a distance measure between individuals which allows to be agnostic to
group membership. It is sufficient to define who should be similar to whom, based
on the features that are available.

• Additionally, it is possible to control for certain types of fairness across groups,
even if only sparse information about group membership is available [45].

General disadvantages are:

• Machine learning methods that rely on a separate feature engineering step are
not applicable because the features identified by domain experts may be rendered
meaningless, if fair representations are learned from the raw data.

• Current methods only operationalize individual fairness and treat group fairness
as a special case of it.

In-processing methods try to learn a bias-free model by extending the objective
function of a learning to rank algorithm by a fairness term (problem definition
in Subsection 2.2.2). Thus the algorithm’s optimization problem consists of an
accuracy objective and a fairness objective and the method learns to find a loss-
dependent balance between these two. General advantages are:

• In-processing methods yield better trade-offs between accuracy and fairness than
post- or in-processing ones, because finding this balance is the heart of their learning
objective [85].
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• They are capable of handling different types of underlying biases without knowing
which particular type is present (as we will show in Chapter 4).

General disadvantages are:

• The impact of the fairness objective on the resulting ranking is less apparent than
it is in case of post-processing algorithms. The latter can make changes directly
visible, while in the former case separate models would have to be trained.

• Because of their goal to balance between fairness and accuracy, it is less clear
what philosophical framework and worldview (see Subsec. 2.3.5 and Subsec. 2.3.4
for details) underlies fairness-aware models.

Post-processing algorithms assume that a ranking model has already been trained
and rerank output items subject to given fairness constraints, i.e., a predicted ranking
is handed to the algorithm, which re-orders items to improve fairness (problem
defined in Subsection 2.2.1). General advantages of post-processing methods are:

• Many of these algorithms provide a guaranteed share of visibility for the protected
group in the ranking.

• Their effect on a ranked output is easy to visualize and understand, because the
original ranking before the application of a fairness method can be compared to its
result in terms of how items are re-ordered.

General disadvantages are:

• The post-processing idea inherently suggests that fairness comes at the expense of
accuracy, because the scores of a previously trained ranking model are taken as “the
true anchor point.” Depending on the properties of preexisting bias in the training
data, however, ranking models may incorporate biases that decrease accuracy as we
will show in Chapter 4, which renders any measurement of accuracy loss obsolete.

• Algorithms with a fixed fairness constraint (such as a minimum proportion of
protected candidates in the top-k positions [69, 87, 88]) may cause a huge loss in
accuracy w.r.t. the unaware ranking. This may be the case, if the score distribution
of the protected group is much lower than for the non-protected group.

2.3.4 Worldview

Our fourth categorization framework covers the moral goals of bias mitigation and
outlines different understandings of what a fair ranking looks like depending on a
person’s belief in whether it is possible to capture an individuals true traits with
observable and machine-understandable data or not. We use the framework of two
worldviews by Friedler et al. [31] to describe different understandings of bias and
fairness, in which they define three different metric spaces that are relevant for
algorithmic decision making and machine learning.
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Figure 5: An illustration of the worldviews from Frieder et al. [31]: “What you see is what you
get” (WYSIWYG) vs. “We are all equal” (WAE). WYSIWYG assumes that the mapping from the
construct space (CS) to the observed space (OS) shows very low distortion. In contrast, WAE assumes
that the mapping from CS to OS distorts the structure of the groups in CS, leading to structural bias.

The unobservable construct space CS relates to all “true” properties of an individ-
ual and the distances between the individuals correctly capture their similarity, with
respect to a task at hand. In the context of college admissions an example for such
desired properties would be a student’s intelligence or grit.

The observable space OS relates to all properties that we can actually measure
or observe in reality. An observation process h(xi) = x̂i maps from an individual’s
features xi ∈CS to an entity x̂i ∈ OS. An example for such a process would be an
IQ test or GPA.

The decision space DS maps from OS to a metric space of decisions, which for
rankings represent the degree of relevance of an entity x̂i by placing it at a particular
position in the ranking.

Note that all mappings between the spaces are prone to distortions (e.g., infor-
mation loss), of which those that map from CS to either OS or DS are by definition
unobservable. Instead, a belief system on this relationship which is referred to as
worldview has to be postulated. Friedler et al. [31] describe two extreme cases:
what you see is what you get (WYSIWYG) and we’re all equal (WAE). The former
assumes that CS and OS are essentially the same and any distortion between the two
is at most ε . The latter assumes that any differences between the utility distributions
of different groups are due to an erroneous or biased observation process h. In our
college admissions example this would mean that any differences in the GPA or IQ
test distributions across different groups are solely caused by biased school systems
and IQ tests. It is also assumed that h shows different biases across groups, to which
the authors refer as group skew. Figure 5 illustrates the mappings from CS to OS to
DS for the two different worldviews.

The authors further define different terms from the Fairness, Accountability,
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Transparency, and Ethics (FATE) literature w.r.t. the underlying group skew. Their
fairness definition is inspired by Dwork et al. [27] and says that items that are close
in construct space shall also be close in decision space, which is widely known as
individual fairness. Group fairness, however, is defined indirectly through the terms
direct discrimination and non-discrimination. Direct discrimination is absent, if the
group skew of a mapping between OS and DS is less than ε . Non-discrimination
is present, if the group skew of a mapping between CS and DS is less than ε . Note
that the last definition requires a postulation of worldview beforehand in order to be
evaluated. If WYSIWYG is chosen, group fairness is given as soon as there is no
direct discrimination, because CS≈ OS.

We will classify the presented algorithms (Sections 3, 4, 5 and 6) in terms of which
worldview they choose. and which of the three terms (fairness, direct discrimination,
non-discrimination) they choose to optimize.

2.3.5 Equality of Opportunity

In Western societies political philosophy formulates fairness commonly around the
idea of equal opportunities for all members of society [8]. As most algorithmic
fairness literature is also centered around this understanding of fairness, our fifth
classification framework looks into four different conceptions of equality of opportu-
nity (EO). As summarized by Heidari et al. [40]4 these conceptions are Libertarian
EO, Formal EO, and Substantive EO, with Rawlsian EO and Luck Egalitarian EO
as subcategories (the following notation stems from [40] and has not been adopted
to match ours).

1. Libertarian EO: “A person is morally at liberty to do what she pleases with
what she legitimately owns (e.g., self, business, etc.) as long as it does not infringe
upon other people’s moral rights (e.g., the use of force, fraud, theft, or damage on
persons or property of another individual is considered a violation of their rights).
Other than these restrictions, any outcome that occurs as the result of people’s free
choices on their legitimate possessions is considered just [and fair]. ” In the context
of ranking algorithms this interpretation of EO leaves the result to be ranked on the
bases of any available information, including an individuals’ sensitive features such
as race or gender.

2. Formal EO: “[...] [Formal EO] requires desirable social positions to be open
to all who possess the attributes relevant for the performance of the duties of
the position (e.g., anyone who meets the formal requirements of the job) and
wish to apply for them. The applications must be assessed only based on relevant
attributes/qualifications that advances the morally innocent goals of the enterprise.
[...] Formal [EO] would permit differences in people’s circumstances – e.g., their
gender – to have indirect, but nonetheless deep impact on their prospects.” In
the context of rankings, formal EO is equivalent to the removal of the sensitive

4All direct quotations in this subsection originate from Heidari et al. [40] (p.182f).
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information from the ranking pipeline, in contrast to libertarian EO where any good
predictor may be considered, even if it is sensitive information.

3. Substantive EO: “Substantive [EO] moves the starting point of the competition
for desirable positions further back in time, and requires not only open competition
for desirable positions, but also fair access to the necessary qualifications for the
position. This implies access to qualifications [...] should not to be affected by
arbitrary factors, such as race, gender or social class. The concept is closely related
to indirect discrimination [...]” and can be refined into two sub-categories:

a) Rawlsian EO: “According to Rawls, those who have the same level of talent
or ability and are equally willing to use them must have the same prospect of
obtaining desirable social positions, regardless of arbitrary factors such as socio-
economic background. This Rawlsian conception of [EO] has been translated
into precise mathematical terms as follows: let c denote circumstance, capturing
factors that are not considered legitimate sources of inequality among individuals.
Let scalar e summarize factors that are viewed as legitimate sources of inequality
[...], [summarizing] all factors an individual can be held morally accountable for.
Let u specify individual utility, which is a consequence of effort, circumstance,
and policy φ . Formally, let Fφ (.|c,e) specify the cumulative distribution of utility
under policy φ at a fixed effort level e and circumstance c. [Rawlsian EO] requires
that for individuals with similar effort e, the distribution of utility should be the
same – regardless of their circumstances. [...] Note that this conception of [EO]
takes an absolutist view of effort: it assumes e is a scalar whose absolute value is
meaningful and can be compared across individuals. This view requires effort e
to be inherent to individuals and not itself impacted by the circumstance c or the
policy φ .” For rankings this understanding of fairness requires that a fair ranking
can only be computed when the sensitive features are explicitly considered, because
they influence the values of the non-sensitive features. However the absolutist
view of effort allows individuals to be compared across their circumstances and an
individual’s rank should be determined based on their sensitive and non-sensitive
features.

b) Luck Egalitarian EO: “Unlike [Rawlsian EO], luck egalitarian [EO] offers a
relative view of effort, and allows for the possibility of circumstance c and imple-
mented policy φ impacting the distribution of effort e. In this setting, Roemer [65]
argues that “in comparing efforts of individuals in different [...] [circumstances], we
should somehow adjust for the fact that those efforts are drawn from distributions
which are different”. As the solution he goes on to propose “measuring a person’s
effort by his rank in the effort distribution of his [...] circumstance, rather than by
the absolute level of effort he expends”. Formally, let Fc,φ

E be the effort distribution
of type c under policy φ . [...] Roemer declares two individuals as having exercised
the same level of effort if they sit at the same quantile [...] of the effort distribution
for their corresponding [circumstances]. More precisely, let the indirect utility
distribution function Fφ (.|c,π) specify the distribution of utility for individuals of
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type c at the π-th quantile (0 ≤ π ≤ 1) of Fc,φ
E . Equalizing opportunities means

choosing the policy φ to equalize utility distributions, Fφ (.|c,π), across types at
fixed levels of π .” In case of rankings this means that individuals are not comparable
across different circumstances and that for each group a separate ranking has to be
computed and will be merged into a result in a second step.

2.3.6 Discussion: On the Possibility to Categorize Methods

As we survey technical work (Chapter 3) and develop fair ranking methods (Chap-
ters 4, 5 and 6), we will attempt to map the algorithmic fairness definitions to each
of the five classification frameworks.

Specifically, for the forth classification framework – two worldviews by Friedler et
al. [31], we categorize our methods based on what equality is pursued by a method’s
fairness definition, namely, on whether it aims to guarantee equality of outcome or
equality of treatment. If a fairness definition pursues equality of outcome, assuming
that OS is not trustworthy because of a biased or erroneous mapping h between CS
and OS, we map this definition into WAE. If a fairness definition pursues equality
of treatment, hence assuming that OS is close to CS and is trustworthy, then we map
this definition to WYSIWYG.

For the fifth classification framework EO, we categorize methods based on how
their fairness definition compares individuals according to some qualifications (e.g.,
test scores, credit amount, and times of being arrested). If a fairness definition
assumes that all individuals are comparable in all dimensions, i.e., any information
about an individual can be used to assign the opportunity, we map this definition
to libertarian EO. If a fairness definition assumes that individuals are comparable
only in relevant dimensions, i.e., sensitive features are left out during comparison,
then we map this definition to formal EO. Both Rawlsian and luck-egalitarian EO
assume that individuals are only comparable in the dimension of their effort, talent
and ability which are potentially unobservable. To fairly assign opportunities the
observable features to represent effort may have to be corrected, if the observation
process is biased. As it assumes that an individual’s effort is independent of her
sensitive attributes, we map a fairness definition to Rawlsian EO when the correction
is done for all groups and then opportunities are assigned simultaneously. And we
map a fairness definition to luck-egalitarian EO when the correction and assignment
of opportunity is done for each group at a time.

Note however, mapping algorithmic fairness definitions to a specific worldview or
EO can be ambiguous and complicated: to understand, for example, the underlying
concept of equality of opportunity a paper has to clearly state its understanding
of an individual’s effort. The same holds for the fourth classification model: if a
paper does not state the authors’ belief about the mapping function h, it is hard to
understand whether their fairness definition belongs to the WYSIWYG or WAE
worldview, or something in between. Note also that we explicitly map the fairness
definitions, not the overall approaches. This is because many methods combine a
fairness and a utility objective into a single optimization problem and, by doing so,
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lose a clear association with a particular framework. As a result, many methods
fall between the WAE and WYSIWYG worldviews, and do not cleanly map to the
formal or a substantive EO framework.

Note also that if we try to relate the fourth and the fifth classification framework
to each other, there exists an ambiguity between them: It is not clear at what point
in time the features from construct space are to be considered and therefore it is
not clear whether WAE relates to Rawlsian EO or luck-egalitarian EO. If we have
to interpret effort as an absolute term, construct space features (e.g., a student’s
intelligence) have to be considered by the time a decision is made. In this case
WAE relates to Rawlsian EO. If we interpret effort as a relative term and therefore
allow for the fact, that it might be shaped by our circumstances (e.g., a student’s
intelligence may flourish better when she grows up in a richer household), we
should consider features in CS much earlier, probably at time of birth. In this case
WAE relates to luck-egalitarian EO. The definition of construct space and WAE
in Friedler et al. [31] suggest the former case, however the authors do not explicitly
state that. They discuss the issue of when to consider construct space features,
but without stating any assumption for their work. In related work (Section 3) we
show that the different methods are not free of this ambiguity and we will work
out, which algorithm assumes WAE as Rawlsian EO and which assumes WAE as
luck-egalitarian EO, whenever possible.
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3 Related Work
In this chapter5 we present different concrete approaches to mitigate bias and
enhance justice. They create fairer ranking results through various strategies and
definitions of fairness. Their categorization into pre-, in- and post-processing
approaches describes whether they mitigate bias, before, during, or after model
training (recall Figure 4). Additionally we describe early and highly influential
work on fairness in machine learning in general to show how those definitions
influenced fair ranking methods (Section 3.1), as well as two papers from the field
of score-based ranking that are influential for this thesis (Section 3.5). In Table 2
we summarize the classification of methods we present in this section, as well as
methods that we will present throughout the thesis.

Note that we adopted the notation in the following subsections to match ours
where it seemed appropriate to show commonalities and differences between the
methods. We kept the original notation whenever the introduced concepts and
methods do not play a further role for the research of this thesis. Hence the notation
for the presented methods should be considered as self-containing. Any overloads
with notation from Table 1 lose validity with the start of a new subsection.

3.1 Early Work in Fair Data Mining and Machine Learning

In the last decade, the field of fair machine learning has become increasingly relevant
and various definitions of fairness have been proposed6 [6, 27, 39, 60, 83, 93]. In the
following we survey the most influential early works and highlight their important
terms and concepts, which have strongly shaped the understanding of fairness in
subsequent research.

Pedreschi et al. [60] is one of the earliest papers in the field and applies the terms
direct and indirect discrimination to a data mining context:

• Direct discrimination is present, if the outcome of a machine learning task is
explicitly related to an individual’s protected attribute.

• Indirect discrimination happens, if individuals appear to be judged solely
based on non-protected attributes, e.g., because the protected ones have been
excluded from the training data, but these seemingly neutral features encode
a protected group membership as a latent variable (also known as red-lining
effect).

The work by Dwork et al. [27] introduced the nowadays frequently used defini-
tions of individual and group fairness:

5This chapter is based on Zehlike et al. [92]
6See [77] for a summary of fair classification methods and [92] for a summary of fair ranking

methods, as well as fairness in recommender systems.
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• Group fairness is legally understood as statistical parity, i.e., the proportion of
positively classified members of a protected group should equal the proportion
in the entire population (recall Subsection 2.1.4).

• Individual fairness means that individuals that are similar in terms of a given
distance metric should receive a similar outcome.

To achieve individual fairness Dwork et al. [27] pre-process the training data to
show that simply omitting the protected attributes does not necessarily produce a
fair result, because of the aforementioned latent encoding of the protection status.

Two further important concepts, disparate treatment and disparate impact, stem
from the US anti-discrimination law. Their relevance for machine learning algo-
rithms are investigated by Barocas and Selbst [6].

• A decision making process exhibits disparate treatment, if its decision is partly
or fully based on an individual’s protected feature.

• It shows disparate impact if its outcome disproportionately hurts or benefits a
group with certain traits (e.g., females or people with disabilities).

Conceptually, disparate treatment relates to Dwork et al. [27]’s definition of individ-
ual fairness, while disparate impact is associated with group fairness. Note however,
that they are not the same: disparate treatment and impact are two distinct concepts
of unfairness, while individual and group fairness express two concepts of fairness,
as their name suggests.

Zafar et al. [84] build a binary classification framework that incorporates a
disparate treatment and a disparate impact penalization constraint into the loss
function and optimizes for classifier accuracy subject to these two. In Zafar et al. [83]
the authors introduce an additional fairness concept named disparate mistreatment,
which balances the false positive and false negative error rates across groups in a
binary classification task.

Similar to that, Hardt et al. [39] introduce two further notions that are defined
through error rates of the classifier. The first is known as equalized odds in which
the true and false positive rates shall be equal across groups in a binary classification
task. The second, equal opportunity, is a constraint relaxation of the first and
balances true positive rates across groups only, therefore allowing better accuracy
of the result.

Zemel et al. [93] define the problem of learning fair data representations as an
optimization problem of finding a representation that encodes the data as tight as
possible, while simultaneously concealing information about group membership.
The first goal relates to individual fairness, the second one to group fairness. The
essence of the problem is to map each data point from a given input space to a proba-
bility distribution in a new “fair representation space”. This new representation shall
no longer contain any information that can identify a person’s group membership,
while all other information shall be maintained as tight as possible.
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Method
Mitigation
Point

Group
structure Bias Worldview EO Framework

Fairness in Supervised Learning

iFair [44] pre-proc. multinary preexisting WAE Rawlsian
Fair-PG-
Rank [70]

in-proc binary technical WYSIWYG formal

Pairwise Rank-
ing Fairness [7]

in-proc. binary ? ? ?

CFAθ [88] post-proc. multinary preexisting continuous formal – Rawlsian.
Fairness of
Exposure [69]

post-proc. binary preexisting
& technical

WYSIWYG
& WAE

formal & luck-
egal.

Equity of
Attention [10]

post-proc. multinary technical
& emergent

WYSIWYG formal

Fairness in Score-based Rankers

Proportional rep-
resentation [81]

n/a binary preexisting WAE luck-egalitarian

Constrained
ranking maxi-
mization [18]

n/a multinary preexisting WAE Rawlsian

Methods from this Thesis

DELTR (Ch. 4) in-proc. binary preexisting WAE luck-egalitarian
FA*IR (Ch. 5) post-proc. binary preexisting continuous formal – luck-egal.
multinomial
FA*IR (Ch. 6)

post-proc. multinary preexisting continuous formal – luck-egal.

Table 2: Summary of method classification. “Pre-, in-” and “post-proc.” refer to whether a method
can be classified as pre-, in- or post-processing. “Binary” vs. “multinary” tells whether the method
can handle two or more protected groups per one attribute at a time (e.g., young/old is a binary
manifestation of the attribute “age”, while kid/teen/adult/old is a multinary manifestation of said
attribute). With a “continuous” worldview we mean that a parameter can shift the method from a
WYSIWYG to a WAE view, typically by a fairness parameter. See Section 2.3 for reference.

3.2 Pre-Processing Methods: Learning Fair Training Data

Pre-processing approaches are usually concerned with biases in the training data
which they try to mitigate by omitting any information, latent or apparent, about
group membership. In the following we present a method to learn individually fair
representations for rankings.

3.2.1 iFair – Learning Individually Fair Representations: Lahoti et al. [44]

Fairness Definition. This work operates on an individual fairness objective to
learn fair representations of training data points. As in Zemel et al. [93] it is based
on the fairness definition by Dwork et al. [27], which states that similar individuals
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should be treated similarly. The goal is to transform an input record xi (the feature
vector for candidate di) into fairer data representations x̃i using a mapping φ , such
that two individuals di and d j, who are indistinguishable on their non-sensitive
attributes X\A (marked by X∗) should also be nearly indistinguishable in their fair
representations φ(xi) (where sensitive attributes are included):∣∣∣d Äφ(xi),φ(x j)

ä
−d(x∗i ,x

∗
j)
∣∣∣≤ ε

Note that this definition assumes that a similarity measure d is available that can
correctly (and free of bias) capture the differences between two individuals. As
the paper uses the family of Minkowsky p-metrics, let us assume we choose the
Minkowsky metric with p = 1, i.e., the Manhattan distance as d. Reconsidering
our college admission example from Chapter 2, in Figure 6 we see that candidates
d1 and d2, as well as d3 and d4 have a distance of 0 in their non-protected features:
d(x∗1,x

∗
2) = d(x∗3,x

∗
4) = 0. When comparing candidates across groups we see that

the female group shows a Manhattan distance of 1 to the male group: d(x∗1,x
∗
3) =

d(x∗2,x
∗
3) = d(x∗1,x

∗
4) = d(x∗2,x

∗
4) = 1 The algorithm, named “iFair”, would create a

new feature set φ(X) that preserves those distances and includes sensitive attributes
in a way that they do not correlate with non-protected attributes anymore. In our
example a1 correlates with x2, which may be picked up by a ranking model. To
avoid that iFair would assign non-correlating values to a1, e.g., by switching the sex
of candidates d1 and d3.

Though not clearly stated the wording suggests that attributes are measured in
observable space OS and the definition seeks to reduce technical bias. Depending
on the distance metric choice of d, the method would potentially be capable of
learning representations that ignore all information about group membership, even
if it is encoded partly in the non-protected features. In this case it would assign
low weights to those non-protected features that indirectly encode protected ones.
However, the choice of Minkowsky metrics, where distances are measured in terms
of absolute numbers, suggests that the authors assume construct space CS∼OS and

candidate a1 (sex) a2 (race) x1 (GPA) x2 (SAT)
d1 male White 5 4
d2 male Asian 5 4
d3 female Black 5 3
d4 female White 5 3

Figure 6: Dataset of college applicants. If we assume the Manhattan distance as distance measure
d, the method tries to find a fair feature representation to ensure that a learning to rank method
considers candidates only based their non-sensitive features (here x1 and x2). In this case candidate
d1 and d2, as well as d3 and d4 should have the same fair feature representation x̃ where a1 and a2
are not relevant for the ranking decision.
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hence a leaning to a WYSIWYG worldview and to formal EO.

In [44] the authors do not address the question if or why Minkowsky metrics are
not prone to reproduce biases from training data and biased observation processes.
They tackle this problem in a follow-up work [45], where the distance metric is
replaced by a fairness graph, which captures pairwise similarities of individuals. In
the graph a node represents an individual di and an edge between two nodes indicates
that these individuals are to be considered similar. This approach has two advantages:
it allows a comparison of an individual’s non-protected attributes across different
domains (e.g., the h-index of a successful researcher in programming languages is
typically lower than those of a successful researcher in machine learning), and it
allows for sparse similarity judgments, as individuals can be grouped into clusters
based on their in-group relevance scores (e.g., the top-10% in the female group).

We do not further present Lahoti et al. [45] here, because the paper focuses on
classification tasks in its experimental section. Pre-processing methods claim to be
application agnostic, however Lahoti et al. [44] is the only work by the publication
of this thesis, that has been shown to work for ranking tasks.

Algorithm. The problem is formalized as a probabilistic clustering problem: given
K clusters of similar individuals (with K < n) each is represented by a prototype
vector vk. A candidate record xi is assigned to one of the vk based on a record-
specific probability distribution Pi, that reflects the distances of the record from each
of the prototype vectors and thus forms the fair representation:

φ(xi) = x̃i = ∑
k=1..K

Pik · vk

This is used to formalize a utility objective to ensure a low reconstruction loss and
a fairness objective that demands that φ should preserve pair-wise distances on
non-protected attributes between data records:

Lutil(X, X̃) = ∑
di∈D
||xi− x̃i||2

Lfair(X, X̃) = ∑
di,d j∈D

Ä
d(x̃i, x̃ j)−d(x∗i ,x

∗
j)
ä2

The two objectives are combined into an objective function that the algorithm
optimizes by use of gradient descent:

L = λ ·Lutil(X, X̃)+µ ·Lfair(X, X̃)

The algorithm supports multiple groups and it is not necessary to specify the
protected groups a-priori.
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Insights. Experiments are performed on five real-world and a synthetic dataset.
From the real-world datasets, two are used for learning to rank tasks, namely the
XING dataset [87] and the AirBnB dataset [10]. The synthetic experiments show
that representations learned by iFair remain nearly the same for all configurations,
irrespective of changes in group membership. This means that changing the value
of the protected attribute does not influence the learned representation, i.e. when
training a model on these representations it will not allow any conclusions about the
protected attribute.

The XING dataset is taken from Zehlike et al. [87] and is described in Section 5.
The Airbnb dataset contains 27,597 hosts from five big cities in the US. For
experiments, a subset of 22 attributes (categorical and numerical) is chosen. The
gender of the hosts is used as protected attribute and the rating/price ratio as the
ranking variable.

The results show that applying learning algorithms on representations learned
by iFair leads to more consistent decisions w.r.t. the distribution of items across a
ranking than when applying the same algorithm to the original data. This means
that two items with similar non-protected features receive similar visibility in the
resulting ranking.

3.3 In-Processing Methods: Learning a Fair Model
As explained in Section 2.3.3, in-processing methods learn a fair model from the
raw input, which is commonly [39, 83] formalized by introducing a fairness term
into the learning objective. Thus the algorithm’s optimization problem consists of
an accuracy objective and a fairness objective and the method learns to find the
optimal balance between these two. The first in-processing methods were developed
for classification algorithms and introduced a penalization term that ensures equal
rates of a certain fairness measure across groups (see Section 3.1). In-processing
fair ranking algorithms reuse the idea to extend the learning objective by a fairness
term to penalize unfair predictions, and in case of Beutel et al. [7] even reuse
the definition of equalized odds for pairwise ranking fairness. In the following
we present two of the three currently existing methods (the third is our own and
presented in Section 4).

3.3.1 Fair-PG-Rank – Learning Fair Ranking Policies: Singh and Joachims
[70]

Fairness Definition. The approach by Singh and Joachims [70] addresses bias
that is created by any ranking system itself, namely through position bias that gives
items beyond the first few positions significantly less visibility than those in the first
positions. It operates on a notion of document exposure, which is defined through
expected attention, which the authors define as equivalent to expected position bias:

Exposure(π( j)) = Eπ∼Π [v( j)]
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where Π : Ω→ [0,1] is the probability mass function over the ranking space
Ω = π(D) for query q, satisfying ∑o∈Ω Π(o) = 1. Similar to Biega et al. [10]
(Subsection 3.4.3) they operate on a merit-based constraint: each candidate di = π( j)
in ranking π should receive exposure proportional to their utility U (π,di):

U (π,di)≥U (π,dl)→
Exposure(di)

U (π,di)
≥

Exposure(dl)

U (π,dl)

The work further proposes a definition of individual fairness that measures the
disparities in visibility v(.) for two candidates di,dl in π:

D
Ä

di, j,dl,k |q
ä
=

1
|Hq| ∑

(di,dl)∈Hq

max

ñ
0,

v( j)
U (π,di)

− v(k)
U (π,dl)

ô
with Hq =

{
(di,dl) s.t. U (π,di)≥U (π,dl)

}
. The authors also propose a definition

of group fairness for two groups, in which the individual document visibility from
the above equation is replaced with a notion of group visibility:

D (G0,G1 |q) = max
ï
0,

vG0

U (π,G0)
− vG1

U (π,G1)

ò
with vG = 1

|G|∑di∈G v(π−1(di)) being the average exposure of group G.
As already mentioned the method is concerned explicitly with the inherent techni-

cal bias of a ranking that arises from showing result documents in a one-dimensional
list. It assumes a WYSIWYG world in which a document’s merit in OS truly reflects
its merit in CS, because no means are taken to reduce any errors that might have
been introduced by mapping function g and therefore operates on a formal EO
framework.

Algorithm. Using the fairness definitions the authors extend the ListNet [15]
ranking function to incorporate their disparity measures. The algorithm “Fair-PG-
Rank” is learning an optimal ranking π∗ via empirical risk minimization using the
following learning objective:

π
∗
δ
= argmax

π

1
N

N

∑
q=1

[L(π)]−λ
1
N

N

∑
q=1

[D (.|q)]

with L being a loss function that measures the utility of π for the user. The optimiza-
tion is done using gradient descent.

Insights. Compared to our own method that we will present in Section 4 this
approach is concerned with equity of exposure rather than equality. Equity means
that documents shall only receive as much exposure as they “deserve” based on
their relevance measure, instead of assuring equal exposure across groups regardless
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of relevance measures. To illustrate the effect of the method, let us consider again
our college admission example (Figure 3 on Page 11): we see that in the training
data (white background lines) all females have worse scores than males and appear
below in the ranking. A standard LTR algorithm is therefore likely to treat a1 as an
important decision criterion and assign a high weight to it. Fair-PG-Rank learns to
ignore feature a1, but it cannot increase the exposure of a protected group as a mean
of enhancing substantive EO, in contrast to our method [85] (see Subsection 4.3.3 for
results that enhance substantive EO). As such it ensures that a model is not directly
discriminating based on a sensitive attribute while assuming that the non-protected
attributes do not contain discriminating patterns.

Experiments are performed on a synthetic dataset, the German credit dataset [48]
using the group fairness definition in the learning objective and the Yahoo! LTR
dataset [19], using the individual fairness definition in the learning objective. The
synthetic dataset has two features for each document, where feature 2 is corrupted
for the minority group G1. The results show that with increasing values of λ , the
weight of the corrupted feature is decreasing. With the real world datasets the
authors show that the method works in a real world setting. The authors compare
their method to ours from [85], however their measure of disparate exposure is
vastly different and the bias they are focusing on is not the same. It is not yet clear,
if meaningful conclusions can be drawn from such comparisons.

3.3.2 Pair-wise Fairness for Rankings: Beutel et al. [7]

Fairness Definition. This method introduce as pairwise fairness metric for rank-
ing predictions. The authors setup their method as a component of a cascading
recommender system, but only consider the final ranking of items in the end.

Each query q consists of user features Ua for user a and context features C. Each
candidate di is described by a feature vector xi. Then a ranker f̂ is trained to predict
user engagement, which relates to predicted clicks ŷ and predicted interaction after
a click ẑ (such as purchase, ratings, etc.): f̂ (X) = (ŷ, ẑ). Afterwards a monotonic
ranking function g(ŷ, ẑ) is used to rank items based on their predictions.

The focus of the fairness definition is on the risk for candidate groups to be under-
recommended, where the group definition is binary, i.e. ai ∈ {0,1} for candidate di.
The authors first define pairwise accuracy, which describes the probability that a
clicked candidate is ranked above another relevant un-clicked candidate, for the
same query:

P
Ä

f̂ (x(q)i )> f̂ (x(q)j ) | y(q)i > y(q)j

ä
Pairwise fairness asks if the pairwise accuracy is the same across the two groups:

P
Ä

f̂ (x(q)i )> f̂ (x(q)j ) | y(q)i > y(q)j ,ai = 0
ä
=

P
Ä

f̂ (x(q)i )> f̂ (x(q)j ) | y(q)i > y(q)j ,ai = 1
ä
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To account for user engagement the definition is extended to compare only those
candidates with each other that receive the same amount of engagement z̃:

P
Ä

f̂ (x(q)i )> f̂ (x(q)j ) | y(q)i > y(q)j ,ai = 0,zi = z̃
ä
=

P
Ä

f̂ (x(q)i )> f̂ (x(q)j ) | y(q)i > y(q)j ,ai = 1,zi = z̃
ä
∀z̃

The authors further extend the definition to also consider group exposure in rankings,
because two rankings could have the same pairwise accuracy across groups while
systematically putting candidates of one group to lower ranks of the list. To account
for this, they split the definition into intra-group pairwise fairness:

P
Ä

f̂ (x(q)i )> f̂ (x(q)j ) | y(q)i > y(q)j ,ai = 0,zi = z̃
ä
=

P
Ä

f̂ (x(q)i )> f̂ (x(q)j ) | y(q)i > y(q)j ,ai = 1,zi = z̃
ä
∀z̃

and inter-group pairwise fairness:

P
Ä

f̂ (x(q)i )> f̂ (x(q)j ) | y(q)i > y(q)j ,ai = 0,a j = 1,zi = z̃
ä
=

P
Ä

f̂ (x(q)i )> f̂ (x(q)j ) | y(q)i > y(q)j ,ai = 1,a j = 0,zi = z̃
ä
∀z̃

Intra-group fairness indicates, if candidates that are more likely to be clicked on
are ranked above those less likely within the same group, while inter-group fairness
describes whether mistakes of the ranker are at the cost of one particular group.

The framework is not clearly classifiable into WAE or WYSIWYG, because the
authors talk about click probability and user engagement without further specifying
what these two are composed off. In particular they do not tell, whether a measure of
item merit is part of the click probability or not. Click through rate (CTR) is usually
defined to contain some measure of item relevance [63]. In that case y would contain
a concept of merit (measured in OS) and hence the framework would correspond
to WYSIWYG. The authors briefly mention that they assume the final ranking
model f̂ only operates on relevant documents, which supports the assumption
that the underlying worldview of this framework is WYSIWYG. When thinking
about which EO framework this work corresponds to, we face the same ambiguity.
Without knowledge of the actual underlying estimation of click probability and
user engagement, and without a statement on an individual’s effort, it is not clear
to which EO framework or worldview a mathematical fairness definition belongs
to. In fact, even though the authors state that they adopted a definition of “equal
opportunity”, their pairwise fairness definition could be mapped to any of the four
equal opportunity definitions from Section 2.3.5, depending on the exact definition
of click probability and user engagement. An identification of the addressed bias is
also not possible without the CTR definition.

35



Insights. The experiments study the performance of the ranker with respect to a
protected subgroup of candidates, comparing its performance to the rest of the data,
denoted by “not subgroup.” The protected group makes up 0.2% of all candidates.
The overall pairwise fairness evaluation shows that the system ranks candidates
from the subgroup lower, if the level of engagement is low, but interestingly slightly
over-ranks protected candidates when the engagement level is high.

The intra-group pairwise fairness evaluation shows that across all levels of engage-
ment the model has more difficulty selecting the clicked candidate when comparing
subgroup candidates than when comparing non-subgroup candidates. This is partly
because the subgroup is small and less diverse.

The inter-group fairness evaluation shows that across all engagement levels the
protected candidates are ranked significantly lower than the non-protected candidates.
Further, the results show that the pairwise accuracy for non-protected candidates
in inter-group pairs is remarkably higher than in intra-group pairs, suggesting that
even protected candidates, that are interesting to the user are ranked below non-
protected candidates. When optimizing for inter-group fairness, these disparities
are mitigated and candidates from the subgroup receive more exposure (which the
authors measure as the probability that candidate di is ranked above item d j).

3.4 Post-Processing Methods: Re-Ordering Ranked Items

Post-processing algorithms assume that a ranking model has already been trained
and the algorithm re-orders items to improve fairness. We will again reuse the
running example on college admissions to illustrate the differences and similarities
between the presented methods in this section, but we omit the non-sensitive features
x1 and x2 which are irrelevant at this point (see Figure 7, Page 39).

3.4.1 Fairness of Exposure: Singh and Joachims [69]

Fairness Definition. The fairness objective is set as a linear combination aT Pπ
i, jv=

h with a being a vector to encode group membership, Pπ
i, j as the probability that

f̂ places candidate i at rank j in π , and v reflecting the importance of a position.
This equation is solved under three different group fairness constraints based on a
definition of exposure that a candidate i receives under Pπ :

Exposure(xi|Pπ) =
k

∑
j=1

Pπ
i, jv( j)

with v( j) being the position bias of position j in ranking π . The average exposure
of a group G is defined as follows:

Exposure(G|Pπ) =
1
|G| ∑

xi∈G
Exposure(xi|Pπ)
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The goal is to distribute exposure fairly between two groups G0 and G1 by use of
the following three alternative constraints:

1. Demographic Parity: states that the average exposure of groups shall be
equal Exposure(G0|Pπ) = Exposure(G1|Pπ).

2. Disparate Treatment: requires equity of exposure across groups, i.e., the
average exposure in relation to their average utility should be equal across
groups:

Exposure(G0|Pπ)

U (π,G0)
=

Exposure(G1|Pπ)

U (π,G1)

3. Disparate Impact: is measured in terms of disparate click through rate
(CTR) [63] per group, which shall be equal across groups given the aver-
age group utility:

CTR(G|Pπ) =
1
|G| ∑i∈G

k

∑
j=1

Pπ
i, j · yi ·v( j)

with yi being the relevance of candidate i.

CTR(G0|Pπ)

U (π,G0)
=

CTR(G1|Pπ)

U (π,G1)

The first constraint of demographic parity addresses the problem of preexisting bias
and corresponds to the WAE framework, as it tries to balance visibility across groups
independently of their performance in OS (note however that a group’s exposure
is depending on Pπ and may hence indirectly depend on a utility measure, if Pπ is
calculated based on candidate utility). The constraint assumes that CS � OS and
therefore that an individual’s true effort is different from the measured one, which
the demographic parity definition accounts for. As the authors do not specify their
belief about CS it is not clear whether this demographic parity definition corresponds
to Rawlsian or luck-egalitarian EO. However, as visibility is equalized without any
assumptions on an individual’s true effort, we would argue that the conditions for a
luck-egalitarian framework are met.

The second constraint, disparate treatment, explicitly addresses the technical
position bias of a ranking by ensuring that all documents of the same utility re-
ceive equal visibility. This corresponds to the formal EO framework and to the
WYSIWYG worldview because document utility is measured through features from
observable space without taking into account that a biased observation process may
exist, hence CS ∼ OS. Note that it does not necessarily correspond to individual
fairness, because utility and exposure are averaged across individuals of a group.

Examining the third constraint, disparate impact, carefully we note an important
short-coming: it does not comply with the legal definition of disparate impact,
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which is described solely in terms of the deviation from statistical parity, hence
relating solely to group fairness. The click through rate, however, contains a notion
of document relevance, which is not compliant with a statistical parity demand.
Additionally,s the definition is set relative to the average group utility, which actually
includes aspects of libertarian EO rather than substantive. Statistical parity, in
contrast, does not consider any relevance measure whatsoever, precisely because it
assumes that these very measurements are subject to preexisting biases and a biased
mapping from CS to OS. As the given definition mostly corresponds to formal EO
and a WYSIWYG worldview, it would be more suitable to name the definition as a
different version of disparate treatment, that is concerned with click through rate
instead of exposure.

Algorithm. The algorithmic framework is implemented as an integer linear pro-
gram, that maximizes ranking utility given one of the above constraints (contrary
to Biega et al. [10], who constraint quality and optimize for disparate treatment. We
present [10] in Section 3.4.3). A constraint is translated into a scalar h:

arg max
P

yT Pv

subject to 1
T P = 1T ,

P1= 1,

0≤ Pa,i ≤ 1,

aT Pv = h

Insights. Depending on the respective fairness constraint the outcome rankings
will look quite differently. We reconsider our college admission example in Figure 7,
where we are given a set of candidates with an associated relevance score ŷ and a
set of protected attributes A = {a1}. Figures 7b – 7e show fair rankings produced
by the different methods that we will present in this section (and our own, presented
in Chapter 5). For the work under consideration [69] let us assume that the ranking
model is absolutely sure about where to put each candidate such that P becomes
the identity matrix. Thus, the exposure of a group is calculated as the sum of each
group member’s position bias in the ranking. This gives us a group exposure of 2.13
for the male group and 1.15 for the female group for the ranking in Figure 7b. Let
us now consider the demographic parity objective: Here the exposure should be
the same for both groups. As the position bias v is a constant value, the algorithm
will modify the scores ŷ until the parity objective is met. A possible solution is
shown in Figure 7c with a group exposure of 1.66 for the male group and 1.62 for
the female group.7 The other two objectives work in a similar manner except that
there objective functions take a measure of ranking utility into account.

7We note that, in college admissions the position bias does not play too much of a role, and that
a more appropriate example would be e.g., a search scenario. We applied the running example from
Subsection 2.1.1 to visualize the outcome differences and similarities across methods.
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candidate a1 (sex) ŷ v
d1 male 9 3.32

d2 male 8 2.10

d3 male 7 1.66

d4 male 6 1.43

d5 female 5 1.28

d6 female 4 1.18

d7 female 3 1.11

d8 female 2 1.04
(a)

π̂

d1

d2

d3

d4

d5

d6

d7

d8
(b)

π̂1

d1
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d6

d7

d8

d3

d2
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(c)

π̂2
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d3
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(d)

π̂3
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(e)

π̂4
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d7

d2
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d3

d4

d5
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Figure 7: (a) Dataset D of college applicants. Score ŷ is predicted by a learning to rank model.
Column v is the position bias of positions 1 – 8; (b) the predicted ranking π̂ based on ŷ. Again, the
top-4 candidates will be admitted. Note that under this scenario females (orange) are not admitted;
(c) a ranking with equal exposure across groups produced by the method of Singh and Joachims [69];
(d) a ranking that is fair according to the ranked group fairness condition of the FA*IR algorithm
defined by [87] with p = 0.7 and α = 0.1. Also the outcome of the algorithm CFAθ with θ = 1; (e)
a ranking produced by CFAθ with θ = 1, if the dataset was changed to candidate d5 and d6 being
male. In this case, the dataset contains only 25% of female applicants. Note that CFAθ cannot
achieve a ranking where two female candidates d7 and d8 are both admitted, as it optimizes for
statistical parity as “maximum fairness”; (f) a ranking produced by FA*IR with parameters p = 0.7
and α = 0.1 when only 25% of candidates are female.

The experiments in [69] are framed within three different scenarios of unfairness:
biased allocation of opportunity (in job candidates rankings), misrepresentation of
real-world distributions (biased Google image search for CEO), fairness as freedom
of speech (equality of voice within new media channels like YouTube or Twitter).
The authors create a synthetic dataset with 100,000 entries and a binary protected
attribute for each scenario. Furthermore they use the YOW news recommendation
dataset [94], which consists of 20 entries per group. Items are ordered by an explicit
‘relevance’ field and two different news sources are used as protected feature.

3.4.2 CFAθ – Continuous Fairness between Worldviews: Zehlike et al. [88]

Fairness Definition and Algorithm. This work8 defines a mathematical frame-
work, named CFAθ , to continuously interpolate between the worldviews WYSI-
WYG and WAE. The authors argue that legally WYSIWYG matches individual
fairness, while WAE matches current anti-discrimination law, that defines group
fairness solely in terms of statistical parity of outcome. The question of what a fair

8The work is not included as part of this thesis, despite the fact that I am the first author. This
is because I joined the team only after the brainstorming and problem definition phase and do
not consider this framework under my own copyright. I contributed the largest amount of time
by providing the code framework and the experimental section and hence being the first author is
justified. However, the initial idea comes from Emil Wiedemann and Philipp Hacker.
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distribution of outcome is, depends on the estimated extend of indirect discrimina-
tion and preexisting bias in the scoring model. Interestingly, this means that from a
legal point of view any fairness definition departing from group fairness as statistical
parity and individual fairness as meritocratic scores does not yet correspond to any
legal framework at all and may hence be subject to interdiction. Furthermore the au-
thors state that current ruling on anti-discrimination cases only involves actual unfair
decisions and not “softer” disadvantages such as reduced visibility in a ranking.

The WYSIWYG worldview corresponds the meritocratic ideal and hence to the
formal EO framework, while WAE corresponds to Rawlsian EO. This is because
an individual’s measurable effort (here, their raw score) is seen to be drawn from
different distributions µk per group in OS, while in CS, there exists only one ν ,
meaning that all groups have essentially the same distribution of true effort (in
contrast to luck-egalitarian EO, where even an individual’s true effort is shaped by
circumstances, not just the measurable one).

The framework can handle multiple groups that are defined as a partition over all
individuals: X =

⋃
k∈{0,1}N g−1(k), where g : X→{0,1}N is a mapping that returns

1 if an individual carries a certain trait from the set of N features. The k-th group
is therefore Gk := g−1(k). The authors explicitly include all features in the group
definition instead of only taking certain attributes that are legally protected into
account. Such broad definitions have the advantage that they are capable of handling
non-protected features that serve as proxies for protected ones.

The framework assumes a potentially biased scoring function is given, that maps
from space of individual traits X to a n-dimensional vector S : X→R

n and that each
group’s score forms a probability distribution µk. The combined score distribution
is called µ and corresponds to a metric from OS, which is prone to preexisting bias
and other systematic errors with different group skews. The authors then define
a score distribution νk = µk ◦T−1

k to be the fair score representation of group k
obtained by an optimal transport map Tk :Rn→R

n. Depending on the worldview,
ν is defined differently: In WYSIWYG µk = νk for all k groups, while in WAE any
differences between the µk are solely product of bias and there exists a single ν

that is equal for all groups. In the former case, the optimal transport matrix is the
identity matrix. In the latter, the WAE fair representation distribution ν , that satisfies
statistical parity, is defined as the barycenter in Wasserstein space of the µk. A Tk
has to be found for each group to transform µk into ν while minimizing violations
against decision maker utility and individual fairness. The framework further defines
a displacement interpolation with a fairness parameter θ ∈ [0,1], which allows to
transform µk into any distribution µθ

k = µk ◦ (T θ )−1 between the WYSIWYG (or
individual fairness) policy µ and the WAE (or group fairness) policy ν . This means
that a high θ corresponds to more emphasis on group fairness, while a low one to
more individual fairness. Note, that µ0 = µ and µ1 = ν . A notable advantage of
this approach is that it does not rely on the existence of a distance metric between
individuals, in contrast to many other methods [27, 44]. This is important because it
is not clear how such a distance metric, if actually available in OS, would be less
prone to biases and errors than a normal optimization metric.
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Insights. As CFAθ moves the group distributions of predicted scores closer to
each other, this means that when setting θ = 1 the algorithm achieves statistical
parity for each group throughout the ranking. It is important to understand however,
that the algorithm cannot increase the protected group’s exposure to a higher level,
in contrast to FA*IR (presented in Chapter 5 and 6) which can achieve higher
proportions of protected candidates in the top-k positions. Thus, CFAθ and FA*IR
result in the same ranking given that there are 50% males and females in the dataset,
as shown in Figure 7d. However, if there where only 25% females in the dataset (e.g.
candidate f and k are male), then the algorithm will produce a ranking as shown in
Figure 7e when given θ = 1 as input. Note that with such a dataset CFAθ cannot
return a ranking in which the two female candidates are ranked among the admitted
(i.e. into the top-4), which can still be achieved by FA*IR (Figure 7f).

The experimental evaluation is performed on a synthetic dataset with 100,000
data points, a score feature and two sensitive features. Group membership for this
experiment is defined by all combinations of the values of the sensitive features.
Rankings are produced based on the score column and the performance of a fair
ranking with different θ is measured in terms of NDCG. The fairness of a ranking is
measured as the share of each group at each n positions, with n ranging from 10 to
1000. A second experiment is conducted on the LSAC dataset [79], with 21791 data
points, five non-protected features (incl. LSAT score, grade point average and z-
scored first year average) and two legally protected features (sex and race). Rankings
are produced based on the LSAT score and evaluated the same way as described
above. The experiments confirm the general properties of post-processing methods:
it is clearly visible how groups are distributed more evenly across all positions with
increasing values of θ . However depending on the differences between the µk, a
processed ranking based on the fair representation ν can show significant declines
in performance measures w.r.t. the raw score ranking.

3.4.3 Amortizing Fairness to Guarantee Equity of Attention: Biega et al. [10]

Fairness Definition. This work addresses fairness as an issue that arises from
the inherent technical bias of a ranking. As stated before, even if all items had
the same relevance, those at the top would receive a lot more attention than others
at lower ranks. The authors frame this discrepancy as a problem of distributive
individual fairness where they want to achieve equity of attention on the level of
individuals: the attention an item gets from users should be proportional to their
relevance to the query. Assuming that relevance decreases linearly and attention
decreases geometrically, there is a necessary discrepancy between the attention loss
that subjects receive and their relevance decrease.

This work proposes a post-processing algorithm that optimizes equity of user
attention with a constrained overall relevance loss (in contrast to 3.4.1 which con-
straints fairness and optimizes for relevance). As a single ranking can not be fair
due to position bias, the authors suggest an approach in which unfairness is additive.
Their fairness definition ensures that over time, i.e., when ranked in m rankings
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π1...m, the differences in attention that well suited candidates i and j receive is equal:

∑
m
t=1 att(πt , i)

∑
m
t=1U (πt , i)

=
∑

m
t=1 att(πt , j)

∑
m
t=1U (πt , j)

Hence unfairness is measured as the accumulated difference between the attention
of items and their relevance:

unfairness(π1, . . . ,πm) =
n

∑
i=1

∣∣∣∣∣ m

∑
t=1

att(πt , i)−
m

∑
t=1

U (πt , i)

∣∣∣∣∣
The authors relate their work to the notion of individual fairness from Dwork

et al. [27] and treat group fairness (which they refer to as equality of attention) as
a special case, in which the utility distributions are uniform across all rankings:
U (π, i) = U (π, j),∀i, j. It therefore relates to the formal EO framework and a
WYSIWYG worldview. Note that this understanding of group fairness cannot
account for biases and errors in the data that are manifesting differently across
groups, for instance, if the error for the protected group is high, while the data
for the non-protected group is correct. Their definition of group fairness therefore
corresponds explicitly with a WYSIWYG worldview and contrasts with most of the
other definitions in the literature. Additionally the method is capable of addressing
emergent bias over time, which may result from online learning algorithms that
learn through user feedback and click data.

Algorithm. The fairness definition is implemented as a constrained optimization
problem (which is then translated into an integer linear program) in which unfairness
is minimized subject to constraints on the maximum NDCG-loss in an online
manner. This means that the algorithms allows unfairness minimization over many
consecutive rankings, while also allowing that subjects can enter and leave the
ranking system at any point (e.g., a candidate on a dating platform may leave for a
while because they fall in love, but return if they break up again). The algorithm
reorders a given ranking such that unfairness is minimized given the cumulative
attention and relevance distribution seen so far:

minimize ∑
i

∣∣∣∣∣l−1

∑
t=1

att(πt , i)+att(π l, i)−
Ç

l−1

∑
t=1

U (πt , i)+U (π l, i)

å∣∣∣∣∣
subject to NDCG@k(π l,π l∗)≥ θ

with π l being the current and π l∗ the reordered ranking, and θ being the quality
constraint, that is increased to ensure more fairness in the rankings.

Insights. As this method measures the attention each item receives over time
given their relevance, we have to consider several rankings to illustrate its effect. As
attention is defined through position bias too, just as in [69], let us come back to
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Figure 7 on Page 39. It is likely that the first few rankings will look like in Figure 7b.
However at some point, the received relative attention of e.g., candidate d5 w.r.t.
candidate d4 will be too low, given that their score decreases linearly while the
position bias decreases geometrically. If this happens, candidates d4 and d5 will be
swapped for the next ranking produced by the model.

The experiments are run on a synthetic, an AirBnB, and the StackExchange
dataset [9], each with two different models for attention gains by position – geomet-
ric attention decrease, and only the first position gets all attention.

• Synthetic Data: Experiments are set up with three different relevance score
distributions (uniform, linear, exponential) and the aforementioned attention
models. In all cases the algorithm shows periodic behavior under lab condi-
tions, meaning that every x ∈N rounds, it brings unfairness to 0. Furthermore,
the experiments show that unfairness is not a steady state, but will grow with
each new ranking for each individual item.

• AirBnB: For these experiments rankings were created from AirBnB apartment
listings in Hongkong (4529 items), Boston (3944 items) and Geneva (1728
items) under two scenarios – first using always the same query, second using
varying queries. The results verify that the difference between the distributions
for attention and relevance is generally huge in real world datasets and the
question of whether unfairness can be brought to zero is highly dependent
on the dataset at hand. In all cases, only if θ = 0 (i.e. no quality ensuring
constraint) unfairness is not growing over time.

• StackExchange: The dataset from Biega et al. [9] consists of 6M questions
and answers on Stack Exchange which belong to one of 142 domains (such
as politics, astronomy and security). The questions are translated into 253K
queries and the respective answers serve as documents. The experiments show
that individual subjects appear in relatively few result rankings, causing an
extended fairness amortization time.

3.5 Score-Based Fair Ranking Methods
In contrast to ranking in information retrieval and learning to rank, in score-based
ranking the ranker f is given and calculates a deterministic score y which is then used
to produce rankings. We present two methods in this section that were influential to
our work presented in Sections 5 and 6.

3.5.1 Fair Ranking Measures: Yang and Stoyanovich [81]

Fairness Definition. A rank-aware fairness definition is proposed in this paper,
which is the first attempt to model group fairness in rankings. It is said that a
ranking π of length k exhibits group fairness, if two groups G = {G0,G1} have
the same probability to be ranked at any given position j, i.e., Pr(1[π( j) ∈ G0]) =
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Pr(1[π( j) ∈ G1]), j ∈ {1, . . . ,k}. For a position j in π , the event X = 1[π( j) ∈ G1]
of placing a candidate π( j) from the protected group G1 at position j is drawn from
a Bernoulli distribution, i.e., Pr(X)∼ B(1; p). p is termed as “fairness probability”
and π satisfies fairness for groups with a binary sensitive attribute a, if p = 1/|G|.9

For a given ranking, without access to how it is generated (e.g. unknown p), the
paper additionally proposes three measures of demographic parity (or lack thereof)
to model whether groups are ranked fairly in the top-k, which we present in the
following paragraphs. Assuming G1 to represent the group that is legally protected
and G0 to represent the non-protected group, a fair ranking with p= |G1|/n naturally
satisfies demographic parity. All three measures compute demographic parity for
a given top-k (e.g. k = 10,20, . . . ,100), treating top-k as a set, which is termed
as set-wise fairness for groups. The set-wise fairness is then combined with a
logarithmic discount 1

log2( j) for a given rank position j.

Normalized discounted difference (rND ) returns the proportion differences of
members of the protected group at top-k and of those in the entire population.
Normalizer Z is computed as the highest possible value of rND for the given number
of items n and protected group size |G1|.

rND(π) =
1
Z

n

∑
k=10,20,...

1
log2k

∣∣∣∣∣∑k
j=11[π( j) ∈ G1]

k
− |G1|

n

∣∣∣∣∣
Normalized discounted KL-divergence (rKL ) returns the Kullback-Leibler di-

vergence between the probability of belonging to the protected group in the top-k
vs. in the over-all population. The Kullback-Leibler (KL) divergence quantifies
the logarithmic difference between two discrete probability distributions P and

Q with DKL(Pk||Q) = ∑x Pk(x)log2
Pk(x)
Q(x) , Pk =

Å
∑

k
j=11[π( j)∈G1]

k ,
∑

k
j=11[π( j)∈G0]

k

ã
, and

Q =
Ä |G1|

n , |G0|
n

ä
:

rKL(π) =
1
Z

n

∑
k=10,20,...

DKL(Pk||Q)

log2k

Normalized discounted ratio (rRD ) is defined similarly to rND , however ∑
k
j=11[π( j) ∈ G1]

is compared to ∑
k
j=11[π( j) ∈ G0], not to k. When either the numerator or the de-

nominator is 0, the value of the entire fraction is set to 0. Note that rRD is only
applicable when the protected group is the minority group, i.e., when G1 corresponds
to at most 50% of the underlying population, and when p < 0.5.

9We use this statistical process for the formal definition of our ranked group fairness criterion in
Section 5.1 and develop a statistical significance test that rejects rankings as unfair which were not
created by a Bernoulli process with a probability larger than α .
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rRD(π) =
1
z

n

∑
k=10,20,...

1
log2k

∣∣∣∣∣∑k
j=11[π( j) ∈ G1]

∑
k
j=11[π( j) ∈ G0]

− |G1|
|G0|

∣∣∣∣∣
Algorithm. The algorithm FairGen to produce rankings with various levels of
group fairness (e.g. different p) is proposed. FairGen takes a ranking π and a
user-specified fairness probability p as inputs and outputs a ranking π̃ within which
groups are mixed corresponding to the fairness probability p. The algorithm first
extracts sub-rankings of groups from π . Then it merges the sub-rankings together,
with fairness probability p to choose a candidate from the protected group to produce
π̃ .

Additionally, in its second part, the paper formalizes an optimization framework
whose loss function is defined similarly as in [93] with modifications that make it
applicable to rankings. The optimization objective consists of two parts, a utility loss
measure and one of the fairness measures defined above. The goal of this framework
is to learn a mapping from X to Z that preserves information about attributes that
are useful for target variable y, while at the same time hiding information about
protected group membership in X. Z can then be used to build a model on Y that is
free of bias, which in this paper, is a score-based ranker f (X).

Insights. The optimization framework can be seen as an in-processing methodol-
ogy because of its integration of a fairness objective into the loss function. It can
also be seen as a pre-processing approach, as it learns a fair representation of X
which can later be used by a standard LTR algorithm. It aims to address preexisting
bias.

Fairness is understood in terms of equality of outcome rather than equality of
treatment, which suggests an underlying assumption of WAE and a belief in sub-
stantive EO. The paper assumes that the qualification of individuals depends on
their group membership and hence enforces that a comparison between individuals
happens only within their group, which relates to a belief of luck-egalitarian EO.

The experimental evaluation of the proposed measures (rND , rKL , rRD ) is done
on synthetic rankings generated by FairGen and shows how the proposed measures
of demographic parity behave on various synthetic rankings in terms of its robustness
and smoothness. They are evaluated with different fairness probabilities p (e.g. 0.2,
0.5, and 0.8) and different populations of the protected group G1 (e.g. 20%, 50%,
and 80% in the input data). The experimental evaluation of the effectiveness of
the fairness-aware optimization framework (the second part of the paper) is done
on the German credit dataset [48] (see details in Sec. 5.5). Multiple score-based
rankers are produced on it: ranking on a single attribute f (x) and ranking on the
weighted sum of multiple attributes f (X). The evaluation shows the convergence of
the optimization framework with the different rankers in terms of the accuracy and
the proposed measures of demographic parity.
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candidate a1 (sex) y
d1 male 9
d2 male 8
d3 male 7
d4 male 6
d5 female 5
d6 female 4
d7 female 3
d8 female 2

(a)

π

d1

d2

d3

d4

d5

d6

d7

d8
(b)

π̃

d1

d5

d2

d6

d3

d4

d7

d8
(c)

Figure 8: Consider a set of applicants for college admissions in Figure 8a. A utility-optimizing
ranking π without fairness constraints sorts the candidates in descending order of y, as shown in
Figure 8b. Given the input fairness constraints C(G) = {2≤ Ga1=female,2≤ Ga1=male}, and a utility

function Uk(π̃) = ∑
k
j=1

yπ̃( j)

log2( j+1) the optimization model in [18] outputs a fair ranking π̃ for c = 4 as
shown in Figure 8c.

3.5.2 Ranking with Fairness Constraints: Celis et al. [18]

Fairness Definition. This paper focuses on producing a ranking that satisfies
diversity constraints given as input: for a cut-off point c ∈ {1, . . . ,k} in π1...k, an
upper bound ceilGc and a lower bound floorG

c for the number of candidates from a
group G are specified. Any top-k ranking π1...k that satisfies these constraints is
considered to be fair. The constrained ranking problem is: given a set of candidates
with groups G∈G and the fairness constraints, output a top-k ranking that optimizes
utility subject to fairness (for Uk(π̃) see Eq. 2):

arg max
π̃ ∈Ω

Uk(π̃)

subject to floorG
c ≤

c

∑
j=1
1[π̃( j) ∈ G]≤ ceilGc , ∀G ∈G,c ∈ [1,k],

∑
G∈G

c

∑
j=1
1[π̃( j) ∈ G] = c, c ∈ {1, . . . ,k}

Several algorithms are presented to solve the constrained ranking problem with
different numbers of groups and no constraints on the type and number of sensitive
attributes. For all presented algorithms (exact, near-optimal) a complexity analysis is
provided. It shows that the general constrained ranking problem (only with a lower
bound) is NP-hard, but that some more specific assumptions lead to polynomial
computation time, namely when the groups are disjoint.
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Insights. The paper states that “[...] left unchecked, the output of ranking algo-
rithms can result in decreased diversity in the type of content presented, promote
stereotypes, and polarize opinions” [18] (p.1). It aims to address preexisting and
technical bias. As the method assumes scores are given it can be categorized as a
post-processing approach. Though the paper does not explicitly state the origins of
“decreased diversity”, the fairness definition enforces equality of outcome through
additional constraints, which relates to WAE. The fair representation constraint
make the outcomes free of indirect discrimination at some levels. Without stating
how features in a rule-based ranker can be affected by sensitive attributes, we con-
servatively map this fairness definition to substantive EO. However, it is not clear
whether the score feature relates to Rawlsian or luck-egalitarian EO, as these scores
are just taken as given and it is not further specified where they come from. This pa-
per focuses on the hardness results of the proposed algorithms with no experimental
evaluation of the proposed algorithms.
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4 Reducing Disparate Exposure
with Learning to Rank

In this chapter10,11 we present an in-processing fair ranking approach: DELTR (Dis-
parate Exposure in Learning to Rank), a learning to rank framework that addresses
potential issues of discrimination and unequal opportunity in rankings at training
time. In our method, we address the problem of disparate impact for a historically
and currently disadvantaged protected group [60], i.e., loss of opportunity for the
group independently of whether its members are (intentionally) treated differently.
In the case of rankings, a natural way of understanding disparate impact is by con-
sidering differences in exposure [69] or inequality of attention [10], which translate
into systematic differences in access to economic or social opportunities (recall
Subsection 2.1.4, see Page 14). We therefore measure discrimination and unequal
opportunity in terms of discrepancies in the average group exposure and design a
ranker that optimizes search results in terms of relevance and in terms of reducing
such discrepancies. We perform an extensive experimental study showing that being
“colorblind” can be among the best or the worst choices from the perspective of
relevance and exposure, depending on how much and which kind of bias is present
in the training set.

The Need for In-processing Methods. To achieve fair rankings, several post-
processing methods have been presented in the literature [10, 18, 69, 87]. Yet the
post-processing approach has several limitations as we have seen in Subsection 2.3.3.
First, the idea inherently suggests that there is always a trade-off between an opti-
mally fair and an optimally relevant ranking, because a presumably “exact” model
produces a “relevant” ranking that is then reordered to meet fairness constraints.
Yet our experiments reveal that reducing bias against a protected group can increase
relevance (Subsection 4.3.2). Second, a post-processing procedure still allows an
unfair ranking model to be trained on biased features and later deployed. To achieve
a fair outcome the only possibility using post-processing is to apply a predefined
anti-discrimination policy that hard-codes fairness constraints and potentially ig-
nores relevance judgments. In-processing methods can instead learn to ignore the
protected features as well as their proxies while simultaneously optimizing for rele-
vance. Pre-processing methods do not allow a biased model, yet our experiments
show that creating an unbiased training set is not trivial and may easily lead to
reverse discrimination.

In summary, we make the following contributions:

1. List-wise Fairness: We propose a new metric for fairness in rankings that oper-
ates on the concept of disparate exposure. We use this to define the first list-wise

10The chapter is based on Zehlike and Castillo [85].
11All datasets and code for reproduction are available at https://github.com/

MilkaLichtblau/DELTR-Experiments
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learning to rank (LTR) approach, named DELTR, that is concerned with reducing
disparate impact at training time.

2. New datasets: We perform extensive experiments on two different ranking tasks:
expert search in a document retrieval setting, and ranking students by predicted
performance. Our experiments comprise three real-world datasets, of which two are
newly introduced (Subsections 4.2.1 and 4.2.2).

3. Non-Discrimination vs. Equal Opportunity: Recall from Subsection 2.1.4,
Page 14, that reducing disparities in exposure can point to two different goals: reduc-
ing discrimination and enhancing equal opportunity. Our experimental descriptions
draw a clear distinction between scenarios in which we seek to reduce discrimina-
tion, and situations in which we want to enhance equal opportunity, which is yet
missing in the algorithmic fairness literature.

4. Study on Colorblindness: As stated by Dwork et al. [27], being “colorblind” on
discriminatory training data, i.e., merely ignoring protected attributes, can be a bad
idea, because non-protected attributes serve as proxies for the protected ones [14].
In our experiments we analyze in which cases colorblindness yields the best results,
and in which it is among the worst results both in terms of relevance and fairness.
We also explain how these cases are related to contribution 3, and show that DELTR
performs well in terms of fairness and relevance in all tested scenarios.

5. FA*IR as Pre-Processing Approach: We demonstrate a pre-processing ap-
proach for fairness in rankings by applying a post-processing method, FA*IR [87],
to our training data before the learning routine starts. These experiments show
two interesting insights: (i) it is not easy to produce fair training data, because
discrimination may be embedded in all attributes, and a truly bias-free dataset is
hard to obtain; and (ii) re-ordering training data items in a “fair” way can lead to
significant performance decline and even to reverse discrimination.

4.1 Problem Statement

To design a fair list-wise LTR method, we extend a well-known algorithm called
ListNet [15]. Recall from Section 2.1.2 p. 10, that in learning to rank we want to
minimize Equation 1 which minimizes the error between the ground truth y(q) and
the predictions ŷ(q) made by model f̂ for query q. Also recall that we extended
Equation 1 by an unfairness measure D (.). We minimize the combined objectives
as a weighted summation of the two elements: 12

minimize
q ∈Q

Lfair

Ä
y(q), ŷ(q)

ä
= λ ·L

Ä
y(q), ŷ(q)

ä
+µ ·D

Ä
ŷ(q)
ä

(10)

12Notation is given in Table 1 and introduced in Section 2.2.
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We adopt this general objective for DELTR and present the technical details for Lfair
in the following sections, where we explain how we operationalize accuracy w.r.t.
the ground truth and fairness as disparate exposure.

4.1.1 List-wise Accuracy from ListNet [15]

For accuracy metric L in Eq. 10 we reuse the list-wise loss function from [15] which
is a cross entropy measure to assess the differences in two probability distributions
P

y(q)i
and P

ŷ(q)i
:

L
Ä

y(q), ŷ(q)
ä
=−

n

∑
i=1

P
y(q)i

Ä
x(q)i

ä
log
(

P
ŷ(q)i

Ä
x(q)i

ä)
(11)

For rankings, P is a doubly-stochastic matrix in which entry Pi, j describes the
probability that document di is ranked at position j in ranking π . This matrix forms
a probability distribution over the space of possible document permutations Ω. Thus,
rankings are combinatorial objects and the naive approach to find an optimal solution
for L leads to exponential complexity in the number of documents. Hence instead
of considering an actual permutation of documents we will reuse Theorem 6 and
Lemma 7 from Cao et al. [15], which focuses on the probability for a document
d(q)

i (represented by its feature vector x(q)i ) to be ranked onto the top position:

Py(q)
Ä

x(q)i

ä
=

φ

Ä
y(q)i

ä
∑

n
l=1 φ

Ä
y(q)l

ä (12)

with φ : R+
0 −→ R+ being an increasing strictly positive function and y(q)i being the

relevance score of document di for query q. Note that in Equation 11 distribution P
y(q)i

corresponds to the top-one probabilities given by the ground truth, and P
ŷ(q)i

denotes

the top-one probabilities that are predicted by ranking model f̂ . Following Cao
et al. [15], we return a ranking π where documents are sorted by decreasing top-
one probabilities as predicted by our algorithm. We remark therefore that π arises
directly from ŷ(q) and we will use ŷ(q) to talk about both: the predicted top-one
probabilities and the respective ranking.

4.1.2 List-wise Fairness with DELTR

For our list-wise fairness approach we assume that items in D belong to two different
groups, which we denote by G0 for the non-protected group, and G1 for the protected
group. Items in the protected group have a certain protected attribute a and may,
due to various causes, including historic discrimination or erratic data collection
procedures, have a significant disadvantage in the training dataset. This is likely to
cause model f̂ to predict rankings with a large discrepancy in exposure between
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the two groups, and not only to reproduce but reinforce discrimination and unequal
opportunities for the already disadvantaged. As a remedy we design a learning to
rank objective to optimize the results not only for accuracy, but also with respect to
the unfairness of the predicted ranking.

To operationalize unfairness D (π) as a measure of disparate exposure we borrow
the definition of Singh and Joachims [69] on exposure of a document xi in a ranked
list π generated by a probabilistic ranking P, and adapt it for top-one-probabilities
(Eq. 12) to match ListNet’s accuracy metric:

Exposure
Ä

x(q)i |Pŷ(q)
ä
= Pŷ(q)

Ä
x(q)i

ä
·v1 (13)

where v1 is the position bias of position 1, indicating its relative importance for
users of a ranking system [41]. Hence, the average exposure of documents in group
Ga with a ∈ {0,1} is

Exposure(Ga|Pŷ(q)) =
1
|Ga| ∑

x(q)i ∈Ga

Exposure(x(q)i |Pŷ(q)) (14)

Finally, we adapt the first definition of equal exposure in [69], demographic parity,
which ensures that the average exposure across items from all groups is equal. With
this we can now introduce an unfairness criterion measured in terms of disparate
average group exposure:

D (π) = D
Ä

ŷ(q)
ä
= max

Ä
0,Exposure(G0|Pŷ(q))−Exposure(G1|Pŷ(q))

ä2
(15)

Note that in contrast to Singh and Joachims [69], using the squared hinge loss gives
us a metric that prefers rankings in which the exposure of the protected group is not
less than the exposure of the non-protected group, but not vice versa. This means
that our definition will optimize only for relevance in cases where the protected
group already receives as much exposure as the non-protected group. We note that
other fairness objectives can be used as long as they can be optimized efficiently
(e.g., are differentiable to be used with Gradient Descent, see Subsection 4.1.3), and
that the definition in Equation 15 can be easily extended to multiple protected groups
by considering average or maximum difference of exposure between a protected
group and the non-protected one.

4.1.3 Formal Problem Statement and Optimization

Having defined the specific form of the accuracy metric L (Eq. 11) and the list-wise
fairness metric D

Ä
ŷ(q)
ä

(Eq. 15) we can now apply these two to Equation 10. In our
case λ is set to 1 and we control the weighted sum by a single parameter γ ∈ R+

0 :

minimize
q ∈Q

Lfair

Ä
y(q), ŷ(q)

ä
= L
Ä

y(q), ŷ(q)
ä
+ γ ·D

Ä
ŷ(q)
ä

(16)
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with larger γ expressing preference for solutions that focus on reduction of disparate
exposure for the protected group, and smaller γ expressing preference for solutions
that put emphasis on the differences between the training data and the output of
the ranking algorithm. As the definition optimizes for equality of exposure rather
than equity, we adopt a WAE worldview with this method. Given that, the fairness
definition belongs to the framework of substantive EO. In particular a high γ ensures
that both groups receive equal exposure regardless of whether their predictions are
similar. As such, we assume that predicted scores are only comparable among
groups but not across, which makes this method an instance of luck-egalitarian EO.
We denote however that by setting γ to 0, the WYSIWYG worldview and formal
EO can also be adopted. The method is concerned with preexisting biases that lead
to a biased observation process and in turn disparate exposure distributions. It is
also concerned with the inherent technical bias that rankings carry, as it ensures that
low differences in score distributions across groups do not result in large differences
of exposure.

Optimization. For the ranking function f̂ to infer the relevance judgments we use
a linear function f̂ (x(q)i ) = 〈ω ·x(q)i 〉 [15] and Gradient Descent to find the optimal
vector of feature weights ω for Lfair efficiently. We therefore rewrite the top-one-
probability for a document (Eq. 12) and set φ to an exponential function, which is
strictly positive, increasing and convenient to derive:

Pŷ(q)(x
(q)
i ) =

exp( f̂ (x(q)i ))

∑
n
l=1 exp( f̂ (x(q)l ))

(17)

To use Gradient Descent as optimization framework we need the first and second
order derivatives of Lfair(y(q), ŷ(q)) which in turn consists of the derivatives of the
disparate exposure and accuracy metric respectively.

∂Lfair

Ä
y(q), ŷ(q)

ä
∂ω

=
∂L(y(q), ŷ(q))

∂ω
+ γ · ∂D(ŷ(q))

∂ω
(18)

Derivative of L: Let us define ei,q = exp
Ä

f̂ (x(q)i )
ä

. As shown by Cao et al. [15],
the derivative of the cross entropy measure is

∂L(y(q), ŷ(q))
∂ω

=−
n

∑
i=1

Py(q)(x
(q)
i )

∂ f̂ (x(q)i )

∂ω
+

1
∑

n
i=1 ei,q

n

∑
l=1

el,q
∂ f̂ (x(q)i )

∂ω

We recall from above that f̂ (x(q)i ) = ω1 · x
(q)
i,1 +ω2 · x

(q)
i,2 + . . .+ωl · x

(q)
i,l with x(q)i

being the feature vector for document i which contains of l features, and hence
∂ f̂ (x(q)i )

∂ω j
= x(q)i, j .
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Derivative of D: For better readability we rewrite Equation 17 as such:

Pŷ(q)(x
(q)
i ) =

ei,q

∑
n
l=1 el,q

Given that, the inner derivative of the top-one probability with respect to feature
weight ω j becomes:

∂Pŷ(q)(x
(q)
i )

∂ω j
=

ei,qx(q)i, j ·∑
n
l=1 el,q− ei,q ∑

n
l=1 el,q ·x

(q)
l, j(

∑
n
l=1 el,q

)2

We summarize these weights into a vector ω of feature weights, such that we can
write a single equation for all weights ω j:

∂Pŷ(q)(x
(q)
i )

∂ω
=

ei,qx(q)i ·∑
n
l=1 el,q− ei,q ·∑n

l=1 el,q ·x
(q)
l(

∑
n
l=1 el,q

)2

Finally the gradient for the unfairness metric becomes,

∂D(ŷ(q))
∂ω

= 2

Ñ
1
|G0| ∑

x(q)i ∈G0

Pŷ(q)(x
(q)
i ) ·v1−

1
|G1| ∑

x(q)i ∈G1

Pŷ(q)(x
(q)
i ) ·v1

é
·

Ñ
1
|G0| ∑

x(q)i ∈G0

∂Pŷ(q)(x
(q)
i )

∂ω
·v1−

1
|G1| ∑

x(q)i ∈G1

∂Pŷ(q)(x
(q)
i )

∂ω
·v1

é
4.1.4 Demonstration on Synthetic Data

To understand how DELTR works, we first demonstrate it on synthetic data. The
synthetic dataset has a single input query and each document d(q)

i is represented
by two features: their protection status a and a number between 0 and 1: x(q)i =Ä

x(q)1 = a, x(q)2 ∈ [0,1]
ä

. The attribute x1 is 0 if the item belongs to the non-protected
group G0, or 1 if it belongs to the protected group G1. The scores x2 are distributed
uniformly at random over two non-overlapping intervals: [A0,B0] for the non-
protected group, and [A1,B1] for the protected group. Training documents are
ordered by decreasing scores, hence the top element is the one that has the highest
score. We first consider a scenario in which B1 <A0 and hence all protected elements
have strictly smaller scores than all non-protected elements. This means that the
training list has the non-protected elements at the top. Figure 9a depicts this case
for a synthetic workload of 50 documents. A standard learning to rank algorithm
in this case places all non-protected elements above all protected elements, giving
them a larger exposure. Instead, DELTR with increasing values of γ , reduces more
and more the disparate exposure, while still considering the discrepancy in the
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(a) Case where all non-protected elements appear first in the training set

(b) Case where all protected elements appear first in the training set

Figure 9: Depiction of test results using synthetic data. Top: DELTR reduces disparate exposure.
Bottom: asymmetry in DELTR, which does not change rankings if protected elements already appear
in the first positions (in these experiments, γsmall = 75; γlarge = 150).

score values. Figure 9b shows the asymmetry of the method, in the sense that
if the protected elements already receive an exposure that is larger than the one
of non-protected elements (by having B0 < A1), there is no change introduced by
DELTR with respect to the standard learning to rank approach.

The synthetic experiments also help us to understand the usage of parameter γ ,
which depends on desired trade-offs between ranking utility and disparate exposure
and is hence application-dependent. To set it, we looked at the ratio between L and
D and used this as γlarge. We remark that, even if γ is set to a very high value,
DELTR only increases fairness until exposure for both groups is equal, but does not
over-compensate.

4.2 Experimental Setup
In our experiments, we consider three real-world datasets summarized in Table 3. We
study non-discrimination, through experiments that seek to reduce biases unrelated
to utility (Subsection 4.3.1), or biases that originate from different score distributions
at the same relevance level across social groups (Subsection 4.3.2). Due to the
nature of these biases we do not expect to see a trade-off between search utility
and list-wise fairness, as both can be achieved at the same time. In the first case
(Subsection 4.3.1), excluding the protected attribute for training will lead to the best
result in terms of utility and list-wise fairness. In the second case (Subsection 4.3.2)
we want to explicitly include the protected feature to achieve higher utility and
less disparate exposure. DELTR can handle both cases without prior knowledge
about the underlying bias. Additionally we study substantive equality of opportunity,
through experiments that seek to reduce biases due to utility differences that pre-exist
(Subsection 4.3.3). We apply DELTR to each dataset with two different values of γ :
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γlarge in which γ is comparable to the value of the accuracy loss L, and γsmall in which
it is an order of magnitude smaller. Then we compare the results against several
baselines: (i) a “colorblind” LTR approach, which excludes protected attributes
during training; (ii) a standard LTR method, which considers them during training;
(iii) a post-processing approach that applies standard LTR and then reranks the
output; and (iv) a pre-processing approach that modifies the training data. 13

W3C Experts
(sex)

Engin. Students
(high school type)

Engineering
Students (sex)

Law Students
(sex)

Law Students
(race)

Prediction Task Expertise Academic perf. Academic perf. Academic perf. Academic perf.
Ranking score Expertise level WFYA WFYA FYA FYA
#items/query 200 480.6 (ave.) 480.6 (ave.) 21791 19567
#folds 6 5 5 1 1
Queries Technical topics Acad. year Acad. year Acad. year Acad. year
#Qtrain/fold 50 4 4 80% 80%
#Qtest/fold 10 1 1 20% 20%
Protected attr. female public high schools female female black
#protected/query 21.5 (ave.) 167.6 (ave.) 97.6 (ave.) 9537 1282

Table 3: Summary of datasets. FYA means first year average and WFYA weighted first year average.
The law student dataset has only one query, and training and test data are obtained by an 80/20 split.

4.2.1 W3C experts (TREC Enterprise) dataset

This dataset originates from the expert search task at the TREC 2005 Enterprise
Track [23], where an algorithm has to retrieve a sorted list of experts for a given
topic, given a corpus of emails written by possible candidates. A series of 60 topics
and a list of hand-picked experts for each topic are provided; each list contains
between 7 and 20 experts, with binary relevance judgments. We manually attributed
sex to each candidate on the basis of their given names. Women comprise 10.5%
of e-mail authors and on average 13.93% of experts across queries (however their
distribution is quite different across queries. Some do not have any female experts
associated, while others contain 50% of female experts). For each query, we created
a list of 200 people with all experts at the top, followed by random non-experts
sampled using the same male/female proportion as for the entire set of candidates.
While all experts are considered equally expert, we injected a discriminatory pattern
in this dataset by sorting the ground truth for each training query in the following
order: 1. all male experts, 2. all female experts, 3. all male non-experts, and 4. all
female non-experts. This simulates a scenario where expertise has been judged
correctly, but training lists have been ordered with a bias against women, placing
them systematically below men at the same level of expertise. We computed a series
of text-retrieval features for each query-document pair, such as word count and tf-idf
scores by usage of the Elasticsearch Learning to Rank Plug-in [57]. Experiments
were performed on a six-fold cross-validation of the dataset.

13Note that we do not compare DELTR to other fair learning to rank approaches, because by the
time of publication no competitive method was available.
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4.2.2 Engineering Students Dataset

This dataset corresponds to the task of sorting a list of applicants to an engineering
school by predicted academic performance, e.g., to give a scholarship to the k most
promising candidates. It contains anonymized historical information from first-year
students at a large school in a Chilean university. It covers 5 years with on average
675 students per year. As qualification features we are given the results of the
Chilean university admission test named PSU (Prueba de Selección Universitaria)
in categories math, language, and science, their high-school grades, and the number
of credits taken in their first year. As protected features, we are given the sex for
each student, and whether they come from a public high school or from a private
one. We consider two scenarios, one in which women are the protected group (they
comprise 21% of admitted engineering students), and one in which students from
public high schools are the protected group (measures of educational quality have
consistently shown public high schools lag behind private ones in Chile [22]). The
ground truth is created by sorting students by a decreasing score, in which grades
are weighted by the credits of each course they passed, summed up and divided by
the total number of credits they took.

4.2.3 Law Students Dataset

This dataset originates from a study by Wightman and Ramsey [79] that examined
whether the LSAT (Law Students Admission Test in the US) is biased against ethnic
minorities. It contains anonymized historical information from first-year students at
different law schools. We use a uniform sample of 10% of this dataset, while main-
taining the distribution of sex and ethnicity. Our training data corresponds to 80%
of all candidates in this sample, and the ground truth is created by sorting students
by decreasing grades upon finishing the first year. For the different experiments we
divided the candidates into protected and non-protected groups. When dividing by
sex, we consider women as the protected group. When dividing by ethnicity, we
consider minority ‘Black’ (the term used in the US census for African-American)
as the protected group. We predict academic performance after the first year in
university on the basis of high school grades and the LSAT score.

4.2.4 Baselines

We compare DELTR with a small and a large value for γ to other pre-, in- and
post-processing approaches. Our in-processing baselines constitute (i) ListNet, a
standard LTR algorithm [15], which is applied “colorblindly”, i.e. over all non-
sensitive attributes; and (ii) the same LTR approach in which all attributes are
used (including the protected one). In the pre- and post-processing baselines we
apply the algorithm FA*IR [87] to the training data and the predicted rankings
of a standard LTR method, respectively. FA*IR is a top-k ranking algorithm that
ensures a minimum target proportion p of a protected group at every prefix of a
ranking based on a statistical significance test (see Sections 5 and 6 for details). In
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W3C Experts
(sex)

Engin. Students
(high school type)

Engineering
Students (sex)

Law Students
(sex)

Law Students
(race)

P@10 Fairness K. τ Fairness K. τ Fairness K. τ Fairness K. τ Fairness

Colorbl. LTR 0.182 0.936 0.382 0.962 0.382 0.909 0.200 0.993 0.195 0.951
Standard LTR 0.178 0.759 0.390 1.070 0.384 0.858 0.202 0.931 0.184 0.853
DELTR γsmall 0.178 0.785 0.390 1.075 0.384 0.860 0.201 0.958 0.173 0.874
DELTR γlarge 0.180 0.827 0.391 1.075 0.370 0.976 0.199 0.993 0.130 1.014
FA*IR post p∗ 0.178 0.824 0.390 1.070 0.384 0.886 0.182 0.965 0.140 0.944
FA*IR post p+ 0.178 0.972 0.385 1.075 0.356 0.971 0.143 1.074 0.080 1.085
FA*IR post p− 0.178 0.759 0.390 1.070 0.384 0.858 0.181 0.951 – –
FA*IR pre p∗ 0.180 0.770 0.374 1.020 0.360 0.942 0.203 0.931 0.161 0.895
FA*IR pre p+ 0.052 2.058 0.376 1.203 0.307 1.223 0.149 1.186 0.041 1.726
FA*IR pre p− 0.178 0.759 0.389 1.085 0.383 0.849 0.203 0.931 – –

Table 4: Experimental results. Relevance is expressed as Kendall’s Tau except for the W3C dataset,
where we use P@10. In this experiment we want to see all experts in the top positions rather
than produce the correct ordering of the entire list. Fairness is measured as the exposure ratio
between the protected and the non-protected group. Hence values < 1.0 mean more visibility for the
non-protected group, while values > 1.0 mean more visibility for the protected group.

our pre-processing baseline experiments we process a given training dataset with
FA*IR to free the data from potential bias and create fair training data. We use
three different values of p: p∗ = the ratio of protected candidates in the dataset,
p+ = p∗+ 0.1 and p− = p∗− 0.1, to show how crucial the right choice of p is,
especially in a pre-processing setting. Afterwards we use ListNet [15] to train
a ranker over all features, both sensitive and non-sensitive. The post-processing
baseline also uses ListNet and trains a ranker over all available features, including
the protected one. Then FA*IR is applied to the predicted rankings, potentially
resulting in a reordering of the items. We use the same parameters p∗, p+ and p− as
in the pre-processing experiments.

4.3 Experimental Results
In this section we present the results of each experiment. They are also depicted
in Figures 10, 12 and 13 and summarized in Table 4. Subsections 4.3.1 and 4.3.2
present results for the goal of non-discrimination, while Subsection 4.3.3 relates to
the goal of achieving equal opportunity (recall contribution 3 from the beginning of
this chapter, as well as Subsections 2.1.4 and 2.3.5).

4.3.1 Bias Unrelated to Utility – W3C Experts

Experimental results for the W3C experts dataset are shown in Figure 10, averaged
over all folds, using γsmall = 20K, γlarge = 200K, and p∗ = 0.105, which is the
proportion of women in the dataset. Figure 11 additionally shows how each approach
distributes men and women across all ranking positions.
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Figure 10: Results for experiment W3C experts with sex as protected attribute. We show a compari-
son of relevance (on the x-axis) and fairness (on the y-axis) achieved by each approach. Fairness
is depicted as exposure of the protected group relative to the non-protected group and hence, the
horizontal line indicates equal exposure for both groups. In this experiment we expect the “colorblind”
approach (the red square) to achieve the best results, because we injected a strong bias against women
that was completely unrelated to their expertise. We see that the in-processing approach DELTR
(green D− and D+ in Fig. 10) reduces the gap in exposure between men and women, and scores best
in terms of relevance compared to all other fair algorithms (see also Table 4). The plot focuses on
high-relevance results and settings that obtain substantially lower relevance are omitted, as is the
case for experiment F+. Their approximate position can be inferred from the lines that join settings
of the the same approach.

In this experiment we expect the “colorblind” approach (the red square in Fig. 10)
to achieve the best results, because we injected a strong bias against women that
was completely unrelated to their expertise. The setting corresponds to a non-
discrimination case, where we want to exclude the protected feature from training
for relevance reasons and we expect to see no trade-off between accuracy and list-
wise fairness when optimizing for both. Instead we expect that a larger value for
γ (green D+) leads to better exposure and better relevance. Figure 10 and Table 4
confirm our expectations. Note that for this experiment we measure ranking utility
in terms of precision at ten instead of Kendall’s tau, because we want to know which
algorithm finds most of the true experts and ranks them accordingly.

Colorblind LTR (red square in Fig. 10) performs best in terms of relevance and
achieves almost equal exposure for men and women, by distributing women evenly
across rankings (Figure 11a).

Standard LTR (including the biased protected feature, blue cross) performs worse
in terms of relevance and exposure than most of the other approaches. Indeed, the
model discriminates against women based solely on their sex, by placing all women
at the bottom of the ranking (Figure 11b), even those that were considered experts
in the ground truth.
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(a) Colorblind LTR (b) LTR

(c) DELTR, small γ (d) DELTR, large γ

(e) FA*IR as post-processing p− = 0.005 (f) FA*IR as post-processing p∗ = 0.105

(g) FA*IR as post-processing p+ = 0.205 (h) FA*IR as pre-processing p− = 0.005

(i) FA*IR as pre-processing p∗ = 0.105 (j) FA*IR as pre-processing p+ = 0.205

Figure 11: Distribution of men (blue) and women (orange) along rankings with DELTR and different
baselines in the W3C experts dataset, using sex as the protected attribute. The training data has been
biased against women by breaking ties in expertise always in favor of men. At the top we see that
the colorblind learning to rank approach distributes women evenly (a), while the inclusion of gender
leads learning to rank to place all women in the bottom positions (b). Plots (c) and (d) show the
results of DELTR, which reduces the impact of the biased training set to the model, if γ is large
enough. Contrary to the pre- and post-processing methods, over-representation of the protected
group is not possible due to the design of the algorithm, even if γ were set to a very large value. Plots
(e), (f), (g) show the results of post-processing: reranking the output of standard LTR may increase
the share of women in the top positions. However if the expected proportion parameter p is not set
well, it can lead to an under- and over-representation of women. Plots (h), (i), (j) show the results
of pre-processing: depending on the parameter used, this can quickly go from no change at all in
exposure for women to the other extreme, in which women are placed in top positions because of
their protected feature.

The in-processing approach DELTR (green D− and D+ in Fig. 10) reduces the
gap in exposure between men and women, and scores best in terms of relevance
compared to all other fair algorithms. With a sufficiently large γ DELTR also
distributes men and women more evenly across positions than any other fair ranking
method (Figure 11d).

Post-processing with p+ (blue “F+” in Fig. 10) achieves better exposure, but
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leads to a slight over-representation of women at the top-positions, which causes the
lower relevance w.r.t. DELTR (Figure 11g). With p∗ (blue “F∗”) FA*IR achieves
similar exposure for women in the ranking but scores lower in terms of relevance
than DELTR.

When using pre-processing FA*IR with the intuitive p∗ (orange “F∗” in Fig. 10),
the model is not de-biased, meaning that this value for p is too low for this dataset.
However, pre-processing using p+ (orange “F+” in Fig. 10), which is only slightly
larger than p∗, not only increases exposure to the profound detriment of the non-
protected group, but also performs significantly worse than all other approaches in
terms of relevance. This occurs due to a strong over-representation of women in the
top positions (Fig. 11j).

The effects of a too small or too large p for all cases of FA*IR, post- and pre-
processing, can be seen in all following experimental results, too: a too small p
shows no effect on the exposure of the protected group in the rankings. However,
a too large p can result in an over-representation of protected elements at the top
positions. This may result into inverting the bias, such that non-protected items are
now ranked low solely because of their group membership. In contrast DELTR on
the one hand always results in better exposure, even if γ is set low. On the other
hand it excludes the risk of reverse discrimination by design. This advantage comes
from the fact that in-processing methods consider both objectives simultaneously.
They constantly trade relevance against fairness measures until the best balance is
found, while pre- or post-processing approaches examine relevance and fairness
measures consecutively and hence the sweet spot must be found manually.

4.3.2 Bias due to Different Score Distributions – Engineering Students (high
school type)

In this experiment, we consider students coming from public high schools as the
protected group and those from private high schools as non-protected. Results appear
in Figure 12 and Table 4 (γsmall = 100K, γlarge = 5M and p∗ = 0.348, which is
the proportion of students from public high schools). The ground truth shows that
students from public schools perform worse on average in the admission test, but
tend to have higher grades in university than students from private high schools with
the same scores. This phenomenon results from public schools tending to provide
an education of inferior quality compared to private schools in Chile, i.e., to achieve
the same test scores, students from public schools need to have better academic
aptitudes [33]. This scenario corresponds to achieving non-discrimination with
different underlying score distributions, while the same ground truth utility exists
across social groups. Under these circumstances, including the protected attribute
will lead to better performance in terms of relevance and exposure. We therefore
expect the colorblind LTR to be among the worst approaches, and standard LTR to
be among the best. The results in Figure 12 and Table 4 confirm our expectations.
We see that the colorblind method (red square) performs significantly worse than
most approaches both in terms of exposure and relevance.
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Figure 12: Results for experiment engineering students with high school type as protected attribute.
We compare relevance (on the x-axis) and fairness (on the y-axis) achieved by each approach.
Fairness is depicted as exposure of the protected group relative to the non-protected group and
hence, the horizontal line indicates equal exposure for both groups. In this experiment, including
the protected attribute will lead to better performance in terms of relevance and exposure and we
therefore expect the colorblind LTR to be among the worst approaches, and standard LTR to be among
the best. This is because the two groups exhibit different distributions of academic performance
for the same results in the PSU test. We see that DELTR (green D), given that students from the
protected group already receive higher exposure, does not further increase their ranks. This preserves
the quality of the ranking result (due to the asymmetry of the method).

DELTR (green Ds), given that students from the protected group already receive
higher exposure, does not further increase their ranks. This preserves the quality of
the ranking result (due to the asymmetry of the method). The same is true for FA*IR
in pre- and post-processing, in this case with small values of p. Recall however
that a small p did not do the trick in Experiment 4.3.1, because there, the properties
of the bias were of a different kind: the bias was unrelated to utility, here the bias
is related to utility, as the same score translates into different levels of academic
performance across groups. For FA*IR it is therefore important to understand the
bias properties for choosing a reasonable p. DELTR can handle both types of bias
without knowing their nature a-priori and is therefore more convenient to use.

In the post-processing setting FA*IR with p+ achieves equal exposure ratios as
DELTR, but less relevance. In the pre-processing experiment, a too large p-value
(p∗ and p+), leads the LTR algorithm to place too much weight on the protected
feature, resulting in a strong decline of relevance, on grounds similar to the previous
experiment (Subsection 4.3.1).

4.3.3 Achieving Substantive Equal Opportunity

As the remaining three experiments all relate to the same goal of achieving substan-
tive equal opportunity [56], we will describe our findings jointly for all datasets in
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(a) Engineering Students (sex) (b) Law Students (sex)

(c) Law Students (ethnicity)

(d) Legend

Figure 13: Comparison of relevance and fairness achieved by each approach with relevance on the
x-axis, and exposure of the protected group relative to the non-protected group on the y-axis. The
horizontal line indicates equal exposure for both groups. When enhancing equal opportunity we
observe a trade-off between performance and exposure, with DELTR mostly outperforming the pre-
and post-processing approaches.

this subsection, and only highlight the different experimental settings as separate
points.

• Engineering students (sex): Figure 13a summarizes the results obtained with
parameters γsmall = 3K, γlarge = 50K, and p∗ = 0.202, which is the proportion of
women in this dataset.

• Law students (sex): Figure 13b summarizes the results with γsmall= 3K, γlarge=
50K and p∗ = 0.437, which is the proportion of women in this dataset. Women’s
LSAT results lag slightly behind men’s in the ground truth.

• Law students (race): Results appear in Figure 13c using parameters γsmall = 1M,
γlarge= 50M and p∗= 0.064, which is the proportion of African-American students.
We did not use p− because it would have been a negative number.

Interpretation. From the ground truth we know for all three experiments that
the protected group scores worse than the non-protected one in their admission
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tests and also worse in terms of academic success after the first year (in contrast to
Subsection 4.3.2, where students with different test scores achieved equal academic
success). We therefore expect a trade-off between utility and exposure, if we
optimize for more exposure than the protected group should receive based on their
“true” performance. This is desirable if one wants to achieve substantive equal
opportunity, corresponding to the usage of a disparate impact approach. However
we expect neither colorblind nor standard LTR to yield equality of exposure, because
the protected group’s achievements fall behind the non-protected ones in the ground
truth.

Using the standard LTR baseline, i.e. including the protected feature into the
training phase, leads to even better results in terms of accuracy in Figures 13a
and 13b than colorblind LTR, but causes a significant drop in exposure for the
protected group. Interestingly, in Figure 13c, we observe the reverse: including the
protected feature leads to a drop both in accuracy and exposure w.r.t. colorblind. We
suspect this happens because the score distributions for each group are far apart in
the ground truth, which causes the standard ranker to overshoot the target by putting
far too much weight on the protected feature. This is similar to the effect we saw in
Subsection 4.3.1, however in this case the protected group exhibits lower ranking
utility than the non-protected group.

As before, DELTR consistently outperforms the pre- and post-processing base-
lines, both in terms of accuracy and in terms of list-wise fairness. This means
that, using DELTR we lose less relevance for the same exposure achievement in a
search result than when using FA*IR as a pre- or post-processing approach. A too
small p again does not show any effects for the mitigation of disparate impact (pre-
and post-processing FA*IR with p− in Figures 13a and 13b; and pre-processing
FA*IR with p∗ in Figure 13b). However a too large p can quickly result not only
in over-representation of the protected group, but also yields a significant decline
in terms of result relevance, with no upper bound. We interpret this as “too many
protected candidates that performed poorly being pushed to higher positions”, as
FA*IR only takes relevance within groups into consideration. In-processing meth-
ods like DELTR can not produce over-representative models because they optimize
for exposure and accuracy at the same time.

4.4 Limitations and Possible Extensions of DELTR
Currently DELTR has two main limitations that we describe in the following,
together with their attempted solutions. We have verified these experimentally on
synthetic data, but this is still an intermediate result. More studies with real-world
data, as well as synthetic data with different properties (e.g., the number of groups,
the score distributions in the features, etc.) are yet to be done.

First, the parameter γ provides great flexibility for combining the two objectives
to maintain high relevance with respect to the training data and avoiding large
differences in exposure. To set it, we looked at the scale of L and D , which depend
on many factors including the number of items to be ranked. We decided to start
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Figure 14: Growth of L in relation to the size of the training data.

with a value of γ that reflected the ratio of these scales. However the two values L
and D differ by a few orders of magnitude and for large datasets γ has to be set to
a very high value to have a reasonable effect. A normalization factor is needed to
reduce this mismatch. As L grows logarithmically with the size of the training set
(Fig. 14) we introduced a normalization factor to bring the values of L and D to the
same range:

Lfair =
1

ln(n)
L(y, ŷ)+ γD (ŷ)

Second, the original approach can only handle one protected group at the moment
which limits its applicability in the real world. We extend the differential exposure
criterion from Equation 15 to handle multiple protected groups such that it considers
the summation of the differences between the non-protected and each protected
group:

D
Ä

ŷ(q)
ä
= max

(
0,
|G|

∑
a=1

Exposure(G0|Pŷ(q))−Exposure(Ga|Pŷ(q))

)

We verified these two extensions experimentally with a synthetic dataset. Figure 15
shows that the extended DELTR (using normalization and multiple group objective)
can effectively reduce exposure disparities in a setting with more than one protected
group.

However, this needs more experimental studies on synthetic as well as real world
data to understand the effects of the summation in the above equation. Specifically
we need to verify that exposure differences are not canceled out in a situation where
one protected group has a ground truth distribution above average while another
one is below average. Additionally we need more experimental work to understand
different settings of γ together with the newly introduced normalization factor.
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(a) Ground Truth (b) Standard LTR

(c) DELTR, γ = 10 (d) DELTR, γ = 50

Figure 15: Experimental validation of the extension of Lfair to handle multiple protected groups at
the same time., while also using the normalization factor 1

ln(n) . We created a synthetic dataset with
two protected and one non-protected group, in which any member of the protected groups receives
less exposure than a non-protected candidate (Fig. 15a). This distribution is reproduced by a standard
LTR approach (Fig. 15b). By extending the definition of disparate exposure to handle multiple
protected groups, DELTR reduces these disparities with increasing values of γ (Fig. 15c and 15d).

4.5 Discussion
Rankings obtained using learning to rank can reproduce and exaggerate differences
in exposure between groups that can be present in training data. With DELTR
we defined a list-wise fairness objective, which extends a well-known learning
to rank method, by replacing the standard learning to rank loss L(y, ŷ), which
considers the difference between predicted rankings ŷ and training rankings y,
with L(y, ŷ)+ γD (ŷ). This includes an additional penalization D (ŷ) measuring
the extent to which protected elements receive less exposure than non-protected
elements in the predictions. We have implemented this approach using a linear
scoring function and top-one probabilities, but other implementations are possible.

Experimentally, we have observed that there are situations in which a colorblind
learning to rank approach might be preferred to a learning to rank approach that
uses protected features. In particular, this seems to be the case when the training
data is strongly biased against the protected group, without any relationship with
utility. However, there are other situations (when bias occurs as differences in score
distributions – Subsection 4.3.2) in which it is better to allow learning to rank to use
the protected feature(s). As it is hard to understand a-priori which bias is present,
DELTR provides a convenient approach to handle both situations. It can maintain
relevance while substantially reducing the gap in exposure between elements in the
protected and non-protected group. Additionally, and when compared to pre- and
post-processing approaches, the in-processing approach DELTR results in a better
combination of relevance and exposure of the protected group. Critically, it cannot
“overcompensate” due to its asymmetry. In the worst case, it behaves as standard
learning to rank.
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5 FA*IR: Probability-based Fairness
via Post-processing

In this chapter14,15 we define and solve the FAIR TOP-k RANKING PROBLEM, in
which we want to determine a subset of k candidates from a large pool of n� k
candidates, maximizing utility (i.e., select the “best” candidates) subject to group
fairness criteria. Recall from Section 2.1 that rankings are typically used as the
most suitable way of ordering items (e.g., persons), considering that if the number
of candidates matching a query is large, most users will not scan the entire list.
Conventionally, these lists are ranked in descending order of an item’s probability
to be relevant to the user. As in Chapter 4 the main motivating concern of this
chapter is that a biased ranker can systematically reduce the visibility of an already
disadvantaged group [27, 60]. Based on this observation, we study the problem
of producing a fair ranking given one legally-protected attribute,16 i.e., a ranking
in which the representation of the minority group does not fall below a minimum
proportion p at any point in the ranking, while the utility of the ranking is maintained
as high as possible.

We propose the post-processing algorithm FA*IR to remove systematic preexist-
ing and technical bias [32] by means of a ranked group fairness criterion, that we
introduce in Section 5.1. We assume a ranking algorithm has given an undesirable
outcome to a group of individuals, but the algorithm itself cannot determine, if said
undesirable outcome is based on appropriate grounds or not (recall Subsection 2.3.2
at Page 18 where we talk about appropriate decision grounds). Hence we expect the
user of our method to know whether or not the outcome is based on unreasonable or
inappropriate grounds and provide p as input. p can originate from a legal mandate
or from voluntary commitments. For instance, the US Equal Employment Opportu-
nity Commission sets a goal of 12% of workers with disabilities in federal agencies
in the US,17 while in Spain, a minimum of 40% of political candidates in voting
districts exceeding a certain size must be women [76]. In other cases, such quotas
might be adopted voluntarily, for instance through a diversity charter.18 In general
these measures do not mandate perfect parity, as distributions of qualifications across
groups can be unbalanced for legitimate, explainable reasons [61, 95].

The ranked group fairness criterion compares the number of protected elements
in every prefix of the ranking with the expected number of protected elements, if
they were picked at random using Bernoulli trials (independent “coin tosses”) with

14This chapter is based on Zehlike et al. [87] and Zehlike et al. [89]
15All the code and data used on this chapter is available online at https://github.com/

MilkaLichtblau/FA-IR_Ranking.
16We make the simplifying assumption that there is a single legally-protected attribute of interest

in each case. The extension to deal with multiple protected attributes is presented in Chapter 6.
17US EEOC: https://www1.eeoc.gov/eeoc/newsroom/release/1-3-17.cfm, Jan 2017.
18European Commission: http://ec.europa.eu/justice/discrimination/diversity/

charters/
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Position top-10 top-10 top-40 top-40
1 2 3 4 5 6 7 8 9 10 male female male female

Economist f m m m m m m m m m 90% 10% 73% 27%
Analyst f m f f f f f m f f 20% 80% 43% 57%
Copywriter m m m m m m f m m m 90% 10% 73% 27%

Table 5: Example of non-uniformity of the top-10 vs. the top-40 results for “economist,” “market
research analyst,” and “copywriter” in XING (Jan 2017). We do not claim anything about the merits
of these proportions, but simply observe that the top-10 results under-represent the least represented
sex, in comparison with the top-40 results.

success probability p. As we use a statistical test for this comparison, we include
a significance parameter α corresponding to the probability of a type-I-error, i.e.
rejecting an actual fair ranking.

Example. Consider the three rankings in Table 5 corresponding to searches for
an “economist,” “market research analyst,” and “copywriter” in XING.19 XING
is an online platform for jobs that is used by recruiters and headhunters, mostly
in German-speaking countries, to find suitable candidates in diverse fields (the
data collection is reported in detail in Section 5.5). While analyzing the extent
to which candidates of both sexes are represented as we go down these lists, we
observe that the proportion keeps changing and is not uniform (see, for instance, the
top-10 vs. the top-40). As a consequence, recruiters examining these lists will see
different proportions of candidates from the respective sex, depending on the point
at which they decide to stop. Corresponding with Friedman and Nissenbaum [32]
this outcome systematically disadvantages individuals of one sex by preferring the
other at the top-k positions.

Suppose k = 10. Our notion of ranked group fairness imposes a fair representation
with proportion p and significance α at each top-k position with k ∈ [1,10] (formal
definitions are given in Section 5.1). Consider for instance α = 0.1 and suppose that
the required proportion is p = 0.4. This translates (see Table 7, Page 73) to having
at least one individual from the protected minority class in the first 5 positions:
therefore the ranking for “copywriter” would be rejected as unfair20. However, it
also requires to have at least 2 individuals from the protected group in the first 9
positions: therefore also the ranking for “economist” is rejected as unfair, while
the ranking for “market research analyst” is fair for p = 0.4. However, if we would
require p = 0.5 then this translates in having at least 3 individuals from the minority
group in the top-10, and thus even the ranking for “market research analyst” would

19https://www.xing.com/
20We note that for simplicity, in this example we have not adjusted the significance α to account

for multiple statistical tests; this is not trivial, and is one of the key contributions of this work.
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be considered unfair.
Our running example is that of selecting automatically, from a large pool of poten-

tial candidates, a smaller group that will be interviewed for a position. Our notion
of utility assumes that we want to interview the most qualified candidates, while
their qualification is equal to a relevance score calculated by a ranking algorithm.
This score is assumed to be based on relevant metrics for evaluating candidates for
a position, which depending on the specific skills required for the job could be their
grades (e.g., Grade Point Average), their results in a standardized knowledge/skills
test specific for a job, their typing speed in words per minute for typists, or their
number of hours of flight in the case of pilots. We note that this measurement will
embody preexisting bias (e.g., if black pilots are given less opportunities to flight
they accumulate less flight hours), as well as technical bias, as learning algorithms
are known to be susceptible to direct and indirect discrimination [35, 37].

Contributions. We make the following contributions in this chapter:

1. Ranked Group Fairness: We define and analyze the FAIR TOP-k RANKING

PROBLEM, in which we want to determine a subset of k candidates from a large
pool of n� k ranked candidates, in a way that maximizes utility (selects the “best”
candidates), subject to a probability-based group fairness criterion. We also show
that the verification of the ranked group fairness criterion can be implemented
efficiently.

2. Legal Compliance: Our definition of ranked group fairness reflects the legal
principle of group under-representation in obtaining a benefit [28, 47]. The group
under-representation principle, and the related disparate impact doctrine [6] ad-
dresses the fact that there might be differences in qualification across different
groups by not mandating an equal proportion of candidates from the protected group
and non-protected group in the output. It simply states that the proportions must
not be too different. We formulate a criterion by applying a statistical test on the
proportion of protected candidates on every prefix of the ranking, which should be
indistinguishable or above a given minimum. Our method can be used within an
anti-discrimination framework such as positive actions [71].

3. Utility Based on Individual Fairness: The utility objective is operationalized
in two ways. First, by a criterion we call selection utility, which prefers rankings in
which every candidate included in the top-k is more qualified than every candidate
not included, or in which the difference in their qualifications is small. Second, by a
criterion we call ordering utility, which prefers rankings in which for every pair of
candidates included in the top-k, either the more qualified candidate is ranked above,
or the difference in their qualifications is small. Our definitions connect to notions
of individual fairness, which require consistent treatment of individuals [27], i.e.,
two candidates with equal scores or qualifications should be treated equally. In our
framework, a deviation from this equal treatment will end in a loss of utility. Thus,
any trade-off can be measured explicitly and traced back to an individual.
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4. Significance Adjustment for Dependent Hypotheses: Our ranked group fair-
ness definition requires an adjusted significance αc =ADJUSTSIGNIFICANCE(k, p,α),
because it tests multiple hypotheses (k of them) that are not independent from each
other. If we use αc = α , we might produce false positives, i.e., reject fair rankings,
at a rate larger than α . The adjustment we propose is calibrated using the generative
model of Yang and Stoyanovich [81], which creates a ranking that we will consider
as inherently fair. We provide a formal framework and an algorithm to efficiently
adjust α to αc.

5. New Datasets: We present extensive experiments using both existing and new
datasets to evaluate the performance of our approach compared to the so-called
“colorblind” ranking with respect to both the utility of ranking and the fairness
degree.

6. The Algorithm FA*IR: We propose an efficient algorithm, named FA*IR, for
producing a top-k ranking that maximizes utility while satisfying ranked group
fairness, as long as there are “enough” protected candidates to achieve the desired
minimum proportion.

5.1 Problem Statement

In this section, we first present the needed notation (Sec. 5.1.1), second the ranked
group fairness criterion (Sec. 5.1.2), and third criteria for utility (Sec. 5.1.3). Finally
we provide a formal problem statement (Sec. 5.1.4). We will reuse notation as
introduced in Chapter 2. Additional definitions are summarized in Table 6.

5.1.1 Preliminaries and Notation

Let again D = {d1,d2, . . . ,dn} represent a set of candidate documents and let yi for
di ∈ D denote the “quality” of candidate di. As before yi is interpreted as an overall
fitness of candidate di for the specific job, task, or search query. Score yi could be
obtained by the combination of several different attributes, possibly by means of a
machine learning model, and potentially include preexisting, technical and emergent
bias against the protected group. We consider two kinds of candidates, protected and
non-protected, and we assume there are enough of them, i.e., at least k of each kind.
Let g(di) = G1, if candidate di is in the protected group, g(di) = G0 otherwise (for
better readability we write g(i) = {0,1}). Recall that π ∈Ω represents a permutation
of documents from D and that we write π1..k to denote the top-k documents in π .
For convenience we will refer to permutations of length k as τ = π1..k. Remember
that by π( j) we denote the candidate at position j in π and the rank of a candidate by
π−1(di). Correspondingly the candidate at position j in prefix τ is denoted by τ( j).
The definition of a candidate’s rank needs a small extension to cover candidates that
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τ = π1..k A permutation of length k containing candidates from D
τ−1(di) The position of di in τ , or |τ|+1 if di /∈ τ

τp The number of protected elements in τ

κ The “colorblind” ranking of documents in D by decreasing yi

τ̃
A top-k ranking that satisfies the ranked group fairness
constraint

p The minimum proportion of protected candidates
α Significance value for ranked group fairness test

αc Adjusted significance for each fair representation test
m(k) The number of protected elements required up to position k

m−1(i)
The position at which i protected elements are required for the
first time

b(i) The size of the i-th block
Uk(di,τ) Ranked individual utility

Table 6: Additional notation for FA*IR.

are not ranked in the top-k:

τ
−1(di) =

®
rank of di in τ if di ∈ τ ,

|τ|+1 otherwise.
(19)

We further define τp to be the number of protected elements in τ , i.e., τp = |{di ∈ τ :
g(i) = 1}|. Let κ ∈Ω be a permutation such that ∀di,d j ∈D,κ−1(di)< κ−1(d j)⇒
yi≥ y j. We call this the colorblind ranking of D, because it ignores whether elements
are protected or non-protected. Let κ1..k = (κ(1),κ(2), . . . ,κ(k)) be a prefix of size
k of this ranking.

Fair Top-k Ranking Criteria. Our post-processing task is to obtain a new ranking
τ̃ ∈Ω with the following characteristics:

Criterion 1. Ranked group fairness: τ̃ should fairly represent the protected group;

Criterion 2. Selection utility: τ̃ should contain the most qualified candidates; and

Criterion 3. Ordering utility: τ̃ should be ordered by decreasing qualifications.

These criteria allow for different problem statements, depending on whether we use
ranked group fairness as a constraint and maximize ranked utility, or vice versa. We
will provide a formal problem statement with ranked group fairness as a constraint
in Section 5.1.4, but first, we need to provide a formal definition for each of the
criteria.
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5.1.2 Operationalizing Criterion 1: Ranked Group Fairness

We operationalize Criterion 1 by means of a ranked group fairness criterion, which
takes as input a minimum target proportion p and an observed number τp of protected
elements in the ranking. Intuitively, this criterion declares the ranking as unfair,
if the observed proportion is too far below the target one. Specifically, the ranked
group fairness criterion compares the number of protected elements in every prefix
of the ranking, with the expected number of protected elements, if they were picked
at random using Bernoulli trials (independent “coin tosses”) with success probability
p. Hence, the criterion is based on a statistical test, and we include a significance
parameter α corresponding to the probability of rejecting a fair ranking (i.e., a
type-I-error).

Definition 1 (Fair representation condition). Let F(x;n, p) be the cumulative distri-
bution function for a binomial distribution of parameters n and p. We say that the
set of candidates in τ ∈Ω, containing τp protected candidates, fairly represents the
protected group with minimal proportion p and significance α , iff F(τp;k, p)> α .

This is equivalent to using a statistical test where the null hypothesis H0 is that
the number of protected elements results from the statistical process of a Bernoulli
distribution and thus fairly represents the protected group. In this test, the p-value is
F(τp;k, p) and we reject the null hypothesis, and thus declare the ranking as unfair,
if the p-value is less than or equal to the threshold α . Note that according to this
definition, in the case of a candidate set of size one, either the element is in the
protected group, and then we satisfy fair representation, or the element is not in the
protected group, and then we satisfy fair representation if 1− p > α .

The ranked group fairness criterion enforces the fair representation condition over
all prefixes of the ranking:

Definition 2 (Ranked group fairness condition). A ranking τ ≤ π ∈ Ω satisfies
the ranked group fairness condition with parameters p and α , if for every prefix
τ| j = (τ(1),τ(2), . . . ,τ( j)) with 1 ≤ j ≤ k, the set of protected candidates in τ

satisfies the fair representation condition with proportion p and significance αc =
ADJUSTSIGNIFICANCE(k, p,α). Function ADJUSTSIGNIFICANCE(k, p,α) returns a
corrected significance αc to account for multiple hypotheses testing (described in
Section 5.2).

We remark that a larger α means a larger probability of declaring a fair ranking as
unfair. In our experiments (Section 5.5), we use a relatively conservative setting
of α = 0.1. The ranked group fairness condition can be used to create a ranked
group fairness measure. For a ranking τ and probability p, the ranked group fairness
measure is the maximum α ∈ [0,1] for which τ satisfies the ranked group fairness
condition. Larger values indicate a stricter adherence to the required number of
protected elements at each position.
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aaaaaa
p k 1 2 3 4 5 6 7 8 9 10 11 12

0.1 0 0 0 0 0 0 0 0 0 0 0 0
0.2 0 0 0 0 0 0 0 0 0 0 1 1
0.3 0 0 0 0 0 0 1 1 1 1 1 2
0.4 0 0 0 0 1 1 1 1 2 2 2 3
0.5 0 0 0 1 1 1 2 2 3 3 3 4
0.6 0 0 1 1 2 2 3 3 4 4 5 5
0.7 0 1 1 2 2 3 3 4 5 5 6 6

Table 7: Example values of mp,α(k), the minimum number of candidates in the protected group that
must appear in the top k positions to pass the ranked group fairness criteria with α = 0.1.

Verifying Ranked Group Fairness. To verify ranked group fairness efficiently
in time O(k), a pre-computed data structure can be used that we obtain via the
inverse cumulative distribution function (CDF) with parameters k, p and α . The
inverse CDF, also called quantile function, takes as input a probability p and returns
that value of a random variable, at which the probability of the random variable
being less than or equal to the returned value equals the input probability. Table 7
shows an example of such a pre-computed data structure with different k and p,
using α = 0.1. For instance, for p = 0.5 we see that at least 1 candidate from the
protected group is needed in the top 4 positions, and 2 protected candidates in the
top 7 positions. We call one line in this data structure mTable (formally defined in
Section 5.2).

5.1.3 Operationalizing Criterion 2 and 3: Selection and Ordering Utility

Our notion of utility reflects the desire to select candidates that are potentially
better qualified, and to rank them as high as possible. In contrast with previous
works [18, 81], we do not assume to know the contribution of a given candidate
at a particular position to the overall quality of the ranking (see Eq. 2, Page 12),
but instead base our utility calculation on losses due to non-monotonicity. The
qualifications may be biased against a protected group, as is the case with the
COMPAS scores [4] that we use in our experiments (Section 5.5), but our approach
can constrain the effect of that bias, because the utility maximization is subject to
the ranked group fairness constraint (Def. 2).

Ranked Utility. The ranked individual utility associated to a candidate di in a
ranking τ , compares their given score against the one of the least qualified candidate
ranked above them.

73



Definition 3 (Ranked utility of an element). The ranked utility of an element di ∈D
in ranking τ , is:

Uk(di,τ) =

®
y− yi with y = min{y j |d j ∈ D∧ τ−1(d j)< τ−1(di)∧ y j < yi}
0 otherwise

By this definition, the maximum ranked individual utility that can be attained by an
element is zero. Next, we apply the definition of ranked individual utility to two
separate cases, which relate to Criteria 2 and 3: when an element di is excluded
from the ranking, and when it is included.

Selection Utility. We operationalize Criterion 2 by means of a selection utility ob-
jective, which we will use to prefer rankings in which the more qualified candidates
are included, and the less qualified excluded.

Definition 4 (Selection utility). The selection utility of a top-k ranking τ is min{Uk(di,τ) |di ∈
D∧di /∈ τ}.

Naturally, a “colorblind” top-k ranking κ1..k maximizes selection utility, i.e., has
selection utility zero.

Ordering Utility and in-group Monotonicity. We operationalize Criterion 3 by
means of an ordering utility objective and an in-group monotonicity constraint,
which we will use to prefer top-k lists in which the more qualified candidates are
ranked above the less qualified ones.

Definition 5 (Ordering utility). The ordering utility of a ranking τ is min{Uk(di,τ) |di ∈
D∧di ∈ τ}.

The ordering utility of a ranking is only concerned with the candidate attaining
the worst (minimum) ranked individual utility. In turn, the in-group monotonicity
constraint refers to all elements, and specifies that both protected and non-protected
candidates, independently, must be sorted by decreasing qualifications.

Definition 6 (In-group monotonicity). A ranking τ satisfies the in-group monotonic-
ity condition, iff ∀di,d j ∈ τ s.t. g(di) = g(d j), τ−1(di)< τ−1(d j)⇒ yi ≥ y j.

Again, the “colorblind” top-k ranking κ1..k maximizes ordering utility, i.e., has
ordering utility zero; it also satisfies the in-group monotonicity constraint.

Connection to the Individual Fairness Notion. Our notion of utility is centered
on individuals by taking the minima instead of averaging. While other choices
are possible, this has the advantage that we can trace loss of utility to specific
individuals. These are the people who are ranked below a less qualified candidate,
or excluded from the ranking, due to the ranked group fairness constraint. This is
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connected to the notion of individual fairness, which requires people to be treated
consistently [27]. Under this interpretation, a consistent treatment should require
that two people with the same qualifications are treated equally, and any deviation
from this due to a ranked group fairness constraint leads to a utility loss in our
framework. This allows trade-offs to be made explicit.

5.1.4 Formal Problem Statement

The criteria we have described allow for different problem statements, depending on
whether we use ranked group fairness as a constraint and maximize ranked utility,
or vice versa.

Problem 1 (Fair top-k ranking). Given a set of candidates D and parameters k, p,
and α , produce a ranking τ̃ = π1..k, π ∈Ω that:

(i) satisfies the in-group monotonicity constraint;
(ii) satisfies ranked group fairness with parameters p and α;

(iii) achieves optimal selection utility subject to (i) and (ii); and
(iv) maximizes ordering utility subject to (i), (ii), and (iii).

Related Problems. Alternative problem definitions are possible with the general
criteria described on Page 71. For instance, instead of maximizing selection and
ordering utility, we may seek to keep the utility loss bounded, e.g., producing a
ranking that satisfies in-group monotonicity and ranked group fairness, and that
produces an ε-bounded loss with respect to ordering and/or selection utility. If the
ordering does not matter, we have a FAIR TOP-k SELECTION PROBLEM, in which
we just want to maximize selection utility. Conversely, if the entire set D must be
ordered, we have a FAIR RANKING PROBLEM, in which we just want to maximize
ordering utility. If k is not specified, we have a FAIR SELECTION PROBLEM, which
resembles a classification problem, and in which the objective might be to maximize
a combination of ranked group fairness, selection utility, and ordering utility. This
multi-objective problem would require a definition of how to combine the different
criteria.

Fairness Framework. Our fairness definition is based on the assumption that
rankings are fair when the decisions on candidate placements are drawn from a
Bernoulli distribution (coin tosses). We implement this notion of fairness by a
statistical significance test to check whether a ranking was likely produced by a
Bernoulli process. FA*IR operates in a binary group setting and is concerned with
disparate impact, as it does not take any notion of merit into account for its reranking
strategy. Our requirement to provide a minimum proportion p for a protected group
corresponds to a WAE worldview and a concern with preexisting bias. However,
the WYSIWYG worldview can also be adopted, if p is set to a low value, which
permits a gradual transition from WYSIWYG to WAE.
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Figure 16: Example showing the need for significance adjustment. The probability that a ranking
generated by the method of Yang and Stoyanovich [81] with p = 0.5 fails the ranked group fairness
test with p = 0.5 using αc = 0.1, is in general larger than α = 0.1. Note the scale of k is logarithmic.

The framework assumes that differences between groups in the relevance distri-
bution are an artifact of different circumstances for each group and therefore relates
to substantive EO. As we stated in Section 2.3.5, WAE can relate to both of the
described substantive EO frameworks and it is mostly the algorithmic definition
itself, that makes it belonging to the one or the other. With FA*IR however, both
mappings are possible, because the algorithm is agnostic to the source of relevance
differences and merely implements an affirmative action policy.

5.2 Model Adjustment

Our ranked group fairness definition (Def. 2, Page 72) requires an adjusted signifi-
cance αc = ADJUSTSIGNIFICANCE(k, p,α), because it tests multiple hypotheses (k
of them). If we use αc = α , we will produce too many false positives, i.e., rejecting
fair rankings at a rate larger than α . The adjustment we propose is calibrated using
the generative model of Yang and Stoyanovich [81], which creates a ranking that
we will consider inherently fair by: (i) starting with an empty list, and (ii) incremen-
tally adding the next best protected candidate with probability p, or the next best
non-protected candidate with probability 1− p that has not yet been ranked. “Best”
means the one with the highest utility.

To illustrate why this correction is needed, observe Figure 16. We generated
rankings using the process described above and tested whether they are fair according
to the ranked group fairness test with αc = 0.1. The figure shows the probability of
those rankings being rejected as unfair. Generally, we can see that the probability
of a type-I-error is higher than α = 0.1, which suggests that depending on k we
would need to change the value of α , if we want to achieve a total rejection rate
of 0.1. If the k tests were independent, we could use αc = 1− (1−α)1/k (i.e.,
Šidák’s correction [68]), but given the positive dependence, the false positive rate
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is smaller than the bound given by Šidák’s correction. In the next paragraph we
will analytically solve the problem of correcting the significance level for multiple
positively dependent hypotheses.

Calculating the Success Probability. The probability Psucc that a ranking created
following the procedure shown by Yang and Stoyanovich [81] passes the ranked
group fairness test with parameters p and α can be computed using the following
procedure: Let m(k) = mp,α(k) = F−1(k, p,α) be the number of protected elements
required up to position k. Let m−1(i) = k s.t. m(k) = i be the position at which i
or more protected elements are required. Let b(i) = m−1(i)−m−1(i− 1) (with
m−1(0) = 0) be the size of a “block,” that is, the gap between one increase and the
next in m(·). We call the k-dimensional vector (m(1),m(2), . . . ,m(k)) a mTable. An
example is shown on Table 8.

k 1 2 3 4 5 6 7 8 9 10 11 12

m(k) 0 0 0 1 1 1 2 2 3 3 3 4
Inverse m−1(1) = 4 m−1(2) = 7 m−1(3) = 9 m−1(4) = 12
Blocks b(1) = 4 b(2) = 3 b(3) = 2 b(4) = 3

Table 8: Example of m(·), m−1(·), and b(·) for p = 0.5,α = 0.1.

Furthermore let

Im(k) = {v= (i1, i2, . . . , im(k)) : ∀`′ ∈ {1, . . . ,m(k)−1},0≤ i`′ ≤ b(`′)∧
`′

∑
j=1

i j ≥ `′}

(20)

represent all possible ways in which a fair ranking21 generated by the method of Yang
and Stoyanovich [81] can pass the ranked group fairness test, with i j corresponding
to the number of protected elements in block j (with 1 ≤ j ≤ k). As an example
consider again Table 8: the first block contains four positions, i.e., b(1) = 4 and
this block passes the ranked group fairness test, if it contains at least one protected
candidate, hence i1 ∈ {1,2,3,4}. The probability Psucc of considering a ranking of
k elements (i.e., m(k) blocks) as fair, is:

Psucc = ∑
v∈Im(k)

m(k)

∏
j=1

f (v j;b( j), p) (21)

where f (x;b( j), p) = Pr(X = x) is the probability density function (PDF) of a bi-
nomially distributed variable X ∼ Bin(b( j), p). However, if calculated naively this

21Note that we do not consider rankings of size 0, which always pass the test.
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Algorithm 1: Algorithm SUCCESSPROBABILITY computes the probability Psucc, that a given
mTable accepts a fair ranking (see Eq. 21).

input : b[] list of block lengths (Table 8, 3rd line);
maxProtected the sum of all entries of b[];
currentBlockIndex index of the current block;
candidatesAssigned number of protected candidates assigned for the current

possible solution;
p, the expected proportion of protected elements.

output : Psucc, the probability of accepting a fair ranking.
1 if b[].length= 0 then
2 return 1
3 end

// we need to assign at least one protected candidate to each block
4 minNeededThisBlock← currentBlockIndex−candidatesAssigned

// if we already assigned enough candidates, minNeededThisBlock = 0 (termination
condition for the recursion)

5 if minNeededThisBlock < 0 then
6 minNeededThisBlock← 0
7 end
8 maxPossibleThisBlock← argmin(b[0],maxProtected)
9 assignments← 0

10 successProb← 0
// sublist without the first entry of b[]

11 b_new[]← sublist(b[],1,b[].length)
12 itemsThisBlock← minNeededThisBlock
13 while itemsThisBlock ≤ maxPossibleThisBlock do
14 remainingCandidates← maxProtected−itemsThisBlock
15 candidatesAssigned← candidatesAssigned+itemsThisBlock

// each recursion returns the success probability of all possible ways to fairly
rank protected candidates after this block

16 suffixSuccessProb← SUCCESSPROBABILITY(
remainingCandidates,b_new[],currentBlockIndex+1,
candidatesAssigned)

17 totalSuccessProb← totalSuccessProb +
PDF(maxPossibleThisBlock,itemsThisBlock, p) ·
suffixSuccessProb

18 itemsThisBlock← itemsThisBlock+1
19 end
20 return probability of accepting a fair ranking: totalSuccessProb

expression is intractable because of the large number of combinations in Im(k). The
combinatorial complexity of the problem makes a simple closed-form expression
to compute Psucc unlikely to exist. We therefore propose a dynamic programming
method, Algorithm 1 SUCCESSPROBABILITY, which computes Psucc (Eq. 21) recur-
sively. The algorithm breaks the vector v = (i1, i2, . . . , i`) of Equation 20 into a prefix
and a suffix (Alg. 1, Line 11). We call i1 the prefix of (i2, . . . , i`), and (i2, . . . , i`) the
suffix of i1. The algorithm starts with a prefix and calculates all possible suffixes, that
pass the ranked group fairness test, recursively (Line 16). Consider the following
example: for the first prefix i1 = 1 the algorithm computes all possible suffixes,

78



where we rank exactly one protected candidate in the first block. For this prefix
i1, combined with each possible suffix v\ i1, we calculate the success probability
∏

m(k)
j=1 f (v j;b( j), p) for each instance of v (Line 17). In the next recursion level we

start with a new prefix, let us say i1 = 1, i2 = 1. The algorithm computes all possible
suffixes, i.e., all rankings where we rank exactly one protected candidates in the
first block and one protected candidate in the second block. Then it computes the
respective success probabilities. This procedure continues for m(k) iterations. After
that the whole program starts again with i1 = 2 and is repeated until the maximum
number of protected candidates is reached, in our case b(1) = 4. All intermediate
success probabilities are added up (Line 17) to the total success probability (see
Eq. 21) of the mTable that was created given k, p,α .

Note that there are at most ∏
m(k)
j=1 b( j) possible combinations to distribute the

protected candidates within the blocks. Furthermore many v ∈ Im(k) share the same
prefix and hence have the same probability density value for these prefixes. To
reduce computation time the algorithm stores the PDF value for each prefix in a
hash map with the prefix as key and the respective PDF as value. Thus the overall
computational complexity becomes O(∏

m(k)
j=1 b( j) ·O(PDF)).

Finding the Correct mTable. We call an mTable correct, if it has an overall
success probability of Psucc ≈ 1−α . However, with increasing mTable length Psucc
will fall below 1−α , as we showed in Figure 16 on Page 76. Thus, we need a
corrected αc ≤ α that will produce a corrected mTable with an overall probability of
accepting a fair ranking of Psucc ≈ 1−α . Unfortunately there is no way to compute
αc directly. As such we have to search for the correct mTable by calculating the
respective Psucc of potential candidates, rather than obtaining αc first and construct
the mTable from it. We propose Algorithm 2 ADJUSTSIGNIFICANCETWOGROUPS (see
Page 80) that takes parameters k, p,α as input and returns the correct mTable and αc.
It sequentially creates mTables (recall that these are k-dimensional vectors of the
form (m(1),m(2), . . . ,m(k))) for different values of αc, and then calls Algorithm 1
SUCCESSPROBABILITY to calculate their success probability until it finds the correct
mTable with Psucc ≈ 1−α .

Using binary search will enable us to select possible candidates for αc system-
atically. First however, we need a discrete measure for the α-space to search on,
otherwise the search never stops. Specifically, we could never be sure if we found
the optimal mTable with the minimum difference of Psucc to 1−α . We therefore
make use of the fact that for two very similar values of α (and fix k, p), all resulting
mTable entries m(k) = F−1(k, p,α) are the same. As such we attain our stopping
criterion once the resulting mTables of two different α values are congruent. We will
see later that, from the above, we can define a discrete measure for an mTable, that
is the sum of its entries, and we stop searching when this sum remains unchanged
for two different values of α . We will also show in the algorithmic complexity
analysis (Section 5.4), that there is only a limited number of mTables, meaning that
the search space is bounded.
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Algorithm 2: ADJUSTSIGNIFICANCETWOGROUPS calculates the corrected significance level
αc and the mTable mk,p,αc with an overall success probability Psucc = 1−α .

input :k, the size of the ranking to produce; p, the expected proportion of protected
elements; α , the desired significance level.

output :αc the adjusted significance level; m_adjusted the adjusted mTable
// define Pfail computation for better readability

1 anyMTable.FAILPROBABILITY = 1 - anyMTable.SUCCESSPROBABILITY
// initialize all needed variables

2 aMin ← 0; aMax ← α ; aMid← (aMin + aMax)
2

3 m_min← ConstructMTable (k,p,aMin); m_max← ConstructMTable (k,p,aMax);
m_mid← ConstructMTable (k,p,aMid)

4 maxMass← m_max.getMass(); minMass← m_min.getMass(); midMass←
m_mid.getMass()

5 while minMass < maxMass AND m_mid. FAILPROBABILITY 6= α do
6 if m_mid. FAILPROBABILITY < α then
7 aMin← aMid m_min← ConstructMTable (k,p,aMin)
8 end
9 if m_mid. FAILPROBABILITY > α then

10 aMax← aMid
11 m_max← ConstructMTable (k,p,aMax)
12 end
13 aMid← (aMin + aMax)

2
// stop criteria if midMass equals maxMass or midMass equals minMass

14 if maxMass - minMass == 1 then
15 minDiff← |m_min.FailProbability- α|
16 maxDiff← |m_max.FailProbability- α|

// return the αc which has the lowest difference from the desired
significance

17 if minDiff < maxDiff then
18 return aMin, m_min
19 end
20 else
21 return aMax, m_max
22 end
23 end

// stop criteria if midMaxx is exactly the mass between minMass and maxMass
24 if maxMass - midMass == 1 AND midMass - minMass == 1 then
25 minDiff← |m_min.FailProbability- α|
26 maxDiff← |m_max.FailProbability- α|
27 midDiff← |m_mid.FailProbability- α|

// return the αc which has the lowest difference from the desired
significance

28 if midDiff ≤ maxDiff AND midDiff ≤ minDiff then
29 return aMid, m_mid
30 end
31 if minDiff ≤ midDiff AND minDiff ≤ maxDiff then
32 return aMin, m_min
33 end
34 else
35 return aMax, m_max
36 end
37 end
38 end
39 return aMid, m_mid
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Furthermore, to reduce complexity we only want to consider mTables with certain
properties, which we define in the following paragraph. A k-dimensional vector
(e.g. (0,0,1,2,3)) has to have two properties in order to constitute a mTable, rather
than just a vector of natural numbers: it has to be valid and legal.

Definition 7 (Valid mTable). The mTablek,p,α = (m(1),m(2), . . . ,m(k)) is valid if
and only if, m(i)≤m( j) for all i, j∈{0, . . . ,k} with i< j and m(i)= n⇒m(i+1)≤
n+1.

It is easy to see that many valid mTables exist. They correspond to all k-dimensional
arrays with integers monotonically increasing by array indices. However we only
want to consider those valid mTables for our ranked group fairness test that have
been created by the statistical process in Yang and Stoyanovich [81]. We call these
legal mTables.

Definition 8 (Legal mTable). A mTablek,p,α is legal if and only if there exists a
k, p,α such that ConstructMTable(k, p,α) = mTablek,p,α .

Definition 8 restricts the space of k-dimensional arrays to those which are computed
by a specific function. As such we have to define this function ConstructMTable in
a way, that the mTable it creates corresponds to the statistical process of Yang and
Stoyanovich [81] with the specific combination of parameters (k, p,α).

Definition 9 (constructMTable). For k ∈N, p∈ [0,1],α ∈ [0,1] we define a function
to construct a mTable from input parameters k, p,α according to [81].
ConstructMTable :
N× (0,1)× [0,1]−→ {(m(1), . . . ,m(k)) : m(i) = F−1(i, p,α), i = {1, . . . ,k}}
with ConstructMTable(k, p,α) = mTablek,p,α .

Algorithm 3: CONSTRUCTMTABLE

1 INPUT: Ranking size k, minimum proportion p, significance α;
2 OUTPUT: mTable ∈ Nk

3 mTable← 0k ;
4 αc← AdjustSignificanceTwoGroups(p,k,α);
5 for i := 1 to k do
6 mTable[i]← F−1(i, p,αc);
7 end
8 return mTable;

Algorithm 3 shows the pseudo-code implementation of the above definition.

Lemma 1. If a mTable is legal, it is also valid.

Lemma 1 follows directly by construction. Now we need a discrete partition of the
continuous α-space, i.e., a discrete measure that corresponds to exactly one legal
mTable for given k, p,α . We call this measure the mass of a mTable.

Definition 10 (Mass of a mTable). For mTablek,p,α = (m(1),m(2), . . . ,m(k)) we
call L1(mTablek,p,α) = ∑

k
i=1 m(i) the mass of mTablek,p,α .
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In the following we relate the continuous α-space to the discrete mass of a mTable.

Lemma 2. Every mTablek,p,α =ConstructMTable(k, p,α)= (m(1),m(2), . . . ,m(k))
is non-decreasing with α .
This means that ConstructMTable(k, p,α − ε) = (m(1)′,m(2)′, . . . ,m(k)′) will re-
sult in m(i)′ ≤ m(i) for i = 1, . . . ,k and ε > 0.

Proof. Every entry m(i) for i = 1, . . . ,k is computed by Line 6 of Algorithm 3,
CONSTRUCTMTABLE, i.e., every entry is the inverse binomial CDF F−1(i, p,αc). In
other words m(i) is the smallest integer such that

αc ≤
m(i)

∑
j=0

Ç
i
j

å
pi(1− p)i− j = F−1(i, p,αc) (22)

The following equivalence holds:

αc−ε ≤
m′(i)

∑
j=0

Ç
i
j

å
pi(1− p)i− j =F−1(i, p,αc−ε)⇔αc≤

m′(i)

∑
j=0

Ç
i
j

å
pi(1− p)i− j+ε

(23)

Now suppose that m′(i)> m(i) which contradicts Lemma 2. Then it is that

m′(i)> m(i)⇒
m′(i)

∑
j=0

Ç
i
j

å
pi(1− p)i− j ≥

m(i)

∑
j=0

Ç
i
j

å
pi(1− p)i− j

because
( i

j

)
pi(1− p)i− j ≥ 0 ∀i, j, p. It follows for ε > 0 that

αc ≤
m(i)

∑
j=0

Ç
i
j

å
pi(1− p)i− j + ε ≤

m′(i)

∑
j=0

Ç
i
j

å
pi(1− p)i− j + ε (24)

But then m′(i) 6= F−1(i, p,αc− ε) because m(i) would be the smaller integer that
satisfies Equation 23. Thus it has to be that m′(i)≤ m(i).

This property shows that, if we reduce α in our binary search, the mass of the
corresponding mTable is either reduced or stays the same. It very usefully implies a
criterion to stop the binary search: namely we stop the calculation when the mass of
the mTable at the left search boundary equals the right search boundary. Of course
this only works if there exists exactly one legal mTable for each mass, which we
proof in the following.

Theorem 1. For fix k, p there exists exactly one legal mTable for each mass L1.

Proof. We prove this by contradiction: Let MTk,p,α1 and MT ′k,p,α2
be two different

mTables with L1(MTk,p,α1) = L1(MT ′k,p,α2
).
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If both are legal then it applies that constructMTable(k, p,α1) = MTk,p,α1 and
constructMTable(k, p,α2)=MT ′k,p,α2

. Because MTk,p,α1 6=MT ′k,p,α2
, without loss

of generality entries m(i),m(i)′,m( j),m( j)′ exist in each table, such that |m(i)−
m(i)′| = |m( j)−m( j)′| while at the same time m(i) > m(i)′ , m( j) < m( j)′ for
i < j, i, j ∈ {1, . . . ,k}. (Think of it as the two entries in each table "evening out",
such that both tables have the same mass.)
If α1 > α2, then the statement m( j)′ > m( j) violates Lemma 2. If α2 > α1, then
the statement m(i)> m(i)′ also violates Lemma 2. The only possibility left is hence
that α1 = α2, which contradicts MT 6= MT ′, as both are created using function
CONSTRUCTMTABLE.

Given these mathematical properties we can finally search the continuous α-space
to find the corrected significance level αc and compute the correct mTable at last.

5.3 The FA*IR Algorithm
We present the FA*IR algorithm (Sec. 5.3.1), prove it is correct (Sec. 5.3.2) and
elaborate the complexity of all presented algorithms, that is the computation of
the success probability, the significance adjustment algorithm and FA*IR itself
(Sec. 5.4).

5.3.1 Algorithm Description

Algorithm FA*IR, presented in Algorithm 4, solves the FAIR TOP-k RANKING

PROBLEM by creating rankings that are fair according to Definition 2. As input,
FA*IR takes the expected size k of the ranking to be returned, the qualifications y,
indicator variables g(di), indicating if element di is protected, the target minimum
proportion p of protected candidates, and the adjusted significance level αc.

First, the algorithm uses y to create two priority queues with up to k candidates
each: P0 for the non-protected candidates and P1 for the protected candidates. Next
(Lines 5-7), the algorithm derives a ranked group fairness table similar to Table 7,
i.e., for each position it computes the minimum number of protected candidates,
given p, k and αc. Then, FA*IR greedily constructs a ranking subject to candidate
qualifications, and minimum protected elements required, resembling the method
by Celis et al. [18] for the case of a single protected attribute (the main difference
being that we compute the mTable, while [18] assumes it is given). If the mTable
demands a protected candidate at the current position, the algorithm appends the
best candidate from P1 to the ranking (Lines 11-12); otherwise, it appends the best
candidate from P0∪P1 (Lines 14-20).

5.3.2 Algorithm Correctness

By construction, a ranking τ̃ generated by FA*IR satisfies in-group monotonicity,
because protected and non-protected candidates are selected by decreasing qualifica-
tions. It also satisfies the ranked group fairness constraint, because for every prefix
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Algorithm 4: Algorithm FA*IR finds a ranking that maximizes utility subject to in-group
monotonicity and ranked group fairness constraints. Checks for special cases (e.g., insuffi-
cient candidates of a class) are not included for clarity.

input :k ≤ n, the size of the list to return; ∀ di ∈ D: yi, the qualifications for
candidate di, and g(i) an indicator that is 1 iff candidate di is protected;
p ∈]0,1[, the minimum proportion of protected elements; αc ∈]0,1[, the
adjusted significance for each fair representation test.

output :a fair ranking τ̃ , satisfying the group fairness condition with parameters
p,α , and maximizing utility.

1 P0,P1← empty priority queues with bounded capacity k
2 for i← 1 to n do
3 insert di with value yi in priority queue Pg(i)

4 end
// compute min. protected candidates per position

5 for i← 1 to k do
6 m[i]← F−1(αc; i, p)
7 end

// create fair ranking

8 (τp,τn)← (0,0)
9 while τp + τn < k do

10 if τp < m[τp + τn +1] then
// add a protected candidate

11 τp← τp +1
12 τ̃[τp + τn]← dequeue(P1)

13 else
// add the best candidate available

14 if ypeek(P1)
≥ ypeek(P0)

then
15 τp← τp +1
16 τ̃[τp + τn]← dequeue(P1)

17 else
18 τn← τn +1
19 τ̃[τp + τn]← dequeue(P0)

20 end
21 end
22 end
23 return τ̃

of size i the list, the number of protected candidates is at least m(i). What we must
prove is that τ̃ achieves optimal selection utility, and that it maximizes ordering
utility. This is done in the following lemmas.

Lemma 3. If a ranking τ satisfies the in-group monotonicity constraint, then the
utility loss (ordering or selection utility different from zero) can only happen across
protected/non-protected groups.

Proof. This comes directly from Definition 6 given that for two elements di,d j, the
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only case in which τ−1(di)< τ−1(d j)∧ yi < y j is when g(di) 6= g(d j).

Lemma 4. The optimal selection utility among rankings satisfying in-group mono-
tonicity (i) and ranked group fairness (ii), is either zero, or is less than zero, iff a
non-protected candidate is ranked below a less qualified protected candidate.

Proof. Let di,d j be the two elements that attain the optimal selection utility, with
di ∈ τ, j ∈ D\ τ . We prove Lemma 4 by contradiction: let us assume di is a non-
protected element (g(di) = G0) and d j is a protected element (g(d j) = G1). By
in-group monotonicity, we know di is the last non-protected element in τ . Let us
swap di and d j, moving di outside τ and d j inside the ranking, and then moving
down d j if necessary to place it in the correct ordering among the protected elements
below its position. The new ranking continues to satisfy in-group monotonicity
as well as ranked group fairness (as it has not decreased the number of protected
elements at any position in the ranking), and has a larger selection utility. This is
a contradiction because the selection utility was optimal. Hence, di is a protected
element and d j a non-protected element.

Lemma 5. Given two rankings ρ,τ satisfying in-group monotonicity (i), if they
have the same number of protected elements ρp = τp, then both rankings contain
the same k elements (possibly in different order), and hence both rankings have the
same selection utility.

Proof. Both rankings contain a prefix of size τp of the list of protected candidates
ordered by decreasing qualifications, and a prefix of size k− τp of the list of non-
protected candidates ordered by decreasing qualifications. Hence, ∀di ∈D,di ∈ τ⇔
di ∈ ρ , so the elements not included in the rankings are also the same elements, and
the selection utility of both rankings is the same.

The previous lemma means selection utility is determined by the number of protected
candidates in a ranking.

Lemma 6. Algorithm FA*IR achieves optimal selection utility among rankings
satisfying in-group monotonicity (i) and ranked group fairness (ii).

Proof. Let τ be the ranking produced by FA*IR, and τ∗ be the ranking achieving
the optimal selection utility. We will prove that τp = τ∗p by contradiction. Suppose
τp < τ∗p. Then, we could take the least qualified protected element in τ∗p and swap
it with the most qualified non-protected element in D\ τ∗p, re-ordering as needed.
This would increase selection utility and still satisfy the constraints, which is a
contradiction with the fact that τ∗p achieved the optimal selection utility. Suppose
τp > τ∗p. Then, at the position at which the least qualified protected element in τ

is found, we could have placed a non-protected element with higher qualifications,
as τ∗ satisfies ranked group fairness and has less protected elements. This is a
contradiction with the way in which FA*IR operates, as it only places a protected
element with lower qualifications when needed to satisfy ranked group fairness.
Hence, τp = τ∗p and by Lemma 5 it achieves the same selection utility.
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Algorithm Time Complexity Space Complexity

CONSTRUCTMTABLE O(k) ·O(F−1(p,k,α)) O(k)

SUCCESSPROBABILITY O(CONSTRUCTMTABLE)+O(∏
m(k)
j=1 b( j) ·O(PDF)) O(k)

ADJUSTSIGNIFICANCETWOGROUPS O(logk) · (O(SUCCESSPROBABILITY)) O(k)
FA*IR O(n logn)+O(ADJUSTSIGNIFICANCETWOGROUPS)+O(k) O(n)

Table 9: Summary of time and space complexities for all presented algorithms.

Lemma 7. Algorithm FA*IR maximizes ordering utility among rankings satisfying
in-group monotonicity (i), ranked group fairness (ii), and achieving optimal selection
utility (iii).

Proof. By Lemmas 5 and 6 we know that satisfying the constraints and achieving
optimal selection utility implies having a specific number of protected elements
τ∗p. Hence, we need to show that among rankings having this number of protected
elements, FA*IR achieves the maximum ordering utility. By Lemma 3 we know
that loss of ordering utility is due only to non-protected elements placed below less
qualified protected elements. However, we know that in FA*IR this only happens
when necessary to satisfy ranked group fairness, and having less protected elements
at any given position than the ranking produced by FA*IR would violate the ranked
group fairness constraint.

5.4 Algorithmic Complexities
This section presents time and space complexity analyses for all proposed algorithms
from this chapter (Table 9).

We start by analyzing the complexity of the significance adjustment: to understand
its computational feasibility we need to know how many mTables exist for fix k and
p.

Theorem 2. The number of legal mTables for k, p is less or equal to k(k−1)
2 .

Proof. Given the proof of Theorem 1 we can count the number of legal mTables
for fix p,k as follows: The maximum mass of a legal mTable of length k is by
construction L1((m(1) = 1,m(2) = 2, . . . ,m(k) = k)) = ∑

k
i=1 m(i) = k(k−1)

2 . Follow-
ing Definition 7 the entry m(1) is the smallest entry or equal to all other entries.
Furthermore, because this mTable is legal and following Definition 8, the mTable is
a result of Algorithm 3, CONSTRUCTMTABLE. Thus m(1) = F−1(1, p,α) ∈ {0,1}.
In other words, m(1) can only be 0 or 1.

In turn m(2) can only be 2, if m(1) was 1 (otherwise m(2)< 2). Accordingly, the
minimum mass of a legal mTable is L1((m(1),m(2), . . . ,m(k))) = 0, if all m(i) = 0.
Following Lemma 2, we can create mTables with higher masses by increasing α .
Furthermore, following Theorem 1, if a legal mTable exists for a given mass and
parameters k, p, then this is the only existing legal mTable with that mass. We know
that there is a theoretical minimum mass for legal mTables (L1 = 0) which would
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occur, for example, if we set α = 0 assuming p < 1. There also exists a theoretical
maximum mass for legal mTables which is k(k−1)

2 . At best, we can achieve every
possible mass between those two to extremes. It follows that there are at most k(k−1)

2
masses for legal mTables of size k for a fix p.

CONSTRUCTMTABLE complexity. CONSTRUCTMTABLE computes the inverse
CDF F−1(k, p,α) for k positions of the ranking and stores each of the already com-
puted values in a cache. This leads to a time complexity of O(k) ·O(F−1(k, p,α)).
Assuming a constant time for the calculation of the PDF, the time complexity of
F−1(k, p,α) for our implementation is O(i2), with i being the current position we
calculate F−1 for. The space complexity is O(k), if we do not store any intermediate
results for future calculations.

SUCCESSPROBABILITY complexity. Computing the success probability for a mTable
has time complexity O(∏

m(k)
j=1 b( j) ·O(PDF)) as explained in Section 5.2 (see Page 79).

However, before we can compute the success probability, we have to calculate
the corresponding mTable and its blocks b which adds O(k) ·O(F−1(k, p,α)) to
the time complexity of SUCCESSPROBABILITY. Overall we therefore get O(k) ·
O(F−1(k, p,α)) +O(∏

m(k)
j=1 b( j) ·O(PDF)). For the sake of readability we will

write O(CONSTRUCTMTABLE )+O(∏
m(k)
j=1 b( j) ·O(PDF)). The space complexity is

O(k) for the number of blocks plus O(k) for the stored probabilities at each position.

ADJUSTSIGNIFICANCETWOGROUPS complexity. In general binary search on a
list of n mutually distinct items has a time complexity of O(logn). We showed
in Theorem 2 that the list of distinct mTables on which we will perform a bi-
nary search, has a maximum size of k(k−1)

2 . Thus the binary search for αc has
a complexity of O(log k(k−1)

2 ) = O(logk2). For each binary search step we need

O(CONSTRUCTMTABLE) to compute the new mTable, as well as O(∏
m(k)
j=1 b( j) ·

O(PDF)) for its success probability. Overall we therefore need
O(logk2) ·O(SUCCESSPROBABILITY) to compute the adjusted significance αc and
the corresponding mTable. The space complexity is O(k) since we only store the
three mTables with their respective success probability at a time.

FA*IR complexity. Assuming a computational cost of O(n logn) for creating
the sorted lists of candidates, FA*IR ranks exactly k items using an adjusted
mTable of length k. In total we have to run ADJUSTSIGNIFICANCETWOGROUPS

for a particular setting of (k, p,α) only once and for all, leading to O(n logn)+
O(ADJUSTSIGNIFICANCETWOGROUPS)+O(k), for the first time. For all future runs
of FA*IR with the same parameters the complexity becomes O(n logn)+O(k).
The space complexity is that of ADJUSTSIGNIFICANCETWOGROUPS plus O(n) for
the candidates we want to rank plus O(k) for the ranking itself, in summary O(n).
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Figure 17: Probability of considering a fair ranking generated by [81] as unfair for k = 1,000;αc =
0.01 (bottom curve) and for k = 1,500;αc = 0.05 (top curve). Model represented by lines, experi-
mental results (avg. of 10,000 runs) by crosses.

5.5 Experiments

In the first part of our experiments we create synthetic datasets to demonstrate
the correctness of the significance adjustment done by Algorithm ADJUSTSIGNIFI-
CANCETWOGROUPS (Sec. 5.5.1). In the second part, we consider several established
public datasets, as well as new datasets, for evaluating algorithm FA*IR (datasets
in Sec. 5.5.2, metrics and comparison with baselines in Sec. 5.5.3, and results in
Sec. 5.5.4).

5.5.1 Verification of Multiple Tests Adjustment

We empirically verified the adjustment formula and the ADJUSTSIGNIFICANCETWOGROUPS

method using randomly generated data. We repeatedly generated multiple rankings
of different lengths k using the algorithm by Yang and Stoyanovich [81] and evalu-
ated these rankings with our ranked group fairness test, determining the probability
that this ranking, which we consider fair, was declared unfair. Example results are
shown on Figure 17 for two combinations of k and αc. The lines indicate results
given by ADJUSTSIGNIFICANCETWOGROUPS, whereas the crosses mark results from
the experimental evaluation. As expected, the experiment results closely resemble
the output of ADJUSTSIGNIFICANCETWOGROUPS.

5.5.2 Datasets

Table 10 summarizes the datasets used in our experiments. Each dataset contains
a set of people with demographic attributes, plus a quality attribute. For each
dataset, we consider a value of k that is a small round number (e.g., , 100, 1,000,
or 1,500), or k = n for a small dataset. For the purposes of these experiments, we
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considere several scenarios of protected groups. We remark however, that the choice
of the protected group is not arbitrary: it should be determined by law or voluntary
commitments; for the purpose of experimentation we test different scenarios, but
in a real application there should be no ambiguity about which is the protected
group and what is the minimum proportion. An experiment consists of generating
a ranking using FA*IR and then comparing it to baseline rankings w.r.t. metrics
introduced in Sec. 5.5.3.

We used the two publicly-available datasets used in [81] (COMPAS [4] and
German Credit [48]), plus another publicly available dataset (SAT [75]), plus a new
dataset created and released with this paper (XING), as we describe next.

COMPAS. The Correctional Offender Management Profiling for Alternative Sanc-
tions tool is an assessment tool for predicting recidivism based on a questionnaire
of 137 questions. It is used in several jurisdictions in the US, and has been accused
of racial discrimination by producing a higher likelihood to recidivate for African
Americans [4]. In our experiment, we test a scenario in which we want to create
a fair ranking of the top-k people who are least likely to recidivate, who could be,
for instance, considered for a pardon or reduced sentence. We observe that African
Americans as well as males are given a larger recidivism score than other groups;
for the purposes of this experiment we select these two categories as the protected
groups. In an additional experiment, we also set females to be the protected group,
because they make up less than 10% of the dataset population.

German Credit. This is the Statlog German Credit Data collected by Hans Hof-
mann [48]. It is based on credit ratings generated by Schufa, a German private credit
agency based on a set of variables for each applicant, including age, gender, marital
status, among others. The Schufa Score is an essential determinant for every resident

Quality Protected Protected
Dataset n k criterion group %

D1 COMPAS [4] 18K 1K ¬recidivism Afr.-Am. 51.2%
D2 " " " " male 80.7%
D3 " " " " female 19.3%
D4 Ger. credit [48] 1K 100 credit rating female 69.0%
D5 " " " " < 25 yr. 14.9%
D6 " " " " < 35 yr. 54.8%
D7 SAT [75] 1.6 M 1.5K test score female 53.1%
D8 XING [ours] 40 40 ad-hoc score f/m/f 27/43/27%

Table 10: Datasets and experimental settings. For D8 we set a group as protected, if its items
constitute the minority in the top-10 positions of the colorblind ranking.
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in Germany when it comes to evaluating credit rating before getting a phone contract,
a long-term apartment rental or almost any loan. We use the credit-worthiness as
qualification, as [81], and note that women and younger applicants are given lower
scores; for the purposes of these experiments, we use those groups as protected.

SAT. The SAT dataset corresponds to scores in the US Scholastic Assessment
Test, a standardized test used for college admissions in the US. It contains the SAT
results from 2014 for 1.6 million applicants in fine-grained buckets of 10 points (out
of a total of 2,400 points) [75]. The qualification attribute is set to be the achieved
SAT score, and the protected group is women (female students), who scored about
25 points lower on average than men in this test.

XING. XING22 is a career-oriented website from which we automatically col-
lected the top-40 profiles returned for 54 queries, using three for which there is a
clear difference in the proportion of the sexes between the top-10 and top-40 posi-
tions (recall Table 5, Page 68). We used a non-personalized (not logged in) search
interface and confirmed that it yields the same results from different locations. For
each profile, we collected gender, list of positions held, list of education details, and
the number of times each profile has been viewed in the platform, which is a measure
of popularity of the profile. With this information, we constructed an ad-hoc score:
the months of work experience plus the months of education, multiplied by the
number of views of the profile. This score tends to be somewhat higher for profiles
in the first positions of the search results, but in general does not approximate the
proprietary ordering in which profiles are shown. We include this score and its
components in our anonymized data release. We use the minority gender within the
top-10 positions for each query as the protected group.

5.5.3 Baselines and Metrics

For each dataset, we generate various top-k rankings with varying targets of mini-
mum proportion p of protected candidates using FA*IR, plus two baseline rankings:

Baseline 1: Colorblind Ranking. The ranking κ1..k that only considers the quali-
fications of candidates, without considering group fairness (see Sec. 5.1.1, p. 71).

Baseline 2: Feldman et al. [29]. This ranking method aligns the probability
distribution of the protected candidates with the non-protected ones. Specifically,
for a candidate di in the protected group, we replace its score yi← y j by choosing a
candidate d j in the non-protected group having Qnp( j) = Qp(i), with Q(·) being the
quantile of a candidate among the protected (respectively, non-protected) candidates.

22https://www.xing.com/
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Figure 18: Depiction of possible trade-offs using FA*IR. Increase in the percentage of protected
candidates in D5 (German credit, protected group age < 25) for increasing values of p, compared to
ordering utility and NDCG.

Utility. We report the loss in ranked utility (Def. 3) after score normalization, i.e.,
all yi are normalized to be within [0,1]. We also report the maximum rank drop, i.e.,
the number of positions lost by the candidate that realizes the maximum ordering
utility loss.

NDCG. We report the utility of the reordered rankings in terms of NDCG, which
is a normalized weighted summation of the quality of the elements (see Sec. 2.1.3)
and calculated as in Eq. 2 (p. 12). It is a standard measure to evaluate search
rankings [41] and normalized so that the maximum value is 1.0.

5.5.4 Results

Table 11 (p. 93) summarizes the results. We report on the result using p close to
the proportion of protected elements in each dataset. First, we observe that, in
general, changes in utility with respect to the colorblind ranking are minor, as the
utility is dominated by the top positions, which do not change dramatically. Second,
FA*IR achieves higher or equal selection utility than the baseline [29] in all but
one of the experimental conditions (D7). Third, FA*IR achieves higher or equal
ordering utility in all conditions. This is also reflected in the rank loss of the most
unfairly treated candidate included in the ranking (i.e., the candidate that receives
the maximum ordering utility loss).

Importantly, FA*IR allows to create rankings for multiple values of p, something
that cannot be done directly with the baselines (Feldman et al. [29] allows what they
call a “partial repair,” but through an indirect parameter determining a mixture of the
original and a transformed distribution). Figure 18 shows results when varying p in
dataset D5 (German credit, the protected group is people under 25 years old). This
means that FA*IR allows a wide range of positive actions, for instance, offering
favorable credit conditions to people with good credit rating, with a preference
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towards younger customers. In this case, the figure shows that we can double the
proportion of young people in the top-k ranking (from the original 15% up to 30%)
without introducing a large ordering utility loss. At the same time NDCG will
remain almost unchanged.

5.6 Discussion
The method we have presented can generate a ranking with a guaranteed ranked
group fairness. At the same time it does not introduce a large utility loss, as
we have seen in Table 11. Compared to the baseline of Feldman et al. [29], in
general, we produce the same or less utility loss when reranking items subject to
fairness constraints. In contrast to [29] we do not assume that the distributions
of qualifications in the protected and non-protected groups have a similar shape.
More importantly, we can directly control the trade-off between fairness and utility
through a parameter p.

Limitations and Future Work. We only considered a situation where people
belong to either a protected or a non-protected group. We take upon the problem of
FA*IR for multiple protected groups in the next chapter (Chapter 6). Furthermore
FA*IR is designed to implement an affirmative action policy with pre-defined
fairness constraints and hence does not consider ranking utility apart from preserving
in-group monotonicity. It is therefore suited for situations in which the user of FA*IR
wants to adopt a WAE worldview and suspects that candidate scores are prone to
biases. However, if ranking scores are considered to be unbiased (WYSIWYG),
or if p is set too high, FA*IR can lead to reverse discrimination. Generally the
method experiences the disadvantages common for all post-processing methods, as
described in Section 2.3.3.

In the future it would be interesting to experimenting with the related problems
we considered in Section 5.1.4, including directly bounding the maximum utility
loss (ordering or selection), while maximizing ranked group fairness, or weighing
the three criteria. Experimentally, there are several directions. For instance, we have
used real datasets that exhibit some differences among protected and non-protected
groups; experiments with synthetic datasets would allow to test with more extreme
differences. Further experimental work may be done to measure robustness to noise
in qualifications, and later to evaluate the user impact of this in a real application.
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% Prot. Ordering Rank Selection
Method output NDCG utility loss drop utility loss

D1 (51.2%) colorblind 25% 1.0000 0.0000 0 0.0000
COMPAS, FA*IR p = 0.5 46% 0.9858 0.2026 319 0.1087
race=Afr.-Am. Feldman et al. 51% 0.9779 0.2281 393 0.1301

D2 (80.7%) colorblind 73% 1.0000 0.0000 0 0.0000
COMPAS, FA*IR p = 0.8 77% 1.0000 0.1194 161 0.0320
gender=male Feldman et al. 81% 0.9973 0.2090 294 0.0533

D3 (19.3%) colorblind 28% 1.0000 0.0000 0 0.0000
COMPAS, FA*IR p = 0.2 28% 0.9999 0.2239 1 0.0000
gender=female Feldman et al. 19% 0.9972 0.3028 278 0.0533

D4 (69.0%) colorblind 74% 1.0000 0.0000 0 0.0000
Ger. cred, FA*IR p = 0.7 74% 1.0000 0.0000 0 0.0000
gender=female Feldman et al. 69% 0.9988 0.1197 8 0.0224

D5 (14.9%) colorblind 9% 1.0000 0.0000 0 0.0000
Ger. cred, FA*IR p = 0.2 15% 0.9983 0.0436 7 0.0462
age < 25 Feldman et al. 15% 0.9952 0.1656 8 0.0462

D6 (54.8%) colorblind 24% 1.0000 0.0000 0 0.0000
Ger. cred, FA*IR p = 0.6 50% 0.9913 0.1137 30 0.0593
age < 35 Feldman et al. 55% 0.9853 0.2123 36 0.0633

D7 (53.1%) colorblind 49% 1.0000 0.0000 0 0.0000
SAT, FA*IR p = 0.6 57% 0.9996 0.0167 365 0.0083
gender=female Feldman et al. 56% 0.9996 0.0167 241 0.0042

D8a (27.5%) colorblind 28% 1.0000 0.0000 0 0.0000
Economist, FA*IR p = 0.3 28% 1.0000 0.0000 0 0.0000
gender=female Feldman et al. 28% 0.9935 0.6109 5 0.0000

D8b (42.5%) colorblind 43% 1.0000 0.0000 0 0.0000
Mkt. Analyst, FA*IR p = 0.4 43% 1.0000 0.0000 0 0.0000
gender=male Feldman et al. 43% 0.9422 1.0000 5 0.0000

D8c (29.7%) colorblind 30% 1.0000 0.0000 0 0.0000
Copywriter, FA*IR p = 0.3 30% 1.0000 0.0000 0 0.0000
gender=female Feldman et al. 30% 0.9782 0.4468 10 0.0000

Table 11: Experimental results, highlighting in boldface the best non-colorblind result. Both FA*IR
and the baseline from Feldman et al. achieve the same target proportion of protected elements in
the output and the same selection unfairness, but in general FA*IR achieves it with less ordering
unfairness, and with less maximum rank drop (the number of positions that the most unfairly ordered
element drops).
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6 Fair Top-k Ranking for Multiple
Protected Groups

In this chapter23 we extend the FAIR TOP-k RANKING PROBLEM, as per Problem
Statement 1 in Section 5.1.4, to handle multiple protected groups at the same time.
Intuitively, given a set G of different minority groups, our aim is to produce a ranking
in which the proportion of each group G∈G in any ranking prefix does not fall below
given minimum proportions pG, where pG is a vector containing the respective
minimum proportion pG for each group. In this ranking, we would also like to
preserve relevance/utility as much as possible. We extend the ranked group fairness
criterion (Definition 2, Page 72) to compare the number of protected elements in
every prefix of the ranking with the expected number of protected elements, if they
were picked at random using a multinomially distributed statistical process. As
in the previous chapter we use a statistical test for this comparison. Hence our
problem formulation again includes a significance parameter α corresponding to
the probability of a type-I-error, which means rejecting a fair ranking.

Example. In the following we want to illustrate why we have to extend the FAIR

TOP-k RANKING PROBLEM from Chapter 5 to be based on a multinomial distribution,
instead of just applying binomial FA*IR to a ranking for each group consecutively.
Consider the rankings in Table 12, corresponding to five hypothetical ways of rank-
ing ten candidate applicants in a credit approval process. The rankings are obtained
based on the credit worthiness of each applicant, taking into account different fea-
tures such as account status, credit duration, and credit amount. We also present
to which protected group each individual belongs based on their demographics
“age” and “race.” Suppose we have two protected groups, namely “young white”
candidates and “old black” candidates, and one non-protected group, old white
candidates; for now, in this example, we do not consider young black candidates on
purpose.

When using the definition of ranked group fairness for one protected group
(Def. 2, p. 72) with minimum proportion p = 0.3 and significance α = 0.1, these
parameters translate into requiring at least one protected candidate in the top seven
positions of a ranking with ten positions in total. Suppose we set the same minimum
proportions for both protected groups py/w = po/b = 0.3 and we assume that the
colorblind ranking (upper most ranking in Table 12) does not meet ranked group
fairness with these requirements. The next two rankings have been obtained using
FA*IR for one protected group, each focusing either on the protected group of old
blacks or young whites, while treating the rest as non-protected. We see directly
why this is problematic: equal minimum proportions p result in exactly the same
requirements of protected candidates for each group. It is not clear whether an

23This chapter is based on Zehlike et al. [91].
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Table 12: Five possible rankings of top-10 results with people from two protected groups: young
white (red) and old black persons (blue), and one non-protected group: old white persons. Suppose
we set the same minimum proportions for these two groups py/w = po/b = 0.3. The first ranking
shows the colorblind ranking, which is unfair for both groups (note that the remaining protected
candidates have been ranked outside of the top-10 and are not shown). The next three rankings are
created using FA*IR from Chapter 5 with respective minimum proportions: The second ranking
would be considered fair for young people, but not for black people; the third ranking would be
considered fair for black people, but not for young people; the fourth ranking combines black and
young people into one protected group, but because the group-specific bias is higher for young people,
they are ranked below all black candidates; the fifth ranking was created using the multinomial
extension of FA*IR and would satisfy the multinomial ranked group fairness condition for both
young and black people. Note that this is only one possible fair ranking out of many possibilities.

Position 1 2 3 4 5 6 7 8 9 10

Colorblind o/w o/w o/w o/w o/w o/w o/w o/w o/b y/w
Young Whites py/w = 0.3 o/w o/w o/w o/w o/w o/w y/w o/w o/w o/b
Old Blacks po/b = 0.3 o/w o/w o/w o/w o/w o/w o/b o/w o/w y/w
y/w and o/b as one group o/w o/w o/b o/w o/b o/w o/b o/w y/w o/w
py/w + o/b = 0.6;
y/w and o/b as distinct groups o/w o/w y/w o/b o/w y/w o/b o/w y/w o/b
py/w = po/b = 0.3;

old black or a young white candidate should be preferred at position 7. More
importantly, it is also not clear how to proceed with the candidate that is not chosen.
Let us assume that the young white candidate is chosen to be ranked to position 7.
As old black candidates are not considered as protected in this setting, they would
be ranked even lower than their original position in the colorblind ranking (observe
the second ranking in Table 12, where the old black candidate has been moved from
their colorblind position 9 to position 10).

To overcome this problem of competing protected group requirements when
applying FA*IR consecutively, suppose we aggregated all protected candidates
together into a single group and add up the minimum proportions to one that fits
the total share of protected people. In our example, we combine the group of young
whites and old blacks into one group with minimum proportion p = 0.6. This
however, neglects to account for any bias that manifests differently across protected
groups. Hence, if the bias in credit scores of young people is significantly higher
than for black people, then all young whites will be ranked below the old blacks in
the fair ranking (observe the fourth ranking in Table 12). Additionally, combining all
protected groups into one group ignores the problem of intersectional discrimination.
Intersectional discrimination refers to the fact that personal, political, and social
identities of an individual combine into a unique profile that can be discriminated.
If we also considered young black people as a third protected group, the bias in
their scores would manifest itself through two dimensions of discrimination, namely
through age and race, which may lead to even more bias in their scores, and thus
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potentially to the lowest positions, even when applying FA*IR. Therefore young
black candidates should be considered as their own group whose scores are not
comparable with the ones of young whites, or old blacks.

We conclude that providing a fairness definition for rankings that either treats
protected groups consecutively or assembles all groups into one big group cannot
guarantee a fair ranking for multiple protected groups with different bias manifes-
tations. This highlights the need for a specific ranked group fairness notion for
multiple protected groups that is based on a multinomial distribution. The fifth
ranking in Table 12 is an example of a multinomially fair top-10 ranking for the
protected groups young and black. It is created using our multinomial ranked group
fairness criteria and the multinomial FA*IR algorithm proposed in this chapter.
Note that this is only one possible fair ranking out of many possibilities. We remark
that our method is suitable for usage in cases of intersectional discrimination where
groups are formed through the Cartesian product of protected attributes.

Contributions. We make the following contributions in this chapter:

1. Multinomial Ranked Group Fairness and Significance Adjustment: We de-
fine and analyze the FAIR TOP-k RANKING PROBLEM WITH MULTIPLE PROTECTED

GROUPS, in which we want to determine a subset of k candidates from a large
pool of n� k candidates, in a way that maintains high utility (selects the “best”
candidates from each group), subject to the multinomial ranked group fairness
criterion. We also show that the verification of the ranked group fairness criterion
can be implemented efficiently by pre-computing a verification data structure that
we call mTree.24 This tree contains all possibilities to create a ranking that satisfies
multinomial ranked group fairness and we provide an algorithm to build and persist
it. We also provide an algorithm for the mTree adjustment due to multiple dependent
hypothesis testing, where we compute αc such that the type-I-error is less or equal
to α for the entire tree.

2. Legal Compliance: Our definition of multinomial ranked group fairness reflects
the legal principle of group under-representation in obtaining a benefit [28, 47]. We
formulate the criterion by applying a statistical test on the proportions of protected
candidates on every prefix of the ranking, which should be indistinguishable or
above given per-group minima.

3. Individual Utility in a Setting with Multiple Groups: As in Chapter 5, our
notion of utility assumes that we want to select the most qualified candidates from
each group, while their qualification is equal to a relevance score calculated by a
ranking algorithm. However, in a setting with multiple protected groups optimal
selection and ordering utility cannot be guaranteed because of said differences in the
group skews. Mathematically this means that the optimal solution for multinomial
ranked group fairness is a solution space rather than just a single point as it was in

24Not to be confused with m-trees for similarity searches from [20].
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Chapter 5, while the optimal solution in terms of utility is still a single point within
said solution space whose location depends on the candidate set at hand. We want
to stress that trying to find this point of optimal utility corresponds to a worldview
in which one assumes that utility measures of candidates across different groups
are actually comparable, or that the per-group bias is known a-priori (recall our
introductory example). In Section 6.1.3 we give a detailed discussion on why group
skew unawareness is a necessary condition for the justification of post-processing
algorithms in general and why we explicitly do not search for the optimal solution
in terms of utility.

4. Multinomial FA*IR: Finally, we propose an efficient algorithm, named multi-
nomial FA*IR, for producing a top-k ranking that maintains high utility while
satisfying ranked group fairness, as long as there are “enough” protected candidates
from each group to achieve the desired minimum proportions. Note, that if a group
of protected candidates is too small to satisfy ranked group fairness, the ranking
is necessarily bound to under-represent them. Nevertheless, we output a ranking
that follows our utility principles. We present extensive experiments to evaluate the
performance of our approach compared to a group-unaware method (the so-called
“colorblind” method) with respect to the expected utility of a ranking and the fairness
degree measured in terms of expected exposure [42].

The rest of this chapter is organized as follows. Section 6.1 introduces our ranked
group fairness and utility criteria and a formal problem statement. Section 6.2
presents a data structure (mTree) that allows fast verification of the ranked group
fairness criterion. Section 6.3 presents a procedure for statistical test significance
adjustment, which is required due to multiple hypotheses testing. Section 6.4
describes the FA*IR algorithm for fair rankings. Section 6.5 presents experimental
results. Section 6.6 presents our conclusions and future work.

6.1 Extending the FAIR TOP-k RANKING PROBLEM

In the following, we introduce notation (Section 6.1.1) and present the definition of
multinomial ranked group fairness (Section 6.1.2) as well as definitions of utility
in this new context (Section 6.1.3). Lastly we present a formal problem statement
of fair top-k ranking for multiple protected groups (Section 6.1.4). We explicitly
frame this as an extension of FA*IR for one protected groups rather than an entirely
new framework, and hence the definitions in this chapter strongly correlate with
those from Chapter 5. Additional notation is summarized on Table 13, for all other
notation refer to Table 1 on Page 8.

6.1.1 Preliminaries and Notation

We examine a set D of candidates, where k of them will be selected based on their
respective qualification. We denote the “utility” of candidate di for each di ∈ D by
yi, which can be viewed as the fitness of candidate di for the task at hand, or e.g.,
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τ = π1..k
A permutation of length k containing candidates
from D

τ−1(di) The position of di in τ , or |τ|+1 if di /∈ τ

τG = (τ1,τ2, . . . ,τ|G|) The vector of number of elements from group G in τ

κ
The “colorblind” ranking of documents in D by
decreasing yi

G0 The non-protected group

pG = (p1, p2, . . . , p|G|)
The vector of minimum proportions for candidates of
each protected group

α Significance value for ranked group fairness test
αc Adjusted significance for each fair representation test

Uk(di,τ) Ranked individual utility

Table 13: Additional notation for multinomial FA*IR.

for a search query. We assume this score to be given and denote that it may be a
weighted combination of several different attributes. If this utility is computed by a
machine learning model, an effort must be done to prevent preexisting and technical
biases towards a protected group to be embodied in the model (see e.g., [74]).
We define a set G =

{
G0,G1, . . .G|G|

}
of candidate groups that form a partition

of D as the Cartesian product of group attributes. We will consider G0 as non-
protected (or privileged) and all remaining groups as protected (or disadvantaged).
We assume there are at least k candidates in each group. We will reuse the notation
τ for a top-k ranking as in Chapter 5, and reuse the definition of a candidate’s
rank τ−1(di) from Equation 19 on Page 71. By τG we denote the number of
elements of group G that are present in τ , i.e., τG = |{di ∈ τ ∧ di ∈ G}|. We
set τG = (τG)G∈G, to be the vector that contains these numbers for each group.
Let again κ be the total ranking of all candidates by decreasing utility: ∀di,d j ∈
D,κ−1(di)< κ−1(d j)⇒ yi ≥ y j. Remember that we call this the colorblind ranking
of D, because it simply focuses on their utility but ignores their protection status.
Let again κ1..k = (κ(1),κ(2), . . . ,κ(k)) be a prefix of size k of this ranking.

Fair Top-k Ranking Criteria. To solve the FAIR TOP-k RANKING PROBLEM WITH

MULTIPLE PROTECTED GROUPS, our method searches for a particular ranking τ̃ ∈Ω

that maximizes the following objectives:

Criterion 1. Ranked group fairness: τ̃ should fairly represent each protected group
G ∈G;

Criterion 2. Selection utility: τ̃ should contain the most qualified candidates; and

Criterion 3. Ordering utility: τ̃ should be ordered by decreasing qualifications.
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The formal problem statement is given in Section 6.1.4, but first, we need to formally
define each criterion, which we do in the next sections.

6.1.2 Multinomial Group Fairness for Rankings

Criterion 1 of Section 6.1.1 is operationalized as a multinomial ranked group fairness
criterion with two input parameters: (i) τG, the vector containing the number of
candidates from each protected group in ranking τ , and (ii) pG, a vector containing
minimum target proportions for each protected group. Intuitively, a ranking is said
to not fulfill the ranked group fairness condition, if the number τG of candidates
from a protected group G falls far below the required number according to the
given target proportions. This number is calculated using the stochastic process of
a multinomial distribution (i.e., the roll of a biased |G|-sided dice), and simulates
that candidates were picked at random at each position, if the dice shows the side of
their group. The comparison is repeated for every prefix of the ranking. This is a
translation of the idea of luck egalitarianism, which is a subcategory of substantive
equality of opportunity (see Subsection 2.3.5, Page 23).

Definition 11 (Multinomial Cumulative Distribution Function). Let n ∈ N be a
number of trials where each trial results in one of the events E1,E2, . . . ,E|G| and
on each trial Ei occurs with probability pi ∈ pG. Let X be a set of random vari-
ables, that is multinomially distributed X ∼Mult(n, pG) with parameters n and
pG = (p1, p2, . . . , p|G|), and let Xi be the number of trials in which event Ei occurs.
We define F (X ;n, pG) = P

(
E1 ≤ X1,E2 ≤ X2, . . . ,E|G| ≤ X|G|

)
the multinomial cu-

mulative distribution function, which computes the probability that each event Ei
occurs at most Xi times in n trials given probabilities pG.

With the multinomial CDF the ranked group fairness criterion is formalized as a
statistical significance test. To express the probability of rejecting a fair ranking
(i.e., a type-I-error) we include a significance parameter α ∈ [0,1].

Definition 12 (Fair Representation Condition). Let F(X ;n, pG) be the multinomial
cumulative distribution function as defined above. A ranking of candidates τ ,
having τG = (τ1, . . . ,τ|G|) protected candidates from each group fairly represents all
protected groups with minimal proportions pG = (p1, p2, . . . , p|G|) and significance
α , if and only if F(τG;k, pG)> α .

The fair representation condition implements a statistical test, with null hypothesis
H0 assuming that all protected groups are represented with a minimal proportion.
The alternative hypothesis Ha translates into an insufficient proportion of protected
elements. Our test setup sets the p-value to F(τG;k, pG) and we reject H0, hence
announce the ranking under test to be unfair, if the p-value is less than or equal to the
threshold α . Note, that according to this definition, in the case of a set of size one,
either the element is in the protected group, and then we satisfy fair representation,
or the element is not in the protected group, and then we satisfy fair representation
if 1−F > α .
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To obtain the ranked group fairness condition, we require the fair representation
condition to be met for all prefixes of the ranking:

Definition 13 (Multinomial Ranked Group Fairness Condition). A ranking τ ∈Ω

satisfies the ranked group fairness condition with parameters pG and α , if for every
prefix τ1.. j = (τ(1),τ(2), . . . ,τ( j)) with 1 ≤ j ≤ k, the set of candidates in τ1.. j
satisfies the fair representation condition with group target proportions pG and
significance αc = ADJUSTSIGNIFICANCE(k, pG,α).
Function ADJUSTSIGNIFICANCE(k, pG,α) returns a corrected significance αc to
account for multiple hypotheses testing (described in Section 6.3).

Note, that there exists a solution space of rankings that satisfy this condition for
a given 3-tuple (k, pG,α), instead of just a single ranking as it is the case when
only one protected group is present. Further note, that a higher significance α

translates into a lower probability of wrongly declaring a fair ranking as unfair, and
we therefore use a relatively conservative setting of α = 0.1 in our experiments
(Section 6.5).

6.1.3 Individual Utility with Multiple Protected Groups

Notions of utility aim to measure desiderata of rankings, such as ranking well
qualified candidates as high as possible. Previous works [18, 81] assumed to know
the exact utility contribution of a candidate at a specific position. In contrast to
that, we base our utility calculation on losses due to non-monotonicity. To remain
compliant with individual fairness, we keep the definition of ranked utility related
to an individual candidate: as in Chapter 5 it is the maximum difference between
a high-scoring candidate, that is ranked below a lower-scoring candidate due to
the ranked group fairness constraint. We therefore reuse Definitions 3, 4 and 5
(Pages 73 – 74) when measuring ranked utility, selection utility, and ordering utility
respectively. We also require in-group monotonicity, as given in Definition 6 on
Page 74, for our framework.

6.1.4 Formal Problem Statement

The criteria we have described enable different problem statements, however we
focus in depth on using ranked group fairness as a constraint and maximize ranked
utility.

Problem 2 (FAIR TOP-k RANKING PROBLEM WITH MULTIPLE PROTECTED GROUPS).
Given a set D of candidates, a partition of D into groups G =

{
G0,G1, . . . ,G|G|

}
,

the vector pG of minimum proportions per protected group, and parameters k ∈ N+

and α ∈ [0,1], we want to produce a fair ranking τ̃ that:
(i) satisfies the in-group monotonicity constraint;

(ii) satisfies multinomial ranked group fairness with parameters pG and α;
(iii) achieves high selection utility (see Def. 4, p. 74) subject to (i) and (ii); and
(iv) achieves high ordering utility (see Def. 5, p. 74) subject to (i), (ii), and (iii).

101



Related Problems. Other problem definitions with respect to the general criteria
described in Section 6.1.1 are possible, however one has to carefully consider
their implications on a probabilistic fairness assumption. For instance, instead of
maintaining high selection and ordering utility, we may seek to always find the one
ranking τ̃∗ from all possible fair rankings that maximizes selection and ordering
utility. We acknowledge that this seems to be a tempting “optimization” of FA*IR,
but we believe that such a strategy is not fully compliant with multinomial ranked
group fairness anymore (see Section 6.4.3 for more details).

Fairness Framework. As in Chapter 5, our fairness definition is based on the
assumption that rankings are fair when the decision on candidate placements is
drawn from a stochastic process. To handle multiple groups simultaneously we use
the generalization of the Bernoulli process, i.e., the multinomial distribution that
represents the roll of a dice at each ranking position. We still operate on the notion
that inter-group score comparisons are generally not possible because of preexisting
bias, which relates to a WAE worldview and substantive equality of opportunity. If
pG is set to 0 however, this is compliant with a WYSIWYG worldview and formal
EO.

6.2 Multinomial Ranked Group Fairness Verification

To verify ranked group fairness efficiently in time O(k), a pre-computed data struc-
ture can be used, which is obtained by the inverse multinomial CDF with parameters
k, pG and α . Remember that the inverse CDF takes as input a probability and returns
that value of a random variable, at which the probability of the random variable

1, [0, 0] 2, [0, 0]

3, [1, 0]

4, [2, 0]∗
5, [3, 0] 6, [3, 1] 7, [3, 1]

8, [4, 1]
9, [5, 1]

9, [4, 2]
8, [3, 2]

5, [2, 1]

4, [1, 1] 5, [1, 1]
6, [2, 1]

7, [2, 2] 8, [2, 2]
9, [3, 2]

9, [2, 3]6, [1, 2]

3, [0, 1] 4, [0, 2]
5, [1, 2]

5, [0, 3] 6, [1, 3] 7, [1, 3]
8, [2, 3]

8, [1, 4]
9, [2, 4]

9, [1, 5]

Figure 19: Example of an mTree with two protected groups with minimum proportions pG =
(1/3,1/3) and αc = 0.1. The notation (k, [x,y]) indicates that at ranking position k, we need at least
x elements of group 1 and y elements of group 2 to satisfy ranked group fairness; group 0, which
is the non-protected group, is always unconstrained. For instance, the marked node (4, [2, 0])∗

indicates that in the first 4 positions, one of the acceptable configurations for a fair ranking is to
have 2 or more elements from group 1 and 0 or more elements from group 2. We see that in case of
multiple protected groups, there are various ways of satisfying Definition 13. Thus, each path in the
tree corresponds to one valid strategy to place protected candidates in the ranking.
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1, [0, 0] 2, [0, 0]

3, [1, 0]
4, [2, 0] 5, [2, 1] 6, [2, 1] 7, [2, 1] 8, [2, 2] 9, [2, 2]

4, [1, 1] 5, [1, 1] 6, [1, 1]
7, [1, 2] 8, [1, 2]

9, [1, 3]
3, [0, 1] 4, [0, 1] 5, [0, 2]

6, [1, 2]

6, [0, 3] 7, [0, 3]
8, [1, 3]

8, [0, 4]
9, [1, 4]

9, [0, 5]

Figure 20: Example of an mTree with two protected groups with minimum proportions pG =
(0.2,0.4) and αc = 0.1. We see that the tree, in contrast to the mTree in Figure 19, is not symmetric
because the minimum proportions pG differ.

being less than or equal to the returned value equals the input probability. In the
multinomial case, the CDF is not injective and has hence no mathematical inverse.
This means there is no quantile function that tells us exactly how many protected
candidates are needed at each k. Instead, there are various manifestations of τG that
satisfy the fair representation condition F(τG;k, pG)> α , which is why the verifi-
cation data structure has the shape of a tree for each k, pG and α . Figure 19 shows
an example of such a tree for two protected groups with pG = (1/3,1/3). Consider
tree level 4 in Fig. 19. At this level, we have three nodes (4, [2,0]), (4, [1,1]), and
(4, [0,2]), each of them containing a set of minima for elements of the protected
groups (the nodes do not include any minima for the non-protected group). These
minima mean that it is acceptable to have among the first four elements in the
ranking either at least 2 elements from protected group 1, or at least 1 element
from each protected group, or at least 2 elements from protected group 2. Note
however, that nodes have parental relationships and that each path corresponds to a
fair distribution of protected candidates in the ranking. Thus, if at level 4 we rank
two candidates from protected group 1, thus satisfying the node with the asterisk
in Fig. 19 (4, [2,0]), at level 5 we have to satisfy either node (5, [2,1]) or node
(5, [3,0]). The other nodes (5, [1,1]), (5, [1,2]), and (5, [0,3]) are not a child of
(4, [2,0]) and therefore cannot be considered to satisfy the ranked group fairness
condition anymore. The tree is symmetric when the minimum proportions are equal,
and asymmetric when the pG ∈ pG are different. Figure 20 shows an asymmetric
tree with minimum proportions pG = (0.2,0.4).

We note, that it is possible to trade-off under-representation in one protected
group against over-representation in another protected group, but only up to a point:
the representation of every protected group cannot fall below a certain minimum.
Additionally, when using this method to construct a ranking, we choose the most
likely path, not any path, and thus avoid extremely unbalanced situations.

As stated at the beginning of this section, mTrees can be pre-computed to al-
low efficient verification of the ranked group fairness condition. They belong to
the class of AND/OR-trees consisting of OR-nodes only. To construct them we
use Algorithms 5 and 6. The first algorithm CONSTRUCTMTREE takes a 3-tuple
(k, pG,αc) as input and returns the mTree of length k for these parameters. First, it
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Algorithm 5: Algorithm CONSTRUCTMTREE computes the data structure to efficiently
verify or construct a ranking that satisfies multinomial ranked group fairness.

input :k, the size of the ranking to produce; pG, the expected proportions of
protected elements for each group; αc, the significance for each individual
test.

output :mTree: A tree data structure that contains the minimum number of
protected candidates for each group.

1 mTree[0]← zeros(|G|) // initialize auxiliary root node with |G| entries
2 for i← 1 to k do
3 for parent in mTree[i−1] do

// find all child nodes that satisfy ranked group fairness

4 children← INVERSEMULTINOMIALCDF(αc; i, pG,parent)
5 parent.children← children
6 end
7 end
8 return mTree

creates an auxiliary root node that contains |G| zero entries and serves as the root
parent. Then, for each parent node parent at each position position i≤ k it calls
the inverse multinomial CDF function, implemented in Algorithm 6. This algorithm
INVERSEMULTINOMIALCDF takes as input a 4-tuple (i, pG,αc,parent) and returns
all nodes satisfying the following two conditions: (i) they have to be children of
node parent, and (ii) they satisfy the multinomial fair representation condition
(Def. 12, Page 100).

6.3 Model Adjustment

Recall that we restrict the probability of a type-I-error in our ranked group fairness
test to α . To verify ranked group fairness, we test if a ranking satisfies the fair
representation condition (Def. 12) for each prefix of size 1,2, . . . ,k. Because of
these multiple hypotheses testing, if we perform each test with significance αc = α ,
we risk rejecting fair rankings at a rate larger than α . Hence, we require an adjusted
significance αc = c(α,k, p) for each fair representation test.

Figure 21 (p. 106) illustrates what happens, if we do not correct the significance
level α . In the figure, we assume there are two protected groups with p1 = p2 = 1/3,
and we generate inherently fair rankings of various lengths from k = 5 to k = 5,000.
Those are rankings that have been created by the stochastic process of a multinomial
distribution (rolling a 3-sided dice). We test each ranking for ranked group fairness
with αc = α and plot the relative frequency of a type-I-error (declaring this fair
ranking as unfair). We observe that the probability of rejecting a fair ranking as
unfair increases with the number of hypotheses tests, i.e., with k. If each of the k
tests performed on a ranking were independent, we could use Šidák’s correction,
and set αc = 1− (1−α)1/k. However, the tests are not independent at all, as the
tests with prefixes k1,k2 (for instance), overlap on their first min(k1,k2) elements. In
this section, we present a procedure to adjust the significance level under dependent
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Algorithm 6: Algorithm INVERSEMULTINOMIALCDF computes the inverse of the multino-
mial cumulative distribution function F−1(αc; i, pG). It finds all possible child nodes of a
given parent that satisfy the ranked group fairness condition.

input : parent, the node of which we calculate all minimum target children;
i, the current position in the ranking;
pG, the vector of expected proportions of protected elements of each group;
αc, the significance for each individual test.

output : children: A list of nodes with minimum targets that satisfy ranked group
fairness

1 children←{}
2 child← copy(parent)
3 mcdf← F(child; i, pG)
4 if mcdf > αc then

// if the multinomial cdf is greater than αc we do not need to increase the

number of required protected candidates

5 children.add(child)
6 end
7 else
8 for j← 1 to |G| do

// test whether the multinomial cdf is greater than αc, if one more candidate

of group j was required at postion i

9 temp ← child
10 temp[j] ← temp[j] + 1
11 mcdfTemp← F(temp; i, pG)
12 if mcdfTemp> αc then

// if yes, append the new requirement to the mTree

13 children.add(temp)
14 end
15 end
16 end
17 return children

hypotheses tests, such that an mTree has an overall probability for a type-I-error of
α .

6.3.1 Adjustment Procedure

With the presence of more than one protected group, the extension of the model
adjustment to a multinomial setting becomes enormously complex and the analyti-
cal calculation of an mTree’s success probability Psucc suffers from combinatorial
explosion. We acknowledge that recent attempts to adjust the significance level for
multiple dependent hypothesis testing exist [80]. Yet, a precise significance correc-
tion depends heavily on the concrete underlying distribution. General procedures
such as [68] or [80] can therefore only give an estimate of the corrected significance.
To guarantee fairness as luck-egalitarian EO however, we need a precise correction
of the significance level with a multinomial distribution as basis to calculate Psucc.
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Figure 21: Experiments on data generated by a simulation, showing the need for multiple tests
correction. The data has two protected groups, rankings are created by a multinomial process
(“rolling a 3-sided dice”) with pG = (1/3,1/3). These rankings should have been rejected as unfair
at a rate α = 0.1. However, we see that the rejection probability increases with k. Note that the scale
of k is logarithmic.

In contrast to the model adjustment for one protected group, which we used in
Section 5.2 we found no analytical way to count all permutations which pass or fail
the test. Therefore we develop an empirical procedure to adjust α:

1. Get input k, pG,α .

2. Build mTree with input k, pG,αc = α using Algorithm 5 CONSTRUCTMTREE.

3. Create M = 10,000 rankings by rolling a biased |G|-sided dice with each
side’s probability corresponding to its minimum proportion in vector pG.

4. Test all those rankings against the mTree and count how many tests fail.
Remember that we want to observe a maximum failure probability of Pfail =
1−Psucc = α , because all rankings created by this multinomial stochastic
process are considered to be inherently fair.

5. If Pfail 6= α ± ε , we choose a new αc using binary search on the interval
[αmin = 0,αmax = α]. Because of possible small variances in the empirical
determination of Pfail, we introduce an accuracy tolerance ε .

6. Now we build a new mTree using αc =
αmax+αmin

2 and repeat the procedure
from the start until α− ε ≤ Pfail ≤ α + ε . If in the next round Pfail > α + ε ,
the next search interval becomes [αmin,αmax = αc]. If Pfail < α− ε , the next
search interval becomes [αmin = αc,αmax].

The pseudo code of the method is shown in Algorithm 7 ADJUSTSIGNIFICANCEN-
GROUPS.
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Algorithm 7: Algorithm ADJUSTSIGNIFICANCENGROUPS calculates the corrected signif-
icance level αc for multiple protected groups, such that the mTree m(αc,k, pG) has the
probability of rejecting a fair ranking α

input :k, the size of the ranking to produce; pG, the vector of expected proportions
of protected elements; α , the desired significance level, ε the tolerance for
variance in the experimental fail probability calculation.

output :αc the adjusted significance level, m_adjusted the adjusted mTree
// initialize all needed variables

1 aMin ← 0; aMax ← α ; aMid← (aMin + aMax)
2

2 m_min← computeMTree(k,pG,aMin) m_max← computeMTree(k,pG,aMax)
m_mid← computeMTree(k,pG,aMid)

3 while True do
4 if m_mid.getFailProb() < α then
5 aMin← aMid
6 m_min← computeMTree(k,pG,aMin)
7 aMid← aMin+aMax

2
8 m_mid← computeMTree(k,pG,aMid)
9 end

10 if m_mid.getFailProb() > α then
11 aMax← aMid
12 m_max← computeMTree(k,pG,aMax)
13 aMid← aMin+aMax

2
14 m_mid← computeMTree(k,pG,aMid)
15 end

// compute all differences between fail probability and α

16 midDiff← |m_mid.getFailProb()−α|
17 maxDiff← |m_max.getFailProb()−α|
18 minDiff← |m_min.getFailProb()−α|

// case where midDiff is the the smallest difference from desired significance

19 if midDiff ≤ ε AND midDiff ≤ maxDiff AND midDiff ≤ minDiff then
20 return aMid, m_mid
21 end

// case where minDiff is the the smallest difference from desired significance

22 if minDiff ≤ ε AND minDiff ≤ maxDiff AND minDiff ≤ midDiff then
23 return aMin, m_min
24 end

// case where maxDiff is the the smallest difference from desired significance

25 if maxDiff ≤ ε AND maxDiff ≤ minDiff AND maxDiff ≤ midDiff then
26 return aMax, m_max
27 end
28 end

Reconsidering our example mTrees from Figures 19 and 20, we can recompute
them using αc = ADJUSTSIGNIFICANCENGROUPS(k, pG,α) to obtain an overall sig-
nificance level of α = 0.1. Figure 22 and 23 show the adjusted mTrees with the
same parameters pG.
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1, [0, 0] 2, [0, 0] 3, [0, 0] 4, [0, 0] 5, [0, 0]

6, [1, 0] 7, [1, 0]
8, [2, 0] 9, [2, 0]

8, [1, 1] 9, [1, 1]

6, [0, 1] 7, [0, 1] 8, [0, 2] 9, [0, 2]

Figure 22: Example of an mTree with two protected groups with minimum proportions pG =
(1/3,1/3). Compared to Figure 19 this tree is less strict such that its total probability α of rejecting
a fair ranking is 0.1.

1, [0, 0] 2, [0, 0] 3, [0, 0]

4, [1, 0] 5, [1, 0]
6, [2, 0] 7, [2, 1]

8, [2, 1] 9, [2, 1]
6, [1, 1] 7, [1, 1]

8, [1, 2] 9, [1, 2]
4, [0, 1] 5, [0, 1] 6, [0, 2] 7, [0, 2]

8, [0, 3] 9, [0, 3]

Figure 23: Example of an mTree with two protected groups with minimum proportions pG =
(0.2,0.4) and a corrected αc. The tree is less strict than the mTree in Figure 20. The adjusted tree
yields an overall false-positive rate of α = 0.1 when testing rankings for ranked group fairness.

6.3.2 Optimizations for the MTree Calculation

In this section we explain how we optimize the adjustment procedure to reduce
runtime complexity. The adjustment requires to compute a new mTree at each
iteration which is expensive on its own. Furthermore, depending on the value of
ε , the binary search may need many steps to find αc, if large intervals have to be
searched. We use three strategies to reduce computational costs: (i) we avoid the
calculation and storage of redundant information in the mTree structure; (ii) we
exploit the monotonicity of αc with respect to α and use linear regression to speed
up the binary search; and (iii) we exploit the monotonous decrease of αc w.r.t. k and
apply the adjustment procedure for small trees first which is of course much faster
than for larger trees. We only increase k, if we found the correct αc for the small
trees.

Reducing Redundant Calculation and Storage. We improve the mTree data
structure and its computation by avoiding the calculation and storage of redundant
information. First we store each node only once at each level. Duplicate nodes are
combined into a single node with multiple parents, thus turning a set of trees into a
directed acyclic graph. Second, in case of equal minimum proportions for all groups
p1 = p2 = . . . = p|G| the mTree shows a convenient property, that we can use to
reduce space as well as computation time. Note, that whenever the multinomial
CDF value falls below α for a particular position j, we have to put a protected
candidate onto j (see Lines 8–15 in Algorithm 6 INVERSEMULTINOMIALCDF). For
equal minimum proportions the tree branches into |G|−1 symmetric nodes m(i)
of the same likelihood. As an example, reconsider the mTree from Figure 22 at
level 6. For two protected groups with minimum proportions pG = (1/3,1/3) we
see that the tree branches into two symmetric nodes (6, [1,0]) and (6, [0,1]). Both
have the same multinomial CDF values. We store only one of the nodes, flag it as
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“has mirrored node”, and continue our mTree computation in the stored branch only.
This way we save half of the space and computation time needed, without losing
any information about the tree.

Furthermore we reduce the size of the mTree by leaving out the parent-child
relationship and merely storing the nodes itself together with their respective depth
levels. Figures 22 and 23 show the mTree structure with all parent-child relations as
edges. We leave out these edges, thus reducing space, because we can prove that, if
a single node exists on each level, which accepts a given ranking as fair, then these
nodes are part of a valid path in the tree.

Before we can prove this property, we need to introduce the following definition,
which formalizes the notion of a successful mTree test at level i.

Definition 14 (Successful mTree Testing). Let τ be a ranking of size k and τG,i =
(τ1, . . . ,τ|G|) the numbers of ranked protected elements from group 1, . . . , |G| up to
position i. Let us assume MT be an mTree, with MTG,i = [m1(i), . . . ,m|G|(i)] being
the number of protected candidates of group 1, . . . , |G| required up to position i. We
write τG,i ≥ mG,i if τG ≥ mG for all groups G = 1, . . . , |G|. We call a test on level i
of MT successful, if and only if τG,i ≥ mG,i.

To remove the parental relationships in the mTree, thus reducing storage space,
we have to prove that, if we test a ranking on each level of the mTree successfully,
the entire ranking will be fair according to the ranked group fairness definition. We
prove this by showing that, if a ranking passes the test for any two nodes n1 and n2
at two consecutive levels h and h+1, and n1 is not a parent of n2, then all children
of n1 will have a weaker requirement than n2 and will hence also test successfully.
Furthermore we show that all nodes at level h+1, for which the ranking fails the
test, are part of a path that already rejected it as unfair at level h. Consider an
example from Figure 23 : Let us assume a ranking passes the test at Level 6 with
exactly the required protected items (6, [1,1]). Now lets assume that at Level 7,
the given ranking would pass the test for node (7, [2,1]), which is not a successor
of (6, [1,1]). In fact we see that the actual successor of (6, [1,1]) is node (7, [1,1])
with the same requirements. However, if our ranking passes the test for the stricter
node (7, [2,1]), it also passes for (7, [1,1]) and thus we do not need to know the
true parent of (7, [2,1]). Note that the ranking would fail at node (7, [0,2]), but with
one protected candidate from each of the two groups at level 6 it would have failed
already at (7, [0,2])’s predecessor (6, [0,2]).

Theorem 3. Let MT be an mTree and τ a ranking of size k. There exists at least
one successful test for τ at each level of MT , iff there exists a path from the root of
MT to a leaf of MT and τ passes the test at each node on that path.

Proof.
⇐: If there exists a path for which τ passes the test at each node, there also exists a
node on each level of MT where τ passes the test, because every path has a node on
every level.
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⇒: Let MT be an mTree and τ be a ranking that passes the test at level h of MT .
Let mG,h = [m1(h), . . . ,m|G|(h)] be the node on level h that successfully tested τ .
Let further be τG(h) the number of protected candidates of group G ranked up to
position h. Let ∑

|G|
G=1 |mG(h)− τG(h)| = 0, meaning that the ranking includes the

exact amount of required protected candidates at level h and not more. Note that
this assumption reduces the number of nodes at which τ passes the test at level h to
a minimum. If we assumed that τ included more protected candidates than required,
we would only increase the number of nodes at level h for which τ would pass the
test. Thus, we can proof this direction using the above assumption without loss of
generality. Let mG,(h+1) be a node which tests τ successfully on level h+1 with

∑
|G|
G=1 |mG(h+1)− τG(h+1)|= 0. For all entries mG(h+1) of mG,(h+1) it is that

mG(h) ≤ mG(h+ 1) by construction of the mTree, as requirements for protected
candidates can only increase or stay the same, but cannot decrease.
We can now distinguish between the following two cases:
Case 1: mG,(h+1) is a child of mG,h. Then they form a path.
Case 2: mG,(h+1) is not a child of mG,h. Let m′G,(h+1) be a child of mG,(h). Because

of ∑
|G|
G=1 |mG(h)−τG(h)|= 0, and a successful test at level h+1 exists, the following

inequations hold: ∑
|G|
G=1 |mG(h)−mG(h+1)| ≤ 1 and ∑

|G|
G=1 |mG(h)−m′G(h+1)| ≤

1. If ∑
|G|
G=1 |mG(h)−mG(h+1)|=∑

|G|
G=1 |mG(h)−m′G(h+1)|= 0 or ∑

|G|
G=1 |mG(h)−

mG(h+1)|= ∑
|G|
G=1 |mG(h)−m′G(h+1)|= 1, it follows that mG,(h+1) = m′G,(h+1)

and we would have a contradiction with the fact that m′G,(h+1) is not a child of mG,h
(recall that, if m′G,(h+1) was a child of mG,h, then the nodes are either equal, or differ

by one unit only). Hence, we need that either (2.1) ∑
|G|
G=1 |mG(h)−mG(h+1)|= 1

and ∑
|G|
G=1 |mG(h)−m′G(h+ 1)| = 0, or (2.2) ∑

|G|
G=1 |mG(h)−mG(h+ 1)| = 0 and

∑
|G|
G=1 |mG(h)−m′G(h+1)|= 1.

Case (2.1) means that, because of ∑
|G|
G=1 |mG(h)−mG(h+1)|= 1>∑

|G|
G=1 |mG(h)−

m′G(h+1)|= 0 that the mTree accepts a ranking with one more protected candidate
than required by the actual child of mG,h, which contradicts our assumption that the
ranking included the exact amount of required protected candidates. It follows that
if we test τG(h+1) successfully with mG,h+1, it would also satisfy m′G,h+1.

Case (2.2) is impossible according to Algorithm 6 (INVERSEMULTINOMIALCDF).
In detail, if ∑

|G|
G=1 |mG(h)−mG(h+1)|= 0, it means that mG(h+1) = mG(h) and

therefore, F(mG(h);h+1, pG)> α (see Line 4 of Algorithm 6). But, if for the child
of mG,h, namely m′G,h+1, it holds that ∑

|G|
G=1 |mG(h)−m′G(h+1)|= 1, it means that

F(mG(h);h+ 1, pG) ≤ α so that we would have added a new node as a child of
mG(h) according to Lines 8-15 of Algorithm 6. Since both conditions cannot be
true at the same time, Case (2.2) cannot occur.
In summary, Case (2.1) will only occur if the ranking under tests contains more
protected candidates than needed by the minimal requirements. This contradicts
our assumption that the ranking includes the exact amount of required protected
candidates and not more. We showed that Case (2.2) is impossible. Hence only
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(a) Training data R for a regression model to pre-
dict a good candidate for αc. Each pair (k j,αc j)
is computed for small k using the procedure de-
scribed in Subsection 6.3.1.

(b) Computation time comparison between bi-
nary search only and binary search combined
with regression for the multinomial signifi-
cance adjustment.

Figure 24

Case 1 is left. It follows that for any ranking that is tested successfully on each level
of the mTree, it either was tested by nodes of a path through the mTree or was tested
by a series of nodes which are stricter than such path.

Because of Theorem 3 we do not need to keep the tree structure (i.e., parental
relationship between nodes) and may store only a set of nodes for each level, while
removing duplicate entries.

Finding a Good Starting Candidate for the Binary Search. We use a second-
degree polynomial regression model to get our first estimate for a good αc candidate
and apply the binary search heuristic from that candidate, rather than starting with a
random value, that might be very far away from the correct αc. To define a training
step we need the following parameters as input: kTarget – the length of the target
ranking, kStart – the size of the first mTree, maxPreAdjustK – the maximum size
of the mTree before we use regression to predict a good candidate αcr for the final
αc, and num_iterations – the number of training instances to be computed. To
create a training dataset R, we compute num_iterations small mTrees (i.e., with
different k ≤ maxPreAdjustK) and adjust the respective α values as described in
Subsection 6.3.1. For each iteration j the pair (k j,αc j) is stored as a training instance
in R. Figure 24a shows a training set for pG = (1/3,1/3),maxPreAdjustK= 100.
Then a regression model is trained to predict αcr for kTarget. This αcr is now used
to start the binary search for the correct and final αc. Figure 24b shows the runtime
difference for the model adjustment routine with and without the use of regression.

Adjusting for Small k First. We use the fact that, given a value of α , the mTree
calculation is not dependent on k, i.e., an mTree for k = 20 and an mTree for k = 10
for the same α are equal in the first ten positions. This means that we can start the
adjustment from the root node and expand the tree gradually to find the correct αc,
because if Pfail is too high for given k, it will also be too high for any k′ > k. We
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can see in Figure 21 that Pfail grows very fast for small k, which makes an early
adjustment of α most efficient to save computation time.

6.3.3 Final Adjustment Algorithm

Algorithm 8 shows the overall adjustment algorithm in pseudo-code, which performs
the following steps:

1. Define the necessary parameters: kTarget, kStart, maxPreAdjustK, and
num_iterations

2. Adjust α for an mTree of size kStart to get αc1 using binary search.

3. Add pair (kStart,αc1) to a regression training set R.

4. Increase kStart by stepsize= maxPreAdjustK
num_iterations

5. Compute an mTree with parameters kTarget, pG,αc1 and adjust αc1 .

6. Name result αc2 and add pair (kStart,αc2) to R.

7. Repeat steps (4) – (6) until kStart== maxPreAdjustK.

8. Train a regression model with training data R to predict αcr for kTarget.

9. Use binary search (Algorithm 7) to find αc for parameters k, pG,αcr .

6.3.4 Further Optimizations

In addition to the optimizations during mTree calculation presented in Section 6.3.2,
our implementation caches already computed mTrees and their components to never
do the same computation twice. We denote that an mTree has to be computed only
once for a particular combination of k, pG,α .

MCDF Cache. From our algorithmic complexity analysis (see Section 6.3.5 and
Table 14) we know that the highest computational cost arises from computing the
multinomial cumulative distribution function F . In the worst case, Algorithm 6 com-
putes it |G|+1 times for each group G in mG(i) and each position i≤ k. However,
the same calculation may occur many times: As an example consider the (fictive)
mTree nodes (3, [2,1]) and (3, [1,2]). To compute the successors of node (3, [2,1])
we call Algorithm 6 with arguments (4, [2,1]), (4, [3,1]) and (4, [2,2]). We store the
results of these calculation in a map that we call MCDF cache with the algorithm
arguments (k and p|G|) as key and the corresponding MCDF as value. Next, we
compute the successors of node (3, [1,2]) and call Algorithm 6 with arguments
(4, [1,2]), (4, [2,2]) and (4, [1,3]). We see that we would compute the MCDF for
(4, [2,2]) twice, but instead we can now read it from the MCDF cache.
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Algorithm 8: Algorithm REGRESSIONADJUSTMENT estimates the corrected significance
level αc such that the mTree m(αc,k, pG) has the probability of rejecting a fair ranking α

input :kStart – depth of the mTree to start with; k – the length of the ranking;
pG – the desired proportions of the protected groups; α – the desired
significance level; maxPreAdjustK the maximum depth of the mTrees that
are used as training data; num_iterations – the number of steps between
kStart and maxPreAdjustK

output :αc – the adjusted significance
1 R←{};αnew← α

// divide the interval [kStart,maxPreAdjustK] into num_iterations parts

2 stepsize←max( maxPreAdjustK
num_iterations ,1)

3 for i← 0 to num_iterations do
// adjust αnew for the current kStart

4 αnew← ADJUSTSIGNIFICANCENGROUPS(kStart, pG,αnew)
// add the pair (kStart, αnew) to the training data R

5 R.put(kStart,αnew)
6 if kStart+stepsize≤ maxPreAdjustK then
7 kStart← kStart+stepsize
8 end
9 else

10 break
11 end
12 end
13 coeffs← R.train() // returns the vector of predicted coefficients for the curve

over R

14 αcr ← coeffs[0]+coeffs[1]∗ k+coeffs[2]∗ k2

15 αc← ADJUSTSIGNIFICANCENGROUPS(k, pG,αcr)
16 return αc

Note, that the MCDF computation only depends on pG and not on α . We can
therefore persist the MCDF cache on disk for a particular vector pG and load it for
any mTree calculation with the same pG in the future.

Storing and Loading mTrees. Once computed, an mTree can be used either to
test or to create fair rankings according to Def. 13. The mTree itself is independent
of the data tested or ranked and thus is reusable for all rankings of length m≤ k with
required proportions pG and significance α . Since testing and ranking with mTrees
is efficient, but mTree creation is not, it is important to store already computed
mTrees and never compute an mTree twice. Our implementation provides the
infrastructure for loading and storing mTrees for all steps of our algorithm. We also
provide the pre-computed set of mTrees from our experiments.

Reusing mTrees. As mentioned above, an mTree of depth k can be used to create
and test rankings of every length up to and including k. Thus, for given α , pG only
the largest mTree has to be stored. Furthermore, all mTrees calculated during the
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binary search in Algorithm 7 ADJUSTSIGNIFICANCENGROUPS can be reused too, if
only the parameter α changes. More specifically, ADJUSTSIGNIFICANCENGROUPS

computes many mTrees which are persisted. If we later want to compute an mTree
for the same pG but with a different α , many of the binary search steps (and
computed mTrees) will be repeated and the respective trees can be loaded from disc.
Thus, the first calculation of a large mTree for many protected groups is expensive,
but has to be done only once. After that, adjustments of k and α are fast through
recycling of already computed mTrees and MCDFs (see also Section 6.3.4). The
only case in which mTrees cannot be reused easily is if pG changes. However, in
many cases pG will most certainly be determined by policy, company guidelines or
demographic data, which probably do not change as often as other elements, such
as the value of k used to display information to users.

6.3.5 Complexity Analysis

This section presents time and space complexity analyses for all algorithms from
this section. Table 14 shows the asymptotic costs for each algorithm without any pre-
computed data (i.e., no mTree exists and the MCDF cache is empty). The complexity
analysis for FA*IR is done in Section 6.4.2, but Table 14 already contains the results.

INVERSEMULTINOMIALCDF complexity. The complexity of the multinomial
CDF depends on the current position i (also understood as number of trials), |G|
the number of protected groups, and mG,i the vector of minimum required protected
candidates for each group at position i (also number of successes). We will write
O(MCDF(i, pG,α)) as the asymptotic complexity of this function. We used the
stochastic simulation Java library [46] for our implementation, which has a time
complexity O(MCDF(i, pG,α)) = O(i|G|) to calculate the multinomial CDF at
position i. Thus the most expensive position to calculate the multinomial CDF
for is k. For the overall time complexity of INVERSEMULTINOMIALCDF we get
O(|G|) ·O(MCDF(k, pG,α)). The space complexity is O(|G|2) because we store
|G| nodes, with each node being an array of length |G|.

CONSTRUCTMTREE complexity. Algorithm CONSTRUCTMTREE constructs an
mTree of depth k. There may be up to |G| possible children for each node in
the tree resulting in |G|k−1 + 1 nodes, leading to a time complexity of O(|G|k) ·

Algorithm Time Complexity Space Complexity

INVERSEMULTINOMIALCDF O(|G|) ·O(MCDF(k, pG,α)) O(|G|2)
CONSTRUCTMTREE O(|G|k) ·O(INVERSEMULTINOMIALCDF) O(|G|k)
ADJUSTSIGNIFICANCENGROUPS O(log α

2ε
) · (O(20,000k)+O(CONSTRUCTMTREE)) O(|G|k)

REGRESSIONADJUSTMENT O(log α

2ε
) · (O(20,000k)+O(CONSTRUCTMTREE)) O(|G|k)

FA*IR O(n logn)+O(ADJUSTSIGNIFICANCENGROUPS)+O(k) O(|G|k +n+ k)

Table 14: Time and space complexity for all algorithms in this chapter without pre-computed results.
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O(INVERSEMULTINOMIALCDF). We store |G|k−1 +1 nodes with arrays of length
|G|, leading to space complexity of O(|G|k).

ADJUSTSIGNIFICANCENGROUPS complexity. Similar to the binomial FA*IR al-
gorithm, we adjust α to αc via binary search. This time however, the algorith-
mic complexity depends on the accuracy tolerance ε in the following way: the
smallest possible interval to be searched is 2ε . As we search the interval [0,α)
the maximum number of possible mTrees is α

2ε
. Thus the binary search needs

O(log α

2ε
) ·O(CONSTRUCTMTREE) time. Additionally in each step, the failure prob-

ability is computed experimentally by creating M = 10,000 rankings and testing
them against the current mTree. This process needs O(10,000 · k) to create the
rankings plus O(10,000 ·k) to test all of them. Hence the overall time complexity be-
comes O(log α

2ε
) ·(O(20,000 ·k)+O(CONSTRUCTMTREE)). The space complexity

is in O(|G|k) for storing three mTrees and their failure probability.

REGRESSIONADJUSTMENT complexity. Algorithm REGRESSIONADJUSTMENT has
the same asymptotic complexity as ADJUSTSIGNIFICANCENGROUPS. However a sig-
nificant reduction in computation time compared can be achieved when combining
the two, instead of using ADJUSTSIGNIFICANCENGROUPS only (see Figure 24, green
vs. orange line).

6.4 The Multinomial FA*IR Algorithm
In this section we present the multinomial FA*IR algorithm (Section 6.4.1) and
analyze its complexity (Section 6.4.2). In Section 6.4.3 we discuss our design
choice to not optimize for the highest possible selection and ordering utility when
determining a path through the mTree.

6.4.1 Algorithm Description

Algorithm 9 presents multinomial FA*IR, our solution to the FAIR TOP-k RANKING

PROBLEM WITH MULTIPLE PROTECTED GROUPS. The input of multinomial FA*IR
is the target size k of the ranking to be produced, the scores or qualifications y,
indicator variables G = g(di) marking protected candidates, the minimum target
probabilities pG, and the test significance after adjustment αc.

The algorithm works as follows. In the initialization, qualifications y are used
to create one ranked list of up to k candidates for each of the protected groups (PG)
and for the non-protected group (P0). On Line 5, the algorithm creates a ranked
group fairness tree (mTree) similar to those shown in Figures 19 – 23, indicating
the minimum number of protected candidates needed at every position. Then,
the algorithm greedily merges the per-group rankings, making sure to satisfy the
minimum number of protected elements required at each position. If we require a
protected candidate from group G, the algorithm picks the highest ranked element
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in PG (Lines 12 – 16); otherwise, it picks the best candidate from P0∪P1∪ . . .∪P|G|
(Lines 18 – 22).

We observe that the choice of the group from which the element at position i
should be drawn, i.e., the node selected at level i, depends on the path chosen along
the mTree and therefore on its concrete parent at level i− 1. In case there are
multiple possibilities that satisfy ranked group fairness (as we saw in the example of
Fig. 23 at level k = 4), the algorithm selects the branch that has the higher MCDF,
breaking ties at random. Intuitively this translates into selecting the branch with
the higher probability in a dice-rolling experiment. Thus, the algorithm returns the
“most-likely” child mG,i for a given parent (Line 10).

6.4.2 Algorithm Complexity

Assuming a computational cost of O(n logn) for creating the sorted lists of candi-
dates, FA*IR ranks exactly k items using an adjusted mTree of height k. We need
to run ADJUSTSIGNIFICANCENGROUPS once and then follow one path through the
mTree up to level k, leading to O(n logn)+O(ADJUSTSIGNIFICANCENGROUPS)+
O(k). Note however, that if we used parameters (k, pG,α) at any point in the past,
we can obtain a previously calculated tree from disc. In this case FA*IR has a
complexity of O(n logn)+O(k). The space complexity is O(n) for the candidates
we want to rank, plus O(k) for the ranking itself, in summary O(n+ k) (plus that of
ADJUSTSIGNIFICANCENGROUPS, if we have to calculate the mTree first, then leading
to O(|G|k +n+ k)). The complexity of FA*IR is summarized in Table 14.

6.4.3 Partial Ordering of Solutions

In the following we explain why we refrain from an intruding optimization of the
result of FA*IR, that is to find the one ranking τ̃∗ which maximizes selection and
ordering utility. When there is a single protected group, top-k rankings that have a
given utility form a total ordering with respect to group fairness, and top-k rankings
that have a given ranked group fairness form a total ordering with respect to utility.
This allowed us to prove that FA*IR for a single protected group finds the optimal
solution w.r.t. selection and ordering utility (see Section 5.3.2). The proof is based
on the observation that a decrease in utility to satisfy ranked group fairness can only
occur, when a high-scoring non-protected candidate is ranked below a low-scoring
protected one.

When multiple groups are present there is no total ordering, as some rankings are
not comparable under the framework of luck-egalitarian EO. It may happen that
a high-scoring candidate from a better-performing protected group, i.e., a group
whose score average is higher, is ranked below a low-scoring candidate from a
low-performing protected group. Ordering inversions can no longer happen w.r.t.
the non-protected group only, but also among the protected groups. As the ranked
group fairness criterion for multiple groups can be expressed as a tree-structure and
any path satisfies the constraint, we have multiple choices for a path that satisfies
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Algorithm 9: Algorithm FA*IR finds a ranking that maximizes utility subject to in-group
monotonicity and ranked group fairness constraints. Checks for special cases (e.g., insuffi-
cient candidates of a class) are not included for clarity.

input :k ∈ N, the size of the list to return; ∀ di ∈ D: yi, the qualifications for
candidate di, and G an indicator that is > 0 iff candidate di is protected; pG
with ∀pG ∈ (0,1), the vector of minimum proportions for each group of
protected elements; αc ∈ (0,1), the adjusted significance for each fair
representation test.

output :fair ranking τ̃ satisfying the group fairness condition (Def. 13.
1 P0,P1, . . .P|G|← empty priority queues with bounded capacity k
2 for di← 1 to n do
3 insert di with score yi in priority queue PG

4 end
5 mtree← ConstructMTree(k, pG,αc)
6 (τ0,τ1, . . . ,τ|G|)← (0, . . . ,0)
7 i← 0
8 while i < k do
9 noCandidateAdded = True

// get next node in tree path

10 mG,i = [m1(i), . . . ,m|G|(i)]← findNextNode(mtree, i)
// find which group needs a new candidate

11 for G = 1;G ≤ |G|;G++ do
12 if τG < mG(i) then

// add a protected candidate

13 τG← τG +1
14 τ̃[i]← pop(PG)
15 noCandidateAdded = False
16 end
17 end
18 if noCandidateAdded then

// no protected candidate needed: add the best available

19 PG← findBestCandidateQueue()
20 τ̃[i]← pop(PG)
21 τG← τG +1
22 end
23 end
24 return τ̃

the ranked group fairness condition. The way in which we decided to choose among
these equivalent rankings is in line with the probabilistic nature of FA*IR and its
luck-egalitarian design. We pick the path that is “most likely”, i.e., that has the
highest MCDF value.

An alternative implementation could select the highest utility path, picking the
candidate with the highest qualifications when multiple choices exist. This would
avoid having to rank a protected candidate with lower utility above a protected
candidate with a higher utility from another protected group. However, this assumes
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that measures of qualification are comparable across groups of protected candidates,
which is not compliant with luck-egalitarian EO. It ignores different bias manifesta-
tions in score distributions and practical evidence of intersectional discrimination.
Scores have been even proven to be biased against protected groups, as is the case
with the COMPAS scores [4] that we use in the experiments of Section 6.5, but
this bias manifests differently across groups (as an example see Fig. 25c). Let
us consider an example to justify our choice. Suppose that we had two protected
groups, namely white female and black female candidates, and all other candidates
were non-protected. Suppose that the degree of bias in the scores for black females
is substantially higher than for white females, i.e., black females obtain lower scores
for the same performance as white females. This is a plausible scenario due to the
intersectional discrimination which black females face. In this case, choosing among
equivalent solutions, the mTree path that maximizes utility would result in unfairly
preferring white females over black females. Instead, chosing the most likely path
follows a probabilistic design, and only requires that scores are comparable within
groups, but not across.

6.5 Experiments
In this section, we consider several reference datasets for evaluating the multinomial
FA*IR algorithm. Datasets are described in Section 6.5.1, metrics and comparison
with baselines in Section 6.5.2, and results in Section 6.5.3.

6.5.1 Datasets

Each of our datasets represents a set of people with certain demographic attributes
and includes a “score” attribute. Table 15 presents some general characteristics of
each dataset. Dataset D1 corresponds to the same experimental setup as in FA*IR
for one protected group (see Section 5.5.2), but instead of using FA*IR for two
protected groups, we run the experiment with the multinomial extension proposed
in Section 6.1. We perform tests with various values of k < n in each dataset.
Additionally, we tested different definitions of what constitutes protected groups
within each dataset, for experimental purposes. However, we note that in a real
application there usually are protected groups that are clearly defined by social
agreements or by law, because members of these groups historically and currently
experience a disadvantage. Similarly, the input minimum proportions pG can be
provided by regulation or voluntary commitments; in the absence of a pre-defined
minimum proportion one can use the fraction of people who are members of that
group within the entire population, which relates to group fairness as statistical
parity.

An experiment consists of generating a ranking from the set of candidates using
multinomial FA*IR and then comparing it with baseline rankings according to
the metrics introduced in the next section. Our experiments show that, under all
experimental settings, we can significantly increase ranked group fairness with
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Qualification Protected Protected
Dataset n k criterion groups %

D1 COMPAS [4] 6173 1500 ad-hoc score people of color (PoC) 65.9%

D2 COMPAS [4] 6173 500 ad-hoc score 25yr. < x < 45yr. 57.2%
< 25yr. 21.8%

D3 COMPAS [4] 6173 300 ad-hoc score PoC female, < 25yr. 2.8%
white female, < 25yr. 1.2%
PoC male, < 25yr. 13.4%

D4 German credit [48] 1000 50 credit rating female, non-prot. age 21.7%
male, oldest 10% 6.3%
male, youngest 10% 4.4%
female, oldest 10% 3.2%
female, youngest 10% 6.1%

D5 LSAT [79] 21K 300 LSAT score White, female 35.3%
PoC, female 8.4%
PoC, male 7.6%

Table 15: Datasets and experimental settings. The ad-hoc score for COMPAS was calculated by a
weighted summation of recidivism risk, number of prior arrests and violent recidivism risk.

relatively small utility trade-offs and fewer ordering inversions compared to the
baselines.

We use the three publicly-available datasets: COMPAS [4], German Credit [48]
and LSAC [79]. All of them are tested under two different experimental scenarios:
First, the input minimum proportions pG match the percentage of the groups in the
dataset, which translates to group fairness as statistical parity and is in line with EU
anti-discrimination law [78]. Second, we set pG to have equal minimum proportions
for all groups to show the flexibility of FA*IR.

COMPAS. Compas is a criminal recidivism risk assessment instrument that pre-
dicts criminal recividism [4]. It is based on a set of over a hundred questions, and
is currently used by several jurisdictions in the US. COMPAS has been accused
of racial discrimination by having a larger false positive rate and a lower false
negative rate for African Americans than for Whites [4]. In our experiment, we test
a scenario in which we want to create a fair ranking of the top-k people who are
least likely to recidivate. Those could, for instance, be considered for an alternative
program to prison. We calculated a person’s overall score as a weighted summation
of the columns “recidivism, violent recidivism” and “prior arrests” from the original
dataset. We modified the scores by adding normally distributed random noise with
µ = 0,σ = 0.00001 to break ties. The protected groups are formed by different
combination of the attributes “race, age” and “sex”, where race is either “white” or
“person of color” (PoC), age is either “younger than 25”, “between 25 and 45” or
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(a) Score distribution of male and female candi-
dates in the COMPAS dataset.

(b) Score distribution of white candidates and
people of color in the COMPAS dataset. Experi-
ment D1.

(c) Score distribution by age in the COMPAS
dataset. We see that age is a strong predictor of
recidivism risk which suggests that the COM-
PAS questionnaire injects a bias against younger
people into the data. Experiment D2.

(d) Score distribution protected and non-
protected candidates in the COMPAS dataset.
Protected groups are young male PoC, young
female PoC and young white females, which are
the three groups with lowest average exposure
in the colorblind ranking. Experiment D3.

Figure 25: Distributions of COMPAS scores in different experimental settings. The first three figures
show distributions separately by each of the three protected categories. The fourth figure shows the
distribution for dataset D3

“older than 45”, and sex is either “male” or “female”. We observe in Figure 25 that
males (25a), as well as PoC (25b) are given a larger recidivism score than other
groups. However we see in Figure 25c that the protected attribute “age” has the
strongest impact on recidivism risk. Apparently COMPAS tends to give larger risk
scores to younger people. We therefore consider white, female and older than 45 as
the non-protected categories for our experiments.

In dataset D1 we consider people of color as the protected group and conduct
experiments with two different minimum proportion vectors. The first one sets the
pG-values to match the protected group proportion in the dataset pstat = (0.66); the
second one sets all minimum proportions to the same value peq = (0.5).

In dataset D2 we consider people aged 25 – 45 and younger than 25 as protected
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and the vectors pG are pstat = (0.573,0.218) and peq = (0.333,0.333).
In dataset D3 we divided the candidates into 12 different groups that we con-

structed from the Cartesian product of all three protected categories “age,” “race,”
and “sex”. Then we calculated the average group exposure for each group and
considered as protected the three groups that were placed lowest in the colorblind
ranking. These are young female persons of color, young white females and young
male PoC. Interestingly, despite the fact that females have higher scores on av-
erage, two of the three groups with lowest exposure values consist of females
(Figure 25d). This experiment showcases an instance of intersectional discrimina-
tion: despite the fact that women on average receive higher scores than men, young
women tend to be worse off than their male counterparts. We set the vectors pG to
pstat = (0.028,0.012,0.134) and peq = (0.25,0.25,0.25).

German Credit. The German Credit dataset is based on ratings generated by the
German agency Schufa, and is also known as the Statlog German Credit Dataset [48].
The score given by Schufa is based on age, gender, marital status, and other fea-
tures of each applicant, and is widely used in Germany as a credit rating score
for operations such as renting an apartment or applying for a loan. The dataset
provides a credit-worthiness score that we use as “qualification.” It corresponds
to a weighted sum of credit duration, credit amount, and employment length. As
protected attributes we use the sex and age of a candidate: females and whether
or not they belong to the group of the 100 youngest or oldest persons, respec-
tively, because these tend to have lower scores. We set the vectors pG to pstat =
(0.217,0.063,0.044,0.032,0.061) and peq = (0.166,0.166,0.166,0.166,0.166).

LSAT. The Law School Admission Test dataset was collected by Wightman and
Ramsey [79] to study whether the admission metrics to law schools in the US have
a disparate impact on students of color. The qualification attribute consists of scores
in the US Law School Admission Test. The protected features are a person’s sex
and whether or not they belong to the group of people of color. Women and PoC
score on average lower than men and white people in this test, which is why we
regard white men as non-protected and the other groups as protected. We set the
vectors pG to pstat = (0.353,0.084,0.076) and peq = (0.25,0.25,0.25).

6.5.2 Baseline Methods and Metrics

We use the following baseline methods for comparison:

Baseline 1: Group-unaware or “colorblind” ranking. This method merely or-
ders the candidates by decreasing qualifications, and therefore maximizes selection
and ordering utility. We evaluate all methods relative to the metrics achieved by the
colorblind ranking, i.e., we report utility loss and fairness gain of the methods w.r.t.
κ1..k.
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Baseline 2: Zehlike et al. [88]. This is a post-processing method named Continu-
ous Fairness Algorithm (CFAθ , see Section 3.4.2, p. 39 for more details), which,
to the best of our knowledge, is the only utility-based method in the literature that
does not assume that utilities can be compared across groups. It aligns the score
distributions of the protected candidates with the Wasserstein-barycenter of all group
distributions. To achieve this the algorithm finds a new distribution of scores for
each group, the "fair representation", by interpolating between the barycenter and
the group distribution, subject to a given fairness parameter θ . This fair representa-
tion corresponds to the idea to rank groups separately and then subsequently pick
the best candidates from each group to create the result ranking. Note that setting
the fairness parameter to its maximum θ = 1 corresponds to setting the minimum
proportions in pG to the dataset proportions of each group. This means that with
CFAθ we can not achieve an exposure gain that would require minimum proportions
beyond statistical parity. Hence this method is comparable to our method only, if all
values in pG are less or equal to statistical parity. In our experiments we therefore
only compare FA*IR with pstat to CFAθ with θ = 1.

Baseline 3: Categorical sampling or “dice roll”. We adapt the Bernoulli process
of Yang and Stoyanovich [81] to a multinomial setting, in which more than one
protected group is present. This corresponds to sequentially rolling a |G|-sided
dice for each of the ranking positions i = 1,2, . . . ,k, placing at ranking position
i the best available candidate from the group whose side is showing (with each
candidate appearing at most once in the ranking). Each side of the dice represents
one group G ∈G and shows with probability pG ∈ pG. We note that this procedure,
if repeated many times, will approximate the results of FA*IR. The difference is
that our method is deterministic and therefore guarantees a certain share of visibility
for each group. We further note that the results we report are only taken w.r.t. one
dice rolling experiment, hence another instance may show different utility losses
and fairness gains.

We use the following metrics to assess our results:

Ranked Utility Loss (Performance Measure). We report the loss in ranked
utility w.r.t. the colorblind ranking after score normalization, in which all yi are
normalized to be within [0,1]. We also report the maximum rank drop, i.e., the
number of positions lost by the candidate that realizes the maximum ordering utility
loss.

NDCG Loss (Performance Measure). We report a normalized weighted sum-
mation (Normalized Discounted Cumulative Gain - NDCG) of the scores of the
elements in the ranking, ∑

k
j=1 w jy(τ j), in which the weights are chosen to have a

logarithmic discount in the position: w j =
1

log2( j+1) . This is a standard measure to
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evaluate search rankings [41]. Scores are normalized so that the maximum value is
1.0.

Kendall’s Tau (Performance Measure). We report the similarity of the fair can-
didate orderings w.r.t. the colorblind ranking in terms of Kendall’s Tau correlation
coefficient. A value close to 1 indicates strong similarity between the two rankings
(with 1 meaning perfect agreement), a value close to -1 indicates strong dissimilarity
(with -1 meaning perfectly reversed ordering), and a value of 0 indicates there is no
correlation between the two rankings.

Exposure Gain (Fairness Measure). To assess fairness of the results, we use a
measure of average group exposure, which we define as the average position bias
that a group is exposed to. We report each group’s exposure gain w.r.t. κ1..k. In
rankings, exposure to the user is critical for ranked candidates to benefit from the
system. If a group of candidates is systematically ranked low, the ranker can be
considered as biased [32]. We model position bias v by means of a logarithmic
sequence of the form v(k) = 1

log2(i+1) . Thus the first position has a bias v(1) = 1,
which then decreases logarithmically. Higher average position bias of a group
translates into more exposure and hence more visibility.

6.5.3 Results

Table 16 and 17 summarize the results. We report on the result for FA*IR using pG
in the two settings pstat and peq, as described earlier. We report experimental results
for the dice rolling baseline using same probability vectors pG as for FA*IR. The
actual values for pG are given in the dataset descriptions in Section 6.5.1. Remember
that results of CFAθ are only comparable to FA*IR with pstat. We therefore group
those results together that allow for a meaningful comparison. With the peq setting,
we illustrate the flexibility of our approach compared to CFAθ , which can achieve
statistical parity at maximum.

First, we observe that, in general, more fairness comes at the cost of lower
utility. However, the utility trade-off crucially depends on the distribution of fairness
increases across groups. As an example, consider experiment D5 comparing FA*IR
against dice roll with peq: Even though FA*IR increases the average exposure of
two protected groups out of three, it also yields better overall utility results than dice
roll peq.

Second, we see that for all algorithms, changes in NDCG with respect to the
colorblind ranking κ1..k in general are minor. This can be explained as the utility is
dominated by the top positions, which usually do not change dramatically. However,
we see that FA*IR outperforms CFAθ significantly in terms of Kendall’s tau, which
means that the rankings constructed by CFAθ have much more ordering inversions
w.r.t. κ1..k than those constructed by FA*IR. In fact, even in those cases where
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Exposure gain Exposure gain total Kendall’s
Experiment Method per prot. group non-prot. group NDCG loss Tau

D1 – COMPAS, FA*IR peq 0.25 -0.25 0.0000 0.99
k=1500, dice roll peq -0.45 0.45 0.0055 0.98
race (1 prot.) FA*IR pstat 19.77 -19.77 0.0040 0.82

CFAθ 28.16 -28.16 0.0050 0.66
dice roll pstat 28.47 -28.47 0.0070 0.77

D2 – COMPAS, FA*IR peq [−7.34,20.87∗] -13.53 0.0580 0.55
k=500, dice roll peq [−5.07,21.72∗] -16.64 0.0585 0.51
age (2 prot.) FA*IR pstat [7.95,14.11∗] -22.06 0.0354 0.51

CFAθ [24.33,15.91∗] -38.48 0.0380 0.37
dice roll pstat [8.83, 15.68∗] -24.52 0.0396 0.47

D3 – COMPAS, FA*IR peq [10.30∗,10.18∗,10.25∗] -30.72 0.1808 0.38
k=300, dice roll peq [11.60∗,11.81∗,11.81∗] -35.21 0.2083 0.29
3 worst off (3 prot.) FA*IR pstat [0.84∗,0.41∗,4.08∗] -5.33 0.0180 0.81

CFAθ [0.93∗,0.24∗,6.74∗] -7.92 0.0236 -0.12
dice roll pstat [2.03∗,0.59∗,7.01∗] -9.73 0.0353 0.69

D4 – German credit, FA*IR peq [0.08,0.50,1.49,1.26,1.12] −4.46 0.1685 0.51
k=50, dice roll peq [−1.09,−0.13,2.76,1.28,1.75] -4.58 0.2315 0.36
sex & age (5 prot.) FA*IR pstat [0.01,0.23,0.38,0.20,0.01] -0.83 0.0185 0.84

CFAθ [0.34,−0.93,−0.66,−0.03,0.28] 1.00 0.0426 0.74
dice roll pstat [0.89,−1.24,−0.38,−0.33,0.26] 0.80 0.0560 0.66

D5 – LSAT, FA*IR peq [−0.32,10.71,10.96] -21.35 0.0207 0.08
k=300, dice roll peq [−6.50,9.19,14.69] -17.47 0.0263 0.07
sex & race (3 prot.) FA*IR pstat [4.00,4.70,4.89] -13.58 0.0053 0.09

CFAθ [−0.74,1.27,4.64] -5.18 0.0009 -0.03
dice roll pstat [−0.16,3.36,2.24] -5.44 0.0028 0.23

Table 16: Experimental results, showing changes in the average group exposure and ranking utility
in terms of NDCG and Kendall’s Tau. Exposure is presented per group while the loss of NDCG and
Kendall’s Tau is calculated for the entire ranking. The protected groups are in the same order as in
Table 15. The best results are marked in bold font, the worst values are marked in italic. However,
these categories should be taken with a grain of salt, as our interpretations show. For exposure gain
we report numbers with an asterisk, if a group was not among the top-k in the colorblind ranking,
but is now. These numbers constitute the absolute exposure value a group receives after reranking.
Comparable results are grouped together.

FA*IR yields higher fairness (such is in experiments D4 and D5), CFAθ shows
worse performance in terms of Kendall’s Tau.

Third, we see that in experiments D1 and D5 FA*IR with pstat and the baseline
CFAθ seem to perform more or less equally well at first glance. While the former
yields better numbers in terms of utility, with the latter the protected groups gain
higher exposure. Nonetheless, we see a very important drawback in the results
of CFAθ in experiment D2: despite other claims, Zehlike et al. [88] does not
guarantee in-group monotonicity. Consider Table 17 where we observe a maximum
rank drop for the non-protected group of 159 for CFAθ , which at first glance is
less than 287 for FA*IR with pstat. However, we found the following problem
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Ordering Rank Selection
Experiment Method utility loss drop utility loss

D1 – COMPAS, FA*IR peq [0.0066,0] [17,0] [0,0]
k=1500, dice roll peq [0.0066,0.0066] [60,30] [0,0.0066]
race (1 prot.) FA*IR pstat [0.0702,0] [387,0] [0.0621,0]

CFAθ [0.0687,0] [579,297] [0.0636,0]
dice roll pstat [0.0833,0] [524,0] [0.0833,0]

D2 – COMPAS, FA*IR peq [0.23,0,23,0.00] [182,116,0] [0.23,0.23,0.00]
k=500, dice roll peq [0.23,0.23,0.00] [214,77,0] [0.23,0.23,0.00]
age (2 prot.) FA*IR pstat [0.21,0.21,0.00] [287,0,0] [0.21,0.21,0.00]

CFAθ [0.19,0.18,0.00] [159,282,0] [0.19,0.17,0.00]
dice roll pstat [0.22,0.22,0.00] [310,0,0] [0.22,0.22,0.00]

D3 – COMPAS, FA*IR peq [0.60,0.26,0.00,0.37] [206,0,0,0] [0.60,0.26,0.00,0.37]
k=300, dice roll peq [0.63,0.37,0.00,0.49] [209,0,0,0] [0.71,0.37,0.00,0.49]
3 worst off (3 prot.) FA*IR pstat [0.17,0.03,0.00,0.02] [38,0,0,0] [0.17,0.01,0.01,0.00]

CFAθ [0.15,0.01,0.00,0.00] [268,0,0,0] [0.15,0.00,0.00,0.00]
dice roll pstat [0.20,0.001,0.006,0.02] [62,0,0,0] [0.20,0.01,0.03,0.00]

D4 – German credit, FA*IR peq [3.57,2.70,3.42,0.55,1.23,1.76] [28,4,6,1,0,0] [3.05,1.82,1.34,0.00,0.18,0.33]
k=50, dice roll peq [3.65,5.07,4.19,1.05,1.23,2.14] [22,17,9,0,0,0] [3.13,2.27,1.46,0.00,0.25,0.23]
sex & age (5 prot.) FA*IR pstat [1.84,1.56,0.45,0.00,0.33,1.28] [5,3,1,0,0,5] [1.89,1.56,1.23,0.00,1.18,1.54]

CFAθ [0.50,0.91,2.07,1.46,0.72,0.00] [2,1,32,14,2,0] [0.34,0.00,1.93,2.20,0.00,0.00]
dice roll pstat [0.92,0.54,1.76,2.55,0.00,0.29] [1,0,15,38,0,0] [0.96,0.56,2.74,0.00,2.92,0.20]

D5 – LSAT, FA*IR peq [4,4,1,0] [220,10,0,0] [4,3,0,0]
k=300, dice roll peq [5,5,2,0] [194,81,0,0] [5,5,1,0]
sex & race (3 prot.) FA*IR pstat [2,2,1,0] [136,13,0,0] [2,1,0,0]

CFAθ [1,1,1,0] [122,26,0,0] [1,0,0,0]
dice roll pstat [2,2,1,0] [75,12,0,0] [2,1,0,0]

Table 17: Experimental results, changes of individual utility loss respect to colorblind results. All
measures are presented per group. Groups are in the same order as in Table 15, and the first value
is always for the non-protected group. The best results are marked in bold font, the worst values
are marked in italic. However, they should be taken with a grain of salt, as our interpretations show.
Meaningful comparisons are grouped together.

when closely investigating the result: the candidate that experienced the drop in
159 ranks was the only non-protected candidate left in the top-500 after applying
CFAθ , and their original ranking position was 341 (now 500). This means that the
originally best candidate from the non-protected group (rank 3 in κ) was ranked
out of the top-500 by CFAθ , hence the in-group ordering is not preserved. We
suspect that this is because the method can not handle datasets with little variance
well. Recall from Subsection 3.4.2 at Page 39, that CFAθ moves the original score
distribution µ of each group towards a fair representation distribution ν . Hence, if
lots of candidates have similar original scores, the fair representation distribution
has very little variance and most candidates may end up with the same fair score.
Within these ties candidates seem to be placed randomly into a ranking and not
w.r.t. their original ordering. In such a setting, FA*IR has an important advantage:
it guarantees in-group monotonicity, because candidates are separated into group
rankings which are sorted by decreasing original qualifications, thus their original
ordering is preserved. No matter which group has to be picked at the current position,
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the respective candidate will always be the best available from that group. This
means while very similar scores appear to be problematic for CFAθ , they are the
best-case scenario for FA*IR, because ranked-group fairness can be ensured without
losing any relevance at all (NDCG stays unaffected). This problem may also explain
the large differences between the methods in terms of Kendall’s Tau.

Third, we observe another already known weakness of CFAθ manifesting in
experiment D3: it can not handle datasets with very small groups well. For D3,
note first that none of the protected candidates is part of the top-300 positions in
the colorblind ranking. As two of the protected groups are very small, they are
not ranked into the top-300 fair ranking by CFAθ , but only the largest protected
group (young, male PoC) is ranked among the top-300. In contrast, FA*IR pstat can
handle very small groups, and gives them sufficient exposure that is in line with
their minimum proportions pG. The same is true for experiment D4: CFAθ can not
handle the smaller groups well. It even increases the exposure of the non-protected
group while decreasing it for the oldest males and youngest females.

For experiment D4, we observe an interesting advantage of FA*IR: the youngest
and oldest males experience a high rank drop (31 and 22) with CFAθ compared
to FA*IR pstat, even though they belong to the protected groups. This is because
they receive exposure values higher than average in the colorblind top-k ranking
κ1..k, i.e., these two groups have the best scores. CFAθ moves all score distributions
towards the fair representation distribution and thus, removes the advantage that the
protected groups have in this dataset. In contrast, FA*IR ranks candidates based
on their scores, as soon as the ranked group fairness conditions are met for each
group. As such, a protected group can only lose exposure for another protected
group, but never for the non-protected one. It also explains why the non-protected
group always loses most exposure when applying FA*IR, in contrast to the other
baselines.

When considering the categorical sampling or “dice rolling” baseline, we see our
expectations of non-consistent behavior confirmed. This can be explained by the
involved randomness of the dice rolling procedure. We observe that in experiments
D1 and D2 FA*IR peq and dice roll peq yield very different results, even though the
underlying stochastic process of the two methods is the same. In D2, both FA*IR
and dice roll peq increase fairness for the protected groups and therefore utility
measures lower. In D1 however, under dice roll peq the protected group not only
loses exposure w.r.t. κ1..k, but also utility measures are worse than for FA*IR. In
contrast to a dice rolling process, FA*IR constructs fair rankings in a deterministic
way and therefore guarantees a minimum representation for each protected group.

A Wide Range of Possibilities to Set pG. An important advantage of FA*IR is,
that it allows to create rankings for user-defined values of pG and, in particular, for
values beyond statistical parity, something that cannot be done with the baseline by
Zehlike et al. [88].

Figure 26 shows results when varying p1 and p2 in dataset D2 (COMPAS). The
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(a) Exposure loss for the non-protected group. (b) Exposure gain/loss for group “age 25 – 45”.

(c) Exposure gain for group “age < 25”. (d) NDCG loss.

Figure 26: Normalized exposure gain/loss and NDCG loss w.r.t. the colorblind ranking in experiment
D2 (COMPAS with age as protected category) for different values of p1 and p2 (k = 200,α = 0.1).
p1 relates to group “age 25 – 45”, p2 relates to group “age < 25”. Blue fields in Fig. 26a – 26c
indicate that this group lost exposure w.r.t. the colorblind ranking κ1..k, red fields indicate exposure
gain. In Fig 26d more intensely red fields indicate a higher loss in NDCG w.r.t. κ1..k.

protected groups are people of age 25 – 45 (p1) and people under 25 years (p2). In
Fig. 26a we see that the non-protected group loses exposure under all settings, as
expected. At the same time however, NDCG loss is minor and under many settings
does not increase beyond 14% (Fig. 26d). Comparing Figures 26b and 26c we see
that in general, if one protected group scores significantly better in the colorblind
ranking (group “25 – 45” in Fig. 25c, p. 120) than another one (group “younger
25” in Fig. 25c, p. 120), the first may be ranked down to make room for the second.
Figure 26b shows that the middle-aged group in the COMPAS dataset loses exposure
to the young group unless p1 is set high enough. However, even if p1 is set low, it
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still ensures that candidates from the middle-aged group show in the ranking, thus
they always lose less exposure than the non-protected group (compare Fig. 26a
and 26b). Note that this experiment is an extreme case, where no candidates from
group “age < 25” where ranked in the top-200 in κ1..k, which explains why this
group never loses exposure under any setting for p1 and p2 (see Fig. 26c).

The experiment shows that FA*IR allows a wide range of positive actions, for in-
stance, granting reintegration programs to people with promising COMPAS ratings,
with a preference towards younger offenders. In this case, Figure 26d shows that we
can significantly increase the proportion of young people in the top-k ranking (i.e.,
from 0% in the original up to 40% in the fair ranking) without introducing a large
exposure drop for the other protected group: in the colorblind ranking they received
exposure equivalent to 0.4 > p1 > 0.5, so setting p1 = p2 = 0.4 only causes an
exposure drop of 5.8%. At the same time the NDCG loss is just 5.6% and never
exceeds 14%, even when favoring young people with p2 = 0.8.

6.6 Discussion

In this chapter we presented the extension of FA*IR to multiple groups, where we
guarantee a minimum visibility for all groups at the same time. Our experiments
show that we do not introduce a large utility loss when enhancing fairness. Especially
when groups largely have the same utility score in the very top positions no ranking
utility at all is lost in terms of NDCG or individual fairness. In this case FA*IR only
benefits the protected groups without trading-off any relevance. If a protected group
already receives advantageous exposure in the colorblind ranking, and the ranked
group fairness condition is already met via the ranking scores of the candidates,
FA*IR preserves this. A protected candidate can only lose exposure due to a
protected candidate from another group being ranked up, but not due to a non-
protected one. Additionally the user can control the degree of fairness that is
obtained in the result by setting pG to a value that is appropriate for the situation
at hand. This lets them transparently control the trade-off between fairness and
utility, instead of having a less intuitive fairness parameter θ that operates on the
barycenter of group distributions. By reporting the largest utility loss and rank drop
that an individual receives, we explicitly express trade-offs from our group fairness
criterion to individual fairness as defined by Dwork et al. [27].

Limitations and Future Work. An important challenge is the algorithmic com-
plexity of calculating the mTree for a particular configuration of pG and α . Though
we already implemented improvements to reduce runtime, calculating an adjusted
mTree of length k = 100 with six groups takes several weeks. Of course this mTree
has to be calculated only once and can then be persistent and shared among users of
FA*IR. However, when a situation demands a new configuration these calculation
times are currently unavoidable. A significant speed-up could be achieved by pro-
gramming a customized MCDF function which can store the results of repetitive
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computation steps. This however, is very memory-intensive and the algorithm would
need to run on large computer clusters. Moreover, one could provide a script that
fills the MCDF cache with various configurations of pG and α . This calculation
can continuously run as a separate process on a server, which then provides the
obtained caches to users who want to compute new mTrees. Future work could
also investigate other possibilities of optimizing the creation of mTrees. One field
of action could be the parallelization of mTree calculations during significance
adjustment.

Another important challenge for fair ranking algorithms in general is that em-
pirical evidence on whether re-ordering items actually helps overcoming bias in
click-probability across groups is still missing. Recent research [73], however,
suggests that guarantees for a minimum representation of underrepresented groups
yield to higher selection rates in different hiring contexts, but does not mitigate user
biases completely. Thus, a method such as FA*IR may be able to increase the click
probability for protected groups by setting the values for pG higher than the desired
click probability. For example, it might be effective to set the minimum proportion
for the protected group women in the context of hiring to 60% in order to achieve a
click probability of 50% for this group. Nonetheless the study also shows that user
biases are complex and hard to mitigate through ranking algorithms alone. Further
research has to be conducted to study the effect on users of re-ordering items in a
ranking, and to understand the best means to overcome strong prejudices against
minority groups in certain domains. This is an empirical question that needs to
be addressed through user studies; approaches based on simulating clicks using
preexisting user preferences, such as the one used by Abdollahpouri et al. [2],
may not uncover the actual interplay between the displayed ranking and latent user
preferences.

Additionally, further experimental research using synthetic data could allow us to
test with a wider range of differences across groups, larger than the one that real
datasets exhibit. This can help us better understand the trade-offs between individual
losses and increased group fairness. Our experiments show that, while decreases in
NDCG are often negligible, the rank drop for an (unlucky) individual candidate from
the non-protected group can still be large. An interesting next step for our method
would be to use individual rank drops as input for a second fairness-enhancing
method, that could try to optimize for individual fairness, while maintaining the
ordering of groups required by a given mTree.

Finally, robustness tests to measure the sensitivity of the rankings to noise in
the score inputs could be helpful to determine to what extent they may affect our
fairness objectives.

Reproducibility. Code and data that can be used to reproduce the experiments on
this chapter is available: https://github.com/MilkaLichtblau/Multinomial_
FA-IR.
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7 FAIRSEARCH
In this chapter25 we present FAIRSEARCH, the first fair open-source search API26

that implements the methods introduced in Chapters 4 and 5,27 namely FA*IR
and DELTR. For both algorithms the implementation is provided as a stand-alone
Java and Python library, as well as interfaces for Elasticsearch.28 It is a popular,
well-tested search engine used by many big companies such as Amazon, Netflix
and Facebook. Our goal with FAIRSEARCH is to provide different approaches for fair
ranking algorithms with a broad spectrum of justice definitions for various business
situations. By providing the algorithms as stand-alone libraries in Python and Java
and for Elasticsearch29 we make the on-going research on fair machine learning
accessible for a broad community of professional developers and researchers.30 In
the following sections we describe the plugins and explain how the DELTR and
FA*IR APIs interact with Elasticsearch.

7.1 FAIRSEARCH: The FA*IR Plugin
The FA*IR plugin enables Elasticsearch to process a search query and rerank the
result using FA*IR with parameters k, p and α . It extends the Elasticsearch API by
two new endpoints and a fair rescorer JSON object, that contains the parameters
for FA*IR. The two new endpoints create a new, or request an existing mTable, an
integer array that implements Table 7 from Section 5.1.2 (p. 73). Once generated,
mTables are persisted within the FA*IR plugin for further usage to avoid additional
computational costs at search time. Figure 27 shows the control flow inside the
plugin: (1) First, a FA*IR search query is passed to Elasticsearch. The components
communicate via a REST API for HTTP requests and the following code represents
a FA*IR search query as HTTP request to the plugin.

POST someindex / _ s e a r c h
{ " from " : 0 , " s i z e " : k ,

" que ry " : { " match " : { " body " : q}} ,
" r e s c o r e " : {

" f a i r _ r e s c o r e r " : {
" p r o t e c t e d _ k e y " : " g e n d e r " ,
" p r o t e c t e d _ v a l u e " : " f " ,
" s i g n i f i c a n c e _ l e v e l " : a l p h a ,
" m i n _ p r o p o r t i o n _ p r o t e c t e d " : p}}}

25This chapter is based on [90].
26Until today, we are not aware of any other open-source implementations for fair search.
27The work on multinomial FA*IR was still on-going during this implementation project. Hence,

multinomial FA*IR was not implemented into FAIRSEARCH.
28https://www.elastic.co/
29All libraries and plugins are available at https://github.com/fair-search.
30An introduction into the FA*IR python library and Elasticsearch plugin is available on

YouTube [86].
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Figure 27: Architecture of the FA*IR Elasticsearch Plugin

Figure 28: Reranking an Elasticsearch result according to a mTable; Shields indicate protected items

(2) From the FA*IR query, the Elastic parameters size and query are forwarded to
Elasticsearch’s core, which executes a regular search. The query object (see JSON
code above) tells Elasticsearch that the result shall match the query terms q, while
size specifies how many items the result shall contain (here k of them). (3) Elastic
returns the standard result ranking to the plugin. Then, the result is reranked by the
plugin using FA*IR, if it does not already meet the fairness constraints w.r.t. k, p,
and α . The parameters for FA*IR are specified by the user via the fair_rescorer
object in min_proportion_protected, and significance_level (note that k
has been specified via the size parameter, i.e., FA*IR always operates on the entire
result list). Additionally, the fair rescorer specifies the name of the protected feature
in protected_key and its respective value in protected_value. The API expects
those to be available in the data to be ranked.

The reranking works as follows: (4) First, the mTable Handler will check if a
mTable for parameters k, p,α already exists. (5) If not, the plugin calls the mTable
Generator to create it using Algorithm 3 (p. 81) and stores it to mTable Storage
as key-value pair with key (k, p,α). (6) Second, the FA*IR ranker reranks the
Elasticsearch results according to the requested mTable (depiction in Figure 28)
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and (7) returns them through a HTTP response in JSON format like a standard
Elasticsearch result. Note that the execution of an unaware search query, i.e., where
p = 0 is still possible with all built-in Elasticsearch features.

Figure 29 depicts a ranking in an example web application for job search, which
operates on a resume dataset [1]. A search result for the query “Computer Scientist”
is reranked according to an mTable with parameters p = 0.5 and α = 0.5.

Figure 29: A demo web application with the FA*IR Elasticsearch Plugin operating on a resume
dataset; orange indicates protected items. Two result lists are shown for the query “Computer
Scientist”. The right list constitutes the standard result of Elasticsearch. In the left list, this standard
result has been reranked by FA*IR using k = 20, p = 0.5, and α = 0.5.

7.2 FAIRSEARCH: The DELTR Plugin
For the integration of DELTR into Elasticsearch we use the Elasticsearch Learning
to Rank (LTR-ES) plugin. 31 The integration architecture is depicted on Figure 30.
The logic consists of two phases: training and ranking.

Training. To apply DELTR at run-time for retrieval, LTR-ES needs a previously
trained model that is uploaded into its model storage. Since training models is a very
CPU intensive task that involves a lot of supervision and verification, it happens
offline in a DELTR wrapper, which calls our stand-alone DELTR Python library to
train a LTR-ES suitable model. The wrapper has to be provided with a training set,
the training parameters and a name for the model. After training the wrapper calls

31https://elasticsearch-learning-to-rank.readthedocs.io/en/latest/
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Figure 30: Architecture of the Elasticsearch plugin integration for DELTR

the LTR-ES upload API, which stores the serialized model inside Elasticsearch’s
LTR plugin, making it available for up-coming retrieval tasks. Upon upload the
wrapper specifies model_name, type (always DELTR), the model itself and the
feature_set it was trained against. feature_set specifies query-dependent
features, that tell LTR-ES which document features to use when applying the model.

Ranking. Elasticsearch ranks retrieved documents by applying rescoring methods,
because executing a query on the entire Elasticsearch cluster is very expensive.
Instead, queries are executed using Elasticsearch’s built-in rescoring functionality.
The system first executes a baseline relevance query on the entire index and returns
the top-k results. The Rescorer then modifies the scores for the top-k results
and returns the new list. DELTR implements Elastic’s Rescorer interface, which
it applies our previously learned weights to the document features of the top-k
results to produce the final ranking. In the Rescorer, we have to specify two key
parameters:

• window_size - the number of elements to rescore (usually k)

• model - the model name.

The following code constitutes an example rescoring query using DELTR, in which
we limit the result set to documents that match “Jon Snow.” All results are scored
based on Elasticsearch’s default similarity (BM25). On top of those already some-
what relevant results we apply our DELTR model to get the best and fairest ranking
of the top 1000 documents.
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POST someindex / _ s e a r c h
{ " que ry " : {

" match " : {
" _ a l l " : " Jon Snow" }} ,

" r e s c o r e " : {
" window_size " : 1000 ,
" que ry " : {

" r e s c o r e _ q u e r y " : {
" s l t r " : {

" params " : {
" keywords " : " Jon Snow" } ,
" model " : " d e l t r _ m o d e l " }}}}}

7.3 Discussion
In this chapter we presented FAIRSEARCH, the first open source API for search
engines to provide fair search results. We implemented our previously published
methods as stand-alone libraries in Python and Java and embedded those into
a plugins for Elasticsearch. While the plugins are intended to be off-the-shelf
implementations for Elasticsearch engineers, the stand-alone libraries allow great
flexibility for those who use other technology such as Solr. We provide a well-tested
environment that can be easily extended with more methods by other researchers and
developers. This way we hope that fairness-aware algorithms will make their way
into productive code and business environments to avoid bad social consequences
such as discrimination in search results.
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8 Conclusion and Future Work
In this thesis we provided means to overcome the issue of discriminatory rank-
ings, ensuring that search results are relevant for searchers and fair for those being
searched. We looked into different philosophical aspects of fairness and how they
relate to mathematical definitions of fairness in rankings. We then presented two
methods based on a group fairness principle, an in-processing one that defines
fairness in terms of exposure and a post-processing one that uses a probabilistic
approach. We have studied the advantages and disadvantages of them and saw that
their use cases depend on the properties of the ranking context.

With DELTR we presented the very first fair learning to rank method. The
experiments for this in-processing method revealed that we do not necessarily have
to trade accuracy against fairness. This depends on the underlying bias properties
in the data and on our moral goal. We have to trade accuracy against fairness only,
if our goal is to enhance equal opportunity for under-privileged groups that reach
lower scores in the ground truth. For cases of non-discrimination, optimizing for
fairness naturally yields better results also in terms of model accuracy.

With the post-processing approach FA*IR, we presented the first probability-
based fairness constraint for rankings. In contrast to DELTR it has the advantage,
that disparities in visibility cannot be compensated at lower positions and fairness
has to be satisfied at each prefix for a ranking to be declared fair. The minimum
proportion p provides an intuitive parameter for the user to enhance fairness. We
extended the method to handle multiple groups and thus increase the applicability
of the method. Experimentally, we have seen that accuracy losses are commonly
not very high, if p is set reasonably.

Lastly we have provided an open-source programming library of the two methods
in Python and Java, that is intended to be used by a broad audience of researchers and
professional developers. We implemented the algorithms as stand-alone libraries
and provided interfaces for Elasticsearch, a widely used search engine backend.

Discussion. Like all work our methods have certain limitations, that we want
to discuss in the following. First, all of our fairness definitions are instances of
distributive justice, as they aim to fairly distribute the visibility in a ranking among
the candidates. They may therefore only be used in distributive settings. Our focus
on distributive justice allowed for the mapping between the worldview and equal
opportunity concepts, however, this is, of course, only meaningful in a distributive
context. We did not address questions on how to define fairness as procedural justice
or retributive justice.

Second, we often see experimental sections in fairness papers in which all avail-
able datasets, corresponding to vastly different contexts of use – from recidivism
risk prediction, to credit scoring, to college admissions, to matching platforms like
AirBnB – are used to show performance of a method, but without an explanation
as to why the dataset was selected, other than that it was available and items in
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it have scores on which to rank. Our first publication [87] (and hence Chapter 5)
suffers from this problem, too. Today, we would choose the experimental setup
more carefully and state explicitly why and how a dataset is related to the fairness
framework of the method.

Third, all methods we have presented in this work assume that groups are distinct
and can be formed intuitively. However this limits their usability to datasets, where
protected features that form a group by one ore more categorical protected attributes.
As some sensitive attributes like age or degree of disability may be drawn from
a continuous domain, our methods can not be applied to guarantee fairness w.r.t.
those.

Fourth, the DELTR algorithm is based on ListNet, which is advantageous for the
fairness definition, but not always practical in a real-world setting with very large
datasets. DELTR calculates fairness always for the entire ranking, which is stricter
than pair-wise fairness definitions (such as the one presented in Subsection 3.3.2).
However, the preparation of training data for list-wise LTR methods is cumbersome,
because a total order among all items has to be established for all queries. Pairwise
rankers in contrast work with a limited set of categorical relevance labels, which is
easier to obtain as ground truth, as well as implicit or explicit feedback from users
of the system.

Last, the mTree computation of FA*IR for multiple protected groups is currently
very heavy and may therefore not be practicable for small and medium-sized enter-
prises. The method has to be improved through parallelization and other additional
speedups. Also mTrees could be shared through a public server.

Future Work. Intuitive lines of future work are those that address the limitations
of our approaches discussed above. First, the methods we have presented here, as
well as most other fair ranking methods are concerned with a concept of distributive
justice. In the future we want to study how our presented classification dimensions,
as well as fairness-enhancing methods relate to other concepts of justice, such as
procedural justice or retributive justice. Procedural justice is concerned with the
fairness and transparency of a decision making process and therefore particularly
important in legal decision making. Yet, many algorithmic fairness papers (including
ours) that propose methods of distributive justice have used the COMPAS dataset [4]
for their experiments, such as [81, 87]. However, COMPAS is a dataset of recidivism
risk assessment, i.e., it was collected for a legal decision making task (procedural
justice). It will be interesting to study, whether fairness-enhancing methods designed
for concerns of distributive justice can be transferred to the context of procedural
justice in a meaningful way, or not. Additionally, we plan to search for methods
that are compliant with procedural justice and provide a systematic overview and
classification of those.

Second, fairness methods that can handle continuous group definitions are needed.
Our plan is to define a fair reranker that uses optimal transport theory with infinitely
many marginals [59] to transform the (potentially biased) raw scores into a fair
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representation. This mathematical tool provides the notion of a barycenter for
continuously parameterized distributions, which favorably has exactly the properties
we need to represent continuous groups.

Third, the frameworks proposed in this thesis have certain computational and
practicable limitations, as mentioned earlier. We therefore aim to transfer the list-
wise fairness definition of DELTR to more practicable, pairwise learning to rank
methods such as LambdaMART. Furthermore we plan to integrate supplementary
optimizations in the mTree calculation of FA*IR for multiple groups. As the main
bottleneck we identified the repeated calculation of intermediate results for the
multinomial cumulative distribution function from Algorithm 6, INVERSEMULTINO-
MIALCDF, Line 11 (see Page 105). A possible solution is the storage and later reuse
of these results. This however will increase the use of memory and the procedure
may need to be calculated on a powerful computer cluster.

Last, algorithmic discrimination and fairness needs to be integrated into our legal
system, as it is currently legally unclear, if and to what extend an algorithm can
discriminate at all. For example, one has to determine if algorithmic discrimination
is subject to anti-discrimination law, meaning that it falls into one of the categories
listed in §2(1) of the German Equal Treatment Act (AGG). If it can be empirically
shown that discrimination arises in cases not covered by these provisions, this would
provide a strong argument for updating the law to include algorithmic discrimination
more generally within its scope. Research suggests that algorithms are indeed subject
to anti-discrimination law, however further research is needed to understand if and
how fairness-enhancing algorithms are compliant with these laws, or if and how
they are subject to issues of reverse discrimination. Zehlike et al. [88] provided
some steps towards an answer to these questions with their analysis on what fairness
metrics best correspond to direct and indirect discrimination, the two main instances
of discrimination in the law (see Section 3.4.2). Additional approaches can be to
analyze the technical differences in terms of the outcome between pre-, in- and
post-processing algorithmic fairness tools. If it turns out that these interventions
effectively have the same impact on the subjects (in terms of their reranking in
comparison to an algorithmic process without the intervention) this is a strong
argument for treating all of the different interventions similarly under affirmative
action doctrine.
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