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Summary

This dissertation studies information processing and its impact on indi-
vidual decision making.

In both their private and working lives, people need to make decisions in
the face of uncertainty. Decisions such as choosing a job, where to live,
or taking a course for one’s company, require people to make predictions
about future events, other peoples’ behavior and even their own ability.
In order to make these predictions, they need to acquire information,
process it and draw the correct conclusions.

The topic of information processing and individual choice has been stud-
ied extensively in economic research. Starting with von Neumann – Mor-
genstern axiomatization of preferences over risky prospects (Von Neu-
mann and Morgenstern, 1947) and its extension to subjective probabili-
ties (Savage, 1954), rational information processing and probabilistic be-
lief updating have become the workhorse of microeconomics. Theoretical
and experimental research has added to this and questioned this mode of
information processing and the ensuing decisions. There are many exam-
ples of deviations in belief formation from the ‘standard model’ including
base rate neglect (Kahneman and Tversky, 1973), probability weighting
(Kahneman and Tversky, 1979; Tversky and Kahneman, 1992), overcon-
fidence (Moore and Healy, 2008) and underreaction to new information
(Ambuehl and Li, 2018). Recent studies show that individuals do not in-
tegrate different pieces of information optimally, resulting in cursed rea-
soning (Eyster and Rabin, 2005), selection neglect (Barron et al., 2019;
Enke, 2020), correlation neglect (Eyster and Weizsäcker, 2016; Enke and
Zimmermann, 2019) and feature neglect (Graeber, 2020). This disser-
tation adds to this literature by examining how individuals extrapolate
from incentive and market structures to behavior and outcomes (chap-
ter 1), how they take the audience of a message into consideration when
making predictions and taking actions (chapter 2) and under what cir-
cumstances they react to information about others’ behavior (chapter 3).

The three chapters in this dissertation all use data collected from ex-
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periments to analyze individuals’ behavior. The controlled setting of a
laboratory experiment allows for clean identification of the mechanisms of
information processing by eliminating confounding factors such as addi-
tional information channels or strategic considerations. The design keeps
interactions between participants to a minimum to permit the study of
individual decision making.

The first chapter, which is based on joint work with Miguel Costa-Gomes,
Steffen Huck and Georg Weizsäcker, studies peoples’ ability to predict
the outcome of market interactions and on the basis of this prediction,
to take the appropriate investment decision. In this market, a seller and
two types of buyers negotiate about the sale of an item. The participants,
who are outside of this market (i.e. are neither the buyer, nor the seller)
are informed about the market structure and about the incentives for
the buyer-types, the seller and themselves. Crucially the participants’
optimal decision depend on whether there is a sale and if yes, what type
of buyer receives the item. Rational participants, who employ Bayesian
reasoning, should be able to predict the outcome correctly and take the
optimal decision. However, participants may fail to connect the buyer’s
incentives to the actions, but instead treat them as independent. Such
behavior is captured by Cursed Equilibrium (Eyster and Rabin, 2005),
which allows to predict patterns such as over- and underinvestment.

We find that in cases where both Bayesian and cursed reasoning predict
the same decision, participants reliably make this choice. This is inde-
pendent of the type of market equilibrium, i.e., both pooling equilibria—
where the item would be sold to both buyer types—as well as separating
equilibria—where only one buyer type would acquire the item at the re-
quested price—are equally well handled by the participants. However,
when the theories differ, Cursed Equilibrium is more successful in pre-
dicting behavior. The theories differ in cases where the benefit for the
participant is particularly great or bad had the non-receiving buyer got-
ten the item. Whereas a rational participant knows that these events
will not occur, a cursed participant assigns a positive probability to these
events and therefore is temped into non-profitable investments or shies
away from profitable ones.
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In an additional treatment, we examine the role of complexity for par-
ticipants’ behavior. In this treatment, the mental effort required by
participants—in form of higher order beliefs—for predicting the outcomes
of the interaction is reduced, but we do not provide any additional in-
formation. Here, we find that cursed mistakes, i.e. actions that are in
line with Cursed Equilibrium but contrary to Bayesian reasoning, are re-
duced by half. This is not predicted by cursed equilibrium and therefore
points towards a limitation in the theory.

In the second chapter, I study how people choose between information
sources and how this affects their subsequent actions and beliefs. Par-
ticipants in a lab experiment choose between messages that are directly
calibrated to their particular situation and messages that are aimed at the
needs of the majority of participants (which may or may not include the
choosing participant). The participant’s central task is to decide which
of the two messages is more informative for her. The majority-aimed
message is highly informative for the majority of participants, but may
be poor fit for a specific individual. The personalized message is equally
informative for any participant independent of whether she belongs to
the majority or not. The participant’s optimal decision depends on how
likely she believes she is part of the majority. A Bayesian agent should
always choose the information source that provides more certainty and
take the optimal action based on the message. I examine whether there
is evidence of a bias (which I label majority-bias) that agents believe
that there is a higher-than-actual chance to belong to the majority lead-
ing them to choose the majority-aimed message more often than optimal.

The results indicate that, on average, participants overestimate the ac-
curacy of the majority-aimed message for them and choose it too often,
leading them to hold incorrect beliefs. In a control treatment, where
participants are assigned an information structure, I find the same ef-
fect of incorrect beliefs. Here, I find that about half of the belief effect
is driven by participants who chose the non-optimal message (selection
effect), while the other half of the effect is driven by all participants mis-
evaluating the informativeness of the message. When information choice
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is analyzed on the participant level, I find that less than 50% of joint
behavior can be explained by the theories I consider.

The third chapter, which is based on joint work with Dorothea Kübler
and Juliana Silva-Goncalves, examines how peoples’ ambitions change
when they receive information about others’ ambitions. In this experi-
ment, participants work on a counting exercise and either need to choose
the task’s difficulty or set themselves goals for how many exercises they
aim to solve. Crucially, while the participants receive some training be-
fore performing the main task, the main period is longer and accordingly
participants are not certain about their future performance. Partici-
pants’ choices are indicative of their ambition. After making an initial
choice regarding the difficulty level or goal, participants receive informa-
tion about other participants’ choices. They can then revise their choice
before performing the main task.

We find that individuals’ reactions to information about their peers’ am-
bitions are highly context dependent. In the more quantitative domain
of goal choice, learning about others’ choices has a strong pull effect,
i.e. more ambitious peers increase a participant’s goal and less ambi-
tious peers lead to less ambitious goals. In the more qualitative domain
of choosing the difficulty, we do not find any such effect. Instead, the
majority of participants remain with their initial choice.

Our results suggest that in domains where peers’ ambitions relate directly
to performance and earning, information has a strong effect. However,
when the link between ambition and payoff is weaker or ambiguous, the
effect is weak. These findings are in line with theories such as inequity
aversion (Fehr and Schmidt, 1999) and cannot be explained by pure an-
choring or uncertainty about the task.

The three chapters of this dissertation analyze patterns in individuals’
information acquisition, belief formation, and action choice. In the first
two chapters, I find that individuals form biased beliefs due to (1) mis-
predicting the outcome of market interactions, and (2) mis-evaluating
the informativeness of information structures. This leads to non-optimal
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investment decisions and overconfident beliefs. Together these chapters
illustrate two important channels through which individuals might make
mistakes. Each of these channels relates to a wide range of decisions
made in everyday life. In the third chapter, I find that it is very domain
specific whether individuals react to information about their peers’ am-
bitions. In the quantitative domain of goal setting—where a clear payoff
ranking of the choices is possible—peer effects of ambitions are strong.
In the more qualitative domain of difficulty choice—where such a ranking
is not clear—individuals trust their own judgment.
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Zusammenfassung

Diese Dissertation untersucht Informationsverarbeitung und die Auswirkun-
gen auf individuelles Entscheidungsverhalten.

Sowohl in ihrem Privatleben als auch in ihrem Arbeitsumfeld müssen
Menschen Entscheidungen treffen, die mit Unsicherheit behaftet sind.
Entscheidungen wie Berufswahl, Wahl des Wohnortes oder welchen Kurs
die eigene Firma einschlagen soll, erfordern Vorhersagen über zukün-
ftige Ereignisse, das Verhalten anderer Menschen oder sogar die eigenen
Fähigkeiten. Um diese Vorhersagen treffen zu können, müssen Infor-
mationen beschafft, diese verarbeitet und die richtigen Schlüsse gezogen
werden.

Das Feld der Informationsverarbeitung und des individuellen Entschei-
dungsverhaltens wurde eingehend in der volkswirtschaftlichen Forschung
untersucht. Seit der von Neumann-Morgenstern-Axiomatisierung von
Präferenzen zwischen risikobehafteten Optionen (Von Neumann and Mor-
genstern, 1947) und deren Erweiterung auf subjektive Wahrscheinlichkeiten
(Savage, 1954) bilden die rationale Informationsverarbeitung und proba-
bilistische Erwartungsanpassungen das Grundgerüst der Mikroökonomie.
Theoretische und experimentelle Forschung haben weitere Erkenntnisse
beigesteuert und diese Art der Informationsverarbeitung und die daraus
folgenden Entscheidungen in Frage gestellt. Viele Beispiele von Abwe-
ichungen vom Standardmodell, wie beispielsweise Prävalenzfehler (Kah-
neman and Tversky, 1973), Wahrscheinlichkeitsgewichtung (Kahneman
and Tversky, 1979; Tversky and Kahneman, 1992), Selbstüberschätzung
(Moore and Healy, 2008) und eine zu geringe Anpassung der eigenen
Einschätzung durch neue Informationen (Ambuehl and Li, 2018) sind
bekannt. Neuere Studien zeigen, dass Individuen verschiedene Informa-
tionen nicht optimal verarbeiten können, was zu sogenanntem "cursed"
reasoning (Eyster and Rabin, 2005), der Vernachlässigung von Infor-
mationsselektion (Barron et al., 2019; Enke, 2020), der Vernachlässi-
gung von Informationskorrelation (Eyster and Weizsäcker, 2016; Enke
and Zimmermann, 2019) und der Vernachlässigung von Information-
seigenschaften (Graeber, 2020) führen kann. Diese Dissertation trägt
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zu dieser Literatur bei, indem sie untersucht, wie Individuen von Anreiz-
und Marktstrukturen auf Verhalten und dessen Auswirkungen schließen
(Kapitel 1), wie sie die Adressaten einer Nachricht berücksichtigen, wenn
sie Vorhersagen treffen und aktiv handeln (Kapitel 2) und unter welchen
Umständen sie auf Informationen über das Verhalten Anderer reagieren
(Kapitel 3).

Die drei Kapitel dieser Dissertation analysieren individuelles Verhalten
anhand von Daten, die durch Experimente gewonnen wurden. Die kon-
trollierte Umgebung des Laborexperimentes erlaubt es, die Mechanis-
men der Informationsverarbeitung sauber zu identifizieren, da Störfak-
toren, wie weitere Informationskanäle oder strategisches Handeln, aus-
geschlossen werden können. Der Aufbau der Experimente reduziert die
Interaktionen zwischen den Teilnehmenden auf ein Minimum und er-
möglicht damit individuelles Entscheidungsverhalten zu untersuchen.

Das erste Kapitel basiert auf einer gemeinsamen Arbeit mit Miguel Costa-
Gomes, Steffen Huck und Georg Weizsäcker und untersucht die men-
schliche Fähigkeit, das Ergebnis von Wechselwirkungen auf Märkten vorher-
zusagen und, darauf aufbauend, angemessene Investitionsentscheidungen
zu treffen. Auf diesem Markt verhandeln ein Anbieter und zwei Typen
eines Kunden über den Verkauf eines Gegenstandes. Die Teilnehmenden,
welche nicht direkt auf dem Markt aktiv sind (d. h. sie sind weder der
Kunde noch der Anbieter), kennen die Struktur des Marktes und die
Anreize für die verschiedenen Kundentypen, den Anbieter und ihre eige-
nen. Die optimale Entscheidung der Teilnehmenden hängt davon ab, ob
der Gegenstand verkauft wird und wenn ja, welcher Kundentyp diesen
erhält. Rationale Teilnehmende, die bayessche Logik verwenden, soll-
ten das Ergebnis dieser Interaktion richtig vorhersagen und die optimale
Entscheidung treffen können. Hingegen besteht auch die Möglichkeit,
dass Teilnehmende die Anreize für die Kunden nicht korrekt mit den
Handlungen in Verbindung bringen, sondern sie als unabhängig behan-
deln. Dieses Verhalten ist Gegenstand der Theorie vom Cursed Equilib-
rium (Eyster and Rabin, 2005), das Aktionen wie Über- oder Unterin-
vestitionen vorhersagt.
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Wir finden, dass in den Fällen, in denen bayessche und "cursed" Logik die
gleiche Entscheidung vorhersagen, die Teilnehmenden zuverlässig diese
Wahl treffen. Das ist unabhängig von der Art des Marktgleichgewichts,
d. h. Pooling-Gleichgewichte - in denen der Gegenstand an beide Kun-
dentypen verkauft wird - und separierende Gleichgewichte - in denen
nur einer von beiden Kundentypen den Gegenstand bei dem genannten
Preis erhält - werden von den Teilnehmenden gleich gut bewältigt. In
den Fällen, in denen die Theorien sich unterscheiden, sagt das Cursed
Equilibrium das Verhalten erfolgreicher vorher. Die Theorien unterschei-
den sich in den Fällen, in denen das Ergebnis für die Teilnehmenden
besonders gut oder schlecht ist falls der andere Kunde den Gegenstand
bekommen hätte. Während die rationale Teilnehmerin weiß, dass dieser
Fall nicht eintreten wird, weist die "cursed" Teilnehmerin diesem Fall eine
positive Wahrscheinlichkeit zu und wird daher zu unprofitablen Investi-
tionen verleitet oder scheut solche, die eigentlich profitabel sind.

In einer Variation des Experiments untersuchen wir die Rolle, die Kom-
plexität für das Verhalten der Teilnehmenden spielt. In dieser Variation
sind für die Vorhersage der Ergebnisse des Experiments weniger geistige
Anstrengungen - keine Erwartungen zweiter Ordnung - notwendig, wobei
wir keine zusätzlichen Informationen bereitstellen. Wir finden, dass
"cursed" Fehler, d. h. Handlungen, die vom Cursed Equilibrium, nicht
jedoch durch bayessche Logik, vorhergesagt werden, um die Hälfte re-
duziert sind. Dieser Effekt wird nicht von der Cursed Equilibrium Theo-
rie vorhergesagt und deutet daher auf eine Limitierung der Theorie hin.

Im zweiten Kapitel untersuche ich, wie Menschen zwischen Information-
squellen wählen und wie diese Entscheidung ihre anschließenden Hand-
lungen und Erwartungen beeinflusst. Teilnehmende im Laborexperiment
wählen zwischen Nachrichten, die direkt auf ihre persönliche Situation
kalibriert sind, und Nachrichten, die auf die Bedürfnisse der Mehrheit
der Teilnehmenden (diese Mehrheit kann die wählende Teilnehmerin en-
thalten oder nicht) ausgerichtet sind. Die zentrale Aufgabe für die Teil-
nehmerin ist zu entscheiden, welche der beiden Nachrichten informativer
für sie ist. Die an die Mehrheit gerichtete Nachricht ist sehr informativ
für die Mehrheit der Teilnehmenden, kann jedoch die Bedürfnisse einer

xi



speziellen Teilnehmerin verfehlen. Die persönliche Nachricht ist gleich
informativ für die Teilnehmerin, unabhängig davon, ob sie der Mehrheit
oder der Minderheit angehört. Die optimale Entscheidung hängt davon,
ab für wie wahrscheinlich sie es hält, Teil der Mehrheit zu sein. Eine
bayessche Akteurin sollte immer die Informationsquelle wählen, die mehr
Sicherheit gibt und darauf basierend die optimale Aktion wählen. Ich
untersuche, ob es Belege für einen Bias gibt (von mir als Mehrheits-
Bias bezeichnet), der besagt, dass Agierende die Wahrscheinlichkeit, dass
sie zur Mehrheit gehören, überschätzen und daher die an die Mehrheit
gerichtete Nachricht häufiger als optimal wählen.

Die Ergebnisse deuten darauf hin, dass die Teilnehmenden im Durch-
schnitt die Genauigkeit der an die Mehrheit gerichteten Nachricht für
sich überschätzen, sie zu oft wählen und daher inkorrekte Erwartungen
haben. In einer Kontrollvariation, in der Teilnehmenden eine der In-
formationsquellen zugewiesen werden, finde ich den gleichen Effekt von
inkorrekten Erwartungen. Hier finde ich, dass ungefähr die Hälfte des
Erwartungseffektes durch Teilnehmende entsteht, die die nicht-optimale
Nachricht wählen (Selektionseffekt), während die andere Hälfte des Ef-
fekts dadurch entsteht, dass alle Teilnehmenden den Informationsgehalt
der Nachricht falsch einschätzen. Wenn die Informationswahl auf dem
Level der Teilnehmenden analysiert wird, finde ich, dass weniger als 50%
des Gesamtverhaltens durch die von mir untersuchten Theorien erklärt
werden kann.

Das dritte Kapitel basiert auf einer gemeinsamen Arbeit mit Dorothea
Kübler und Juliana Silva-Goncalves und untersucht, wie sich die Ambi-
tionen von Menschen ändern, wenn sie Informationen über die Ambitio-
nen Anderer erhalten. In diesem Experiment arbeiten Teilnehmende an
einer Zählaufgabe und müssen entweder die Schwierigkeit der Aufgabe
wählen oder sich Ziele für die Anzahl der zu lösenden Aufgaben setzen.
Die Teilnehmenden trainieren einige Zeit bevor sie an der Hauptaufgabe
arbeiten, jedoch dauert letztere länger als das Training und die Teil-
nehmenden sind daher nicht sicher, welche Leistung sie in der Hauptauf-
gabe erbringen werden. Die Wahlentscheidung der Teilnehmenden weist
auf ihre Ambitionen hin. Nachdem sie eine initiale Entscheidung über die
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Schwierigkeit oder das Ziel getroffen haben, erhalten die Teilnehmenden
Informationen über die Entscheidungen der anderen Teilnehmenden. Im
Anschluss können sie ihre Entscheidung ändern bevor die Hauptaufgabe
beginnt.

Wir finden, dass die Reaktion der Menschen auf die Informationen über
die Ambitionen anderer Individuen hochgradig abhängig vom Kontext
ist. In dem eher quantitativen Kontext einer Zielsetzung haben Informa-
tionen über die Entscheidungen Anderer eine starke Anziehungskraft, d.
h. ambitionierte andere Individuen erhöhen das Ziel der Teilnehmerin
und weniger ambitionierte andere Individuen führen zu niedrigeren Zie-
len. In dem eher qualitativen Kontext einer Schwierigkeitsauswahl, finden
wir keinen solchen Effekt. Stattdessen bleibt die Mehrheit der Teil-
nehmenden bei ihrer initialen Entscheidung.

Unsere Ergebnisse weisen darauf hin, dass in Kontexten, in denen die
Ambitionen anderer Individuen direkt mit Leistung und Einkommen
verknüpft sind, Informationen einen starken Effekt haben. Wenn je-
doch die Verknüpfung von Ambitionen mit Einkommen schwächer oder
uneindeutig ist, ist der Effekt schwach. Diese Ergebnisse stimmen mit
Theorien wie Ungleichheitsaversion (Fehr and Schmidt, 1999) überein
und können nicht durch reine Ankereffekte oder Unsicherheit über die
Aufgabe erklärt werden.

Die drei Kapitel dieser Dissertation analysieren Muster in menschlicher
Informationsbeschaffung, Erwartungsbildung und Entscheidungen. In
den ersten beiden Kapiteln finde ich, dass Menschen fehlerhafte Er-
wartungen bilden, da sie (1) das Ergebnis von Marktinteraktionen falsch
vorhersagen und (2) den Informationsgehalt von Informationsquellen falsch
einschätzen. Das führt zu nicht-optimalen Investitionsentscheidungen
und überschätzten Erwartungen. Zusammengenommen zeigen diese bei-
den Kapitel zwei wichtige Kanäle, durch welche Menschen Fehler machen
können. Jeder dieser beiden Kanäle ist mit einer Reihe von Entscheidun-
gen verknüpft, wie sie im täglichen Leben getroffen werden. In dem
dritten Kapitel finde ich, dass es sehr kontextabhängig ist, ob Menschen
auf Informationen über die Ambitionen anderer Individuen reagieren. In
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dem quantitativen Kontext von Zielsetzungen - in dem es möglich ist die
Optionen in eine klare Reihenfolge bezüglich ihrer Auszahlungsfolgen zu
bringen - gibt es einen starken Effekt durch die Kenntnis über Ambitio-
nen anderer Individuen. In dem qualitativen Kontext von Entscheidun-
gen über die Aufgabenschwierigkeit - in dem eine solche Rangordnung
nicht eindeutig möglich ist - vertrauen Menschen ihrem eigenen Urteil.
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1 Cursed Bets on Markets

This chapter is based on joint work with Miguel Costa-Gomes, Steffen
Huck and Georg Weizsäcker.

1.1 Introduction

Consider the following two stories.

You contemplate the option of buying an attractive house. A block
away there is a derelict industrial warehouse also up for sale. You imag-
ine how the warehouse will be sold to a developer who transforms it into
a swanky market hall with little shops selling French cheese and organic
produce. But your parents ask: what if the warehouse is sold to a car
dealer? It is too far out from the city for a market hall. You decide to
buy the house nevertheless. A few months later, the car dealer moves
into the warehouse.

A small Korean firm announces a major innovation in display technol-
ogy, and immediately proceeds to licensing it using a multi-stage auction.
After a few rounds the two only bidders left are a little-known Taiwanese
start-up and Samsung. You are heavily invested in Samsung stock. If the
license is sold to the Taiwanese company your Samsung stock will take a
hit. You call your parents again and they ask: how could the Taiwanese
ever bid as much as Samsung can? While your parents’ views are very
sensible (and their advice on the house was spot on), you cannot stop
worrying and decide to sell your Samsung stock. You learn soon after
that Samsung got the deal.

Our paper is about stories like these, i.e., we ask whether decision
makers understand how the market allocates objects when this allocation
is relevant to them. The importance of anticipating market outcomes is
ubiquitous, including many cases where the agent who forms the belief is
an outside observer who has no influence on the selection arising in the
market. The experimental literature has not addresses such cases (to the
best of our knowledge) despite the fact that they are simpler to analyze
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than cases where the observer also influences the market outcome.

Specifically, we study settings in the laboratory where an investor
(agent I) observes a buyer and a seller (agents S and B respectively),
and I ’s payoffs depend on the interaction between S and B—in partic-
ular on the type of buyer who acquires the object from the seller. We
examine whether I understands this selection, in a laboratory experiment
with a variety of binary tasks where I can either invest in a project or
not, B has two possible types, and the investment outcome depends on
which type of B acquires the object, if any.

There are a number of reasons for why I may make prediction errors.
First, the accuracy of I’s prediction may depend on whether S’s optimal
behavior is a pooling strategy where he sells to both types or a separat-
ing strategy where he sells only to one type. For the outside observer I,
understanding that a separating price can be optimal for S may require
more insight into the market mechanism than understanding the set of
pooling price strategies. As our data will (perhaps surprisingly) show,
this dimension of the problem is irrelevant for the quality of I’s choice.

A second, deeper cognitive issue is the problem modelled by cursed
equilibrium (Eyster and Rabin 2005) or analogy-based reasoning (Jehiel
2005).1 Investor I may fail to understand that prices select among the
possible types of B. Instead of correctly anticipating that only one type
of buyer buys in equilibrium, I may entertain averaged beliefs that as-
sign, in the case of fully cursed beliefs, fifty-fifty probabilities for the
allocation of the object. Our data will show that cursed equilibrium,
which accounts for this cognitive issue, organizes the data very well.

For a tight focus on the understanding of a well-defined interaction of
market participants, we design the experiment with computerized sellers

1Both theories yield similar predictions in many cases and it has been shown that
they can be translated into one another (Miettinen, 2009). For related models of
coarse reasoning and non-contingent reasoning, see e.g. Esponda (2008) or the liter-
ature cited in Ngangoue and Weizsäcker (2020). For applications, see e.g. Huck and
Weizsäcker (2016) who theorize about the consequences of naiveté about interactions
in markets for personalized information.
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and buyers. Investors know the fundamentals of the market, that is, the
different types of buyers, their respective willingness to pay and the set of
prices the seller can choose from. A fully rational investor I can, hence,
predict the price and infer how the object is allocated. A cursed investor,
in contrast, predicts the same price but fails to predict the allocation.2

This difference in beliefs can make a difference for the investor’s behav-
ior whenever there is either a tempting market allocation that will not
materialize in equilibrium, or a dreadful outcome that will materialize
in equilibrium but is deemed as less likely by the cursed investor. In
other words, if counterfactual market outcomes are far distant from the
equilibrium outcome, they may be a source for mistakes.

Following the logic of our examples above, we design the experimental
investor’s payoffs such that they depend directly on who buys the object.
One potential buyer type would be better for the investor than the other
buyer type. There is also the possibility that the object may remain
with the seller. An important simplification lies in the belief structure
that is required for solving the market game. While in real-world games
the investor needs to form all sorts of higher-order beliefs, in our set-
ting the investor only has to form first-order beliefs about the buyer and
the seller (‘What price will S choose, and which of the prices will each
type of B accept?’) and second-order beliefs about the seller’s consider-
ation of the buyer (‘Which of the prices does S believe to be accepted?’).3

The simplicity of the required belief structure allows addressing a
third source of mistake, namely the property of having to rely on second-
order beliefs. In a treatment comparison, we show that the ease with
which the relevant second-order beliefs can be formed has a substan-
tial impact on the quality of the investor’s decision: in our “Salience”
treatment we inform investors not only about the market’s fundamen-
tals but also about the expected profits that a seller stands to make for

2While our study is not to a full test of cursed equilibrium (because our experiment
lacks the feature that the investor’s decision impacts the other agents) we speak, for
convenience, of cursed investors, by which we mean investors who average their beliefs
over different types.

3Our approach is similar to Kneeland (2015) who designs games where belief
hierarchies are free of cycles, allowing the analyst insights into the reasoning process.
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each possible price. In this treatment it is, therefore, unnecessary for the
investor to form second-order beliefs. But the Salience treatment main-
tains the theoretical predictions for I’s choice; it is ineffective even for a
cursed investor I. Empirically, however, the Salience treatment reduces
the prevalence of mistakes that can be attributed to cursed beliefs by
about half. This shows a limitation of cursed equilibrium’s predictive
power and points at a possible connection between coarse reasoning and
the necessity of forming higher-order beliefs.

Our design and data analysis control for a number of potential con-
founds. One of them is that the investment decision depends on the
investor’s risk attitudes, even if she fully understands the outcomes and
their corresponding probabilities. We design the experiment to control
for subjects’ revealed risk preferences by asking subjects to also make
a series of decisions between a sure amount and a lottery that mirror
their investment decisions. Under full rationality, the two sets of tasks
are identical. The results are fully robust to this control, as we find that
subjects’ investments deviate much further from their revealed risk pref-
erences when cursedness predicts it.4

The paper is organized as follows. The experimental design and the
procedures appear in the next section. Section 1.3 describes the theoret-
ical background and derives the behavioral hypotheses. In Section 1.4,
we analyse the data and present our findings. Section 1.5 concludes.

1.2 Experimental Design and Procedures

Our experiment has two treatments. In each treatment, subjects play the
role of an investor who faces 28 investment decision problems (“games”,

4Insofar as the bias that we observe in our decision problem is closely linked to
cursedness in proper games, our evidence adds to a substantial body of literature
examining belief-based choice theories in the lab, some more supportive of cursed
equilibrium than others, see, for example the evidence in Eyster and Rabin (2005)
and Charness and Levin (2009). Our paper also relates to recent studies on the con-
ditionality of reasoning, such as Charness et al. (2014), Koch and Penczynski (2018),
Li (2017), Enke (2020), Esponda and Vespa (2017) and Ngangoue and Weizsäcker
(2020), all of whom also discuss the importance of complexity for coarse reasoning.
However, the link between higher-order beliefs and cursedness has not been observed
before.
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hereafter) on whether to invest in a project that has an uncertain return
or choose an outside option with a fixed return.5 The payoff to investing
depends on the outcome of a market interaction between a seller of a
fixed type and a buyer who has one of two types, ‘high-value’ or ‘low-
value’, each occuring with probability 1

2 . In the experiment, we refer to
the two types of the buyer as two separate buyers, Buyer A and Buyer B,
only one of whom is active (to simplify the understanding). In half of the
games, Buyer A is the ‘high-value’ type, and in the other half, Buyer B is
the ‘high-value’ type. Both buyer types and the seller are computerized
and follow decision rules known to the subjects. Each buyer type has a
known willingness to pay for the (fictitious) item and, if active, engages
in demand revelation: they only acquire the item at the seller’s asking
price if their willingness to pay is larger than or equal to it. The seller
asks the expected profit maximizing price, given buyer types’ demand
revelation behavior.

For the investor, investment results in one of three payoffs: a high
payoff corresponding to the ‘high-value’ type acquiring the item, a lower
payoff corresponding to the ‘low-value’ type acquiring the item, and a
third corresponding to the item not being sold. The price at which the
item is sold has no impact on the investor’s payoff.

For each of the decision problems, subjects are shown a table that
fully describes the seller’s feasible asking prices, the two buyer types’ de-
mand functions and the payoffs to the investor in all potential outcomes;
see Figure 1.1. The upper area of the screen indicates that each buyer
type receives the seller’s asking price with a 50 percent probability. The
table rows display each type’s willingness to pay: for each feasible price,
‘1’ and ‘0’ indicate that the type acquires or does not acquire the item at
that price, respectively. The bottom of the screen displays the investor’s
payoff depending on her decision whether or not to invest, and on the
buyer types’ behavior. These payoffs, as well as the buyer types’ willing-
ness to pay, vary across games.

5The wording “games” distinguishes the tasks from the explicit lottery choices
subjects also make.
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Figure 1.1: Example information screen

While all three outcomes of investment are conceivably relevant, the
investor always faces a 50-50 lottery in equilibrium. Either both buyer
types buy at the realized price—in which case she cannot receive the
payoff corresponding to no sale—or the realized price is too high for one
of the two buyer types—such that the subject receives either the payoff
that corresponds to the other type buying or the payoff from no sale.
The case that the stated price is too high for both buyer types, such
that there is no sale with certainty, is ruled out by the prescribed profit
maximization behavior of the seller.

For an example, consider the game of Figure 1.1. Here, when thinking
about whether to invest or not, an investor has to consider the market
selection. The expected profit maximizing price for the seller is 11 as
Πseller(11) = 1

211 + 1
20 = 5.5 > Πseller(P ), ∀P ̸= 11, and at this price

the ‘high-value’ buyer type (Buyer A) does not buy, while the ‘low-value’
type (Buyer B) buys. Therefore, investing yields a payoff of 15 with
probability 1

2 (in case there is no sale) and a payoff of 6 with probability
1
2 (if Buyer B buys), whereas the outside option yields 12 with certainty.
The investor should therefore not invest unless strongly risk loving. If,
however, the investor is cursed she believes that with some probability
she will get the high payoff of 30 and therefore might invest, depending
on her attitude towards risk and her degree of cursedness. The precise
predictions are described in Section 1.3.
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The treatment variation manipulates the level of information process-
ing available to the subjects. In the “Baseline” treatment the information
screen is as shown in Figure 1.1, providing all information that the sub-
jects need to find the optimal investment decision. In the “Salience”
treatment, subjects are shown an additional row in the table displaying
the expected profit to the seller for each feasible price,

Πseller(P ) = 1
2P

[︄
aH(P ) + aL(P )

]︄
,

where aH and aL are indicator variables of the ‘high-value’ and ‘low-
value’ buyer types’ purchasing actions and P denotes the seller’s price.
(The subjects see the values of expected profit, not the formula; for the
game in Figure 1.1, the first entries are 0, 1, 2, 3, 4, 2.5, 3, ...) All rel-
evant indicator variables are anyway shown in the table, hence the new
table row provides no additional information but merely simplifies the
reasoning process for the subjects. In order to predict the outcomes of
the market, subjects now only have to identify the largest number in this
additional row. They do not need to consider how the seller considers
the two buyer types’ purchase decisions: second-order beliefs are unnec-
essary in the Salience treatment.

After each game, each subject is provided with full feedback about
the realized price, which of the buyer types bought the item, and her
payoff. In addition to the 28 games, the experiment contains another
part where each subject is asked to make binary choices between safe
payments and 50-50 lotteries. There are 28 such lottery choices that
mirror the equilibrium payoff consequences of the games. Games and
lottery choices therefore induce the same incentives and any differences
in subjects’ behavior between the two parts must stem from other sources
than risk preferences, under assumptions of rationality.

We fully randomize the task order. For each subject it is randomly de-
termined whether they first face the games or the lottery choices. More-
over, within the two blocks the order of games / lotteries is also random-
ized. At the end of the experiment four games and four lottery choices
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are chosen at random and paid out at the rate 1 Experimental Currency
Unit = e0.20.

Four sessions with in total 83 subjects were conducted at the WZB-
TU Laboratory in Berlin using z-Tree (Fischbacher, 2007) and ORSEE
(Greiner, 2015). On average subjects earned e27.07, including a e5
show-up fee. Before making their choices, subjects answered a series
of understanding questions to make sure they understood the market
mechanism and its payoff consequences.

1.3 Theoretical Background and Hypotheses

For predictions of investor behavior, we consider two theories: Bayes
rationality and cursed equilibrium (Eyster and Rabin, 2005). In each of
them, the investor predicts the outcome of the market interaction and
evaluates the resulting lottery according to her risk preferences, which we
assume to obey expected utility assumptions. Under Bayes rationality
she invests if

1
2

(︄
aHu(vH) + (1 − aH)u(vNS)

)︄
+ 1

2

(︄
aLu(vL) + (1 − aL)u(vNS)

)︄
≥ u(vo)

(1)

where vH , vL, and vNS denote the investor’s payoffs in the game if the
‘high-value’ or ‘low-value’ type buys, or if there is no sale, respectively.
vo denotes the monetary value of the outside option and u(·) is the utility
function of the subject.

Cursed equilibrium predicts that the investor suffers from coarse rea-
soning about how types and actions are connected in equilibrium. In our
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setting this results in the investor choosing to invest if:

1
2

(︄
χ

[︄
1
2
(︂
aHu(vH) + (1 − aH)u(vNS)

)︂
+ 1

2
(︂
aLu(vH) + (1 − aL)u(vNS)

)︂]︄

+(1 − χ)
[︄
aHu(vH) + (1 − aH)u(vNS)

]︄)︄

+1
2

(︄
χ

[︄
1
2
(︂
aLu(vL) + (1 − aL)u(vNS)

)︂
+ 1

2
(︂
aHu(vL) + (1 − aH)u(vNS)

)︂]︄

+(1 − χ)
[︄
aLu(vL) + (1 − aL)u(vNS)

]︄)︄
≥ u(vo)

(2)

The parameter χ ∈ [0, 1] denotes the investor’s degree of cursedness. A
fully cursed investor, with χ = 1, does not understand the type-action
sorting at all and believes that when the ‘high-value’ buyer type gets the
offer, half the time she follows the ‘low-value’ type’s strategy, and the
reverse. A fully rational investor has χ = 0, such that (2) collapses to
(1), and intermediate values of χ correspond to weighted mixtures of the
two extreme beliefs.

The 28 games are designed to test the predictions of these two com-
peting theories.6 In games where the market has a pooling equilibrium,
no type selection arises and the two theories therefore coincide (Proposi-
tion 3 in Eyster and Rabin, 2005). In games with separating equilibria,
the two theories may or may not predict the same choice for the investor.
Accordingly, we select the 28 games so they can be categorized into three
groups: 12 games with a pooling equilibrium and 16 games with a sep-
arating equilibrium, 8 of which having different predictions for the two
theories. For each group of games and each theory, half of the games
have the investor invest, the other half not. This yields six blocks of
games, listed in Table 1.1.

For precise predictions of Bayes rationality and cursed equilibrium,
however, the cursedness parameter χ and the utility function u needs

6In the results section we will also the competing predictions of level-k reasoning
in incomplete-information games (Crawford and Iriberri (2007)). The experiment
was, however, not designed as a horse race between level-k theory and other models.
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to be specified. We selected the games such that χ ≥ 0.5 is sufficient
to get the predictions shown in Table 1.1 under the assumption of risk
neutrality, and that the predictions hold for a wide set of alternative
specifications.7

This leads to the paper’s first behavioral hypothesis: if both theories
have some merit, the frequency of investment will be higher for games
where both Bayes rationality and cursed equilibrium predict investment,
compared to where they make opposing predictions. The investment
rate will be lowest when both predict no investment. Notationally, let
F (R : a, C : b) be the frequency of investing if, under the maintained
assumptions on u and χ, Bayes rationality (R) predicts a and cursed
equilibrium (C) predicts b, where a, b ∈ {I, NI} denote the two possible
actions, investment and no investment, respectively.

Cursed-Equilibrium Hypothesis.

F (R : I, C : I) >

⎧⎨⎩F (R : I, C : NI)
F (R : NI, C : I)

⎫⎬⎭ > F (R : NI, C : NI) (I)

The second hypothesis examines in more detail the prevalence of
cursed reasoning. It states that in the Salience treatment (ST), where
second-order beliefs are not required to predict the market outcome, be-
havior is closer to Bayes rationality than in the Baseline treatment (BT).
If cursed reasoning is relevant (as predicted in the first hypothesis) then
this treatment effect will be especially distinct in cases where cursed equi-
librium predicts differently from Bayes rationality. Notice again that the
treatment effect is not predicted by cursed equilibrium. In cursed equi-
librium of our games, a cursed investor does not make inference mistakes
regarding the seller’s behavior. There is only one seller type who does
not care which of the buyer types acquires the item and whose behavior
is therefore known by the cursed investor. The hypothesis, instead, pos-
tulates a connection between depth and coarseness of reasoning: if the

7In some games, χ = 0.18 is enough to get this prediction, while in others up to
χ = 0.42 is required.
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requirement to consider second-order beliefs increases the coarseness of
reasoning, then the treatment should be effective.

Second-Order Belief Hypothesis.

F (R : I, C : I | ST ) ≥ F (R : I, C : I | BT ) (II)

F (R : I, C : NI | ST ) > F (R : I, C : NI | BT ) (III)

F (R : NI, C : I | ST ) < F (R : NI, C : I | BT ) (IV )

F (R : NI, C : NI | ST ) ≤ F (R : NI, C : NI | BT ) (V )

Finally, we also examine a third aspect of the market interaction,
whether or not it is relevant that the equilibrium outcome results in a
sale to both (pooling) or just one of the buyer types (separating). Coarse
reasoning plays no role for this hypothesis, we rather examine it as a fur-
ther aspect of the role of complexity. As discussed in the introduction,
the reasoning behind a pooling equilibrium may be more easily under-
stood than the reasoning behind a separating equilibrium. In the latter,
subjects have to consider the seller’s profit differences that arise from
selling at a high price to only one type. Subjects may fail at this cogni-
tive task and we therefore hypothesize that the optimal choice may be
picked more often in pooling games than in separating games.

Complexity Hypothesis.

F (R : I, C : I, Pooling) > F (R : I, C : I, Separating)

F (R : NI, C : NI, Pooling) < F (R : NI, C : NI, Separating)

1.4 Results

We begin the data analysis by examining whether there are differences
in the order of play, i.e., whether it makes a difference if subjects play
the lotteries or the games first. There are no significant differences in
choice behavior in any of 28 games (p=0.05, Fisher’s exact test) between
the two sets of investment decisions. For the lottery choices, there are
2 out of 28 choices that significantly differ between the two orders of
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play(p<0.05, Fisher’s exact test), which is roughly at the level of chance.
For the remaining analysis, we therefore pool the data across the two
orders of play.

1.4.1 Within-subject analysis (Cursed-Equilibrium Hypothe-
sis)

Table 1.1 and Figure 1.2 display the subjects’ average investment rates
in the six different blocks of games described in Section 1.3.

Table 1.1: Theory predictions and mean investment rates

Block (no. of Games) Market outcome Rational choice Cursed equilibrium
Mean investment

Baseline Salience
(st.d.) (st.d.)

1 (6) Pooling Investment 0.833 0.821
(0.180) (0.209)

2 (6) Pooling No investment 0.258 0.207
(0.239) (0.200)

3 (4) Separating Investment 0.911 0.915
(0.144) (0.144)

4 (4) Separating No investment 0.119 0.122
(0.177) (0.186)

5 (4) Separating Investment No investment 0.250 0.579
(0.259) (0.351)

6 (4) Separating No investment Investment 0.679 0.463
(0.314) (0.347)

Note: Standard deviation clustered on subject level.

When both theories’ predictions coincide, we see that they describe
subjects’ behavior well (Blocks 1 to 4). In games where a pooling equilib-
rium of both theories predicts that subjects should invest, they do invest
in more than 80 percent of cases. In games where a pooling equilibrium
predicts that subjects choose the safe outside option, the frequency of
investment is around 20 percent. Similar patterns arise in games with
separating equilibria and with identical predictions for the two theories,
with respective investment rates of over 90 percent and around 10 per-
cent. For the last 8 games, however, the two theories make different
predictions and show a very different data fit on average. The majority
of subjects in Baseline do not play according to Bayes rationality, which
would predict subjects to invest in Block 5 where the actual investment
rate is 25 percent, and to not invest in Block 6 where they do invest with
a frequency of 68 percent.
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Regarding tests of our first hypothesis, a paired t-test—using as unit
of observation a subject’s average behavior across all games in a block—
reveals that all five testable predictions hold with p < 0.001. Pooling
across the two treatments, subjects invest significantly more in games
belonging to Blocks 1 and 3 than in those belonging to Blocks 5 and
6. Investment in Blocks 2 and 4 is significantly lower than in all the
other blocks. Examining Baseline and Salience separately, we find that
all predictions hold with p < 0.001 except that F (R : I, C : NI) is not
significantly larger than F (R : NI, C : NI) in Baseline.

To quantify the effect sizes further we also employ a regression anal-
ysis (Table 1.2). The dependent variable is the deviation of a subject’s
choice from risk neutral Bayes rationality (valued 1 if the choice deviates,
0 otherwise). The ‘Cursedness’ variable indicates games where Bayes ra-
tionality and cursedness predict different behaviors. Its coefficient is
positive and highly significant, both statistically and economically: sub-
jects are three times more likely to depart from Bayes rationality in these
games.8 The effect also arises if we divide the games into those where
cursedness predicts a bad investment versus those where cursedness pre-
dicts forgoing a profitable investment (‘Cursed No Investment’); see the
results in column (2) of the table, showing only insignificant differences
between two groups of games. All results remain qualitatively the same
when employing a probit model (Appendix, Table A.1.1) instead of the
linear probability model in Table 1.2.

As indicated earlier, one potential confound is that subjects may sim-
ply follow their risk preferences. Section 1.2 explains that we therefore
mirror each game choice by a lottery choice where cursedness cannot in-
fluence behavior. We can thus control for risk preferences in the games
by comparing the subjects’ investment choice with their decision when
facing the corresponding lottery choice. The corresponding regression
results are in columns (3) and (4) of Table 1.2. The indicator ‘Devi-
ation from lottery choice’ measures whether or not subjects make the
same choice in both representations of the decision problem. The indica-

8On average subjects make 0.169 deviations from risk neutral choice in non-cursed
games, while they make 0.169+0.545=0.714 in cursed games.
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Table 1.2: Linear regression

Dependent variable:
Deviation from Deviation from Forgone profit

Bayesian rationality lottery choice from nonoptimal choice
(1) (2) (3) (4) (5) (6)

Salience −0.012 −0.012 −0.013 −0.013 −0.062 −0.062
(0.021) (0.021) (0.026) (0.026) (0.066) (0.066)

Cursedness 0.545∗∗∗ 0.510∗∗∗ 0.348∗∗∗ 0.369∗∗∗ 0.696∗∗∗ 0.553∗∗∗

(0.034) (0.052) (0.043) (0.059) (0.055) (0.077)
Cursedness x Salience −0.260∗∗∗ −0.203∗∗∗ −0.138∗∗ −0.150 −0.431∗∗∗ −0.355∗∗∗

(0.053) (0.076) (0.067) (0.093) (0.096) (0.128)
Cursed No Investment 0.071 −0.042 0.286∗∗∗

(0.066) (0.075) (0.097)
Cursed No Investment x Salience −0.114∗ 0.023 −0.152

(0.068) (0.083) (0.111)
Constant 0.169∗∗∗ 0.169∗∗∗ 0.202∗∗∗ 0.202∗∗∗ 0.459∗∗∗ 0.459∗∗∗

(0.012) (0.012) (0.016) (0.016) (0.044) (0.044)
N 2,324
R2 0.201 0.202 0.089 0.089 0.055 0.058

Note: Standard errors in parentheses, clustered at subject level. ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

tor reacts to differences between cursed and Bayes-rational predictions,
providing further evidence for the relevance of cursedness, even when con-
trolling for risk preferences. Comparing columns (3) and (4) to columns
(1) and (2), we see overall very similar results. In cursed games, i.e.
games where rational and cursed predictions diverge, there is a signifi-
cantly larger difference between lottery and investment choice than in the
other games (3). The same result holds when the cursed games are split
into games where cursed investors would wrongly invest versus wrongly
choose the outside option (4). Overall, we conclude that the evidence of
coarse reasoning in Baseline cannot be driven by risk attitudes.

A potential explanation for the observed effect is level-k reasoning
(e.g., Crawford and Iriberri, 2007), where agents expect other agents
to have lower levels of iterated-best-response rationality. A level-1 in-
vestor expects both buyer types to buy in all games and for every price
with 50 percent probability. This yields predictions that coincide with
cursed predictions for 26 out of the 28 games. However, when includ-
ing a level-1 dummy—being equal to 1 if level-1 predicts investment
and 0 otherwise—in the regression analysis (Appendix Tables A.1.2 and
A.1.3), the coefficient is economically unimportant and mostly insignif-
icant, often with the opposite-than-predicted sign. Level-2 subjects in
our experiment would believe that sellers are level-1 and set the maximal
price of 15 (as sellers believe buyers are level-0 and therefore buy at any
price with 50 percent probability). Level-2 predicts the same behavior as
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Figure 1.2: Mean investment rates

cursed reasoning in 22 out of the 28 games. Again, however, when includ-
ing the level-2 prediction as in the regression analysis, its coefficient is
economically and statistically insignificant (Appendix Tables A.1.2 and
A.1.3). We conclude that level-k theories often yield the same predictions
as cursedness in our experiment, but cursedness yields a better fit in the
cases where the theories do not coincide.

We now turn to the payoff consequences of the observed bias. To es-
tablish the maximum possible forgone benefits from over- or underinvest-
ment, Figure A.1.1 in the Appendix shows the distribution of expected
gains and losses from investment in the 28 games. The distribution is
fairly symmetric around zero and the expected losses from making the
wrong choice lies between 0 and 3 experimental currency units (ECU)
in most games (21 out of 28), with a maximum possible expected loss
in one game of 8 ECU. The average expected loss of making the wrong
choice is 2.89 ECU.
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Table 1.2’s columns (5) and (6) show the results of regressing the mon-
etary loss from under- or overinvestment on several game characteristics.
In games where cursedness predicts deviations from Bayes rationality,
subjects in Baseline on average leave 1.16 ECU on the table, which is
0.7 ECU (p<0.01) more than in the other games of Baseline. Put dif-
ferently, if cursedness differs from Bayes rationality (Blocks 5 and 6),
average losses from suboptimal play increase by more than 150 percent
relative to the games of Blocks 1 through 4. When over- and underin-
vestment are investigated individually, we see in Column (6) of Table
1.2 that underinvestment hurts subjects more than overinvestment, by
about one third (0.84 vs. 0.55). Summarizing, we find significant payoff
reductions that are in line with the Cursed-Equilibrium Hypothesis.

1.4.2 Between-subject analysis (Second-Order Belief Hypoth-
esis)

This section shows the effect of making the seller’s expected payoffs ex-
plicit to the subjects, in the Salience treatment. As discussed in Sections
1.2 and 1.3, this treatment makes it unnecessary for the subjects to con-
sider the seller’s consideration of the buyers’ decisions. For a cursed
agent whose degree of cursedness is independent of the required depth of
reasoning, the treatment variation makes no difference. If, in contrast,
the necessity to form second-order beliefs increases cursedness, then our
second hypothesis applies.

Figure 1.2 shows that there are only mild differences between the
treatments’ investment rates in the first 4 blocks of games (depicted
in order from left to right). Presenting the subjects with the expected
profit of the seller does not influence subjects’ investment behavior when
risk neutral Bayes rationality and cursed equilibrium predict the same
(p>0.05 for all blocks, t-tests using as unit of observation a subject’s
average behavior across all games in a block). In the last two blocks,
however, there is a significant treatment difference within each block of
games (p<0.01, t-test). The treatment intervention, adding a fourth row
to the information screen tables, pushes subjects towards risk neutral
rational investment choices in both blocks. We thus find support for the

16



two strict inequality predictions of the Second-Order Beliefs Hypothesis,
(III) and (IV), and the two weak inequality predictions (II) and (V) hold
as (rough) equalities.

These results also appear in the regression analysis of Table 1.2. The
interaction ‘Cursedness x Salience’ has a significant negative impact on
the probability of deviating from risk-neutral Bayesian rationality and
from the subject’s lottery choice (columns (1) and (3)). The negative
treatment effect also tends to appear in Blocks 5 and 6 individually
(columns (2) and (4)): the impact on the deviation from Bayesian ra-
tionality is significant but the impact on deviation from the subject’s
lottery choice is not (column (4)). In terms of overall coefficient sizes,
the Salience treatment reduces the effects of cursedness by more than a
third in all specifications.9

Table 1.2 also shows the impact of the Salience Treatment on the
expected monetary outcomes for the subjects. The Salience treatment
reduces the loss from playing suboptimal in the cursed games by more
than 60 percent (p<0.01). Column (6) of Table 1.2 shows that the treat-
ment is especially powerful in cases where cursed equilibrium predicts
subjects to invest too little.

1.4.3 Game-type analysis (Complexity Hypothesis)

Finally, we examine whether the equilibrium type of the game, pooling
or separating, has an impact on subject behavior. The mean investment
rates in Table 1.2 show that subjects deviate less often from Bayes ra-
tionality in separating games than in pooling games for the first four

9We also note that level-k theories cannot provide a satisfactory explanation for
the observed treatment effect. Under a literal interpretation of level-k theories, sub-
jects would ignore any information that goes contrary to their belief model, like the
additional row in the Salience treatment. One may argue for a less literal interpreta-
tion of level-k, where subjects take the new information into account. Even so, level-1
predicts no treatment effect as the payoffs of other players are ignored. Level-2 sub-
jects, in contrast, could indeed react to the treatment variation under this less-literal
interpretation of level-k, if they no longer believe that the seller sets the maximal
price (see Section 1.4.1) but instead the profit-maximizing one. However, as shown
in Section 1.4.1, level-2 does not predict the baseline effect well and even a flexible
version of level-2 is therefore largely inconsistent with the observed treatment effect.
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blocks, where Bayesian rationality and cursed equilibrium predict the
same. This result is confirmed in a regression (Appendix Table A.1.4),
where the coefficient of seperating games is negative and highly signifi-
cant. Interestingly, the interaction of Salience and equilibrium type has
no effect in Blocks 1 through 4: the additional provision of the Seller’s
expected payoff help the subjects neither in the pooling nor in the sepa-
rating games, instead it helps only in the cursed games of Blocks 5 and
6.

1.5 Conclusion

This paper asks the question whether outsiders whose economic prospects
depend on how a market allocates an object can successfully predict the
allocation. Specifically, we examine agents who face an investment prob-
lem whose return depends on what kind of buyer acquires an object from
a seller. We vary different aspects of this problem and find that coun-
terfactual temptations and threats are an important source of errors in
decision making. When—as in our introductory examples—off equilib-
rium counterfactuals are either very tempting (the new swanky market
hall in the neighborhood) or very scary (the stock exposure turning dark)
agents may make mistakes. These mistakes are captured by a bias in be-
lief formation that is at the core of Eyster and Rabin’s (2005) cursedness
or Jehiel’s analogy-based reasoning. We also show, however, that the ex-
tent to which this bias kicks in depends on the complexity of the choice
problem. If we eliminate the need to form a higher-order belief about
seller’s belief about the buyer’s behavior, cursedness plays a smaller role.

We believe that the analysis of the substantive problem, the quality
of outsiders’ beliefs about market interactions, deserves more attention.
Our data show that difficulties in predicting market outcomes can be a
significant source for behavioral spillovers from one market to another.
If economic agents make mistakes in predicting allocations in one market
they may behave suboptimally in another market. These effects may also
be especially relevant when economic conditions are unusually uncertain:
the lure of golden counterfactuals and the threat of catastrophic ones
loom large in goldrush times and in recessions.
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2 Majority and Me

2.1 Introduction

We are living in a world in which individuals have access to more in-
formation than ever before. This vast amount of information requires
them to choose which of the many sources to listen to when making de-
cisions. As these choices inform actions in all aspects of peoples’ lives,
it is vital to understand how they are made and what kinds of biases
may emerge in the process. While these information sources may differ
along many dimensions, one of the crucial ways is in their fit for the
individual situation of the choosing person. Some sources are directly
targeted at a person’s particular situation (e.g. in so far that the ad-
viser knows her client’s personal state such as a family doctor or private
banker and tailors the advice), while others are more general and tar-
geted at the average needs of a large and heterogeneous population (e.g.
a health website or Bloomberg news). When both types of sources are
available and a choice has to be made, individuals have to evaluate how
informative the general information is for their particular situation. De-
pending on the reliability of the source and its fit for the person, either
the personalized or the general information may be more informative for
the individual. Take for example a young entrepreneur who faces uncer-
tainty regarding a change in an import tariff, how her business would
be affected and, as a consequence, her optimal reaction. Two states are
relevant for her to choose the optimal action: first whether the tariff is
increased or decreased and second, whether her supply chain and sales
would profit or be hurt by this change. To gather more information, she
can choose to follow the advice of the local chamber of commerce agent,
who knows her business and suppliers. However, this agent has only very
basic knowledge regarding international negotiations and the likelihood
of the direction of the tariff change. Alternatively, she can choose to
listen to a national public radio program, which provides reliable infor-
mation about the negotiations but can only cater to start-ups in general.
Which of the two information sources (advisers) is more informative for
the entrepreneur depends on the advice quality and her estimate of group
homogeneity, i.e., how similar her business is to start-ups in general.
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In this paper, I study in a lab experiment how individuals behave
in situations where they need to choose between different sources of in-
formation. In the experiment, each participant is assigned to a group.
I study a simplified setting, where each member of the group is indi-
vidually in one of two uncertain states. It follows that a participant is
either in the same individual state as the majority of members of her
group or she belongs to the minority. In addition, the entire group is in
one of two uncertain group states. Neither the realized individual state
nor the group state is known to participants, but only their distribution.
Participants have to choose between a message that is informative about
the group state for them in their particular individual state and a mes-
sage that is informative for the majority of group members, though it is
uncertain whether they are part of this majority. The central research
question addressed in this paper is whether individuals, when facing the
choice between personalized and majority-aimed information, make this
decision in a rational Bayesian way or deviate systematically. A rational
Bayesian individual will choose the general (majority-aimed) informa-
tion if it is reliable and her group is sufficiently homogeneous, i.e. most
members are known to be in one state and consequently her chance to
belong to this majority is high. If this is not the case, she will choose the
personalized message. However, there are several ways in which the in-
dividual’s choice might deviate from the Bayesian optimal choice. First,
individuals might overestimate their chance of belonging to the majority
and consequentially the accuracy and value of the general information
source. Such behavior can be modeled by individuals who fall prey to
the false consensus effect (Mullen et al., 1985). These agents believe that
the members of her group are more like herself than they actually are. In
a more extreme version of this, individuals might ignore the conditional-
ity of the information source altogether (i.e. believe that they are always
in the majority) and take it at face value. Second—yielding the opposite
prediction—individuals might shy away from the additional calculations
required by the general message and choose the personalized message
too often. Such behavior has been documented for lotteries, where Huck
and Weizsäcker (1999) show that individuals prefer lotteries with fewer
possible outcomes. In my experiment, participants then need to choose
an action—based on the message from their chosen information source—
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which pays a prize depending on the realization of their individual and
the group state. Additionally they state beliefs about the product of the
states, i.e. their individual state and the group state. In a second and
third part of the experiment, participants are exogenously assigned an
information source.

My main findings are as follows. Participants reliably choose correctly
the majority-aimed information source when it clearly dominates, i.e.,
when both the nominal signal quality (the probability that the prediction
of the group state is correct for the majority) and the posterior are higher.
In these cases, more than 70% of choices are optimal. However, in cases
where it is optimal to choose the personalized information source (higher
posterior) but its nominal signal quality is lower than the one provided
by the majority-aimed source, a significant share of participants choose
the latter. Here, averaging across several decision problems, more than
50% of choices are non-optimal. These non-optimal choices results in a
substantial loss of accuracy in participants’ stated beliefs about the state
combinations. The average improvement of beliefs over the prior is more
than 10 percentage points lower if the non-optimal information structure
was chosen. Using the data from the exogenously assigned information
sources, I find that this pattern is only partially driven by selection,
i.e., by participants choosing the non-optimal source also being worse in
predicting the state of the world (independent of the assigned information
source). Instead, even those who choose the correct source initially make
prediction errors when assigned the non-optimal information source.

This study contributes to several strands of the literature. First, it re-
lates to recent papers examining choice over information structures where
the signal is of instrumental value. Charness et al. (2020) and Montanari
and Nunnari (2019) examine situations where individuals can choose be-
tween two information structures which are either biased towards or away
from their prior. While in the former paper the information structures
are nominally—i.e. without taking the prior into account—equally reli-
able, the latter paper also examines the asymmetric case. Both find that
a large share of participants choose the structure that is biased towards
the prior even in cases where this is not optimal. This choice pattern
has a strong negative impact on the accuracy of the individuals’ poste-
riors. Montanari and Nunnari (2019) additionally find that participants
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are more likely to choose the nominally more reliable information source,
even when this is not optimal. I complement the findings of these papers
in the information choice literature by examining the choice between a
personalized signal and a signal aimed at several individuals. Individuals
in my experiment are required to evaluate how similar they are to others
instead of whether signals are more informative when biased towards or
away from the prior. In this way, my study is concerned with the choice
between different kinds of information sources as opposed to differently
oriented signals within the same type.

There exists another set of papers in the social learning literature
where individuals are asked to choose between receiving private signals
and observing the choices of others. Duffy et al. (2019b) extend the clas-
sic sequential design of Anderson and Holt (1997) by asking individuals to
choose between receiving private information about the state of the world
and observing the belief statements of others in line ahead of them. In-
dividuals then have to state their belief about the state of the world.
The authors find that individuals choose the social information too of-
ten, contrary to the overconfidence in the private signal that has been
documented elsewhere in the literature (see, e.g., Weizsäcker, 2010).10

In Duffy et al. (2019a) this setup is changed such that all participants
simultaneously choose between the two information sources and the so-
cial information contains individuals’ belief statements in the previous
round. Depending on the probability that the state is the same as in the
previous round either one or the other source is more informative. Here
the authors find that while a large share of individuals behaves optimally,
there is also a substantial fraction of solely private and social informa-
tion choosers. My paper contributes to this topic by making the decision
situation both simpler and more abstract. An individual in my paper is
not required to consider other players’ behavior when making her choice,
but only whether she is in the same state as them. Furthermore her
choice does not impose any externality. In this way, the two information
structures are more similar and the interaction between participants is
more limited, making it more of an individual choice problem.

10Kübler and Weizsäcker (2004) find that individuals are buying too many costly
private signals, whereas Çelen and Hyndman (2012) find that too many costly social
signals are bought.
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This study is part of a larger literature which examines biases in belief
updating. It has been shown that individuals undervalue high-quality
information (Ambuehl and Li, 2018) and fail to take connections between
information sources (Enke and Zimmermann, 2019; Graeber, 2020), the
information content of missing signals (Jin et al., 2015; Ngangoue and
Weizsäcker, 2020) or selection in the generation of signals (Barron et al.,
2019; Enke, 2020) into account.

The mechanism of individuals’ behavior in this study is related to the
(false) consensus effect. If present, this effect prescribes that “when peo-
ple estimate the behavior or opinions of others, their estimates are biased
towards their own behavior” (Engelmann and Strobel, 2012). Mullen
et al. (1985) conduct a meta study of 115 tests and demonstrate the
existence of a false consensus effect. In more recent years however, En-
gelmann and Strobel (2000) and Offerman et al. (2009) show that this
effect is not present when individuals are provided with readily available
representative information. Moreover, Engelmann and Strobel (2012)
show that the false consensus effect can be switched on and off, depend-
ing on how readily representative information is available. In my paper
individuals are not trying to predict other individuals’ behavior, instead
they are provided with objective information about other players and
need to calculate the likelihood of their similarity.

My model and design choices in so far as there are two relevant states
of the world (including an individual-specific state whose realization is
not known to the individual) are not common in the literature. However,
it is possible to reformulate the problem such that the basic tradeoffs
remain the same, by assigning types instead of individual states. Each
individual’s type is known to herself but not to the others, who only
know that their types are correlated (they are the same with a known
probability). As in my design, there is one state that is relevant to all
individuals. The individuals choice is then between a message that is
informative about the state for them given their type and a message
that is informative for another individual, though whether they have the
same type is uncertain. All equations and results are the same in the two
setups. I chose the former setup for this study since here the question
of belonging to the majority is more salient and closer to the real world
phenomenon.
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The remainder of the paper is organized as follows. Section 2.2 out-
lines the theoretical framework and the experimental implementation.
Section 2.3 presents the results and section 2.4 heterogeneity in partici-
pants’ behavior. Section 2.5 concludes.

2.2 Experimental design

2.2.1 Formal setup

Consider a population of agents who are organized into groups of size n.
Each group is assigned one of two potential group states of the world θ,
where θ = 1 is obtained with probability q and θ = −1 with probability
1 − q. Without loss of generality q is set to be greater or equal one half.
Furthermore each agent i is assigned an individual state of the world γi.
A share of r agents in each group is assigned γ = 1 and the remaining
share of 1 − r agents is assigned γ = −1. It follows that agent i is
assigned γi = 1 with probability r and γi = −1 with probability 1 − r.
As we will see in a moment r ≥ 0.5 w.l.o.g.. The agent knows only the
distribution of θ and γi, but not their realizations. She has to choose an
action ai ∈ {−1, 1}, trying to match the product of her individual state
γi and the group state θ. She receives a payoff of π if her action matches
the product, i.e. ai = θγi and 0 otherwise:11

Π(ai|θ, γi) =

⎧⎪⎨⎪⎩π if ai = θγi

0 otherwise

Ex ante, i.e. before receiving information from the advisers, the prior of
the state combination is:12

P (θγi = 1) = qr + (1 − q)(1 − r) ≥ 0.5

There are two information sources (advisers) j = A, B which each re-
ceive an informative signal sj about the group state of the world, where
P (sj = θ∗|θ = θ∗) = pj ≥ 0.5. The advisers are different in the degree
of information they possess about the individual states of the agents.

11Since the payoff depends only on the product of the group state and the personal
state, w.l.o.g. r ≥ 1

2 .
12P (θγi = −1) = 1 − P (θγi = 1)
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Adviser A only knows the distribution of states r, whereas adviser B

knows the individual state γi of each agent. Advisers do not transmit
their signal directly but transform it according to their information about
either the individual state of the agent or the distribution of individual
states. Adviser A sends message mA = sAI∑︁n

i=1 γi≥0 − sAI∑︁n

i=1 γi<0, i.e.
she transforms the message by adjusting it to the majority of individual
states. Adviser B sends the message mBi

= sBγi, i.e. she transforms the
message by adjusting it to the individual state of the agent.

Having received advice from adviser j = A, B the agent’s Bayesian
posteriors13 are:

P (θγi = +1|mA = +1) = pAqr + (1 − pA)(1 − q)(1 − r)
pAq + (1 − pA)(1 − q) ≥ 0.5

P (θγi = −1|mA = −1) = pA(1 − q)r + (1 − pA)q(1 − r)
pA(1 − q) + (1 − pA)q ≷ 0.5

P (θγi = +1|mB = +1) = pB[qr + (1 − q)(1 − r)]
pB[qr + (1 − q)(1 − r)] + (1 − pB)[(1 − q)r + q(1 − r)] ≥ 0.5

P (θγi = −1|mB = −1) = pB[(1 − q)r + q(1 − r)]
pB[(1 − q)r + q(1 − r)] + (1 − pB)[qr + (1 − q)(1 − r)] ≷ 0.5

If the agent has chosen adviser A, she should always follow message
mA = 1 since this is in line with her prior. She should follow mA = −1
only if P (θγi = −1|mA = −1) ≥ 1

2 ⇔ pA ≥ q, i.e. if the signal about the
group state is more likely correct than the ex ante probability of the group
state, since both are affected in the same way by the majority probability
r. If she behaves according to this rule and pA ≥ q, she receives the prize
with probability pAr +(1−pA)(1−r).14 In other words, the message and
her action are correct, if the signal for the majority is correct (pA) and
the agent is in the majority (r) or if the signal is incorrect (1 − pA) and
she is in the minority (1 − r). In contrast, if pA < q, the agent should
always choose an action in line with her prior P (θγi = 1).

If the agent has chosen adviser B, she should again always follow
mB = 1 since this is in line with her prior. She should follow mB = −1
only if P (θγi = −1|mB = −1) ≥ 1

2 ⇔ pB ≥ qr + (1 − q)(1 − r). In other
words, the agent should follow the message if it is more likely correct

13P (θγi = −1|mA = +1) = 1−P (θγi = +1|mA = +1) and analogous for the other
probabilities.

14All calculations are delegated to Appendix A.2.2.
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than the prior, since accuracy of message mB is independent of r. If she
behaves according to this rule and pB ≥ qr + (1 − q)(1 − r), she receives
the price with probability pB. If pB < qr + (1 − q)(1 − r), again she
should choose an action in line with her prior.

Which of the two advisers should the agent choose? I will focus on
the case where pA and pB are sufficiently high such that the messages are
informative for the action choice. In this case, adviser B is correct with
probability pB, independent of the majority size r. Adviser A is correct
with probability pAr + (1 − pA)(1 − r), i.e. the nominal quality pA needs
to be mitigated with the likelihood to be in the majority. Furthermore
the agent needs to account for the fact that an incorrect message to the
majority is the correct one for the minority. It follows that a Bayesian
agent chooses adviser B iff

pB ≥ pAr + (1 − pA)(1 − r).

There are various reasons why agents might deviate from this Bayesian
decision rule. For one, an agent might prefer adviser B since her message
is simpler to understand than adviser A’s. As can be seen in the previous
paragraph, in order to evaluate the message of adviser A the agent needs
to perform additional calculations compared to the message from adviser
B. In its simplest form, the advice can be thought of as a lottery. If
adviser B is chosen this is a simple binary lottery, where with probability
pB the message is correct and with 1 − pB it is incorrect. If adviser A is
chosen, there are four different outcomes possible: two where the message
is correct (signal is correct and agent is part of the majority (probability
pAr); signal is incorrect and agent is part of the minority (probability
(1−pA)(1−r))) and two where the message is incorrect (signal is correct
and agent is part of the minority (probability pA(1−r)); signal is incorrect
and agent is part of the majority (probability (1 − pA)r)). It has been
shown in the literature (Huck and Weizsäcker, 1999), that in this case
agents can prefer the simple lottery. This effect would bias the agent
towards choosing adviser B.

A different way that the agent might deviate from the Bayesian deci-
sion rule is via her assessment of the probability that her individual state
is the same as the majority. If she believes that everyone is similar to
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her, then she is likely to overestimate the chance that she belongs to the
majority (which I label majority bias). This leads to her believing that
the message from adviser A is more accurate than it is in reality. While
for a Bayesian agent, P (γi = 1|∑︁ γj > 0) = P (γi = 1) = r, a biased
agent believes that P (γi = 1|∑︁ γj > 0) = r̂ ≥ r = P (γi = 1). I assume
that the difference between r and r̂ gets larger, the smaller r is. However
when there is no majority, i.e., r = 0.5, the agent correctly evaluates her
chance to be in one of the (equally likely) two states:

r̂ =

⎧⎪⎨⎪⎩χ1 + (1 − χ)r if r > 0.5

r if r = 0.5

The parameter χ ∈ [0, 1] denotes the degree of the bias. If χ = 0,
it follows that r̂ = r and the agent has Bayesian beliefs regarding her
chance to belong to the majority. If χ = 1, then r̂ = 1 and she believes
with certainty that she belongs to the majority. For intermediate values
of χ the agent overestimates her chance to belong to the majority.

What are the consequences of this overestimation? First, it induces
the agent to overestimate the accuracy of the message from adviser A

and, as a consequence, to form beliefs that are too confident. This follows
from the positive partial derivatives of the posteriors with respect to r.15

The biased agent evaluates message B in the same way as the Bayesian
agent, since it is correct with probability pB independent of r.

Second, this overconfidence in message A induces the biased agent
to choose adviser B too seldomly, since she only chooses it if iff pB ≥
pAr̂ + (1 − pA)(1 − r̂). Since the right-hand side is increasing in r̂ for
pA ≥ 0.5, there are values for pA, pB and r such that the biased agent
chooses adviser A despite adviser B being optimal. In sum, a majority-
biased agent chooses adviser A too often and is too confident in the
advice.

15The partial derivatives are ∂P (θγ=1|mA=1,r)
∂r = pAq−(1−pA)(1−q) ≥ 0 ∀pA, q ≥ 1

2
and ∂P (θγ=−1|mA=−1,r)

∂r = pA(1 − q) − (1 − pA)q ≥ 0 ∀pA ≥ q ≥ 1
2

27



2.2.2 Implementation

The experiment consists of 3 parts, the first two consisting of 12 rounds
each, the last only 6. During the experiment participants are organized
in groups of ten. This is done to make the notion of majority and mi-
nority more directly perceivable.
In each round and for each group there are two urns, urn 1 contains five
orange and five blue balls, and urn 2 contains in total ten black and white
balls. The exact composition of the second urn varies between rounds.
In each round one ball from urn 1 will be drawn. This ball is the gen-
eral ball and is relevant for all players in the group. Furthermore, for
each player in the group one ball from urn 2 will be drawn (without re-
placement). This is the individual ball and only relevant for this specific
player. The colors of all drawn balls remain unknown to the players until
the end of the experiment.
In the first part of the experiment, the ENDO treatment, players can
choose between two sources of information. There is a computerized ma-
jority adviser A and a computerized personal adviser B.16 Both advisers
receive an informative signal about the general ball in this group, where
P (sA = θ∗|θ = θ∗) = pA, P (sB = θ∗|θ = θ∗) = pB and pA ≥ pB ≥ 0.5.
Adviser A knows only the distribution of balls in the second urn, i.e., the
number of black and white balls. Adviser A is programmed to recom-
mend the action that is optimal for the majority of players in her group
(Table 2.1). Adviser B on the other hand gets a perfectly accurate sig-
nal about the individual ball, i.e., whether this player’s individual ball is
black or white. Adviser B is programmed to recommend the action that
is optimal given the player’s individual ball (Table 2.2).

Table 2.1: Adviser A

Advice
Ball Majority of White Blackindividual balls

General ball Orange Blue Orange Blue
Orange pA 1 − pA 1 − pA pA

Blue 1 − pA pA pA 1 − pA

16In the experiment it was randomized on the participant level, whether A was the
majority or the personal adviser. For simplicity in the paper I refer to the majority
adviser as adviser A.
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Table 2.2: Adviser B

Advice
Ball Individual ball White Black

General ball Orange Blue Orange Blue
Orange pB 1 − pB 1 − pB pB

Blue 1 − pB pB pB 1 − pB

At the end of each round players are asked to estimate the combina-
tion of the two balls and are rewarded according to the following rule: If
the individual ball is white, the player gets π if she correctly states the
color of the general ball. If the individual ball is black, the player gets
π, if she correctly states the opposite color of the general ball i.e. blue
instead of orange and orange instead of blue. In all other cases the player
gets 0. This is depicted in Table 2.3.

Table 2.3: Payoff table

Answer
Ball Individual ball White Black

General Ball Orange Blue Orange Blue
Orange π 0 0 π
Blue 0 π π 0

Participants’ choices are implemented using the strategy method, i.e.
participants choose an adviser and then have to choose an action con-
ditional on the two possible advices (orange or blue) they can receive
from the adviser. First, participants are asked to estimate which of the
two possible ball combinations is more likely. If this state is realized,
they receive a prize. Second, they have to indicate how likely they think
this predicted combination will occur using a slider. This is incentivized
using the binarized scoring rule (Hossain and Okui, 2013) in the framing
proposed by Wilson and Vespa (2016).

There are 3 sets of decision problems (Table 2.4), containing 4 problems
each. The aim of the decision problems of class 1 and 2 is to establish
whether participants choose optimally/consistently from a Bayesian per-
spective, while those of class 3 and 4 are there to examine the mechanism
of choice further. All problems within one set have the same accuracy
of adviser B, pB, while they differ in the accuracy of adviser A, pA, and
the distribution of individual balls r. In each set, the games of class
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1 and 2, are each others’ mirror image with respect to the parameters
r and pA, i.e., r in class 1 is equal to pA in class 2 and the reverse
(r1 = p2

A ∧ r2 = p1
A). Therefore, they have the same Bayesian posterior

if adviser A has been chosen:17

P (θγ = mA|mA) = pAr + (1 − pA)(1 − r)

However, while they provide the same posterior, they differ in the origin
of this certainty. Adviser A in class 1 provides high quality information
to the majority, but each participants chance to belong to this majority
is relatively low. Adviser A in class 2 provides lower quality information
to the majority, but there is a higher likelihood that a participant is part
of this majority. In each set, the games of class 3 and 4 can also be
generated by modifying class 1. In class 3 the probability of belonging
to the majority r is increased, keeping pA and pB constant. This results
in a higher quality of adviser A in terms of the improvement of the
posterior relative to the prior than A in class 1, while the quality of B

remains constant. In class 4, the probability r is set to 0.5 resulting in
a completely uninformative adviser A. Again the quality of B remains
constant.

Table 2.4: Decision problems

Set Game r pA pB P (θγi = mA|mA) Bayesian Min χ
class choice for A choice

1

1 60% 100% 70% 60% B 0.25
2 100% 60% 70% 60% B -
3 90% 100% 70% 90% A 0
4 50% 100% 70% 50% B -

2

1 80% 100% 90% 80% B 0.5
2 100% 80% 90% 80% B -
3 100% 100% 90% 100% A 0
4 50% 100% 90% 50% B -

3

1 60% 80% 70% 56% B 0.583
2 80% 60% 70% 56% B -
3 90% 80% 70% 74% A 0
4 50% 80% 70% 50% B -

In the ENDO treatment, agents face all 12 decision problems in ran-
dom order. In the second part of the experiment, the EXO treatment,

17Since all problems in each set have the same pB , they all have the same posterior
after adviser B has been chosen.
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agents face each problem of game class 1 and 2 twice, while class 3 and 4
are omitted, resulting again in 12 decision situations. Players are assigned
both advisers, one in each of the two instances of the same problem. The
order is determined randomly.18

In all decision problems of the three treatments, the number of blue
and orange balls in the first urn is equal. It follows that ex-ante the prior
that either stating orange or blue yields the prize is exactly one half.

2.2.3 Hypotheses

In this section, I state the hypotheses that can be developed from the
theory (section 2.2.1) and which are tested in the experiment. I establish
the hypotheses in order to differentiate between the cases of majority
bias, a preference for B due to its simplicity and Bayesian rationality.
The aim of Hypothesis 1 is to establish whether agents behave in line
with the majority bias or are Bayesian. The Bayesian posteriors of the
games in class 1 and 2 are the same, since they have equal pB while r

and pA are exchanged, leaving P (θγi|mA) and P (θγi|mB) constant (Table
2.4). A Bayesian agent should therefore choose A at the same rate in the
two classes. As should an agent who prefers B. However, an agent who
believes she has a higher-than-actual probability to be in the majority
(majority bias) should choose differently, assuming that her biasedness
is large enough to bridge the gap between the two posteriors.

Hypothesis 1 [Biased adviser choice].
There is a higher rate of A choices in games of class 1 than of class 2.

Hypothesis 2 means to differentiate further between the theories in
two ways. For one thing, if the results are in line Hypothesis 1, then Hy-

18I also conducted a third treatment, called MIN, in the third part of the exper-
iment, but did not analyze it in detail. In the MIN treatment, for the same subset
of problems as in the EXO treatment, players are assigned an adviser C. This ad-
viser provides a general advice, i.e. only takes the distribution of personal balls into
account. However, in contrast to parts one and two, this advice is directed at the
minority of agents in the group. The aim of this treatment was to provide an alter-
native mean of control to the experiment, in addition to the games of class 4. The
optimal action in the MIN treatment is to invert the advice from adviser C. However,
while this also filters naïve agents, the choice in game class 4 is more indicative since
it applies directly to the information choice.
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pothesis 2 helps to differentiate between majority bias and its extreme
version. For another thing, if the results fail to support Hypothesis 1,
Hypothesis 2 discerns between Bayesian rationality and a simplicity pref-
erence for B. As described above, the agents’ posterior in the games of
class 3 dominate the games of class 1 in terms of the certainty about
the correct action after receiving mA. A Bayesian agent should therefore
choose A at a higher rate in class 3 than in class 1. Furthermore, since
the majority bias is a convex combination of certainty and the true prob-
ability to belong to the majority, the biased posterior after receiving mA

in class 3 will always be weakly larger than in class 1. It follows that
both Bayesian and biased agents should choose A more often in class 3
than in class 1. In the extreme version of the bias however, where agents
ignore the possibility that they do not belong to the majority altogether
and take the signal at face value, the choice rate of A should be the same
across all game classes but class 2. The same holds for agents who always
prefer B.19

Hypothesis 2 [Majority size effects].
There is a higher rate of A choices in games of class 3 than of class 1.

Hypothesis 3 examines this even further by examining the implica-
tions of lowering the quality of adviser A. In games of class 4, the advice
provided by adviser A is uninformative, since r = 0.5 and therefore
P (θγi = 1|mA = 1) = P (θγi = −1|mA = −1) = P (θγi = 1) = 0.5. As
described in section 2.2.1, in this case the majority biased agent behaves
in the same way as the Bayesian agent. It follows that both Bayesian
and biased agents should choose adviser A more often games of class 1
than in class 4. Again, in both the extreme version of the bias and a
biased preference for B, the choice rates should be equivalent.

Hypothesis 3 [Uninformative adviser].
There is a higher rate of A choices in games of class 1 than of class 4.

19While the treatment predictions are the same between the extreme version of
majority bias and a preference for B, the point predictions are the exact opposite.
The former predicts there to be many A choice, while the latter predict B.
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The agents’ adviser choices depend on their prediction of the informa-
tiveness of the respective advice and the resulting posterior. Non-optimal
choices—as predicted by Hypothesis 1—can be the result from overesti-
mating the accuracy of adviser A or underestimating adviser B. Based
on the model in section 2.2.1, it is possible to make directed predictions
regarding agents’ belief statements. Agents who choose adviser A in class
1 do so because they overestimate the accuracy of the adviser’s message
compared to the Bayesian benchmark. This is reflected in their belief
statements. This is in contrast to the beliefs following the message from
adviser B. Here all theories predict equally that the stated beliefs are
equal to the Bayesian benchmark.

Hypothesis 4 [Implications of adviser choice].
Agents who choose adviser A in class 1 state too high posteriors, com-
pared to the Bayesian benchmark.

2.2.4 Experimental procedures

I conducted the experiments at the WZB-TU lab at the Technical Uni-
versity of Berlin. Participants were recruited through ORSEE (Greiner,
2015). The experiment was computerized and programmed with the ex-
perimental software oTree (Chen et al., 2016). The experimental instruc-
tions were displayed on the screen and participants could ask questions
in private. After reading the instructions, participants had to answer
understanding questions before they could take part in the experiment,
to ensure they understood the tasks. The experiment lasted between 1.5
and 2 hours and participants earned on average 21.8 Euro (including a
9 Euro participation fee). 80 participants took part in the experiment,
evenly distributed in 4 sessions of 20 participants each. Thirty-six per-
cent of the participants identified themselves as female and 60 percent
as male. This gender ratio is representative of the overall ratio among
students at the Technical University of Berlin. Sixteen percent of the
participants were at most 20 years old, 70 percent up to and including
25 years old and the remaining 30 percent above 25 years of age.
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2.3 Results

First, I examine whether the labeling of the personal and majority ad-
viser has an influence on the decision of the participants in the ENDO
treatment. It was randomly determined on the participant level whether
the personal adviser was labeled adviser A or B, leading to the majority
adviser to be labeled B or A. There is neither overall any difference in
the adviser choice between the two labeling groups nor on class level in
classes 1-3. In class 4, the majority adviser is significantly less chosen
if this adviser is labeled A compared to when it is labeled B (p=0.01,
Mann–Whitney U test).20 On the game level, only in two games (set
1 class 4 and set 3 class 3), participants behave significantly different
across the two labels (p=0.03 and p=0.002, Fisher’s exact test). For the
continuous belief statements, I do not find any impact of the labeling. In
summary, I find that the labeling has an impact at conventional levels
of significance in 3 out of 34 comparisons, though none of them remain
significant when a Bonferroni correction is applied. I continue the analy-
sis using the pooled sample and refer to the majority adviser as adviser A.

2.3.1 Adviser choice

Which advisers are chosen by the participants? Figure 2.1 displays the
average choice rates in the four different game classes. The parameters in
class 1 and 2 induce the same Bayesian posterior and the optimal choice
is to choose adviser B. I find that in class 1, 51% choose adviser A and
49% adviser B, whereas in class 2 only 22% choose A and 78% choose
B. This difference is highly significant (p<0.001, Wilcoxon signed-rank
test). Contrary to the Bayesian prediction, but in line with majority-bias
and Hypothesis 1, more participants choose A in class 1 than in class 2.

20Whenever a Mann–Whitney U test is applied, I calculate the average choice per
participant in the respective group to account for repeated choice.
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Figure 2.1: Mean adviser choices per game class

This test however does not take the connected nature of the games
within one set into account, i.e. all A and B choices are treated the
same independent of whether they are from the same set or not. In a
next step, I account for the connection between games by showing the
share of choices of the respective possible combinations (Table 2.5). The
Bayesian model would predict the majority of choices in the bottom right
quarter, with some non-optimal (but consistent) choices in the top left
quarter. Since the posterior is the same in both classes, there should
be no off-diagonal choices. If participants behave as if there is a higher-
than-actual chance that they belong to the majority, this bias predicts
additionally choices in the top right quarter, but still none in the bottom
left. Examining Table 2.5, I find that 42% of paired choices are optimal
by choosing adviser B in both games and 56% are consistent by choosing
the same adviser in both games. However there is also a significant share
(37%) of participants who choose adviser A in class 1 games but adviser
B in class 2 as predicted by the bias. There is only a very small share
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of choices in the bottom left quarter. I test whether this pattern can
be rationalized by purely optimal Bayesian behavior, by assuming that
participants choose adviser B with a constant probability pB and with
probability 1 − pB make an error by choosing the non-optimal adviser
A. Across both classes, 63.75% of choices are B choices, which implies a
share of 13.14% for the top left and 40.64% for the bottom right quarter,
very close to the data in Table 2.5. However, it also implies a share of
23.11% for both the top right and bottom left quarter. Both predictions
are refuted by the data (p<0.001, Binomial test). A different test of
Bayesian behavior is to take only the off-diagonal choices into account.
Here a pure Bayesian model predicts both to occur at the same rate, since
each occurs with one optimal and one non-optimal choice. A Binomial
test rejects the hypothesis that each of them occurs with probability 0.5
(p>0.001).

Table 2.5: Adviser choices in class 1 and 2

Adviser choice class 2
A B Total

Adviser choice class 1
A 14.2% 36.7% 50.8%
B 7.5% 41.7% 49.2%

Total 21.7% 78.3% 100%

In a third analysis, I estimate a fixed-effects panel model using the
connected decision problems to take the repeated choices into account:

adviser1
ij = β0 + β1adviser2

ij + µi + ϵij,

where adviserk
ij ∈ {0, 1} refers to the participant i’s adviser A choice

in the class k ∈ {1, 2} of set j ∈ {1, 2, 3}, µi is an individual specific
intercept and ϵij is the error term. In terms of this model the Bayesian
prediction is β0 = 0 and β1 = 1, while a biased agent behaves such that
β0 > 0 and β0 + β1 = 1. The results are shown in Table 2.6. I find
that β1 is not significantly different from 0 but significantly smaller than
1 (p<0.001), indicating that in the few cases where in class 2 adviser
A is chosen this has no significant effect on the A choice in class 1.
The combined findings from the three analyzes above indicate that a
substantial fraction of choices cannot be explained by purely Bayesian
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reasoning.

Table 2.6: Fixed effects regression

Dependent variable:
Adviser A choice in Class 1

(1)
Adviser A in class 2 0.031

(0.09)
Constant 0.502∗∗∗

(0.033)
N 240

Notes: + p < 0.10, * p < 0.05, **
p < 0.01, *** p < 0.001

Result 1 [Biased adviser choice].
Adviser A is chosen more often in games of class 1 than in class 2, in line
with majority bias but contrary to the Bayesian prediction. The choice
in class 2 has little predictive power for class 1.

In order to examine the mechanism behind this behavior more closely,
I vary the probability of belonging to the majority (Hypothesis 2 and Hy-
pothesis 3 ). In the three games in class 3, the probability of belonging to
the majority is larger than in class 1 and is, respectively, smaller than,
equal to, and larger than the probability in class 2 (Table 2.4). Compared
to class 1 the advisers’ probabilities pA and pB remain constant. In all
cases, both the Bayesian and the majority bias predictions are that there
is a higher share of participants choosing adviser A in class 3 than in
class 1 (Hypothesis 2 ). I find that keeping pA and pB constant, the par-
ticipants react to the probability of belonging to the majority. In class 3
adviser A is chosen in 72% of cases (Figure 2.1), significantly more often
than the 51% in class 1 (p<0.001, Wilcoxon signed-rank test), though
considerably less than 100%.

Result 2 [Majority size effects].
Participants react to majority size as there are more A choices in class
3 than in class 1.
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In the three cases of class 4, the probability to belong to the majority
is lower than in class 1. In all cases it is set to 50% and consequently
the message from adviser A is fully uninformative. Both the Bayesian
and the majority bias predictions are that there is a lower share of agents
choosing adviser A in class 3 than in class 1 (Hypothesis 3 ). Figure 2.1
shows that in 56% of cases adviser A is chosen, which is not significantly
different from the rate of A choices in class 1 (p=0.39, Wilcoxon signed-
rank test).

Result 3 [Uninformative adviser].
Participants do not recognize the uninformativeness of majority advice
in class 4 as adviser A is chosen at the same rate as in class 1.

Results 1 through 3 suggest that behavior cannot be rationalized by
Bayesian agents. While the rate of A choices—as predicted by Bayes
rule—is greater in class 3 than in 1, the choice rate is different between 1
and 2 and similar in 1 and 4, both contrary to Bayesian prediction. The
pattern of aggregate behavior is also difficult to rationalize by the agents
who believe there is a higher-than-actual chance that they belong to the
majority. Here, while behavior in classes 1 through 3 is in line with the
majority bias, the fact that adviser A is chosen at the same rate in 1
and 4, contradicts this explanation of the data. Another explanation of
the data concerns the extreme version of the majority bias, where agents
choose the adviser with the nominally higher accuracy pj. This predicts
the same (high) rate of A choices in classes 1 and 4, while a lower rate in
class 2. However, it fails to explain the higher rate of A choices in class
3. A simplicity preference for B can also not be rationalized by the data,
since the choice rate is different between 1 and 2 and higher in 3.

In sum, none of the theories explains behavior by itself. In section 2.4,
I analyze behavior on the participant level per game class and consider
whether the pattern can be rationalized by heterogeneity in the agents’
types.

2.3.2 Action choice

What are the consequences of the adviser choice for the actions and
state estimation? Since the prior is always 50-50, it is optimal to follow
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the message, irrespective of the content. Aggregating across advisers,
participants follow the message in more than 80% of cases, independent
of the game class (Table 2.7, bottom row). A pairwise Wilcoxon signed-
rank test—using the number of cases per game class in which the message
is followed—confirms that there is no significant difference in behavior
across game classes.

Table 2.7: Share of actions always following the message

ENDO EXO
Class 1 Class 2 Class 3 Class 4 Class 1 Class 2

Adviser A 82.79% 82.69% 87.21% 92.54% 87.5% 85%
Adviser B 88.98% 90.43% 76.47% 84.91% 87.08% 89.17%

Total 85.83% 88.75% 84.17% 89.17% 87.29% 87.08%

Are participants more likely to follow a message after they choose
a certain adviser? Examining Table 2.7, we only see small differences
in the rates at which the respective adviser is followed. Across the 12
games in ENDO only in one case I find a significant difference in the
action choice.21 A similar pattern is found when I examine the action
choices in the EXO treatment. There is neither a difference overall in
the rate at which the advice is followed, nor per game class and only in
one game the assigned adviser matters.22 In sum, analyzing the action
choice, I do not find any systematic evidence that the adviser choice is
influencing the agents’ actions. However, the binary nature of the action
choice obfuscates variation in the participants’ beliefs. For this reason,
in the next section I analyze the agents’ continuous belief statements.

2.3.3 Beliefs

The participants were asked to state their belief regarding the state com-
bination on a scale from 0-100%. Using these stated posteriors, I analyze
both the implications and origin of the biased adviser choice. First, I
examine the implications of the choice for the accuracy of beliefs and

21In one game (set 1 class 3), participants who choose adviser A are significantly
more likely to follow the advice than those who choose B (p = 0.033, Fisher’s exact
test).

22In one game (set 3 class 2), participants who get assigned B are more likely to
follow the advice than when assigned A (p=0.029, Wilcoxon signed-rank test).
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payoffs. Second, using the beliefs stated in the EXO treatment, I ana-
lyze how much of the effect is due to selection and whether the adviser
choice is rooted in biased beliefs about the accuracy of the advisers. In
this section, I concentrate the analysis on the choices in games of class 1
and 2 since they refer directly to the main Hypothesis 1. Furthermore,
the Bayesian posterior is (by design) identical for the connected games
in the two classes, allowing for a particularly easy and straightforward
comparison. Finally, in the EXO treatment only games of class 1 and 2
are played. Concentrating on class 1 and 2 in ENDO makes the analysis
symmetric and the results comparable.

What are the consequences in terms of accuracy of the participants’
non-Bayesian adviser choice? There are two effects that possibly impact
participants’ accuracy in terms of their posterior. First, choosing the
(from a Bayesian perspective wrong) adviser A may limit the accuracy
of the posterior since the advice quality on which the belief statement
is built is lower. Second, based on the advice participants might state a
non-Bayesian posterior. Figure 2.2 shows these effects by displaying the
maximum achievable improvement over the prior (white) which would be
attained by stating the Bayesian posterior.23 The prior in all games is
0.5, while the achievable posteriors (depending on game class and set) are
0.56, 0.6, 0.7, 0.8 or 0.9, resulting in the possible improvements depicted
in white. Figure 2.2 also shows the actual improvement24 based on the
participants’ stated beliefs (blue) for the games of class 1 and 2. On the
left hand side this is plotted for the non-Bayesian adviser choice (A) and
on the right side for the optimal Bayesian choice (B). By design, choosing
the non-optimal adviser (A) limits the improvement of the posterior since
the maximum attainable improvement over the common prior is lower
than when B is chosen. In Figure 2.2 this is depicted by the lower height
of the white columns for the same class and set on the left side than on
the right side.

23This method is borrowed from Charness et al. (2020).
24The actual improvement is limited by the possible improvement. If a participant

states a larger posterior than the Bayesian posterior, this lowers the actual improve-
ment down from the possible improvement. In this way, the actual improvement is
lower than the possible improvement, both when the participants state a too high and
a too low posterior. The actual improvement is calculated according to the following
formula: Actual improvement = Bayesian post. - prior - |Bayesian post. - stated
post.|
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Figure 2.2: Improvement of posterior relative to prior by adviser, game
class and game set
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Notes: White bars refer to the Bayesian improvement over the prior = Bayesian
posterior - prior; Blue bars refer to the actual improvement over the prior = Bayesian
post. - prior - |Bayesian post. - stated post.|. All decisions are from the ENDO
treatment.

Consequently, I find that in all cases also the actual improvement is
lower for the same game class and set when A is chosen than when B is
chosen. This is depicted by the lower height of the blue bars on the left
hand side versus the right hand side in Figure 2.2. A Wilcoxon rank-
sum test shows this is significant (p<0.01) for all pairwise comparisons.
However, in order to analyze updating patterns it is more meaningful to
compare the relative improvement, i.e. the ratio of the actual improve-
ment to the possible improvement, since—as described above—absolute
improvement is restricted from above. The relative improvement measure
is depicted in Figure 2.2 as the blue bar’s share of the white bar. It ap-
pears higher when participants choose the optimal Bayesian adviser (B)
compared to adviser A, indicating that after an A choice participants
are worse at Bayesian updating. A Wilcoxon rank-sum test confirms
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(p<0.01) this visual result for class 1 and class 2 set 3. In Table 2.8, I
report the results of a panel data regression that use the actual improve-
ment (model (1)) as well as the relative improvement25 (model (2)) over
the prior as dependent variable. In model (1), I find that participants
who choose adviser A in class 2 improve about 10 percentage points less
than to those who choose B (p<0.001). The effect is even stronger for
game class 1 (b=-0.17, p<0.001). The pattern is similar for the relative
improvement in model (2), where after A choice in class 2, about 50%
of the maximum improvement is left on the table (b=-0.473, p<0.01).
Here, too, the effect is strongest for class 1.

Table 2.8: Fixed effects regression of the stated posteriors

Dependent variable:
Improvement Relative Difference

stated posterior improvement stated posterior
over prior over prior to Bayesian posterior

(1) (2) (3)
Adviser A -0.102∗∗∗ -0.473∗∗ 0.032

(0.027) (0.173) (0.026)
Game class 1 0.005 0.015 -0.023

(0.019) (0.119) (0.018)
Adviser A × Game class 1 -0.068∗ -0.696∗∗ 0.135∗∗∗

(0.034) (0.216) (0.032)
Constant 0.173∗∗∗ 0.638∗∗∗ -0.057∗∗∗

(0.011) (0.073) (0.011)
N 480 480 480

Notes: + p < 0.10, * p < 0.05, ** p < 0.01, *** p < 0.001; Improvement stated posterior
over prior = Bayesian post. - prior - |Bayesian post. - stated post.|; Relative improvement =
Improvement/(Bayesian post. - prior)

In summary, participants have a higher improvement potential and
also realize more of this potential both in absolute as well as relative terms
when they make the optimal choice B compared to the non-Bayesian
choice A. In three cases, class 1 set 1 and 3 as well as class 2 set 3, the
forgone potential is particularly extreme (Figure 2.2). Here, the actual
improvement when A is chosen is negative, i.e. participants would have
improved their chance to gain the price if they remained with their prior
of 0.5.

25The relative improvement refers to the ratio of the improvement to the maximum
possible, i.e. the Bayesian improvement. It is therefore capped on top by 1 and below
by -0.5/0.1=-5.
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Result 4 [Implications of adviser choice].
Participants who choose adviser A in class 1 or 2 learn less than those
who choose B. The effect is particularly strong for class 1.

In a next step, I analyze the origin of the lower accuracy of the poste-
rior. In the analysis so far, the actual improvement of the posterior over
the prior penalizes over- and underestimation in the same way. However,
based on the model in section 2.2.1, I can make a directed hypothesis for
some of the cases. Following the choice of adviser A, the model predicts
participants to state too high a posterior in class 1 and class 2 set 3.
In the other cases of class 2 and following adviser choice B, the model
does not make any prediction regarding deviations of the belief state-
ment from the Bayesian posteriors. Figure 2.3 shows the difference of
the participants’ stated posteriors to the Bayesian posterior.

Figure 2.3: Mean difference stated posterior to Bayesian posterior
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As predicted, participants state too high beliefs in class 1 and class 2
set 3 compared to the Bayesian benchmark. In the other cases, partici-
pants state too low posteriors. It appears that participants are in general
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conservative when stating their beliefs, making the overestimation of the
posterior in class 1 and class 2 set 3 even more striking. The visual result
is confirmed by model (3) in Table 2.8, where the interaction coefficient
between class 1 and adviser A amounts to 13.5 percentage points and is
highly significant.

Result 5 [Implications of adviser choice II].
Participants who choose adviser A in class 1 overstate the posterior com-
pared to the Bayesian benchmark. Those who choose adviser B in either
class understate the posterior.

Table 2.9: Average stated posteriors

Set Game r pA pB P ∗(θγ|mA) ENDO EXO
class P̂ (θγ) P̂ (θγ|mA) P̂ (θγ|mB) P̂ (θγ|mA) P̂ (θγ|mB)

1

1 60% 100% 70% 60% 68.98% 70.51% 66.69% 72.63% 62.39%
2 100% 60% 70% 60% 65.78% 58.86% 67.25% 60.60% 66.99%
3 90% 100% 70% 90% 78.06% 83.78% 63.87% - -
4 50% 100% 70% 50% 70.76% 73.23% 65.32% - -

2

1 80% 100% 90% 80% 81.54% 82.69% 80.2% 83.69% 76.96%
2 100% 80% 90% 80% 77.73% 68.83% 80.9% 74.66% 80.89%
3 100% 100% 90% 100% 86.54% 90.58% 72.64% - -
4 50% 100% 90% 50% 77.64% 80.27% 74.87% - -

3

1 60% 80% 70% 56% 64.04% 66.6% 62.42% 62.67% 61.11%
2 80% 60% 70% 56% 64.06% 58.62% 65.53% 58.34% 66.04%
3 90% 80% 70% 74% 67.53% 70.65% 61.39% - -
4 50% 80% 70% 50% 64.45% 69.68% 59.71% - -

Notes: P ∗(θγ|mA) refers to the Bayesian posterior after receiving message mA, P̂ (θγ) to the average stated posterior and
P̂ (θγ|mi) to the stated posterior after receiving message mi.

The interpretation of these results is limited by the fact that partic-
ipants choose an adviser and therefore induce a selection. It is possible
that participants who select adviser A are less sophisticated than those
who choose B, resulting in the observed overstatement of the posterior.
Alternatively, it is possible that the selection issue is less important and
the information provided by the adviser causes participants to state their
posterior in the observed pattern.

This selection issue is removed in the EXO treatment, since the par-
ticipants are assigned both advisers and need to state their posteriors
conditional on each of them (in separate rounds). Table 2.9 shows par-
ticipants’ belief statements both in the ENDO and the EXO treatment.
If the overstatement of posteriors is due to a selection issue, I would
expect the stated posteriors to be different in EXO than in ENDO. How-
ever, comparing the stated posteriors for those who choose an adviser
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with the stated posterior when this adviser is assigned does not reveal a
systematic pattern and the means are quite close.26

To examine this further, I split the EXO games into two groups de-
pending on whether the participants choose adviser A or B in the same
game in ENDO (Figure 2.4). It appears that agents who choose B in
ENDO are not improving their posterior systematically more over their
prior than those who choose A. This is confirmed by the regression anal-
ysis in Table 2.10. In models (1) through (4) the actual as well as the
relative improvement over the prior in class 1 and 2 is modeled. Partic-
ipants improve significantly less when they are assigned adviser A com-
pared to B in EXO. However, there is no impact of the ENDO choice
on the EXO improvement for class 1 or class 2. The models (5) and (6)
use the difference of the stated to the Bayesian posterior as dependent
variable. For game class 1, I find that those participants who choose
A in ENDO and are also assigned A in EXO significantly overestimate
the posterior.27 Putting these results together, I do not find evidence
for a strong selection effect regarding the accuracy of participants’ be-
liefs.28 Instead, when assigned an adviser, both groups deviate from the
Bayesian posterior at approximately the same rate. However, there ap-
pears to be a selection effect regarding the directional deviation from the
Bayesian posterior in class 1.

26This analysis requires that agents state the same beliefs when they are assigned
an adviser as when they choose one. Using Wilcoxon signed-rank tests per game
I cannot reject the null hypothesis that both stated posteriors in ENDO and EXO
for the same adviser and game are following the same distribution. A t-test for the
equality of means yields the same results.

27All results remain the same when I use the average adviser choice in class 1 and
2 in ENDO instead of the game specific choice as independent variable.

28Among all the specifications I test, the only significant result is when I pool
classes 1 and 2 as well as assigned adviser A and B. Here, participants who choose A
in ENDO are improving in EXO by 9.1 percentage points compared to 11.6 percentage
points for those who choose B in ENDO (p=0.03).
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Table 2.10: Linear regression
Dependent variable:

Improvement stated posterior Relative improvement Difference stated posterior
over prior in EXO over prior in EXO to Bayesian posterior in EXO

Class 1 Class 2 Class 1 Class 2 Class 1 Class 2
(1) (2) (3) (4) (5) (6)

Adviser A ENDO -0.019 -0.008 -0.101 -0.085 -0.037+ -0.030
(0.022) (0.024) (0.167) (0.132) (0.020) (0.023)

Adviser A EXO -0.156∗∗∗ -0.106∗∗∗ -1.193∗∗∗ -0.446∗∗∗ 0.127∗∗∗ 0.045∗∗

(0.022) (0.015) (0.161) (0.079) (0.018) (0.014)
Adviser A ENDO × Adviser A EXO 0.011 0.001 0.139 -0.008 0.094∗∗∗ 0.002

(0.031) (0.032) (0.226) (0.170) (0.025) (0.030)
Constant 0.173∗∗∗ 0.181∗∗∗ 0.644∗∗∗ 0.676∗∗∗ -0.080∗∗∗ -0.047∗∗∗

(0.016) (0.012) (0.122) (0.072) (0.016) (0.012)
N 480 480 480 480 480 480
Notes: + p < 0.10, * p < 0.05, ** p < 0.01, *** p < 0.001

Figure 2.4: Mean improvement EXO depending on ENDO choice
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Figure 2.5: Mean difference stated posterior to Bayesian posterior EXO
depending on ENDO choice

Result 6 [Selection].
Participants learn equally well from both advisers, independent of their
initial choice. Participants who choose initially A are overestimating the
posteriors in class 1, when assigned A.

Finally, I examine whether participants are consistent in so far that
they choose the adviser which they perceive as more informative. For
this I analyze whether the stated beliefs in the EXO treatment predict
the adviser choice in ENDO. In EXO, each participant faces each decision
environment twice, once with adviser A assigned and once with adviser
B. Based on their belief statements, I can create a latent variable which
indicates which advice provides more certainty to participants. This la-
tent variable is then compared to their actual adviser choice in ENDO.
In class 2, in 79% of cases (Table 2.11), based on their stated beliefs in
EXO, participants should choose adviser B. In approximately 80% of
these cases, the participants also choose adviser B in the ENDO treat-
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ment. In 21% of cases, participants stated higher posteriors in EXO
when assigned A than B. Out of these only around 1/4 also choose ad-
viser A in ENDO. This pattern is very symmetric and can be rationalized
by participants (correctly) perceiving adviser B to be more informative
with 80% probability i.e. making errors in 20% of cases. Such a behavior
would result in 4% of choices in the top left, 65% in the bottom right
and 16% in each of the diagonal elements, very close to the pattern in
Table 2.11.

In class 1, based on their beliefs in EXO, participants should choose
in 61% of cases adviser A. This rate is even higher than the 51% of
A choices in the ENDO treatment. The correlation between the latent
choice variable and the actual choice is higher than in class 2, but still
quite low.29 Only 61% of the 61% who should choose A do so, and 64%
of the 39% who should choose B choose so in ENDO.

Table 2.11: Latent adviser class 1 and 2

Latent adviser
Class 1 Class 2

A B Total A B Total

Adviser A 37% 14% 51% 5% 16% 21%
B 24% 25% 49% 16% 63% 79%

Total 61% 39% 100% 21% 79% 100%

In summary, behavior in class 2 is consistent with participants (cor-
rectly) perceiving B to be more informative and making errors in some
cases. Behavior in class 1 is consistent with participants noisily choosing
the adviser that they perceive to be more informative.

2.4 Heterogeneity

In the analysis so far, I have examined behavior on the class and game
level, but did not examine behavior jointly throughout the experiment.
In this section, I analyze behavior on the participant level and con-
sider whether there are consistent rules that govern behavior across game
classes and choices. I examine four choice rules in particular: Bayesian

29A Fisher’s exact test rejects the hypothesis that the categories are independent
(p<0.001).
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choice, majority bias, its extreme version where the adviser with the
higher nominal rate is chosen and random choice. To analyze the adviser
choice, I count the number of participant who behave according to the
prescribed rule and compare this to random choice.30

As explained in section 2.3.1, in class 1, adviser A is chosen in 51%
of cases. Table 2.12 shows that this rate is (almost) evenly spread across
the four different choice patterns, indicating that a sizable share of par-
ticipants does not perceive either adviser type as dominant in this class.
In class 2 and 3 on the other hand more than 50% of participants choose
consistently one of the two advisers. Finally, in class 4 the pattern mir-
rors class 1 with many participants choosing different advisers across the
games in this class.

Table 2.12: Participant adviser choices per game class

Game class
Share of adviser A 1 2 3 4 Total

0 out of 3 25% 56% 14% 18% 28%
1 out of 3 21% 26% 10% 25% 21%
2 out of 3 30% 14% 24% 30% 24%
3 out of 3 24% 4% 53% 28% 27%

I examine whether this pattern can be rationalized by either of the
choice rules. The results are shown in Table 2.13. I analyze the choices
using two different means of categorization. First I look at point pre-
dictions. Here, in order to be categorized as Bayesian, participants need
to choose in the pattern BBAB, i.e. choose B in classes 1, 2 and 4,
and A in class 3. For majority bias and nominal bias, the patterns are
ABAB and ABAA respectively. Using this classification, I find that only
15% of participant make all 12 adviser choices according to one of the
theories, compared to 0.07% if participants were to choose randomly in
each game. If I allow for up to one deviation from the choices prescribed
by the theory, it is possible to classify about one quarter of participants.
However, even if I allow for up to one deviation from the theory per game
class, only about 6% of participants behave according to the majority bias
theory, the same rate as if participants were to choose randomly. The

30For the random choice categorization I consider agents choosing each of the
advisers with probability 1

2 in each of the games. The derivations are stated in
Appendix A.2.2.2.
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reason for the low share of majority bias agents is that many participants
who choose adviser A in class 1 (as predicted by the bias) choose also
adviser A in class 4, i.e., behave as if they choose the nominally more
accurate adviser. This results in 27.5% of participants being classified as
exhibiting “Nominal bias”, the largest share of the examined theories.

Table 2.13: Participant classification

Point prediction Aggregate prediction

Classification Perfect <=1 deviation <=1 deviation Strict Weakper game class
Bayesian 8.75% 12.5% 21.25% 12.5% 18.75%

Majority bias 0% 1.25% 6.25% 5% 8.75%
Nominal bias 6.25% 10% 27.5% 12.5% 17.5%

Share classified in data 15% 23.75% 55% 30% 45%
Random choice: Bayesian 0.02% 0.95% 6.25% 5.13% 12.6%

Random choice: Majority bias 0.02% 0.95% 6.25% 1.25% 5.15%
Random choice: Nominal bias 0.02% 0.95% 6.25% 3.47% 7.47%

Share classified for random choice 0.07% 2.86% 18.75% 9.84% 25.22%

As a second categorization, I examine the behavior in the classifi-
cation used in the Hypothesis section (aggregate predictions). Here, in
order to be categorized as strict Bayesian, participants need to choose A

more often in class 3 than in 1. Furthermore the choice rates in 1 and 2
should be the same, and in class 4 weakly lower. For strict majority bias
and nominal bias, the patterns are 3 > 1 > 2 ≥ 4 and 3 = 1 = 4 > 2
respectively. In the weak versions of the classification, the patterns are
3 ≥ 1 = 2 ≥ 4, 3 ≥ 1 > 2 ≥ 4 and 3 = 1 = 4 ≥ 2.

The results from this indicate that the patterns in section 2.3.1 and
table 2.12 can only partially explained by heterogeneity in participants’
choice rules using the three examined theories. Again, Bayesian behavior
and the nominal bias explain a larger share of the behavior than the
majority bias, but even all three theories combined explain less than
50% of the behavior of the participants.

2.5 Conclusion

In the modern interconnected world, people have access to vast amounts
of information from a great number of different sources. One of the sub-
stantial choices that needs to be made in this environment is between
personalized information and information that addresses the needs of a
larger audience. Such tradeoffs occur in a wide number of areas such

50



as consumer choice (reading test magazines vs asking store clerk), fi-
nancial advice (watching Bloomberg news vs getting advice from bank
teller), medicine (visiting healthcare website vs consulting family doctor)
or travel (reading lonely planet vs asking a friend). Furthermore, these
sources also vary in quality, i.e. reliability, of the advice. Based on the re-
ceived information, people need to make estimates about probabilities of
events such as product failures, stock market crashes or even healthcare
emergencies and make crucial choices.

In this paper, I examine how individuals choose between such infor-
mation structures and how they make use of the acquired information.
I find that structures that address the majority and are nominally more
accurate are chosen too often and in cases where personalized informa-
tion would be more informative. The participants’ non-optimal choice
behavior results in significant losses in terms of accuracy of their estimate
of the outcome state. There is no direct link between participants’ abil-
ity to select the optimal information structure and their ability to make
use of this information in terms of accuracy. However, those who choose
the non-optimal adviser, are overestimating the likelihood of the advised
state occurring. The information choice behavior cannot be rationalized
solely with a Bayesian model of choice. However, neither of the two other
examined models, where agents overestimate the chance to belong to the
majority or take the signal at face value, perform better in all cases.

The findings have important implications because they point to possi-
ble limitations of policy measures aimed at improving people’s evaluation
of uncertain events e.g. in finance or medicine. The results indicate that
merely providing information might not be sufficient. Individuals who
do not belong to the majority (and are therefore possibly particularly
dependent on the help of policy makers) choose to listen too often to the
more accurate advice directed at the majority. Consequently they are
overconfident or form even wrong perceptions and choose non-optimal
actions. Policy makers need to account for this and provide equally good
advice to the minority.
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3 Peer Effects of Ambition

This chapter is based on joint work with Dorothea Kübler and Juliana
Silva-Goncalves.

3.1 Introduction

People make plans which guide their actions. The desire to be successful
in pursuing a demanding plan is called ambition. For example, ambition
can take the form of performance goals. In many employment relations,
workers can choose such a goal, which is associated with a wage bonus if
reached. In an education context, students can set themselves the goal of
achieving a good grade in an exam. Ambition can also be expressed by
the choice of a difficult task which requires more effort and is associated
with a higher variance in outcomes compared to an alternative easier
task. For example, workers may choose between a job that is potentially
highly rewarding, where hard work is required and mistakes are costly,
and a less rewarding job, requiring less effort and involving less risk.
Similarly, students need to choose among selective college majors where
graduating requires high ability and hard work, and where the failure
rate is high, and less selective majors.

The formation of ambition can be thought of as a process influenced
by ability, personality traits, and the social context, among other factors.
In this study, we focus on the social context by investigating the role of
peers in the formation of ambition. We consider one channel through
which peer effects can occur, namely observing the choices of others. We
compare the importance of peer influence in the formation of ambition
across two domains of achievement: the more quantitative domain of
performance goals, and a more qualitative domain of self-selection into
different tasks with varying levels of complexity.

We investigate the peer effects of ambition because ambition drives
people’s behavior and is important for economic outcomes (Beaman et al.,
2012). Ambition signals intentions without being a perfect predictor of
behavior and realized outcomes. For instance, people may be overly
optimistic about their capacity to do something challenging, in which
case realized outcomes may fall short of their ambition. When people
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form their ambition and make decisions, they often observe their peers’
intended behavior or ambition but not the peers’ realized outcomes.

It is crucial for managers to understand the dynamics of interactions
in the workplace and their impact on choices and productivity. For ex-
ample, self-chosen goals facilitate information exchange between workers
and managers and lead to more accurate goals (Anderson et al., 2010).
If such an exchange also occurs between workers, this has important im-
plications for the optimal workforce composition where highly ambitious
team members could increase other team members’ goals and perfor-
mance. In a similar fashion, this is relevant in the education context.
The assignment of students to different schools or classrooms accord-
ing to ability and achievement aspirations is common in many countries
around the world and is generally associated with the persistence of so-
cioeconomic inequality (Hanushek and Wößmann, 2006). For policymak-
ers aiming at increasing social mobility, it is essential to understand how
peers influence students’ ambition.

Peer effects of ambition are hard to measure in the field, since ambi-
tion is often not directly observable and is likely to be confounded with
other (partly) observable factors such as performance. A laboratory ex-
periment allows for a tight control of the information transmitted. To the
best of our knowledge, this is the first investigation of the role of peers in
the formation of ambition using a laboratory experiment. Another novel
aspect is that we investigate the peer effects of ambition in two differ-
ent domains of achievement, namely performance goals and self-selection
into a more versus less challenging task.

In our experiment participants perform an incentivized effort task
where both effort and ability matter for achievement. The task consists
of counting squares in grids of varying sizes, with the increasing sizes
associated with higher difficulty. We assign participants to one of two
conditions. They either work on a task with a fixed difficulty level (grid
size) and choose a performance goal—the number of correctly solved
grids—rewarded with a proportional bonus if the goal is achieved, or
they choose the difficulty of the task—the size of the grid—which is
positively related to the piece rate compensation. Once participants have
chosen either a performance goal in the first treatment or a grid size in
the second treatment, they are informed of the average choice of two
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randomly chosen participants in the session; subsequently they are given
the option to revise their initial choice.

Our design allows us to study peer effects of ambition across the two
domains, performance and task difficulty. A potential challenge in com-
paring these two domains is that the choice of a more versus a less difficult
task is often coarser than choosing a performance goal. For example, a
worker’s choice to undertake a given project typically involves consider-
ing a small set of options with more and less challenging projects. On
the other hand, working hard in their chosen project can be a continuous
decision variable. The experiment captures this difference and, at the
same time, allows us to make the two action sets comparable.

Our findings indicate that observing the performance goals of peers
influences own goals. When participants observe an average peer perfor-
mance goal larger than their own goal, they revise their goal upwards.
Similarly, when they observe an average peer goal smaller than their own
goal, they revise their goal downwards. With respect to effect size, par-
ticipants on average revise their goal by about one third of a standard
deviation for each standard deviation difference between their initial goal
and the peer average goal. We also have suggestive evidence that observ-
ing more ambitious peers can increase participants’ earnings. In contrast,
we find only weak support for peer effects on the choice of the task diffi-
culty, since a large majority of participants stick to their initial choice. If
at all, participants only react to peers having chosen a more demanding
task, not to peers who chose an easier task.

We conducted control treatments where participants were able to re-
vise their initial choice without receiving peer information. Surprisingly,
we observe that almost the same proportion of participants revise their
performance goals than with peer information. However, the changes in
the goals are smaller than with peer information. For the task difficulty,
most participants do not revise their initial choice, just as in the main
treatment.

A possible interpretation of our findings is that ambition is influenced
by peers when ambition refers to performance and earnings. In contrast,
peer effects of ambition are at best weak when ambition relates to select-
ing a more versus less challenging task. In line with this interpretation,
peer effects of ambition can be expected when measures of achievement
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are easily observable, such as grades in an exam or earnings. Peer effects
of ambition are less likely to be observed when there is no direct link to or
greater uncertainty about success, such as choosing among school tracks
or work projects. An alternative interpretation of our findings could be
that peer effects of ambition are more likely to be observed when the
ambition of others helps to reduce the uncertainty about what one can
achieve. This interpretation is consistent with our findings if choices of
others are more informative about one’s potential for achievement when
selecting performance goals rather than task difficulty.

This study makes a contribution to the large literature on peer effects
by providing insights on peer influence in the two domains – continuous
performance targets and the choice of more versus less challenging tasks
– in a laboratory setting. Our results are closest to the findings of Sacer-
dote (2001) who tests for peer effects among randomly assigned college
roommates. In this natural experiment, he finds peer effects on grades
and social behavior but no peer effects on the choice of college major.
We provide evidence of this difference between domains in a tightly con-
trolled environment where we can rule out channels such as studying
together and social pressure, and focus instead on the choice to follow
one’s peers.

The influence of peer performance on own performance has been stud-
ied in many social contexts and using a variety of research methods. For
instance, Mas and Moretti (2009) and Bandiera et al. (2005), document
peer effects of performance in the workplace. Several studies including
Zimmerman (2003), Arcidiacono and Nicholson (2005), Ammermueller
and Pischke (2009), Lavy et al. (2012), and Burke and Sass (2013), pro-
vide compelling evidence of peer effects on educational outcomes. Mora
and Oreopoulos (2011), however, find that student intention of drop-
ping out of school are unlikely to be influenced by peers’ intentions when
friendship ties are weak. In a laboratory setting, Falk and Ichino (2006)
task participants with putting letters into envelopes with another par-
ticipant in the same room and find that peer effects of performance are
at work. In another recent laboratory study studying peer effects in
networks, Beugnot et al. (2019) find that when there is a bi-directional
information flow, the performance of men is influenced by peer perfor-
mance but not the performance of women. In contrast, unidirectional
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feedback has a positive impact on the performance of both men and
women. While some studies, such as van Veldhuizen et al. (2018) and
Guryan et al. (2009), do not find peer effects on performance, in a meta-
study of 34 laboratory studies Herbst and Mas (2015) report significant
peer effects of performance and show that these effects generalize to the
field.

Apart from effects on performance, peers can also affect other aspects
of productivity, such as perseverance. While Rosaz et al. (2016) find no
evidence of peer effects on performance, they show peer effects on the
decision to quit working on a task. Further evidence of peer effects on
perseverance is reported by Gerhards and Gravert (2016) and Buechel
et al. (2018). Gerhards and Gravert (2016) find positive peer effects
on perseverance regardless of peer perseverance when the peer has a
higher achievement than oneself. In contrast, when the peer has a lower
achievement, own and peer perseverance are negatively linked.

Our study also relates to the literature on relative performance feed-
back, which has provided mixed results both in field and laboratory set-
tings. Some studies find positive effects (e.g. Azmat and Iriberri, 2010;
Blanes i Vidal and Nossol, 2011) while others find negative effects (e.g.
Azmat et al., 2019). Our study differs from the existing literature on
peer effects and the provision of relative performance feedback because
we do not provide participants with information about their and the
others’ performance or their rank. Instead, we examine the effect of the
provision of information on others’ performance goals and choice of task
difficulty.

Finally, our study relates to the literature on the motivational effect
of performance goals. Psychological theories point out that higher goals
are generally associated with better outcomes (see, for example, Heath
et al., 1999, and Locke and Latham, 2002). Economists have studied the
effect of goals on individual performance. The existing research from the
field and the laboratory shows that goals set by the individuals them-
selves increase performance. For instance, Brookins et al. (2017) show
that library workers’ self-chosen goals increase performance while exoge-
nously set goals only do so if they are sufficiently challenging. Also, van
Lent and Souverijn (2017) find that asking university students to set
their own performance goals has a positive effect on performance but the
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effect disappears when they are challenged to increase their goal. In the
laboratory, Dalton et al. (2015) show that asking workers to set (incen-
tivized) performance goals is a cost-effective compensation scheme for the
principal. Other laboratory studies find that performance goals set by
the principal have a positive effect on individual performance when goals
are challenging and at the same time achievable (Corgnet et al., 2015;
Smithers, 2015). Our study adds to this literature by providing insights
on how the performance goals of co-workers may influence workers’ own
goals and performance.

The paper proceeds as follows. In section 3.2 we provide the details
of the experimental design, in section 3.3 we present the results, and in
section 3.4 we discuss our findings.

3.2 Experimental design

3.2.1 Treatments and task

We employ two main and two control treatments in a between-subjects
design. At the start of the experiment, participants are informed that
the experiment consists of three stages, with the first two stages being
very similar to each other, and that information about each stage will be
given prior to the stage.

3.2.2 GOAL treatment

Participants perform a real-effort task consisting of counting the number
of black squares in a grid with six rows and six columns, as shown in
Figure 3.1. Each time a participant enters an answer, she is told whether
the answer is correct or not.31 She is then presented with a new grid
and asked once again to count the number of black squares. The task
lasts for four minutes, and participants earn eight points per correct

31For simplicity, throughout the paper we will use the female pronoun when refer-
ring to a participant.
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answer.32 This initial stage provides participants with experience in the
task and allows us to get a measure of participants’ ability at the task.
Participants did not receive explicit information on the final number of
correct answers because we did not want them to think they could very
accurately predict their performance when working on this task for a
longer period of time later in the experiment.

Figure 3.1: Example of a task presented to participants

After this initial stage, participants are informed that they will be
performing the task once again but this time for 10 minutes rather than
four. Prior to performing in this second stage, they are asked to set
themselves a goal for the number of correct answers in the second stage,
which has implications for their earnings. Participants always receive
eight points per correct answer. Additionally, if they achieve their goal,
they receive a bonus of eight points (i.e., 16 points in total) for each
correct answer up to their goal. Earnings are defined as follows:

π(x, g) =

⎧⎪⎨⎪⎩px + bg if x ≥ g

px if x < g,

where x is the number of correct answers and g is the goal chosen,
p refers to the piece rate, and b to the bonus rate (in our case, p = b =
8). The goal that maximizes the earnings of a participant is her actual

32In the first two sessions of treatment GOAL, the piece rate as well as the bonus
for reaching the goal was four points instead of eight points (1 point = Euro 0.01). We
adjusted the payment parameters in the following sessions since the average partici-
pant payment was below the desired level for participation in a 45-minute experiment
at the WZB-TU lab. We decided to include these data in our sample since we do not
observe differences in behavior Two-sided t-tests for the differences in performance in
stage 1 and 2, and the initial and final goal do not reject the null hypothesis of no
performance difference at conventional levels of statistical significance (p-values>0.1).
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performance.33

Before setting the goal, participants are informed that there is an 85
percent chance they will be able to revise their goal and a 15 percent
chance that their goal choice is final. This reasonable chance that par-
ticipants cannot revise their choice was chosen to make salient that it is
in the participants’ best interest to state their preferred goal.34 Partic-
ipants only learn whether their goal is final or not once they have set
the goal. Immediately after participants set their goal, they are asked
to report their beliefs about the rank of their own goal among the goals
of all participants in the session. This elicitation of beliefs was not in-
centivized.35 The computer then randomly determines who can and who
cannot revise their goals. The latter are informed that their goal is final
and then they proceed to the task. Each participant who may revise the
goal is informed about the average goal of a randomly chosen subgroup
of participants. For this, two participants in the same session are drawn
randomly, and the participant is informed of the average goal of these
two randomly selected participants.36 The participant then needs to de-
cide whether or not to revise her initial goal. If she chooses to revise,
she has to state her final goal before then proceeding to the task. If she
chooses not to revise her goal, she proceeds directly to the task. While
performing the task in the second stage, participants are continuously in-
formed about the number of correct answers and a message is displayed
on the screen once the goal has been reached.37 Once participants have
reached their goal, they continue working on the task until the end of
the 10-minute period.

33To ensure that participants understood how earnings were determined, we in-
cluded example questions in the instructions, which participants had to answer cor-
rectly in order to proceed to the next screen.

34We do not analyze the data of participants who could not revise their goal because
the sample size is too small (less than 30 observations).

35We elicited the beliefs to understand whether peer information has a different
impact depending on whether the information is anticipated or not. However, beliefs
about peers do not influence our results in all regression analyses that we performed.
We do not report these findings.

36Participants always see an integer number as the peer average goal. When the
average goal is a decimal number, it is rounded up to the nearest integer number.

37This is purposefully different from the initial stage, where participants were not
informed of the number of their correct answers. Here, there is no need for vagueness
as there is not third round. Instead providing participants with exact information
allows them to focus on the task.
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3.2.3 GRID treatment

In the GRID treatment participants start by working on the task of
counting the black squares in a grid but unlike in GOAL, the initial
stage is divided into three parts. In the first part, participants count the
number of black squares in 2×2 grids (with two columns and two rows)
and earn one point per correct answer. In the second part, they count the
number of black squares in 6×6 grids and earn eight points per correctly-
counted grid. In the third part, they count the number of black squares
in 10×10 grids and earn 30 points per correctly-counted grid. Each part
lasts for two minutes and there is no pause between the different parts.
Once a participant enters an answer, she is informed whether the answer
is correct or not. Participants are not explicitly informed about the total
number of correct answers in each part.

In the second stage, participants are told that they will be performing
a similar task that will last 10 minutes. Before performing the task, they
will need to choose a grid size that will apply to all grids in the second
stage. They can choose any grid size with an identical number of columns
and rows out of nine possible options, from 2×2 to 10×10. Our reward
scheme compensates larger grids involving more effort and risk with a
higher piece rate payment (see Table 3.1).38

Table 3.1: Payment scheme in GRID

Grid size Piece rate

2×2 1
3×3 2
4×4 4
5×5 6
6×6 8
7×7 10
8×8 15
9×9 20

10×10 30

38The fact that larger grids are more difficult to solve is supported by the data,
where the correlation between the share of correct answers and the grid size is highly
significant and negative (r=-0.32, p-value<0.01).
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As in GOAL, before making their choice participants are informed
that with a 15 percent chance their choice is final and with an 85 percent
chance they will be able to revise their decision. After participants make
their decision on the grid size, they report their beliefs about the rank
of their grid size among all participants’ grid choices in the session.39

Afterwards, those who are randomly drawn by the computer to revise
their choice are given information on the average grid size of two other
randomly selected participants in the same session and are given the
option to revise their choice before proceeding to the task.40

3.2.4 Control treatments

We implement two control treatments, one for the GOAL and one for
the GRID treatment. We refer to them as C-GOAL and C-GRID, re-
spectively. The only difference between the control and main treatments
is that participants in the control treatments were not given information
about peer choices. Thus, they work on the task in the first stage, and
subsequently choose their goal or grid size. Most participants are then
given the option to revise their initial choice, and work on the task in the
second stage. As in the main treatments, participants have an 85 per-
cent chance of being able to revise their initial choice and a 15 percent
chance of not being able to revise their initial choice. This is known by
participants when deciding on their initial goal or grid.

The reason for implementing the control treatments is twofold. First,
they provide us with a baseline measure of the extent to which partici-
pants revise their initial decisions when presented with the option to do
so, independently of the information on peer choices. It thereby controls
for a potential demand effect that is due to the possibility of revising
one’s choice. Second and relatedly, they yield a benchmark for the pay-
off consequences of observing peer choices, allowing us to evaluate the

39Just as for the performance goals, beliefs about own rank do not explain the
response to peer information in any of the regressions that we conduct. We refrain
from reporting the results regarding beliefs.

40As in GOAL, when the peer average grid was a decimal number, it was always
rounded to the next integer number.
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overall welfare impact.41

3.2.5 Elicitation of risk attitude and post-experimental ques-
tionnaire

Since we expect risk attitudes to influence the choice of the goal and grid
size, participants also complete the bomb risk elicitation task (Crosetto
and Filippin, 2013). This is done after the main task in our experiment
and before the final questionnaire. Participants are presented with a
grid consisting of 100 boxes, knowing that there is a bomb behind one of
them. They decide which boxes to open and earn three points for each
box opened if none of them contains the bomb. If they open the box
with the bomb, the earnings are zero. The expected payoff in the task
is:

3 points · #boxes opened · (100 − #boxes opened)/100. (3)

This value is equal to 0 points when none or all boxes are opened and
takes its maximum (75 points) when 50 boxes are opened. A participant
is risk-averse if she decides to open less than 50 boxes, risk neutral if she
decides to open 50 boxes, and risk-seeking if she decides to open more
than 50 boxes. The coefficient of risk aversion is given by (100 - # boxes
opened)/100 and takes on values between zero (extremely risk-loving)
and one (extremely risk-averse).

At the end of the experiment, participants answer a short question-
naire. We ask for socio-demographic information and the reasons for
their goal or grid choice, for their decision on whether to revise their
choice and for their opinion of the task and their emotions.42

41Initially we conducted another set of control treatments in which all participants
could revise their decision and this was not announced at the time they made their
initial choice. Revision rates were lower (35% and 17% in C-GOAL and C-GRID,
respectively) than the revision rates in our current control treatments. Given the
difference in expectations that can influence both initial choices and revision decisions,
any differences between the control and the main treatments cannot be attributed to
the peer information. To correct this flaw in the design, we conducted our current
control treatments. The results from the earlier control treatments are available from
the authors upon request.

42The reasons and opinions could be stated in free form. The emotions were
elicited on a 5-point scale and included satisfaction, enthusiasm, pride, determination,
disappointment, being upset, and shame (Watson et al., 1988). We ask these questions
to give participants a chance to express their opinions and feelings but we do not report
the data. They are available upon request from the authors.
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3.2.6 Experimental procedures

We conducted the experiments at the WZB-TU lab at the Technical Uni-
versity of Berlin. Participants were recruited through ORSEE (Greiner,
2015), and each participant took part in one experimental session and
treatment only. The experiment was computerized and programmed with
the experimental software oTree (Chen et al., 2016). The participants
received points during the experiment, and we applied an exchange rate
of 1 point = 0.01 Euro. The experiment lasted around 45 minutes and
participants earned, on average, 13 Euros (including a 5 Euro participa-
tion fee), paid out in private at the end of the experiment. There were
11 sessions with 24 participants each, two sessions with 22 participants
each, and one session with 18 participants due to a high number of no-
shows. Participants were given all instructions on the computer screen
and had the option to ask questions, which were answered in private. On
the instruction screens, participants were required to answer a number of
questions to ensure a good understanding of the instructions (we provide
the full instructions in Appendix A.3.3).

Overall, 326 participants took part in the experiment. We excluded
six participants from the analysis who chose extremely high goals or
received the information of a very large average goal from the other par-
ticipants in GOAL. The exclusion criterion was based on the Grubbs’
test (Grubbs, 1969). This ensures that our results are not driven by
extreme choices.43 Our results are unaffected when including all obser-
vations. Altogether, we use the decisions of 320 subjects for the analysis.
Out of these, 116 participated in GOAL, 114 in GRID, 46 in C-GRID,
and 44 in C-GOAL. Thirty-seven percent of the participants were female
and 61 percent male. This gender ratio is representative of the overall
ratio among students at the Technical University of Berlin. Thirty-seven
percent of the participants were at most 20 years old, 41 percent were
between 21 and 25, and 22 percent over 25. With regard to the field of
study, 38 percent of the participants were studying STEM fields, 37 per-

43The Grubbs’ test can be used to test for outliers with data that are normally
distributed. It is based on the difference between the mean of the sample and the
most extreme data points, taking into account the standard deviation. The excluded
participants chose very high goals of 150, 200, 300, and 360 or received information
about an average goal of their peers of 202 or 112.
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cent economics or management, and 23 percent indicated another field
of study.44

3.3 Results

The results section is structured as follows: In the first part, we analyze
whether and how peers affect the participants’ goal and grid choices. We
present our main analysis and robustness checks. In the second part, we
investigate the impact of peer information on the participants’ perfor-
mance and earnings. In the third part, we describe the participants’ goal
and grid choices prior to receiving peer information.

3.3.1 Peer effects on goal and grid choice

Throughout the presentation of our results, we mainly focus on the
comparison between the baseline treatments and their respective con-
trol treatments (we compare GOAL with C-GOAL and GRID with C-
GRID). Yet, we are also interested in comparing the relevance of peer
effects across the two domains, GOAL and GRID. This comparison is
not straightforward because in GOAL participants have a large choice
set where adjacent options are more similar than in GRID. In GOAL
participants’ initial choices are distributed between the values 4 and 110,
with a total of 32 different choices and a mode of 50 (Figure 3.2, left
panel). In GRID participants have to choose a grid size from a set of
nine options. Participants’ initial choices are distributed between the
smallest (2×2) and largest grid (10×10), with the largest grid being the
modal choice (Figure 3.2, right panel).45 Thus, in GOAL participants
can make very small adjustments of their initial choice while this is not
possible in GRID by design.

In order to allow for a descriptive comparison between participants’
choices in GOAL and in GRID, we construct a measure of goal choices
by defining intervals of performance goals. We partition the distribution

44The descriptive statistics of our participants by treatment are shown in Table
A.3.1 in Appendix A.3.1.

45As the participants experienced only three sizes in the first round, we cannot
determine the optimal grid size from their behavior in the first round. However, based
on first round behavior, 80% should choose a grid size between 6x6 and 10x10, and
16% a grid size between 2x2 and 6x6. The remaining 4% do not exhibit a monotone
payoff pattern.
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of performance goals in 10-unit intervals and refer to this measure as
GOAL10. In GOAL10, we consider any adjustment of the goal smaller
than 10 units as no adjustment and any peer average goal different from
own goal by less than 10 units as the same goal. Similarly, any adjustment
by at least 10 units and at most 19 units counts as a 1-unit adjustment,
any adjustment by at least 20 units and at most 29 units counts as a 2-
unit adjustment, and so on. By choosing a 10-unit interval for each goal
category, we obtain a set of 12 goal categories, which is only slightly larger
than the choice set in GRID.46 The measure C-GOAL10 is constructed in
the same way from the C-GOAL treatment. For comparative purposes, in
what follows we always include our results for GOAL10 (and C-GOAL10),
along with the analysis on our four treatments (GOAL, C-GOAL, GRID
and C-GRID).

Figure 3.2: Initial choice in GOAL and GRID
46The regression results that use the GOAL10 measure remain valid when consid-

ering alternative intervals that yield a similar choice set as in GRID (such as 11 or
12-unit goal intervals).
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3.3.2 Main analysis

We first consider whether participants revise their choice when informed
of their peers’ average choice and how this differs across domains. For
this analysis we focus on those participants who had the option to revise
their goal or grid choice and were informed of a peer average goal or
grid size that was different from their initial choice.47 In this section
we examine the impact of peer choice descriptively. In section 3.3.3, we
demonstrate that our results are not due to potential confounding effects
such as regression to the mean.

Figure 3.3: Share of participants revising their choice

Notes: The bars indicate the proportion of subjects who revised their goal or grid
choice among those who had the opportunity.

Figure 3.3 presents the share of participants who revised their choice
in the two main treatments (GOAL and GRID), the control treatments
(C-GOAL and C-GRID) as well as the GOAL10 and C-GOAL10 mea-
sures. In GOAL, 56 percent of participants revised their choice after

47We thereby exclude 20 participants in GOAL, 8 in C-GOAL, 51 in GOAL10, 8
in C-GOAL10, 28 in GRID, and 9 in C-GRID.
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receiving peer information. This frequency is significantly higher than
in GRID where only 20 percent of the participants revised their choice
(p-value<0.01, test of proportions). According to the GOAL10 measure
which only takes sufficiently large revisions into account, 33 percent of
participants revised their goal. This is still a significantly higher share
than in GRID (p-value=0.04, test of proportions). This higher revision
rate in GOAL10 compared to GRID suggests that the effect is driven
by factors other than the coarseness of the action space. These findings
suggest that the domain of ambition, namely performance goals or task
difficulty, matters for the effect of peer information.

Result 7 [Decision to revise across domains of ambition].
The share of revisions of choices after receiving peer information is sub-
stantially larger in GOAL and GOAL10 than in GRID.

We now consider whether the tendency to revise a choice is due to the
observation of peer choices, or whether participants revise their choice
even without any information about peers (treatments C-GOAL and C-
GRID). We find that the share of revisions in GOAL is 56 percent which
is not significantly different from C-GOAL with 50 percent of revisions
(p-value=0.54, test of proportions). This indicates that observing the
performance goals of peers does not increase the revision rate. However,
for the GOAL10 measure we find that 33 percent of participants revised
their choice while in C-GOAL10, only 16 percent revised their choice (p-
value=0.06, test of proportions). The large difference in the share of par-
ticipants revising their initial choice between GOAL10 and C-GOAL10
indicates that even though participants are equally likely to revise their
performance goal with and without information about peer choices, they
are more likely to make large revisions of at least 10 units with peer
information. Therefore, observing others’ goals does not influence the
participants’ overall tendency to revise their choice (the extensive mar-
gin) but rather increases the likelihood of larger changes (the intensive
margin).

Turning to GRID and C-GRID, Figure 3.3 shows that only 20 per-
cent of the participants revised their choice after being informed of the
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average grid size of their peers, which is not significantly different from
the 16 percent revision rate observed in C-GRID (p-value=0.62, test of
proportions). This suggests that in GRID peer information does not sig-
nificantly influence the tendency to revise the initial choice.

Result 8 [Effect of peer information on the decision to revise].
(a) Information about peer choices does not affect the decision to revise
one’s initial choice at the extensive margin, since the likelihood of revis-
ing the initial choice is similar in GOAL and C-GOAL, and GRID and
C-GRID.
(b) Information about peer choices influences the decision to revise the
performance goals at the intensive margin, as revision rates are twice as
large in GOAL10 than in C-GOAL10.

It is possible that the tendency to revise the initial choice depends on
whether a larger compared to a smaller peer average choice than the
initial choice is observed. We also check whether participants adjust
their choices in the direction of the peer average choice. In Figure 3.4
we show that in GOAL, participants are equally likely to revise their
choice when observing more or less ambitious peers (55.6% and 59.5%,
respectively). The majority of participants (90%) who revised their goal
chose a more ambitious goal when the peer average goal was larger than
their initial goal. An equally large share of participants (88%) among
those who revised their goal set a new, less ambitious goal when the peer
average goal was smaller than their initial goal. These findings also hold
for the GOAL10 measure. In contrast, in GRID we observe an asymmetry
in that participants are much more likely to revise their grid size when
observing more ambitious than less ambitious peers, 34.1 percent versus
9.5 percent, respectively (p-value< 0.01, test of proportions). It is this
weak peer effect of smaller grids that drives the difference between GOAL
and GRID. Among participants who observed more ambitious peers and
revised their grid size, the majority (73.3%) revised upwards. Virtually
the same share of participants (75%) among those who revised their grid
size and observed less ambitious peers revised downwards. These findings
show that in both GOAL and GRID, if participants adjust their choices,
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they do so in the direction of the peer choices.

Figure 3.4: Share of participants revising their choice

Notes: Revise down refers to participants whose revised choice was smaller than their
initial choice. Revise up refers to participants whose revised choice was greater than
their initial choice.

Result 9 [Effect of more vs. less ambitious peers on the decision
to revise].
(a) In GOAL and GOAL10, more ambitious and less ambitious peers
have the same effect on the propensity to revise the initial choice. In
contrast, in GRID more ambitious peers lead to a higher tendency to re-
vise the initial choice than less ambitious peers.
(b) In both GOAL and GRID, revisions tend to go in the direction of the
peer average choice.

Finally, we examine whether the gap between the initial choice and the
peer average choice matters for peer effects. In Figure 3.5 we present
the relationship between the difference between the peer average choice
and the participants’ initial choice (on the x-axis), and the difference
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between the participants’ final choice and their initial choice (on the y-
axis) in GOAL, GOAL10, and GRID. Each tick on the axes represents
approximately one standard deviation of the difference for the respective
treatment. In both GOAL and GOAL10, there is a clear positive rela-
tionship between the two variables, indicating that participants tend to
revise their goal proportionally to the difference between own goal and
the peer average goal (the slope of the linear fit is 0.27 in GOAL and
0.26 in GOAL10, both significantly different from 0 (p-value< 0.01)). In
contrast, there is only a weak positive relationship in GRID, since the
majority of participants do not revise their choice after observing peer
choices (slope of 0.07, not significantly different from 0 [p-value= 0.13]).

Figure 3.5: Relation of the difference between initial choice and peer
choice (x-axis) to the difference between final and initial choice (y-axis).

Notes: Each dot corresponds to one observation and the line represents the linear fit.
In GRID and GOAL10 the dots are jittered to improve readability.

Table 3.2 displays the participants’ average adjustment of their goal
and grid choice after receiving information about peers. In GOAL, par-
ticipants informed of a larger peer average goal increase their goal by an
average of 4.65 units, whereas those informed of a smaller peer average
goal decrease their goal by 5.4 units (both are statistically significant at
the 1-percent level). These effects are symmetric, since the difference
between the absolute values of the means |∆| is not statistically differ-
ent from zero. The effects are large since they correspond to an average
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adjustment of more than 10 percent of the average initial goal.48 The
results are similar for the measure GOAL10. In GOAL10, the relative
effect size is the same as in GOAL and also statistically significant at the
1-percent level.

In GRID, the peer effects are small (about one third of a unit or a
4% variation relative to the initial average choice) and not significantly
different from zero.49 The difference between the results obtained in
GOAL10 and GRID suggests that the difference between GOAL and
GRID is not caused by the coarseness of the choice set in GRID compared
to GOAL.

Overall, the results summarized in Table 3.2 show that participants
tend to respond to peer information in GOAL but not in GRID, since the
average adjustment after observing peer choices is sizable and statistically
significant in GOAL and GOAL10 only.

Table 3.2: Difference between final and initial choice

GOAL GOAL10 GRID
Mean SE N Mean SE N Mean SE N

peer choice > initial choice 4.65*** 1.28 54 0.51*** 0.17 37 0.30 0.20 44
peer choice < initial choice -5.40*** 1.47 42 -0.61*** 0.16 28 -0.33 0.22 42
|∆| 0.76 1.95 - 0.09 0.24 - 0.04 0.30 -
Notes: We report the mean and standard error for Final Choice minus Initial Choice for participants
who observe a larger and a smaller peer choice and for both treatments. Thus, we exclude 20 par-
ticipants in GOAL, 51 in GOAL10, and 28 participants in GRID who were either informed of a peer
average goal or grid size identical to their initial choice or did not have the chance to revise. We also
report the difference between the absolute mean values between the two groups and its standard error.
We report the statistical significance of each mean value based on a Student t-test. * p < 0.10, **
p < 0.05, *** p < 0.01

Result 10 [Effect of gap between initial and peer choice on size
of revision].
In GOAL the average revision corresponds to about a quarter of the dif-
ference between the peer goal and the initial goal, both in the case of more
and less ambitious peers. The effect is qualitatively the same in GOAL10.
In GRID there is no evidence of peer effects on the final choice.

48In GOAL, the average initial goal is 46.1 correct answers (standard deviation:
21.9). Detailed information is presented in Appendix A.3.1.

49In GRID the average initial grid choice is 7.2 (standard deviation: 2.1).
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3.3.3 Robustness

The descriptive analysis presented thus far does not account for the fact
that when a participant initially chooses a large goal or grid, there is a
high chance that her choice will exceed the peer average choice. Simi-
larly, when a participant initially chooses a small goal or grid, there is
a high chance that her choice will fall behind the peer average choice.
The two groups (peer < own and peer > own) are therefore not exoge-
nously determined but depend on the participants’ initial choice. The
regression analysis reported in Table 3.3 allows us to estimate the extent
to which peer choices influence participants’ final choice, eliminating the
endogeneity issue as well as the possibility of regression to the mean by
controlling for the participants’ initial goal or grid choice.50 Additionally
we consider other factors that may influence the outcome variable, in
order to increase the efficiency of our estimation. Our main explanatory
variables are the distance between the average peer choice and initial
choice, and the interaction between the distance and whether the peers’
choice is greater than the initial choice, to allow for different trends in the
two cases. We control for the initial goal or grid choice, the performance
in stage 1, gender, risk attitude, and session effects. The dependent vari-
able, final choice, is equal to the initial choice for participants who have
chosen not to revise their choice following peer information. We use stan-
dardized values for all continuous variables for ease of comparison across
treatments.

50Using both peer choice minus initial choice as well as the initial choice as inde-
pendent variable (Table 3.3) is equivalent to using only the peer choice and the initial
choice. We opt for the first model, since the results are then more closely comparable
to the main analysis.
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Table 3.3: Effect of peer information on final goal or grid choice

Dependent variable: final choice
GOAL GOAL10 GRID

(1a) (1b) (2a) (2b) (3a) (3b)
Peer choice - own choice 0.324∗∗∗ 0.224∗∗ 0.261∗∗∗ 0.200∗∗ 0.043 -0.282

(0.086) (0.111) (0.076) (0.088) (0.175) (0.341)
Peer choice > own choice -0.095 -0.263 0.636

(0.169) (0.174) (0.391)
Peer choice > own choice × Peer choice - own choice 0.271 0.329 0.108

(0.213) (0.231) (0.384)
Initial choice 1.186∗∗∗ 1.167∗∗∗ 1.158∗∗∗ 1.158∗∗∗ 1.199∗∗∗ 1.176∗∗∗

(0.076) (0.075) (0.064) (0.063) (0.199) (0.191)
Female -0.150 -0.142 -0.140 -0.139 0.227 0.255

(0.110) (0.114) (0.092) (0.089) (0.222) (0.218)
Risk aversion 0.059 0.073 0.074 0.085 -0.125 -0.111

(0.058) (0.062) (0.054) (0.054) (0.113) (0.110)
Constant 0.299∗∗∗ 0.282+ 0.222∗∗ 0.253∗∗ -0.099 -0.516

(0.112) (0.151) (0.093) (0.103) (0.246) (0.389)
N 96 96 96 96 86 86

Notes: (1a), (1b), (2a), and (2b) are OLS regressions, (3a) and (3b) Tobit regressions. All continuous variables are standardized.
Robust standard errors in parentheses. The sample includes all participants in GOAL, GOAL10 and GRID, excluding those who did
not have the option the revise their choice (16 participants in GOAL and GOAL10 and 14 in GRID). * p < 0.10, ** p < 0.05, ***
p < 0.01.

The regression results confirm the findings of the main analysis. In
GOAL there is a large and statistically significant influence of the peer
average goal on the participants’ final goal. For each change in the differ-
ence between the peer goal and own goal of one standard deviation, the
final goal changes by a third of a standard deviation (significant at the
1% level in column 1a). Moreover, there is no evidence of an asymmetry
in the response to observing greater versus smaller peer goals than own
goal, demonstrated by the coefficient of the interaction effect (column
1b). We also observe that the participants’ initial goal is a strong predic-
tor of their final goal; for every standard deviation increase in the initial
goal, the final goal increases by about one standard deviation (signifi-
cant at the 1% level in columns 1a, b). We obtain very similar results
for the effect of peer information on final choices when we use GOAL10
as variable.

In GRID, participants do not adjust their grid choice to the peer-
average grid size (column 3a). The estimates remain insignificant when
we allow for a different response to a greater versus a smaller peer av-
erage grid than the initial choice (column 3b). We also note that the
insignificant peer effect is very small in magnitude (0.04 in column 3a).
As in GOAL, the initial grid size has a positive effect on the final grid size
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(significant at the 1% level in columns 3a, b). Therefore, our regressions
results confirm Result 4 and the findings from the descriptive analysis.

Finally, we discuss two possible concerns regarding the robustness
of our result of no peer effects in GRID: (i) statistical power, and (ii)
truncated choices. Ad (i) our study is adequately powered to find an
economically meaningfull effect of at least 0.4 of a standard deviation
in GRID, which is well above the observed non-statistically significant
estimate of 0.04. However, this estimate is very close to zero and not
economically meaningfull. Reaching a sample size that would allow this
very small effect to be statistically signficant at conventional levels would
require a sample size beyond the scope of the very large majority of
laboratory experiments.51

Ad (ii), by design, participants in GRID face a lower and an upper
bound in their choice set. This restricts the possible response to observ-
ing peer choices, in particular for those participants who initially chose
either the smallest (2×2) or the largest (10×10) grid. Those who chose
the 2×2 grid always observe a larger peer average grid than their own.
Participants who initially chose the largest grid always observe a smaller
peer average grid than their own. A considerable share of participants
initially chose the largest grid (29%). Our results would be biased if in
response to a peer average grid smaller than their initial choice, they
would have adjusted their choice upwards if this would have been pos-
sible. Also, if the largest grid size as well as the peer average grid size
are far below their desired grid size, information on peer choices becomes
irrelevant. We examine the extent to which the restricted choice set
in GRID affects the results by excluding participants whose initial grid
choice was either the largest or the smallest in the set.52 The results are
unaffected when taking out these observations (see Table A.3.4 in the
appendix). Thus, the finding of no peer effects in GRID is not driven by
the restricted choice set.

51The value 0.4 corresponds to the minimum detectable effect of the response to
peer information in GRID (assuming a power of 80%), obtained by using the formula:
(t0.025 + t0.2) × σβ̂ . An ex-post power analysis shows that we would need at least
4,000 observations for the observed effect of 0.04 to be statistically significant at
conventional levels.

52Twenty-nine participants chose the largest grid and only two participants chose
the smallest grid.
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3.3.4 Peer effects on performance and earnings

Given the finding that participants revise their performance goals in the
direction of the peer average goal, we analyze whether observing peer
choices also affects performance and earnings. Note that we do not con-
sider the GRID treatment in this section since we do not observe any
peer effects in our previous analysis. We test for such effects by compar-
ing the performance in stage 2 of participants who observed their peer
goals and had the possibility to revise their choice (GOAL) with those
who were also given the chance to revise but did not observe the peer
goals (C-GOAL).53,54

We report the regression results in Table 3.4. Our main variables
of interest are indicator variables for whether the participant was given
information about the peer average goal (Peer info), i.e., if the participant
was in treatment GOAL or C-GOAL, see column 1a, and whether the
peer average goal was larger (Peer goal > own goal) or smaller than the
participant’s own goal (Peer goal < own goal), see column 1b. In all
specifications we control for performance in stage 1, initial goal, gender,
risk preferences, and session effects.

We do not find evidence that peer effects on performance goals influ-
ence actual performance. There is no overall average effect (column 1a),
nor is there a significant effect when separately considering the group
of participants who observed more ambitious peers and the group who
observed less ambitious peers (column 1b).

The finding that peer information does not affect performance in the
second stage may partly be a consequence of the small opportunity cost
of time for participants in the laboratory. Other studies have shown that
performance in laboratory experiments is often inelastic with respect to
monetary incentives (see Araujo et al., 2016, for a detailed discussion
on the relation between performance and incentives in the laboratory).
Possibly, using different tasks or increasing the opportunity cost of time,
for example, by letting participants leave the laboratory, could lead to

53We chose not to limit our analysis to participants who have changed their goal
because observing the goals of others may have influenced the motivation to perform
on the task among participants who kept their goal unchanged.

54Both performance distributions (GOAL and C-GOAL) appear fairly normally
distributed (see Figure A.3.2 in Appendix A.3.1
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more pronounced performance differences when observing ambition of
peers. We leave this question for future work.

Table 3.4: Effect of peer information on performance and payoff in stage
2

GOAL
Dependent variable:

Performance in stage 2 Payoff in stage 2
(1a) (1b) (2a) (2b) (2c)

Peer info (ref. category: C-GOAL)
Peer info 0.161 0.381∗

(0.185) (0.220)
Peer info > own goal 0.175 0.356 0.256∗

(0.197) (0.225) (0.146)
Peer info < own goal 0.138 0.422 0.132

(0.197) (0.262) (0.149)
Goal reached 2.150∗∗∗

(0.135)
Initial goal 0.186∗∗∗ 0.194∗∗∗ 0.010 -0.004 0.604∗∗∗

(0.064) (0.068) (0.102) (0.112) (0.064)
Performance stage 1 0.765∗∗∗ 0.766∗∗∗ 0.664∗∗∗ 0.663∗∗∗ 0.351∗∗∗

(0.063) (0.064) (0.071) (0.072) (0.044)
Female -0.013 -0.017 -0.146 -0.139 -0.025

(0.108) (0.111) (0.134) (0.138) (0.079)
Risk aversion 0.015 0.015 0.064 0.065 0.012

(0.048) (0.048) (0.068) (0.068) (0.035)
Constant 0.083 0.088 0.053 0.044 -1.717∗∗∗

(0.115) (0.117) (0.159) (0.164) (0.143)
N 132 132 132 132 132
Notes: OLS regressions. All continuous variables are standardized. Robust standard errors
in parentheses. We exclude 20 participants in GOAL and eight in C-GOAL who were either
informed of a peer average goal identical to their initial choice or did not have the option
to revise their initial choice. * p < 0.10, ** p < 0.05, *** p < 0.01.

It is possible that peer information affects earnings even though it
does not affect performance. The reason is that people can adjust their
goal to better match their actual performance. We report on the con-
sequences of observing peer performance goals on earnings in columns
(2a) to (2c) of Table 3.4. The results show that being informed about
the goals of peers increases participants’ earnings by 0.38 of a standard
deviation, an effect that is significant at the 10-percent level (column
2a). When considering separately the group of participants who observe
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either less or more ambitious peers, the effects are similar but loose statis-
tical significance: those who observe less ambitious peers increase their
earnings by about 0.42 of a standard deviation (p-value=0.117) while
those with more ambitious peers increase them by 0.36 (p-value=0.109)
(column 2b).

The reason for the positive effect of observing less ambitious peers is
that participants tend to revise their goal downwards and therefore have a
higher chance of receiving the bonus, in which case their earnings increase
substantially.55 This is supported by the regression results reported in
column (2c) where we control for whether the participant has reached
the goal, thereby accounting for the large effect on earnings of whether
the goal has been reached or not. In this case, the estimate for Peer goal
< own goal becomes smaller.

Among participants who observe more ambitious peers, some who re-
vise their goal upwards become worse off because they no longer reach
the goal, whereas many others reach their new goal. On average, par-
ticipants with more ambitious peers were better off, which is consistent
with the fact that a large share of participants initially set themselves too
conservative goals (below their actual performance), as shown in Figure
A.3.1 in Appendix A.3.1.

In treatment GRID, we find no impact of observing peers’ average
grid size on earnings (see Table A.3.5 in the appendix). This is consis-
tent with the finding that only a small fraction of participants (20%)
revise their choices in response to observing peer choices.

Result 11 [Effect of peer information on performance and earn-
ings].
In GOAL observing peer choices does not affect performance. However,
observing peer choices in GOAL leads to a 16% increase in earnings
compared to C-GOAL, an effect that is only significant at the 10-percent
level. In GRID, performance and earnings are unaffected by observing
peer choices.

55See Table 3.3 in the previous section.
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3.3.5 Initial goal and grid choice

In this section, we describe how participants decide on their performance
goal and grid, prior to receiving information about peer choices. Specif-
ically, we test whether participants’ choice is influenced by their gender,
risk attitude and ability at the task (Table 3.5). We find that in GOAL
women set themselves a smaller initial goal than men, on average, by
about 0.6 of a standard deviation, equivalent to 12 units, while their
performance in stage 1 differs by one unit (0.19 sd) only.56 The gender
difference in performance goals is large and statistically significant at
the 1-percent level (column 1). This is consistent with the observation
by Dalton et al. (2015) that women are more conservative when setting
themselves performance goals than men despite no gender difference in
ability (see also Gino et al., 2015). However, we find no difference be-
tween men and women in GRID, indicating that the choice of quality or
complexity of the task does not differ by gender (column 2).

There is no evidence in GOAL and GRID that risk aversion measured
by the bomb risk elicitation task influences the initial choice. Finally,
participants with higher ability at the task (performance in stage 1) set
themselves a larger initial goal. An increase of one standard deviation
in performance in stage 1 increases the goal by 0.32 of a standard devia-
tion on average, statistically significant at the 1-percent level (column 1).
Similarly, ability influences the initial grid choice. Participants with a
higher performance in stage 1 in the largest grid (10×10) tend to choose
a larger grid. An increase in performance in the largest grid in stage 1
by one standard deviation increases the grid choice by 0.28 of a stan-
dard deviation, statistically significant at the 5-percent level (column 2).
These findings indicate that the goal and grid choices are not arbitrary
but that participants base the decisions on their ability.

Result 12 [Determinants of initial goal and grid choices].
Women set themselves lower performance goals than men whereas there
is no gender difference in grid choices. Ability positively influences goal
and grid choices while risk aversion does not explain choices.

56The number of correct answers in stage 1 was 22 for male and 21 for female
subjects, p-value=0.27.
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Table 3.5: Determinants of initial goal or grid choice

Dependent variable:
initial goal/grid choice

GOAL & C-GOAL GRID & C-GRID
(1) (2)

Female -0.605∗∗∗ -0.023
(0.147) (0.243)

Risk aversion -0.053 -0.127
(0.076) (0.118)

Performance stage 1 0.319∗∗∗

(0.066)
Performance in 2x2 in stage 1 -0.101

(0.126)
Performance in 6x6 in stage 1 0.223∗

(0.135)
Performance in 10x10 in stage 1 0.280∗∗

(0.126)
Constant 0.336∗ 0.125

(0.186) (0.305)
N 160 160
Notes: (1) OLS regression, (2) Tobit regression. Robust standard errors in parentheses.
* p < 0.10, ** p < 0.05, *** p < 0.01.

3.4 Discussion

We provide evidence that observing the ambition of peers can shape
people’s own ambition. In a laboratory experiment, the effect of peer
information on ambition was tested in two conditions. In one condi-
tion, participants were asked to set themselves a performance goal in
an incentivized effort task and were rewarded with a proportional bonus
conditional on reaching the goal. In the other condition, participants had
to decide on the difficulty of the task. More difficult tasks are associated
with higher effort, risk, and potential earnings. In both conditions, every
participant was informed about the average choice of a randomly chosen
group of participants in the same session. Note that like most studies
on peer effects, our experiment was not designed to study optimal goal
or task choices and how they are affected by peers. Rather, our main
interest is in the existence and strength of peer influence across different
dimensions of work.

The results indicate that when participants observe the ambition of
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their peers in the form of performance goals, they adjust their own goals
to the peer average choice. The effect is large: participants revise their
goal by about one third of a standard deviation for each standard de-
viation difference between their initial goal and the peer average goal.
The effect persists when we only allow for large goal adjustments in our
analysis, indicating that the observed peer effects are not driven by the
possibility of making small adjustments. Relatedly, we find that even
though people adjust their goals when given the option to do so without
observing peer choices, they are more likely to make large revisions in
their goals when observing peer choices. We also find suggestive evidence
that observing more ambitious peers increases participants’ earnings by
about 16 percent. On the other hand, we find no support for the hypoth-
esis that participants’ choices regarding the level of difficulty of the task
are systematically influenced by peer choices.

There are at least three potential explanations for peer effects, namely
a pure anchoring effect, learning about the difficulty of the task and in-
equality aversion including status concerns or a desire for conformity.
While our study was not designed to differentiate between these sources,
we can interpret our findings in light of them. If an anchoring effect
explains peer influence on own choices, we should observe a similar re-
sponse to peer information across the domains of performance goals and
task difficulty. Since we observe peer effects in the first domain only, our
results do not support the explanation that an anchoring effect drives
peer influence.

When participants face uncertainty regarding the task difficulty, peer
information can be useful for choosing the goal or the grid size. If others’
choices of performance goals are more informative about our own poten-
tial for performance than others’ choices of grid sizes, our results would
be consistent with peer effects of ambition being driven by uncertainty
about the task. Our results lend some support to this hypothesis, by sug-
gesting that observing the goals of peers tends to be help with achieving
a better match between performance goals and actual performance.

Turning to the last explanation, if participants want to minimize in-
come inequality, they increase their goal and work harder if they learn
of a peer goal greater than their own whereas they decrease their goal
and work less when they learn of a smaller peer goal. The link between
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grid size and income is weaker, since choosing a large grid size does not
directly indicate the ambition to earn more. Choosing a larger grid may
also be motivated by a taste to perform a more challenging task even
though it involves greater risk. Therefore, if participants care about
their relative earnings, even when information on earnings is private like
in our experiment, we expect participants to react more strongly to peer
information about the performance goal than about the grid size, which is
consistent with our results. We leave it to future research to disentangle
the sources of peer effects of ambition.

Our study considers one channel for peer effects, namely observing
others’ choices. Peer effects may also work through being observed by
others (Tymula and Whitehair, 2018; Beugnot et al., 2019). If people feel
pressured to signal high ambition or gain utility by being perceived as
ambitious, then the observability of one’s choices is crucial. Investigating
whether people’s ambition is affected when it can be observed by peers
is also an interesting topic for future research.

Our findings shed light on some issues in human resource manage-
ment and education policy. The results indicate that co-workers may
converge toward similar productivity levels, not only because they learn
from each other or because of task complementarities but also because
their levels of ambition may converge. In many education systems stu-
dents are assigned to different classrooms or school tracks according to
their perceived ability and potential at an early stage of the education
trajectory (OECD, 2013). Our results suggest that assigning children to
a peer group according to ability may reinforce differences in children’s
aspirations.
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A Appendix

The statistical and econometric analyses in this dissertation were con-
ducted with R and Stata. The papers underlying the various chapters
have profited from audience input at briq summer school in behavioral
economics 2017, CESifo Munich, CREST Paris, DIW Berlin, EEA Lis-
bon, ESA World Meeting 2018 in Berlin, Field Experiments in Educa-
tion Workshop 2017, IMEBESS Barcelona, IMEBESS Florence, IWH
Halle, Sciences Po Paris, Spring School in Behavioral Economics 2017,
TU Berlin, Universität Potsdam, WEAI 2018, the Workshop Behavioral
Decision-Making in Konstanz 2018 and the WZB Berlin.

A.1 Cursed Bets on Markets

Table A.1.1: Probit regression

Dependent variable:
Deviation from Deviation from
rational choice lottery choice

(1) (2) (3) (4)
Salience −0.048 −0.048 −0.048 −0.048

(0.087) (0.094) (0.094) (0.094)
Cursedness 1.524∗∗∗ 1.422∗∗∗ 0.960∗∗∗ 1.013∗∗∗

(0.104) (0.160) (0.116) (0.160)
Cursedness x Salience −0.664∗∗∗ −0.508∗∗ −0.334∗ −0.363

(0.148) (0.254) (0.185) (0.254)
Cursed No Investment 0.211 −0.105

(0.191) (0.191)
Cursed No Investment x Salience −0.319 0.058

(0.211) (0.211)
Constant −0.958∗∗∗ −0.958∗∗∗ −0.833∗∗∗ −0.833∗∗∗

(0.049) (0.058) (0.058) (0.058)
N 2,324
Log Likelihood −1,164.697 −1,163.342 −1,272.477 −1,272.125
Akaike Inf. Crit. 2,337.4 2,338.7 2,553 2,556.2

Note: Coefficients shown; standard errors in parentheses, clustered at subject level. ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
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Table A.1.2: Linear probability model

Dependent variable:
Deviation from rational choice

(1) (2) (3) (4) (5) (6)
Salience −0.043∗ −0.031 −0.036 −0.023 −0.043 −0.030

(0.026) (0.027) (0.031) (0.030) (0.030) (0.030)
Cursedness 0.543∗∗∗ 0.523∗∗∗ 0.539∗∗∗ 0.512∗∗∗ 0.544∗∗∗ 0.523∗∗∗

(0.034) (0.062) (0.033) (0.054) (0.034) (0.062)
Cursedness x Salience −0.258∗∗∗ −0.219∗∗∗ −0.251∗∗∗ −0.206∗∗∗ −0.258∗∗∗ −0.220∗∗∗

(0.054) (0.082) (0.056) (0.076) (0.057) (0.085)
Cursed No Investment 0.042 0.060 0.042

(0.090) (0.076) (0.090)
Cursed No Investment x Salience −0.080 −0.100 −0.080

(0.090) (0.074) (0.089)
level-1 −0.041∗ −0.029 −0.043 −0.032

(0.023) (0.037) (0.041) (0.052)
level-1 x Salience 0.057∗∗∗ 0.035 0.059∗ 0.038

(0.019) (0.031) (0.031) (0.043)
level-2 −0.029 −0.016 0.002 0.004

(0.018) (0.024) (0.036) (0.036)
level-2 x Salience 0.041 0.019 −0.002 −0.005

(0.027) (0.030) (0.042) (0.041)
Constant 0.192∗∗∗ 0.185∗∗∗ 0.187∗∗∗ 0.179∗∗∗ 0.191∗∗∗ 0.184∗∗∗

(0.022) (0.026) (0.018) (0.019) (0.020) (0.024)
N 2,324
R2 0.203 0.203 0.202 0.202 0.202 0.203

Note: Standard errors in parentheses, clustered at subject level. ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

Table A.1.3: Linear probability model

Dependent variable:
Deviation from lottery choice

(1) (2) (3) (4) (5) (6)
Salience −0.004 −0.006 0.008 0.008 0.006 0.005

(0.049) (0.046) (0.050) (0.047) (0.053) (0.051)
Cursedness 0.348∗∗∗ 0.381∗∗∗ 0.350∗∗∗ 0.370∗∗∗ 0.352∗∗∗ 0.384∗∗∗

(0.043) (0.059) (0.042) (0.059) (0.041) (0.058)
Cursedness x Salience −0.139∗∗ −0.143∗ −0.146∗∗ −0.144 −0.148∗∗ −0.151∗

(0.068) (0.085) (0.072) (0.090) (0.070) (0.086)
Cursed No Investment −0.068 −0.045 −0.067

(0.073) (0.075) (0.074)
Cursed No Investment x Salience 0.009 −0.004 0.006

(0.074) (0.075) (0.074)
level-1 −0.007 −0.026 −0.023 −0.041

(0.039) (0.038) (0.047) (0.046)
level-1 x Salience −0.017 −0.014 0.017 0.019

(0.049) (0.047) (0.047) (0.045)
level-2 0.006 −0.004 0.022 0.021

(0.034) (0.032) (0.038) (0.038)
level-2 x Salience −0.035 −0.036 −0.048 −0.048

(0.047) (0.044) (0.041) (0.041)
Constant 0.206∗∗∗ 0.217∗∗∗ 0.199∗∗∗ 0.205∗∗∗ 0.201∗∗∗ 0.212∗∗∗

(0.033) (0.031) (0.031) (0.029) (0.034) (0.032)
N 2,324
R2 0.089 0.090 0.089 0.090 0.090 0.091

Note: Standard errors in parentheses, clustered at subject level. ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01
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Table A.1.4: Linear probability model

Dependent variable:
Deviation from Deviation from
rational choice lottery choice

(1) (2)
Salience −0.019 −0.027

(0.027) (0.029)
Separating −0.108∗∗∗ −0.109∗∗∗

(0.027) (0.030)
Separating x Salience 0.019 0.033

(0.033) (0.031)
Cursedness 0.502∗∗∗ 0.305∗∗∗

(0.041) (0.046)
Cursedness x Salience −0.253∗∗∗ −0.125∗

(0.054) (0.067)
Constant 0.212∗∗∗ 0.246∗∗∗

(0.018) (0.021)
N 2,324
R2 0.2094 0.0961

Note: Standard errors in parentheses, clustered at subject level. ∗p<0.1; ∗∗p<0.05; ∗∗∗p<0.01

Figure A.1.1: Expected gain from investment
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A.2 Majority and Me

A.2.1 Additional tables

Table A.2.1: Adviser choice

Set Game class r pA pB P ∗(θγ|mA) Share A choices

1

1 60% 100% 70% 60% 60%
2 100% 60% 70% 60% 17.5%
3 90% 100% 70% 90% 71.25%
4 50% 100% 70% 50% 68.75%

2

1 80% 100% 90% 80% 53.75%
2 100% 80% 90% 80% 26.25%
3 100% 100% 90% 100% 77.5%
4 50% 100% 90% 50% 51.25%

3

1 60% 80% 70% 56% 38.75%
2 80% 60% 70% 56% 21.25%
3 90% 80% 70% 74% 66.25%
4 50% 80% 70% 50% 47.5%

A.2.2 Proofs and derivations

A.2.2.1 Optimal action choices a∗

Given that there are only two state-combinations possible, an agent
should follow the message iff the Bayesian posterior of this state combi-
nation is greater or equal 0.5. Assuming 0.5 ≤ q, r, pA ≤ 1 and q < 1
then after receiving the message mA = 1 the posterior is

P (θγi = +1|mA = +1) = pAqr + (1 − pA)(1 − q)(1 − r)
pAq + (1 − pA)(1 − q) ≥ 0.5

and the agent should follow the message, i.e. a∗ = mA.
The posterior after receiving the message mA = −1 is

P (θγi = −1|mA = −1) = pA(1 − q)r + (1 − pA)q(1 − r)
pA(1 − q) + (1 − pA)q ≷ 0.5

⇔ 2pA(1 − q)r + 2(1 − pA)q(1 − r) ≷ pA(1 − q) + (1 − pA)q

⇔ pA(1 − q)(2r − 1) ≷ (1 − pA)q(2r − 1)

⇔ pA ≷ q
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and the agent should follow the message only if it is sufficiently accurate,
i.e. pA ≥ q. If pA < q she should remain with her prior.
This yields the prize with P (ai = θ∗γ∗

i |a∗, mA), which is calculated in the
following way.
Case 1 (pA ≥ q):

P (ai = θ∗γ∗
i |a∗, mA) =P (θ∗γ∗

i = 1|mA = 1) · P (mA = 1)

+P (θ∗γ∗
i = −1|mA = −1) · P (mA = −1)

=pAqr + (1 − pA)(1 − q)(1 − r)
pAq + (1 − pA)(1 − q) · (pAq + (1 − pA)(1 − q))

+pA(1 − q)r + (1 − pA)q(1 − r)
pA(1 − q) + (1 − pA)q · (pA(1 − q) + (1 − pA)q)

=pAqr + (1 − pA)(1 − q)(1 − r)

+pA(1 − q)r + (1 − pA)q(1 − r)

=pAr + (1 − pA)(1 − r)

Case 2 (pA < q):

P (ai = θ∗γ∗
i |a∗, mA) =P (θ∗γ∗

i = 1|mA = 1) · P (mA = 1)

+P (θ∗γ∗
i = 1|mA = −1) · P (mA = −1)

=pAqr + (1 − pA)(1 − q)(1 − r)
pAq + (1 − pA)(1 − q) · (pAq + (1 − pA)(1 − q))

+pA(1 − q)(1 − r) + (1 − pA)qr

pA(1 − q) + (1 − pA)q · (pA(1 − q) + (1 − pA)q)

=pAqr + (1 − pA)(1 − q)(1 − r)

+pA(1 − q)(1 − r) + (1 − pA)qr

=qr + (1 − q)(1 − r)

=P (θ∗γ∗
i = 1)

Assuming 0.5 ≤ q, r, pB ≤ 1 and q < 1 then after receiving the
message mB = 1 the posterior is

P (θγi = +1|mB = +1) = pB[qr + (1 − q)(1 − r)]
pB[qr + (1 − q)(1 − r)] + (1 − pB)[(1 − q)r + q(1 − r)]

≥ 0.5
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and the agent should follow the message, i.e. a∗ = mB.
The posterior after receiving the message mB = −1 is

P (θγi = −1|mB = −1) = pB[(1 − q)r + q(1 − r)]
pB[(1 − q)r + q(1 − r)] + (1 − pB)[qr + (1 − q)(1 − r)] ≷ 0.5

⇔pB[(1 − q)r + q(1 − r)] ≷ (1 − pB)[qr + (1 − q)(1 − r)]

⇔pB ≷ qr + (1 − q)(1 − r)

and the agent should follow message mB only if it is sufficiently accurate,
i.e. pB ≥ qr +(1−q)(1−r). If pB < qr +(1−q)(1−r) she should remain
with her prior.
This yields the prize with P (ai = θ∗γ∗

i |a∗, mB), which is calculated in the
following way.
Case 1 (pB ≥ qr + (1 − q)(1 − r)):

P (ai = θ∗γ∗
i |a∗, mB) =P (θ∗γ∗

i = 1|mB = 1) · P (mB = 1)

+P (θ∗γ∗
i = −1|mB = −1) · P (mB = −1)

=pB[qr + (1 − q)(1 − r)] + pB[(1 − q)r + q(1 − r)]

=pB

Case 2 (pB < qr + (1 − q)(1 − r)):

P (ai = θ∗γ∗
i |a∗, mB) =P (θ∗γ∗

i = 1|mB = 1) · P (mB = 1) +

P (θ∗γ∗
i = 1|mB = −1) · P (mB = −1)

=P (θ∗γ∗
i = 1)

=qr + (1 − q)(1 − r)

A.2.2.2 Participation classification using random choices

The point prediction for perfect Bayesian choices is for participants to
choose always B in class 1, 2, and 4, and choose A in class 3. For perfect
majority bias choices it is to choose always B in class 2 and 4, and choose
A in class 1 and 3, and for perfect nominal bias choices it is to choose
always B in class 2, and choose A in class 1, 3, and 4.
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The probability for any of these to happen

P (3×BBAB) = P (3×ABAB) = P (3×ABAA) =
(︃1

2

)︃12
= 0.0244140625%

Allowing for up to 1 deviation from the point predictions these probabil-
ities become

P (3 × BBAB, 2 × BBAB + BBAA, 2 × BBAB + BBBB, ...) =39 ×
(︃1

2

)︃12

=0.9521484375%

Allowing for up to 1 deviation per game class from the point predictions
these probabilities become

P (...) = 256 ×
(︃1

2

)︃12
= 6.25%

The aggregate prediction for strict Bayesian behavior is for participants
to choose A more often in class 3 than in 1, classes 1 and 2 should be the
same, and in class 4 A should be chosen weakly less. The probability for
this to happen randomly is

P (3 > 1 = 2 ≥ 4) = 5.126953125%

The aggregate prediction for strict majority bias is for participants to
choose in the pattern 3 > 1 > 2 ≥ 4 with happens randomly with
probability

P (3 > 1 > 2 ≥ 4) = 1.2451171875%

The aggregate prediction for strict nominal bias is for participants to
choose in the pattern 3 = 1 = 4 > 2 with happens randomly with
probability

P (3 = 1 = 4 > 2) = 3.466796875%

In the weak versions, the patterns are 3 ≥ 1 = 2 ≥ 4, 3 ≥ 1 > 2 ≥ 4
and 3 = 1 = 4 ≥ 2, respectively and the probabilities 12.59765625%,
5.1513671875% and 7.470703125%.
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A.2.3 Experimental instructions

Figure A.2.1: Screenshot Instructions 1

* Welcome to our experiment! During the experiment you are not allowed to use
electronic devices or to communicate with other participants. Please use only the
programs and functions intended for the experiment. Please do not talk to the other
participants. Raise your hand if you have a question and we will then come to you
and we will answer your question quietly. Please do not ask your questions out loud.
If the question is relevant for all participants, we will repeat it out loud and answer it.
If you violate these rules, we must exclude you from the experiment and the payout.
During this experiment you can earn money, depending on your choices. At the end
of the study you will receive the earned money in cash and anonymous. Additionally
you receive 9 Euro for your participation. Today’s experiment consists of 3 similar
parts and a questionnaire.
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Figure A.2.2: Screenshot Instructions 2

* The first part consists of 12 rounds. In each of the rounds, 2 urns are relevant for
your decision. It is your task to predict the combination of the balls from the two
urns. The first urn consists of 10 balls, of which some are orange and the remaining
ones blue. The exact number of orange and blue balls can be different in each round
and will be shown to you at the beginning of the round. The second urn consists also
of 10 balls. In this case, some are white and the remaining ones black. The exact
number of black and white balls can be different in each round and will be shown to
you at the beginning of the round. In order to draw the balls, you will be divided
into groups of 10. At the beginning of each round, one ball from the first urn will be
drawn. This ball is the general ball and is relevant for all participants in your group.
Furthermore, one ball from the second urn will be drawn for each member of your
group. This draw is without replacement, i.e. all balls will be distributed to the 10
members in each group. The color of each ball remains secret for each participant.
It is your task to estimate the color combination of the general ball of the first urn
and your specific ball drawn from the second urn. For this consider the following
combination: If your specific ball is white, you get 3 Euros if you specify correctly
the color of the general ball. If your specific ball is black, you receive 3 Euro is you
specify correctly the opposite color of the general ball (orange instead of blue and
blue instead of orange). The following table depicts the payoffs:
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Table A.2.2: Instructions Table Payoff

Answer
Ball Your specific ball (urn 2) White Black

General ball (urn 1) Orange Blue Orange Blue
Orange e 3 0 0 e 3
Blue 0 e 3 e 3 0

Figure A.2.3: Screenshot Instructions 3

* To receive additional information, in each round you can ask one of two computerized
advisers. The advisers behave according to the following rules: Adviser A will try to
provide the advice that is correct for the majority of members in your group. The
adviser is correct with a probability of A% and wrong with a probability of 100-A%.

Table A.2.3: Instructions Table Adviser A

Advice
Ball Majority of White Blackspecific balls (urn 2)

General ball (urn 1) Orange Blue Orange Blue
Orange A% 100-A% 100-A% A%
Blue 100-A% A% A% 100-A%
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Note: The optimal action for the minority of the members of your group is always the

opposite of the optimal action for the majority. Note: If exactly half of the members

in your group have a black/white ball, adviser A will try to provide the advice that is

correct for the members with the white ball. Adviser B will try to provide the advice

that is correct for your specific ball. The adviser is correct with a probability of B%

and wrong with a probability of 100-B%.

Table A.2.4: Instructions Table Adviser B

Advice
Ball Your specific ball (urn 2) White Black

General ball (urn 1) Orange Blue Orange Blue
Orange B% 100-B% 100-B% B%
Blue 100-B% B% B% 100-B%
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Figure A.2.4: Screenshot Instructions 4

* For example: [Urn 1] The first urn consists of 5 orange and 5 blue balls. The

general ball is then with probability 50% orange and with probability 50% blue. [Urn

2] The second urn consists of 8 white and 2 black balls. Your specific ball is then

with probability 80% white and with probability 20% black. Adviser A: [Signal 90%]

Probability A is 90%. Since the majority of balls in the second urn is white (and it
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is therefore more likely that your specific ball is white), adviser A will recommend

the color of the general ball. This means that, if the general ball is orange, adviser

A will recommend orange with 90% probability and blue with 10%. If the general

ball is blue, adviser A will recommend blue with 90% probability and orange with

10%. Adviser B: [Signal 70%] Probability B is 70%. If the general ball is orange and

your ball is white, then adviser B will recommend with 70% probability orange and

with 30% blue. If the general ball is blue and your ball is white, then adviser B will

recommend with 70% probability blue and with 30% orange. If the general ball is

orange and your ball is black, then adviser B will recommend with 70% probability

blue and with 30% orange. If the general ball is blue and your ball is black, then

adviser B will recommend with 70% probability orange and with 30% blue.

Figure A.2.5: Screenshot Instructions 5
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* In each round you can choose one of these two advisers, with the probabilities A

and B possibly being different. Based on the two possible recommendations, orange

and blue, you need to state predictions which of the two combinations of the general

ball and your specific ball are more likely. If the prediction is correct, you receive 3

Euro. Furthermore, using a slider, you need to state the likelihood of your predicted

combination. By positioning the slider, you can state your prediction of the likelihood

of orange/blue. If you move the slider to the left, you state that you think the two

combinations orange/blue are equally likely. The further you move the slider to

the right, the higher is the your stated probability for your predicted combination.

[Slider] Your decision has the following consequences for your payoff: a computer

draws randomly two numbers between 0 and 100. If the combination is orange and at

least one of the two numbers is smaller than the percentage you assigned to orange, you

receive 3 Euro. If the combination is blue and at least one of the two numbers is larger

than the percentage you assigned to orange, you receive 3 Euro. This mechanism has

been chosen, such that it is optimal for you to state your true estimation. In this case

your chance of receiving 3 Euro is maximal. At the end of the experiment two round

will be randomly chosen to determine your payoff for part 1, one for the slider and

one for the direct decision. Your payment will be determined based on your estimate

/ decision and the realization of the draw of the balls.
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Figure A.2.6: Screenshot Instructions 6

* Understanding questions Please answer the following questions. Question 1: Which

adviser provides advice for you specific ball? [A / B] Question 2: Assuming the

probability A is 80%. If the general ball is blue and the majority of balls in the

second urn is white, then adviser A recommends with [ ]% orange and [ ]% blue.

Question 3: Assuming the combination of the general ball and your specific ball is

with 75% probability orange and with 25% probability blue. How do have to select

the properties such that your chance of being right is maximized? [Slider] Question

4: Assuming exactly half of the participants in your group have a black ball and

the other half a white ball. Is adviser A trying to provide you the advice for the

participants with the white or the black ball? With the [white / black] ball.
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Figure A.2.7: Screenshot Instructions 7

* Press continue to start part 1.
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Figure A.2.8: Screenshot Instructions 8
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* The first urn, from which the general ball is drawn, consists of 5 orange and 5 blue

balls. [Urn 1] The second urn, from which your specific ball will be drawn, consists

of 9 white and 1 black balls. [Urn 2] You can choose whether you want to receive

information from adviser A or adviser B. Adviser A will try to recommend the action

that is optimal for the majority of participants in your group. With this, the adviser

is 100% correct and 0% wrong. [Signal 100%] Adviser B will try to recommend the

action that is optimal for your specific ball. With this, the adviser is 70% correct

and 30% wrong. [Signal 70%] Which adviser do you choose? [A / B] If the adviser

recommends orange: Which of the two combinations of the general ball and your

specific ball do you think is more likely? [Orange / Blue] Please state the probability

for both combinations: [Slider] If the adviser recommends blue: Which of the two

combinations of the general ball and your specific ball do you think is more likely?

[Orange / Blue] Please state the probability for both combinations [Slider]
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Figure A.2.9: Screenshot Instructions 9

* The second part consists of 12 rounds. The basic setup is the same as in the first
part: In each of the rounds, 2 urns are relevant for your decision. It is your task to
predict the combination of the balls from the two urns. The first urn consists of 10
balls, of which some are orange and the remaining ones blue. The exact number of
orange and blue balls can be different in each round and will be shown to you at the
beginning of the round. The second urn consists also of 10 balls. In this case, some
are white and the remaining ones black. The exact number of black and white balls
can be different in each round and will be shown to you at the beginning of the round.
In order to draw the balls, you will be divided into groups of 10. At the beginning
of each round, one ball from the first urn will be drawn. This ball is the general
ball and is relevant for all participants in your group. Furthermore, one ball from
the second urn will be drawn for each member of your group. This draw is without
replacement, i.e. all balls will be distributed to the 10 members in each group. The
color of each ball remains secret for each participant. It is your task to estimate the
color combination of the general ball of the first urn and your specific ball drawn from
the second urn. For this consider the following combination: If your specific ball is
white, you get 3 Euros if you specify correctly the color of the general ball. If your
specific ball is black, you receive 3 Euro is you specify correctly the opposite color of
the general ball (orange instead of blue and blue instead of orange). The following
table depicts the payoffs: 100



Table A.2.5: Instructions Table Payoff

Answer
Ball Your specific ball (urn 2) White Black

General ball (urn 1) Orange Blue Orange Blue
Orange e 3 0 0 e 3
Blue 0 e 3 e 3 0

Figure A.2.10: Screenshot Instructions 10

* Contrary to the first part, in the second part you cannot choose between two
advisers. Instead you will be assigned an adviser. The potential advisers behave
according to the same rules as in the first part: adviser A will try to provide the
advice that is correct for the majority of members in your group. The adviser is
correct with a probability of A% and wrong with a probability of (100-A)%.
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Table A.2.6: Instructions Table Adviser A

Advice
Ball

Majority of
White Black

individual balls
General ball Orange Blue Orange Blue

Orange A% 100-A% 100-A% A%
Blue 100-A% A% A% 100-A%

Note: The optimal action for the minority of the members of your group is always the

opposite of the optimal action for the majority. Note: If exactly half of the members

in your group have a black/white ball, adviser A will try to provide the advice that is

correct for the members with the white ball. Adviser B will try to provide the advice

that is correct for your specific ball. The adviser is correct with a probability of B%

and wrong with a probability of 100-B%.

Table A.2.7: Instructions Table Adviser B

Advice
Ball Individual ball White Black

General ball Orange Blue Orange Blue
Orange B% 100-B% 100-B% B%
Blue 100-B% B% B% 100-B%
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Figure A.2.11: Screenshot Instructions 11

* Your task and the payoff structure is the same as in the first part: Based on the

two possible recommendations, orange and blue, you need to state predictions which

of the two combinations of the general ball and your specific ball are more likely. If

the prediction is correct, you receive 3 Euro. Furthermore, using a slider, you need

to state the likelihood of your predicted combination. By positioning the slider, you

can state your prediction of the likelihood of orange/blue. If you move the slider to

the left, you state that you think the two combinations orange/blue are equally likely.

The further you move the slider to the right, the higher is the your stated probability

for your predicted combination. [Slider] Your decision has the following consequences

for your payoff: a computer draws randomly two numbers between 0 and 100. If

the combination is orange and at least one of the two numbers is smaller than the

percentage you assigned to orange, you receive 3 Euro. If the combination is blue and

at least one of the two numbers is larger than the percentage you assigned to orange,

you receive 3 Euro. This mechanism has been chosen, such that it is optimal for you

to state your true estimation. In this case your chance of receiving 3 Euro is maximal.

At the end of the experiment two round will be randomly chosen to determine your
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payoff for part 2, one for the slider and one for the direct decision. Your payment will

be determined based on your estimate / decision and the realization of the draw of

the balls.

Figure A.2.12: Screenshot Instructions 12

* Press continue to start part 2.
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Figure A.2.13: Screenshot Instructions 13

* The first urn, from which the general ball is drawn, consists of 5 orange and 5 blue

balls. [Urn 1] The second urn, from which your specific ball will be drawn, consists

of 10 white and 0 black balls. [Urn 2] You have been assigned adviser B. Adviser B

will try to recommend the action that is optimal for your specific ball. With this, the

adviser is 90% correct and 10% wrong. [Signal 90%] If the adviser recommends orange:
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Which of the two combinations of the general ball and your specific ball do you think

is more likely? [Orange / Blue] Please state the probability for both combinations:

[Slider] If the adviser recommends blue: Which of the two combinations of the general

ball and your specific ball do you think is more likely? [Orange / Blue] Please state

the probability for both combinations [Slider]
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Figure A.2.14: Screenshot Instructions 14

* The third part consists of 6 rounds. The basic setup is the same as in the first
and second part: In each of the rounds, 2 urns are relevant for your decision. It is
your task to predict the combination of the balls from the two urns. The first urn
consists of 10 balls, of which some are orange and the remaining ones blue. The exact
number of orange and blue balls can be different in each round and will be shown to
you at the beginning of the round. The second urn consists also of 10 balls. In this
case, some are white and the remaining ones black. The exact number of black and
white balls can be different in each round and will be shown to you at the beginning
of the round. In order to draw the balls, you will be divided into groups of 10. At
the beginning of each round, one ball from the first urn will be drawn. This ball is
the general ball and is relevant for all participants in your group. Furthermore, one
ball from the second urn will be drawn for each member of your group. This draw
is without replacement, i.e. all balls will be distributed to the 10 members in each
group. The color of each ball remains secret for each participant. It is your task to
estimate the color combination of the general ball of the first urn and your specific
ball drawn from the second urn. For this consider the following combination: If your
specific ball is white, you get 3 Euros if you specify correctly the color of the general
ball. If your specific ball is black, you receive 3 Euro is you specify correctly the
opposite color of the general ball (orange instead of blue and blue instead of orange).
The following table depicts the payoffs:
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Table A.2.8: Instructions Table Payoff

Answer
Ball Your specific ball (urn 2) White Black

General ball (urn 1) Orange Blue Orange Blue
Orange e 3 0 0 e 3
Blue 0 e 3 e 3 0

Figure A.2.15: Screenshot Instructions 15

* As in the second part, in the third part you cannot choose between two advisers.
Instead you will be assigned an adviser. The adviser behaves according to the follow-
ing rule: the adviser will try to provide the advice that is correct for the minority of
members in your group. The adviser is correct with a probability of C% and wrong
with a probability of (100-C)%.

Table A.2.9: Instructions Table Adviser C

Advice
Ball Minority of White Blackspecific balls (urn 2)

General ball (urn 1) Orange Blue Orange Blue
Orange C% 100-C% 100-C% C%
Blue 100-C% C% C% 100-C%

Note: The optimal action for the majority of the members of your group is always the

opposite of the optimal action for the minority. Note: If exactly half of the members

in your group have a black/white ball, the adviser will try to provide the advice that

is correct for the members with the black ball.
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Figure A.2.16: Screenshot Instructions 16

* Your task and the payoff structure is the same as in the first and second part: Based

on the two possible recommendations, orange and blue, you need to state predictions

which of the two combinations of the general ball and your specific ball are more likely.

If the prediction is correct, you receive 3 Euro. Furthermore, using a slider, you need

to state the likelihood of your predicted combination. By positioning the slider, you

can state your prediction of the likelihood of orange/blue. If you move the slider to

the left, you state that you think the two combinations orange/blue are equally likely.

The further you move the slider to the right, the higher is the your stated probability

for your predicted combination. [Slider] Your decision has the following consequences

for your payoff: a computer draws randomly two numbers between 0 and 100. If

the combination is orange and at least one of the two numbers is smaller than the

percentage you assigned to orange, you receive 3 Euro. If the combination is blue and

at least one of the two numbers is larger than the percentage you assigned to orange,

you receive 3 Euro. This mechanism has been chosen, such that it is optimal for you

to state your true estimation. In this case your chance of receiving 3 Euro is maximal.

At the end of the experiment two round will be randomly chosen to determine your
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payoff for part 3, one for the slider and one for the direct decision. Your payment will

be determined based on your estimate / decision and the realization of the draw of

the balls.

Figure A.2.17: Screenshot Instructions 17

* Press continue to start part 3.
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Figure A.2.18: Screenshot Instructions 18

* The first urn, from which the general ball is drawn, consists of 5 orange and 5 blue

balls. [Urn 1] The second urn, from which your specific ball will be drawn, consists

of 6 white and 4 black balls. [Urn 2] You have been assigned an adviser. This adviser

will try to recommend the action that is optimal for the minority of participants in

your group. With this, the adviser is 80% correct and 20% wrong. [Signal 80%] If

the adviser recommends orange: Which of the two combinations of the general ball

and your specific ball do you think is more likely? [Orange / Blue] Please state the
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probability for both combinations: [Slider] If the adviser recommends blue: Which of

the two combinations of the general ball and your specific ball do you think is more

likely? [Orange / Blue] Please state the probability for both combinations [Slider]
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Figure A.2.19: Screenshot Instructions 19
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* Please answer the following questions: Please state your month of birth; Please

state your year of birth; Are you [male], [female], [other gender], [no response]; Please

state your major; In part 1 you could choose repeatedly between 2 advisers. How

did you make this decision? How did the advice of the advisers impact your decision

regarding the ball combination? Which impact had the amount of black and white

balls on your adviser choice? In part 3 you were assigned an adviser. This adviser

provided the advice that was optimal for the minority of participants in your group.

How did the advice of this adviser impact your choice for orange and black? Please

rate your mathematical abilities (0 = very bad, 5 = average 10 = very good)
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A.3 Peer Effects of Ambition

A.3.1 Additional descriptive information

Table A.3.1: Descriptive statistics of the participant pool by treatment

GOAL C-GOAL GRID C-GRID All
N % N % N % N % N %

Female 37 32 19 43 44 39 19 41 119 37
Male 79 68 23 52 68 60 26 57 196 61
Not stated 0 0 2 5 2 2 1 2 5 2
Age
At most 20 43 37 17 39 37 32 21 46 118 37
Between 20 and 25 43 37 19 43 53 46 16 35 131 41
More than 25 30 26 8 18 24 21 9 20 71 22
STEM 54 47 16 36 36 32 15 33 121 38
Economics & Management 45 39 17 39 47 41 10 22 119 37
Other 15 13 10 23 28 25 19 41 72 23
Not stated 2 2 1 2 3 3 2 4 8 3
N 116 100 44 100 114 100 46 100 320 100
Notes: Descriptive statistics of our participant pool. We report the data for the whole sample
(excluding outliers based on Grubbs’ test) and separately by treatment.
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Table A.3.2: Summary statistics by treatment

GOAL Control GOAL
Mean Std. Dev. N Mean Std. Dev. N

Performance in stage 1 (4 min) 21.65 5.40 116 21.77 4.71 44
Initial goal 46.23 21.95 116 38.20 19.87 44
Revised goal 44.91 16.77 100 39.11 20.48 36
Performance in stage 2 (10 min) 57.33 14.18 116 57.77 11.28 44
Reached the goal 0.78 0.41 116 0.86 0.35 44
Risk aversion coefficient 0.61 0.20 116 0.44 0.22 44

GRID Control GRID
Mean Std. Dev. N Mean Std. Dev. N

Performance in 2×2 in stage 1 (2 min) 56.26 7.41 114 56.41 7.98 46
Performance in 6×6 in stage 1 11.13 2.76 114 11.30 2.94 46
Performance in 10×10 in stage 1 2.93 1.20 114 3.13 1.50 46
Initial grid choice 7.23 2.11 114 7.46 2.23 46
Revised grid choice 7.23 2.41 86 7.32 2.45 37
Performance in 2×2 in stage 2 (10 min) 304.75 30.35 4 365 - 1
Performance in 3×3 in stage 2 211 - 2 235 - 1
Performance in 4×4 in stage 2 144.33 18.37 6 126.25 26.87 4
Performance in 5×5 in stage 2 85.53 19.20 17 78.33 15.73 6
Performance in 6×6 in stage 2 69.67 8.35 15 53.14 7.27 7
Performance in 7×7 in stage 2 39.11 7.89 19 43.2 11.34 5
Performance in 8×8 in stage 2 29 6.12 17 29.6 8.99 5
Performance in 9×9 in stage 2 25 - 1 32 - 1
Performance in 10×10 in stage 2 19.09 5.89 33 20.94 6.97 16
Risk aversion coefficient 0.61 0.18 114 0.58 0.21 46
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Figure A.3.1: GOAL: Difference between performance in stage 2 and
final/initial goal.

Note: N=116, for all participants who did not have the option to revise their goal,
the final goal is also the initial goal.
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Figure A.3.2: GOAL and C-GOAL: Performance in stage 2.

Note: N=160.
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A.3.2 Additional regression results

Table A.3.3: Effect of peer information on the propensity to revise own
choice

Dependent variable:
propensity to revise choice
GOAL GRID

(1a) (1b) (2a) (2b)
Peer choice - own choice 0.003 -0.015 0.179∗∗ 0.121

(0.079) (0.131) (0.078) (0.145)
Peer choice > own choice -0.194 0.354∗

(0.171) (0.200)
Peer choice > own choice × Peer choice - own choice 0.187 -0.154

(0.179) (0.185)
Initial choice -0.002 -0.007 0.116 0.122

(0.094) (0.097) (0.077) (0.074)
Performance stage 1 0.019 0.008

(0.057) (0.060)
Female 0.142 0.161 -0.045 -0.016

(0.116) (0.113) (0.085) (0.092)
Risk aversion -0.030 -0.022 -0.015 -0.012

(0.053) (0.052) (0.047) (0.047)
Performance 2x2 stage 1 -0.012 -0.012

(0.040) (0.038)
Performance 6x6 stage 1 0.038 0.061

(0.047) (0.044)
Performance 10x10 stage 1 -0.038 -0.036

(0.035) (0.037)
Constant 0.400∗∗∗ 0.468∗∗∗ 0.268∗∗ 0.165

(0.123) (0.161) (0.108) (0.168)
N 100 100 100 100
Notes: OLS regressions. Robust standard errors in parentheses. The sample includes all participants
in GOAL, GOAL10 and GRID, excluding those who did not have the option the revise their choice
(16 participants in GOAL and GOAL10 and 14 in GRID). * p < 0.10, ** p < 0.05, *** p < 0.01.
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Table A.3.4: Effect of peer information on the standardized revised
choice excluding initial 2x2 and 10x10 choices

Dependent variable: revised choice
GRID

(1a) (1b)
Peer choice - own choice -0.075 -0.430

(0.125) (0.320)
Peer choice > own choice 1.015∗∗

(0.452)
Peer choice > own choice × Peer choice - own choice -0.155

(0.339)
Initial choice 0.641∗∗∗ 0.554∗∗∗

(0.126) (0.119)
Performance 2x2 stage 1 -0.117 -0.110

(0.109) (0.100)
Performance 6x6 stage 1 0.126 0.192∗∗

(0.100) (0.095)
Performance 10x10 stage 1 0.027 0.042

(0.097) (0.091)
Female 0.209 0.251

(0.196) (0.183)
Risk aversion 0.094 0.303

(0.566) (0.526)
Constant -0.332 -1.134∗

(0.391) (0.580)
N 69 69
Notes: (1a, b) Tobit regressions. Robust standard errors in parentheses. We exclude 45 participants
who did not have the option to revise their initial choice or initially chose the 2x2 or 10x10 grid.
* p < 0.10, ** p < 0.05, *** p < 0.01.
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Table A.3.5: Effect of peer information on earnings
in GRID

Dependent variable:
payoff in stage 2

GRID
(1a) (1b)

Peer info (ref. category: C-GRID)
Peer info 0.277

(0.277)
Peer info > own choice 0.337

(0.302)
Peer info < own choice 0.227

(0.289)
Performance 2x2 stage 1 0.098 0.101

(0.082) (0.084)
Performance 6x6 stage 1 0.277∗∗∗ 0.273∗∗∗

(0.084) (0.085)
Performance 10x10 stage 1 0.335∗∗∗ 0.341∗∗∗

(0.081) (0.083)
Initial grid 0.092 0.121

(0.074) (0.082)
Female -0.098 -0.092

(0.145) (0.146)
Risk aversion -0.157∗ -0.149∗

(0.086) (0.087)
Constant -0.034 -0.037

(0.156) (0.156)
N 123 123

Notes: OLS regressions. Robust standard errors in
parentheses. We exclude 28 participants in GRID and
nine in C-GRID who were either informed of a peer av-
erage goal identical to their own choice or did not have
the option to revise their initial choice. * p < 0.10, **
p < 0.05, *** p < 0.01.
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A.3.3 Screenshots and English translation

Both treatments
Note: [Terms in brackets refer to variables from the session]

Figure A.3.3: Screenshot Instructions 1

* Welcome to our experiment! During the experiment you are not allowed to use
electronic devices or to communicate with other participants. Please use only the
programs and functions intended for the experiment. Please do not talk to the other
participants. Raise your hand if you have a question and we will then come to you
and we will answer your question quietly. Please do not ask your questions out loud.
If the question is relevant for all participants, we will repeat it out loud and answer it.
If you violate these rules, we must exclude you from the experiment and the payout.
The experiment in which you are participating today is part of a project financed by
the WZB. It serves to analyze economic decision-making. When you are ready please
press Start.
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Figure A.3.4: Screenshot Instructions 2

* The experiment consists of three stages. The first and the second stage are very
similar, the third stage is different. At the end of the experiment, there will be a
questionnaire. You will receive a participation fee of 5 Euro and a variable amount
depending on your performance and choices in the task. You will accumulate points
in all three parts of this experiment. At the end of the session, the points you
accumulated at each stage will be converted into Euros to determine your payment.
Points will be converted to Euros at a rate of 100 points to 1 Euro. You will receive
your earnings privately at the end of the session. The other participants will not
learn about your payments. At the beginning of each stage you will receive a detailed
description of the task. If you are ready, please press Continue.

Goal treatment
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Figure A.3.5: Screenshot Instructions 3

* You will be shown several grids just like the one below. Your task is to count the
number of black squares in each grid. For each grid you need to enter your answer in
the empty box below the grid and press Continue. Once you press Continue, you will
see whether your choice was correct or incorrect. Next, another grid will appear and
you need to answer the same question. The number of black squares changes from
one round to the next. Each grid will have 6 columns and 6 rows. This stage lasts
for 4 minutes in total. The remaining time will be displayed above the grids.
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Figure A.3.6: Screenshot Instructions 4

* Your earnings for Stage 1 will be 8 points for each correct answer. Example:
You gave the correct number of black squares in 50 grids. Your number of points
accumulated in Stage 1 is 50 x 8 points = 400 points.
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Figure A.3.7: Screenshot Instructions 5

* Stage 1 has ended. Below, you can find the instructions for Stage 2. In Stage 2,
we ask you again to count the number of black squares in a grid. The grids have the
same size as in Stage 1, they consist of 6 rows and 6 columns. Stage 2 will last for 10
minutes. Additionally, we ask you to set a goal for your number of correct answers in
Stage 2. Your goal has the following implications for your earnings:
Case 1. Your number of correct answers is at least equal to your goal. You get 8
points for each correct answer, plus you receive a bonus of 8 points times your goal.
In other words, if you reach your goal, you will receive 16 points times your goal. You
will also receive 8 points for each correct answer that exceeds your goal, but not the
bonus. Case 2. Your number of correct answers is less than your goal. You get 8
points times your number of correct answers.
Let’s consider the following three examples.
Example 1: You have stated a goal of 100 correct answers. Your number of correct
answers was 102. You will receive 8 points for each of the 102 correctly answered
questions plus 8 points times your stated goal of 100. Your accumulated points for
Stage 2 will then be 102 x 8pts + 100 x 8pts = 816pts + 800pts = 1616pts.
Example 2: You have stated a goal of 20 correct answers. Your number of correct
answers was 18. You will receive 8 points for each of the 18 questions answered
correctly. However, you will not receive a bonus as you have not reached your goal.
Your payment for Stage 2 will then be 8 pts x 18 = 144 pts.
Please complete example 3:
You have stated a goal of 10 correct answers.
If your number of correct answers is 5, your accumulated points for Stage 2 are . . . .
If your number of correct answers is 15, your accumulated points for Stage 2 are . . . .126



Figure A.3.8: Screenshot Instructions 6

* You will now choose your goal for your number of correct answers for Stage 2
(please choose a goal for the number of correct answers, not for the number of points).
Remember that in Stage 2 you will perform the task for 10 minutes and the grids
consist of 6 rows and 6 columns. There is a 15 percent chance that your goal is final.
There is an 85 percent chance that you will receive additional information and will be
able to revise your goal before you start performing the task. Because it is possible
that your goal is now final, you should indicate your goal as if your choice was final.
Please state your goal in the empty box below.
My goal is . . . .
If you do not have any questions, please press Continue. If you have questions, please
raise your hand.
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Figure A.3.9: Screenshot Instructions 7

* We have ordered all participants in this experiment according to the size of their
goal and assigned ranks. Please indicate your guess for the rank of your goal among
the goals of all participants in this session i.e., at which position of the list you are.
For example, if you think you are the participant with the highest goal, your guess
for the rank is 1. If you think you have the lowest goal, your guess for the rank is
[total no. of participants in the session]. You can choose any number between 1 and
[total no. of participants in the session]. If multiple participants have chosen the
same goal, they are assigned the same rank. Neither your rank nor your guess will be
made public to the other participants.
My guess is . . .
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Figure A.3.10: Screenshot Instructions 8

* You chose a goal of [stated goal]. You were chosen to receive additional information
and have the option to revise your choice.
Information:
A group of participants was randomly chosen. The average goal of the participants
in this group is [average goal of random group].
You have the option to change your initial goal, if you want. If you press ‘I want to
change my goal,’ you can then choose a new goal. Next, the task starts. If you press
‘I do not want to change my goal,’ the task will start immediately.

Grid choice treatment
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Figure A.3.11: Screenshot Instructions 9
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Figure A.3.12: Screenshot Instructions 10

* You are presented with several grids just like the one below. Your task is to count
the number of black squares in each grid. For each grid you need to enter your answer
in the empty box below the grid and press Continue. Once you press Continue, you
will see whether your choice was correct or incorrect. Next, another grid appears and
you need to answer the same question. The number of black squares changes from
one round to the next. This stage consists of 3 segments. Each segment will last for
2 minutes. The remaining time will be displayed above the grids. In each segment
the grids will have a different size.
In the 1st segment the grids will be of size 2x2.
In the 2nd segment the grids will be of size 6x6.
In the 3rd segment the grids will be of size 10x10.
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Figure A.3.13: Screenshot Instructions 11

* Your earnings for Stage 1 depend on the number of correct answers. Example: You
gave the correct number of black squares in 10 grids in each segment. Your number
of points accumulated in Stage 1 is 10 x 1pt + 10 x 8pts + 10 x 30pts = 390pts.

Figure A.3.14: Screenshot Instructions 12
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Figure A.3.15: Screenshot Instructions 13

* Stage 1 has ended. Below, you will find the instructions for Stage 2. In Stage 2,
we ask you again to count the number of black squares in a grid. The grids are all
the same size. You can choose the size of the grids yourself. Stage 2 will last for 10
minutes.
You can choose one out of nine grid sizes. Depending on which grid size you choose,
you get a different number of points per correct answer. The points per correct answer
are depicted in the following table:
Let’s consider the following three examples.
Example 1: You have chosen the grid size 9x9. For each correct answer you will earn
20 points. Your number of correct answers was 50. You will receive 20 points for each
of the 50 correctly answered questions. Your accumulated points for Stage 2 will then
be 20pts x 50 = 1,000pts.
Example 2: You have chosen the grid size 4x4. For each correct answer you will earn
4 points. Your number of correct answers was 20. You will receive 4 points for each
of the 20 correctly answered questions. Your accumulated points for Stage 2 will then
be 4pts x 20 = 80pts.
Please complete example 3:
You have chosen the grids of size 5x5.
If your number of correct answers is 60, your accumulated points for Stage 2 are . . . .
If your number of correct answers is 70, your accumulated points for Stage 2 are . . . .
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Figure A.3.16: Screenshot Instructions 14

*

Figure A.3.17: Screenshot Instructions 15

* You will now choose the size of your grids for stage 2. Remember that in Stage 2,
you will perform the task for 10 minutes. There is a 15 percent chance that your goal
is final. There is an 85 percent chance that you will receive additional information
and will be able to revise your choice before you start performing the task. Because it
is possible that your choice is now final, you should indicate your choice as if it were
final. Please state your grid size choice in the empty box below. My choice is . . . .
If you are ready, please press Continue.
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Figure A.3.18: Screenshot Instructions 16

[Displayed if chosen grid not equal 10] * We have ordered all participants in this
experiment according to the size of their grids and assigned ranks. Please indicate
your guess for the rank of your grid choice among the grids of all participants in this
session i.e., at which position of the list you are. For example, if you think you are the
participant with the largest grid, your guess for the rank is 1. If you think you have
the smallest grid, your guess for the rank is [total no. of participants in the session].
You can choose any number between 1 and [total no. of participants in the session].
If multiple participants have chosen the same grid, they will be assigned the same
rank. Neither your rank nor your guess will be made public to the other participants.
My guess is . . .
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Figure A.3.19: Screenshot Instructions 17

[Displayed if chosen grid equal 10] * We have ordered all participants in this exper-
iment according to the size of their grids and assigned ranks. Please indicate your
guess for how many (except you) have chosen the grid size 10x10 For example, if you
think you are the only participant who has chosen 10x10, you should enter 0. If you
think all players have chosen 10x10, you should enter [total no. of participants in
the session]. You can choose any number between 0 and [total no. of participants
in the session]. Neither your rank nor your guess will be made public to the other
participants.
My guess is . . .
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Figure A.3.20: Screenshot Instructions 18

* You chose a grid size of [stated grid size]. You were chosen to receive additional
information and have the option to revise your choice.
Information:
A group of participants was randomly chosen. The average grid choice of the partic-
ipants in this group is [average grid choice of random group].
You have the option to change your initial choice, if you want. If you press ‘I want
to change my choice,’ you can then choose a new grid size. Next, the task starts. If
you press ‘I do not want to change my choice,’ the task will start immediately.

Both treatments

Figure A.3.21: Screenshot Instructions 19
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Figure A.3.22: Screenshot Instructions 20

* On the next screen you will see a grid, which contains 100 boxes. To start the
task, you can choose boxes by clicking on them. Boxes that have already been chosen
will be marked with a check sign. For each claimed box you earn 3 points. Behind
one box there is a bomb which destroys the boxes collected so far. You do not know
where this bomb is hidden. You only know that the bomb can be in any place with
equal probability. It is your task to choose as many boxes as you want and then finish
the task by pressing stop. Once you have pressed stop, it will be shown whether the
bomb is behind one of the boxes that you collected. If you have collected the bomb,
it will explode and your earnings for stage 3 will be zero. If you did not collect the
bomb, you will receive your collected points. Once you have finished the task, you
can turn the boxes by pressing solve. For each box that you collected, you will see
either a dollar sign or a fire symbol (representing the bomb).

Both treatments
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Figure A.3.23: Screenshot Instructions 21

* Please answer the following questions: Please state your month of birth; Please
state your year of birth; Are you [male], [female], [other gender], [no response]; Please
state your major; Please state whether you are an exchange student.

Goal treatment

Figure A.3.24: Screenshot Instructions 22

* How did you decide on your goal in stage 2?; Did you change your goal when you
had the opportunity to do so?; Why?
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Grid choice treatment

Figure A.3.25: Screenshot Instructions 23

* How did you decide on your grid size in stage 2?; Did you change your grid size
when you had the opportunity to do so?; Why?

Both treatments

Figure A.3.26: Screenshot Instructions 24
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Figure A.3.27: Screenshot Instructions 25

* How did you like the task of counting black squares?; Please rate how satisfied you
feel right now (1: not at all; 5: very much); Please rate how enthusiastic you feel
right now (1: not at all; 5: very much); Please rate how proud you feel right now (1:
not at all; 5: very much); Please rate how determined you feel right now (1: not at
all; 5: very much); Please rate how unsatisfied you feel right now (1: not at all; 5:
very much); Please rate how upset you feel right now (1: not at all; 5: very much);
Please rate how disappointed you feel right now (1: not at all; 5: very much); Please
rate how ashamed you feel right now (1: not at all; 5: very much); Here you have the
opportunity to give feedback to the experimenters.
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