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Abstract

Deep learning and especially convolutional neural networks (CNNs) have a high potential
of being implemented into clinical decision support software for tasks such as diagnosis and
prediction of disease courses. This thesis has studied the application of CNNs on structural
MRI data for diagnosing neurological diseases. Specifically, multiple sclerosis and Alzheimer’s
disease were used as classification targets due to their high prevalence, data availability and
apparent biomarkers in structural MRI data. The classification task is challenging since
pathology can be highly individual and difficult for human experts to detect and due to
small sample sizes, which are caused by the high acquisition cost and sensitivity of medical
imaging data. A roadblock in adopting CNNs to clinical practice is their lack of interpretabil-
ity. Therefore, after optimizing the machine learning models for predictive performance (e.g.
balanced accuracy), we have employed explainability methods to study the reliability and
validity of the trained models. The deep learning models achieved good predictive perfor-
mance of over 87% balanced accuracy on all tasks and the explainability heatmaps showed
coherence with known clinical biomarkers for both disorders. Explainability methods were
compared quantitatively using brain atlases and shortcomings regarding their robustness were
revealed. Further investigations showed clear benefits of transfer-learning and image regis-
tration on the model performance. Lastly, a new CNN layer type was introduced, which
incorporates a prior on the spatial homogeneity of neuro-MRI data. CNNs excel when used
on natural images which possess spatial heterogeneity, and even though MRI data and nat-
ural images share computational similarities, the composition and orientation of neuro-MRI
is very distinct. The introduced patch-individual filter (PIF) layer breaks the assumption
of spatial invariance of CNNs and reduces convergence time on different data sets without
reducing predictive performance. The presented work highlights many challenges that CNNs
for disease diagnosis face on MRI data and defines as well as tests strategies to overcome
those.
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Zusammenfassung

In dieser Doktorarbeit wird die Frage untersucht, wie erfolgreich deep learning bei der Diag-
nostik von neurodegenerativen Erkrankungen unterstützen kann. In 5 experimentellen Stu-
dien wird die Anwendung von Convolutional Neural Networks (CNNs) auf Daten der Magne-
tresonanztomographie (MRT) untersucht. Ein Schwerpunkt wird dabei auf die Erklärbarkeit
der eigentlich intransparenten Modelle gelegt. Mit Hilfe von Methoden der erklärbaren
künstlichen Intelligenz (KI) werden Heatmaps erstellt, die die Relevanz einzelner Bildbereiche
für das Modell darstellen.

Studie 1 untersucht, wie erfolgreich ein CNN in der Erkennung der Alzheimer-Krankheit
ist und, mit Hilfe der Layer-Wise Relevance Propagation (LRP) Methode, welche Hirnareale
vom Modell als besonders relevant erkannt werden. Ein 4-Schicht CNN wurde entworfen und
auf 969 MRT Aufnahmen aus der Alzheimer’s Disease Neuroimaging Initiative (ADNI) Daten-
bank trainiert. Das Modell erzielt eine Genauigkeit von 87,96 % auf einem unabhängigen
Testdatensatz. Die Untersuchung mit der LRP-Methode zeigt, dass das Model einen Fokus
auf Regionen des Temporallappens, wie den Gyrus parahippocampalis, den Hippocampus,
und die Amygdala legt und verweist damit auf Regionen, die üblicherweise stark von Atrophie
verändert werden.

Studie 2 testet einen Ansatz des transfer-learnings zur Erkennung von Multipler Sklerose
(MS) Patienten. Dazu wurde ein CNN zunächst, wie in Studie 1, zur Alzheimererkennung
trainiert, woraufhin dessen gelernte Parameter zur Initialisierung eines Lernverfahrens auf
MRT Bildern von MS Patienten und gesunden Kontrollen genutzt wurden. Durch die Ver-
wendung des transfer-learnings steigert sich die Genauigkeit (ROC AUC) von 85,46 % auf
96,08 %. Eine Relevanzanalyse mit LRP legt einen Fokus des Modells auf MS-Läsionen sowie
Trakte der Weißen Substanz dar. Das Transferlernen steigert hierbei sichtlich den Fokus der
Relevanzheatmaps. Weiterhin zeigt die Studie, dass bei Entfernung der MS Läsionen der
Fokus des Modells auf Corpus Callosum, den Fornix und die äußere Kapsel erhöht wird. Dies
stellt dar, dass sich die Modelle neben den gut sichtbaren MS-Läsionen auf weitere Regionen
fokussieren, bei denen ein Bezug zur MS bekannt ist.

In Studie 3 werden verschiedene Methoden der erklärbaren künstlichen Intelligenz auf ihre
Robustheit untersucht. In den Studien 1 und 2 wurde festgestellt, dass die Trainingsprozesse
der CNNs in Wiederholungen zu Genauigkeiten mit hoher Varianz führen können. Studie 3
untersucht diese Effekte auf dem ADNI Datensatz und zeigt, dass die Genauigkeiten eines
Modells zur Alzheimererkennung zwischen 83,06 % und 90,12 % schwanken, trotz konstan-
ter Hyperparameter und Daten. Die getesteten Visualisierungsmethoden lassen ebenfalls
Schwankungen erkennen, jedoch sind LRP und guided backpropagation weniger stark davon
betroffen.

In Studie 4 wird der Effekt der räumlichen Standardisierung von MRT Daten durch Reg-
istrierung auf CNN Klassifikatoren untersucht. Die Registrierung von MRT Bildern auf einen
Atlas wird typischerweise während der Vorprozessierung vorgenommen und wird hier sys-
tematisch untersucht. Die Effekte von nichtlinearer Registrierung, linearer Registrierung und
dem Weglassen von Registrierung werden verglichen, indem je eine Instanz des CNN Models
aus Studie 1 auf dem ADNI Datensatz zur Krankheitsklassifikation trainiert wird. Studie 4
zeigt, dass sowohl lineare als auch nichtlineare Registrierung die Klassifikationsgenauigkeit
im Vergleich zum Ausbleiben von Registrierung signifikant steigert.

Studie 5 entwickelt durch Annahmen der hierarchischen Abstraktion von CNNs das Patch
individual filter (PIF) layer Modul, welches auf die räumliche Homogenität von neurologis-
chen MRT Bildern spezialisiert ist. Im Vergleich zu typischen Klassifikationszielen von CNNs
in der Computer Vision, wie z.B. handgeschriebene Ziffern oder Fotografien, sind MRT Bilder
vom menschlichen Gehirn stark homogen. Durch Vorprozessierung wie Registrierung (siehe
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Studie 4) werden die Daten weiter standardisiert. Die Annahme von Studie 5 ist daher,
dass abstrakte Konzepte wie Tumoren oder Läsionen lokal spezifisch sind und lokal gel-
ernt werden sollten. Die hierarchische Komposition von CNNs, in der einfache Konzepte in
frühen Schichten, sowie abstrakte Konzepte in späten Schichten gelernt werden, wird vom PIF
layer räumlich aufgeteilt: Frühe Schichten werden global, und späte Schichten lokal trainiert.
Durch die Benutzung der PIF layer können CNNs abstrakte Konzepte in weniger Iterationen
lernen. In Experimenten auf 3 Datensätzen führt das PIF Modul zu Geschwindigkeitsopti-
mierungen von bis zu 28 %.

Die 5 Studien dieser Dissertation zeigen das Potenzial von CNNs zur Krankheitserkennung
auf neurologischen MRT, insbesondere bei der Kombination mit Methoden der erklärbaren
KI. Mehrere Herausforderungen wurden in den Studien aufgezeigt und Lösungsansätze in
den Experimenten evaluiert. Über alle Studien hinweg haben CNNs gute Klassifikationsge-
nauigkeiten erzielt und konnten durch den Vergleich von Heatmaps zur klinischen Literatur
validiert werden.
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2019) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

5.2 Study 2: Uncovering convolutional neural network decisions for diagnosing
multiple sclerosis on conventional MRI using layer-wise relevance propagation
(Eitel et al., 2019) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

5.3 Study 3: Testing the Robustness of Attribution Methods for Convolutional
Neural Networks in MRI-Based Alzheimer’s Disease Classification (Eitel and
Ritter, 2019) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

5.4 Study 4: MRI image registration considerably improves CNN-based disease
classification . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

5.5 Study 5: Patch individual filter layers in CNNs to harness the spatial homo-
geneity of neuroimaging data (Eitel et al., 2021a) . . . . . . . . . . . . . . . . 18

6 Discussion 19
6.1 Challenges for CNNs in neuroimaging . . . . . . . . . . . . . . . . . . . . . . 20
6.2 Outlook . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
6.3 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

References 23

A Declaration of Independence 35

B Published articles 36

v



1 Introduction

With the advent of deep learning and specifically convolutional neural networks (CNNs) in
computer vision (Russakovsky et al., 2015), its application in clinical neuroimaging has gained
tremendous interest. Submissions of manuscripts applying deep learning on medical imaging
have sharply increased (Lu et al., 2017a; Halabi, 2018). Furthermore, several companies have
started to sell machine learning (ML) software in the medical imaging domain1, translating
the methods from research into clinical practice.

Machine learning can help in a variety of clinical decision making tasks, including diag-
nosis, object delineation, personalized treatment design and prognostics. In settings with the
high data complexity that medical data entails ML provides tractable methods to learn pat-
terns that are required for decision making (Bzdok et al., 2018). CNNs are designed to learn
on raw spatial data and therefore do not require additional feature extraction as they provide
non-linear feature extraction inherently. The data-driven feature extraction incorporated in
CNNs learns hierarchical and transferable patterns (LeCun et al., 2015; Goodfellow et al.,
2016). The non-linear nature of CNN feature extraction might allow better discrimination of
the complex patterns underlying for example neurodegenerative disorders, than comparable
linear feature extraction methods such as principal-component analysis (PCA) do.

CNNs were shown to be a very powerful class of machine learning methods in a variety
of domains; for example unprecedented results in image classification (Pham et al., 2021),
natural language processing (Devlin et al., 2018) and reinforcement learning on challenging
tasks such as the game of Go (Silver et al., 2016) were achieved in recent years due to the
benefits of larger data sets and evergrowing networks. The growth of deep learning models
is seen in terms of depth, for example comparing the AlexNet architecture, which won the
ImageNet challenge in 2012 and had 5 convolutional layers (Krizhevsky et al., 2012) to the
more recent ResNet architecture, with up to 152 layers (He et al., 2015a), and also in terms
of width (Zagoruyko and Komodakis, 2016). CNNs learn hierarchical representations of their
input (LeCun et al., 2015) which allows them to be trained on raw, high dimensional data
such as natural images (e.g. photographs). Magnetic resonance imaging (MRI) data can
be stored as a multi-dimensional matrix and is therefore computationally similar to natural
images, albeit being larger in size and 3-dimensional (3D). Furthermore, MR images share
a similar hierarchical compositionality and correlation of neighbouring features with natural
images. The aim of this thesis was therefore to study the applicability of CNNs on structural
brain MRI data.

Structural brain MRI scans are used in the diagnosis or differential diagnosis of several of
the most common neurological disorders including multiple sclerosis and Alzheimer’s disease.
MRI is generally safe, non-invasive, does not produce ionizing radiation, has a comparably
high resolution and is therefore one of the most commonly used method for obtaining of med-
ical image data (Smith and Webb, 2010). Furthermore, brain developments that are linked
to disease, such as lesions, atrophy or other biomarkers, are often visible in structural MRI
data. This makes MRI data a suitable candidate for developing disease detection algorithms
using CNNs. Additionally, the analysis of MRI scans by human expert radiologists is time
consuming and expensive and computer assisted diagnosis (CAD) software based on machine
learning could help in reducing that workload. Multiple sclerosis detection and Alzheimer’s
disease detection were chosen as the main tasks for the machine learning models in this thesis
due to their high prevalence, clinical relevance, visible biomarkers and availability of data.
Furthermore, we trained models on the task of sex classification due to the high availability
of data and previous reports (Yuan et al., 2018).

Machine learning models in the clinical practice that give erroneous decisions could lead

1Examples include www.enlitic.com, www.arterys.com and www.nanox.vision.
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Figure 1: MRI scan of a patient with MS with a heatmap overlayed at different slices. The
heatmap shows regions which the CNN model assigns relevance speaking for MS in red and
regions speaking against MS in blue. This particular model found posterior ventricular lesions
and the corpus callosum as the main indicators for MS. Figure from Eitel et al. (2019).

to misdiagnosis or maltreatment of patients and therefore need special care during their
evaluation. Since, CNNs often contain several million learnable parameters they are not eas-
ily interpretable and considered “black boxes” (Castelvecchi, 2016). Over the recent years
explainability methods were developed which are intended to uncover the decision making
process of neural networks and other artificial intelligence (AI) methods and can be sum-
marized under the term explainable AI (xAI) (Holzinger, 2018; Samek et al., 2019). Most
explainability methods used in image analysis produce heatmaps that give visual feedback,
showing which regions of an input the model deemed more relevant than others as can be seen
in Figure 1. Those heatmaps can be used to verify machine learning models: a brain tumor
detector that assigns large portions of relevance to the skull should be discarded, whereas
an Alzheimer’s disease detector that assigns most relevance to atrophic brain areas appears
more trustworthy.

The research of this thesis addressed two main questions: first, we evaluated how suc-
cessful CNNs are in disease detection based on structural MRI data. Second, we investigated
which brain regions those CNNs use for their diagnosis. For this, several explainability meth-
ods were compared, both qualitatively and quantitatively and in respect to clinical literature.
Specifically, the published articles composing this thesis (Chapter 5) can be summarized as
follows: First, we tested the general applicability of CNNs and xAI on MRI by investigating
a model trained on Alzheimer’s detection using layer-wise relevance propagation and quanti-
fying the heatmaps using a gray matter atlas (study 1). Since for most neurological disorders
the data sets with matched controls are small, we then investigated transfer learning between
diseases and sequences, with data from study 1, in order to train an MS detector and further-
more quantified its heatmaps using a white matter atlas (study 2). As the model performance
is highly variable we then compared the effect this variance has on the explainability meth-
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ods’ heatmaps (study 3). It is common practice to spatially normalize MR data of the brain
before analysis, next, we investigated the effects of linear and non-linear registration on the
predictive performance of an Alzheimer’s disease detection model (study 4). Lastly, to extend
beyond classical CNN structures which are designed for spatial heterogeneity, we designed a
CNN layer type which incorporates a prior on the structural homogeneity of brain MRI data
(study 5).

This thesis is structured as follows. Chapter 2 includes the methodological foundations
of machine learning and CNNs and Chapter 3 presents key explainability methods used in
the medical imaging literature. Chapter 4 summarizes the clinical applications which were
studied and the corresponding deep learning literature, namely the diagnosis of multiple
sclerosis and Alzheimer’s disease and presents a background on MR imaging. Chapter 5
gives an overview of the studies that were published as part of this thesis, whose full text can
be found in Section B. Finally, Chapter 6 connects the individual studies and briefly discusses
their results.

2 Methods of supervised learning applied on structural MRI
data

The following Chapter introduces the methodological concepts that were used in the included
studies. First, the general concepts of supervised learning and classification are summarized,
together with typical performance metrics. Second, artificial neural networks (ANNs) and
CNNs, as a subtype of ANNs, are introduced as well as their their training strategies and
building blocks.

2.1 Supervised learning

Supervised learning refers to a class of machine learning algorithms that learn a model from
labeled data. The goal is to learn a mapping F from an input x to a matched output y.
The set of data points Dn(xi, yi) of length n used to train the model is called the training
data. Machine learning applications use trained models to give predictions on unseen data
D⋆ where D ∩D⋆ = ϕ. Therefore, machine learning can be seen as predictive model rather
than descriptive modeling. The success of the learning task is defined by some error measure
E(x̂, ŷ) where (x̂, ŷ) ∈ D⋆. The model is being trained by finding model parameters θ such
that the error of the model using the training data is minimized minE(θ,D). Model param-
eters can be found using a closed-form solution for certain models such as linear regression or
using iterative methods such as gradient descent. By using disjoint data sets for training and
assessment a model cannot simply store the data points and their labels if it is to perform
well on the assessment data. However, since the optimization occurs only using the training
data one needs to avoid that the model overfits, through memorization, on the training data.
Therefore, regularization methods, such as lasso or ridge regression, are used to penalize the
model (Bishop and Nasrabadi, 2006). Increasing the regularization too far leads to under-
fitting and a poor performance on both training and assessment data. Therefore, the art of
machine learning is to find the right balance between overfitting and underfitting. Finding
this balance is especially difficult in the light of the small n that neuroimaging data possess,
where models are more likely to overfit (Goodfellow et al., 2016). Supervised learning is
distinguished from unsupervised learning in which no label information (or ground-truth) y
is available, as well as reinforcement learning, in which an agent learns through a reward
function based on the action-response interactions of the agent and its environment. Super-
vised learning is further classified based on the type of the target variable: if the target is
categorical the learning algorithm is considered to be classification and if the target is a scalar
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value it is considered regression (Goodfellow et al., 2016). The works forming this thesis all
address binary classification problems such as: does the subject in an MRI have Alzheimer’s
disease or are they healthy?

2.2 Classification

In classification one learns a mapping F (x, y) where y is a categorical value meaning yi ∈
1, ..., c where c represents the number of classes. When c = 2 the classification is binary and
when c > 2 it is considered multi-class classification. Examples of classification settings on
MRI include disease detection, sex classification, tumor detection and lesion segmentation.
Classifications can be produced on whole inputs (e.g. the person on this image has AD), with
respect to patches in the input (e.g. a tumor is located in a specific voxel range) and on the
feature level (e.g. a delineation of a brain lesion). Each of these classification types requires
the label y to represent the level of detail, while for classification on the whole input a single
class label can be sufficient, a classification on the feature level requires a suitable label such
as a voxel-wise labeling.

2.2.1 Classification metrics

In order to evaluate a machine learning model one requires an independent identically dis-
tributed (i.i.d) test set and an evaluation metric. Here, the metrics used in this thesis will
be described. The most common predictive performance metric for evaluating classification
models is accuracy. Accuracy simply counts the correct predictions out of all predictions

acc =
TP + TN

TP + TN + FP + FN

where TP = true positive, TN = true negative, FP = false positive and FN = false
negative. Accuracy however is highly dependent on the distribution of samples per class, and
can be misleading when the data set is not balanced. Sensitivity and specificity represent the
true positive and true negative rate and are commonly used for the efficacy of medical tests:

sens =
TP

TP + FN

sens =
TN

TN + FP

The mean of sensitivity and specificity forms the balanced accuracy, which is not prone
to imbalanced data sets:

bal acc =
sens+ spec

2

In binary classification the model output is typically a scalar value for which a threshold
needs to be fixed that determines which class the result belongs to. The value of this threshold
can largely influence the predictive performance of the model and the receiver operating
characteristic (ROC) presents a metric that is agnostic to it. The ROC curve is a visualization

that compares the true positive rate (sensitivity) to the false positive rate
(

FP
FP+TN

)
. For

model evaluation the area under the curve (AUC) of the ROC is reported. Besides separating
an independent test (sometimes called holdout) set data splitting includes either a separate
validation set, used for optimizing the hyperparameters or a k-fold cross-validation strategy
in which the data is split into k chunks and each chunk is being used as a validation set
against the remainder of the data.
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2.3 Artificial and convolutional neural networks

Convolutional neural networks are a type of artificial neural networks which were developed
for data with hierarchical and spatial information such as images, videos and text. ANNs are
machine learning algorithms that build on the idea of the multi-layer perceptron (Rosenblatt,
1958, 1961). Friedman et al. (2017) wrote that the idea of ANNs ‘[...] is to extract linear
combinations of the inputs as derived features, and then model the target as a nonlinear
function of these features.‘ ANNs were named for their initial usage of a step function, which
fires only when the inputs pass a certain threshold, similar to biological neurons (Friedman
et al., 2017). Feed-forward ANNs are a hierarchical composition of simple layers. The input
layer transforms each data feature, such as a pixel, a voxel, a biomarker, or a word, using
individual units and passes them to higher intermediate layers. Intermediate layers, which
do not touch the model input or produce the output, are referred to as hidden or latent
layers. ANNs that have more than 1 hidden layers are considered ‘deep‘, giving rise to the
term deep learning. The hidden layers compute weighted sums of their inputs, and contain
a connection between each unit (or neuron) in the previous layer to each unit in their own
layer and are therefore called fully-connected layers. The weights of each neuron are the core
of the neural networks working, they define which inputs receive more relative importance
than others. At the output of each layer an activation function transforms the weighted
sum, typically using a non-linear function such as the sigmoid, the hyperbolic tangent or
the rectifier function (ReLU) (Glorot et al., 2011). Therefore, despite the linearity of the
weighted sum function and stacking of layers, ANNs become non-linear and can with a single
hidden layer theoretically approximate any continuous function if given sufficient neurons
according to the Universal Approximation Theorem (Cybenko, 1989; Hornik, 1991). This
was also shown for networks bound in width but with arbitrary depth (Lu et al., 2017b). The
output layer of an ANN has a single output in regression and c number of output neurons
in classification settings. In classification the output is then typically transformed using a
Softmax function in order to squeeze all values between 0 and 1 and to enforce a total sum
of 1 over all outputs. The predicted class can then be identified by choosing the neuron with
the highest output.

2.3.1 Network optimization

The optimization of ANNs is achieved via the gradient descent algorithm in which the model
parameters (or weights) are updated using back-propagation. The target of the optimization
is typically a (surrogate) loss function such as the cross-entropy loss (Goodfellow et al., 2016).
The loss function compares the prediction of the model f(x, θ) to the ground truth y. The
gradient on the loss function is calculated for each data point (stochastic gradient decent;
SGD), mini-batch (mini-batch gradient descent) or the whole data set (deterministic gradient
descent) and multiplied by a learning rate α. The weights are then updated in the opposite
direction in order to descent along the loss curve i.e. find model parameters that reduce the
loss. By starting from the output layer the chain-rule is used to pass the gradient updates
through the entire network. This process is called back-propagation (Linnainmaa, 1970;
Werbos, 1982; Rumelhart et al., 1985). The sigmoid function, which was commonly used as
an activation function, can lead to very small values when repeatedly multiplied with small
values. This was commonly referenced as the vanishing gradient problem, as the gradients
became near zero along the depth of the network. Therefore, the ReLU has become a popular
replacement

f(x) = max(0, x). (1)

Alternative optimization strategies have been introduced which use individual adaptive learn-
ing rates for parameter groups. This way the optimization is less likely to be influenced by
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steep gradients in certain directions but gradual gradients in other directions (Goodfellow
et al., 2016). Examples include Adam (Kingma and Ba, 2014), ADADELTA (Zeiler, 2012)
and RMSProp (Hinton, 2012). An issue with optimization in ANNs is that the loss function
is not convex causing gradient descent to potentially end at a local minima. However, it is be-
lieved that the local minima that gradient descent algorithms find lower the error sufficiently
and that global minima correspond to overfitting (Choromanska et al., 2015).

2.3.2 Convolutional neural networks

Convolutional neural networks are an adaption of ANNs that use combinations of convolution
and pooling instead of fully-connected operations. CNNs were already introduced in the
1980s in Fukushima and Miyake (1982); LeCun et al. (1989) but only became popular in the
last decade when they started to tremendously improve the performance on the ImageNet
Large Scale Visual Recognition Challenge (ILSVRC; often simply referred to as ImageNet)
(Russakovsky et al., 2015). Advances in general-purpose graphics processing units (GPGPUS)
allow the parallel operations of large matrix multiplications to be carried out faster, enabling
CNNs with bigger scale and in turn modelling capacity. Besides computer vision, CNNs
also became a dominating tool in natural language processing (Sutskever et al., 2014; Devlin
et al., 2018). Convolutions and pooling functions have intriguing properties which make them
suitable for learning on images and text. Both functions process their input using sliding
windows, which capture neighbouring information. Pooling functions are used to reduce the
input dimensionality, while adding spatial invariance to the model. Most common are max
pooling and average pooling in which the maximum (average) value of the input laying within
the pooling window, say a 3x3 matrix, is being forwarded. Convolutions, unlike pooling,
contain parameters called weights, which are stored in filters. Traditionally convolutions
were used in computer vision for tasks like edge detection, where the filters respond to strong
changes in pixel intensities (Jain et al., 1995). While these edge detectors are implemented
using fixed weights, CNNs learn the filter weights from the training data. Several strategies
for the initialization of the filter weights exist, and most commonly a uniform initialization
derived from He et al. (2015b) named He initialization is being used. Since convolutional
filters are applied on all parts of the input, using a sliding window process, they require
much fewer parameters than fully-connected layers. This has tremendous effects for their
application on brain MRI, as the high dimensionality creates a large computational burden.
The convolutions and pooling operations together form the feature extractor of the CNN.
Typically, they are complemented with fully-connected layers at the end of the network to
create the model outputs.

CNNs are trained on raw data, meaning that their inputs are images rather than image-
derived tabular data. This saves the step of manual feature engineering, such as determining
the size and location of a tumor or segmenting an MRI into grey matter, white matter
and cerebrospinal fluid (CSF). A good example of this data-driven feature extraction is the
autoencoder (Hinton and Salakhutdinov, 2006), an unsupervised neural network architecture
that learns a data representation with reduced dimensionality, which can be seen as a non-
linear variant of principal component analysis (PCA) (Goodfellow et al., 2016).

Due to the composition of stacked layers CNNs learn hierarchical representations of the
input. Interestingly, the representations in the lower layers of CNNs trained on images tend
to be very similar each time: they learn edge detectors and simple gradients in pixel intensity
or color. As one progresses to higher layers, the concepts that the artificial neurons learn
become more abstract, as they are combinations of those simpler features from the lower
layers (Erhan et al., 2009). In the included study “Patch individual filter layers in CNNs to
harness the spatial homogeneity of neuroimaging data” we take advantage of the fact that in
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brain MRI data only the lower level features (e.g. edges, folds, ridges) require translational
invariance, while larger, more abstract features (e.g. distinct brain regions, ventricles) have
fixed locations. Furthermore, this separation of abstraction together with the numerical
representation enables a technique called transfer-learning (Pratt et al., 1991). Transfer-
learning, as practiced nowadays, includes a two step process: first, models are pre-trained
on a large data set, second, models are fine-tuned on the target data set with similar data
features. By allowing the model to extract information on a surrogate task, one can use the
weights as a better-than-random initialization for the target task. This can allow successful
training of models on data sets with small n. Many successful models from the ImageNet
challenge have been published with pre-trained weights2 and enabled a rapid adoption of
CNNs to many domains. However, since the natural images of ImageNet are 2-dimensional
and contain 3 color channels one cannot transfer-learn between ImageNet data and brain
MRI in a straight-forward fashion.

2See for example https://www.tensorflow.org/lite/guide/hosted_models and https://pytorch.org/

vision/stable/models.html.
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3 Explainability of CNNs in medical imaging

A leading criticism of deep learning is its lack of interpretability (Samek et al., 2019; Dyrba
et al., 2020). Simple decision tree models, for example, give insight into the decision process by
following the chosen route along the branches and each node gives an explicit decision criteria.
In contrast, the decisions of ANNs are intransparent. First, latent artificial neurons do not
have a distinct question about input variables assigned to them, but rather combine latent
features from previous layers. Since the latent features are weighted combinations, processed
with a non-linear activation function, they are not easily comprehensible themselves. Second,
neural networks usually forward their inputs across many paths in their graph. Each input
is forwarded through all neurons with different weights applied to them, leading some paths
to be of higher importance than others. However, all non-zero activations, regardless of
their value, are contributing to the final decision, which prevents the user from visually
tracing back which input feature was the most important. Furthermore, the sheer value of
parameters, often in the millions, makes it impossible to understand the precise meanings.
As CNNs are by default non-interpretable, researchers have introduced several explainability
methods summarized under the term explainable AI (xAI). The terms explainability and
interpretability are often used interchangeably (Hansen and Rieger, 2019), however Gilpin
et al. (2018) has defined a distinction describing explainability as the more general concept
of the two. Interpretability aims at providing answers that are simple enough so as to
be understood by a human. Interpretations therefore do not need to be complete in their
representation of the model, meaning that they can be simplifications. They describe the level
of completeness as the number of situations in which a model’s behaviour can be anticipated.
Explainable AI requires both interpretability and completeness to enable the level of trust
and verification needed for safety critical domains such as healthcare.

3.1 The need for explainable ML in neuroimaging

Samek et al. (2019) has suggested four general reasons why explainable AI is necessary: veri-
fication of the system, improvement of the system, learning from the system and compliance
to regulation. In the neuroimaging domain verification is necessary in order to avoid erro-
neous decisions that could lead to misdiagnosis in which a critical disease goes undetected as
well as mistreatment such as an over/underdosage of medication or an incorrect outlook on
treatment success. By verifying a model trained on ImageNet using xAI (Lapuschkin et al.,
2019) was able to detect that the many images depicting horses contained a watermark. The
models achieved a high accuracy on that class, but learned to pickup this artifact instead of
horse features, leading to a so-called clever-hans effect. A system that is trained to detect
AD might be biased by age and in order for verification one might want to validate that the
models decision is based on AD related rather than age related brain change. In a transparent
model it is easier to find the weaknesses and correct those than in a black box model. When
trying to improve a model trained to detect MS using explainability methods, one might
find that the model has learned to pickup MS lesions but not other MS indicators such as
dirty-appearing white matter or gray matter atrophy. One could then derive strategies, such
as introducing a prior, oversampling or collecting more data points which portray the lack-
ing indicators, and retrain the model. Using xAI to learn from neuroimaging-based models
could allow researchers to develop new biomarkers. As the aetiology of neurodegenerative
diseases is often not well understood, models that have a high diagnostic performance might
reveal new insights into a disease. For example, in the included study Eitel et al. (2019)
we found a regional specificity of T2-hyperintensities between MS patients and healthy con-
trols. While the field of machine learning is so far largely unregulated, several governments
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Figure 2: Feature visualization applied on three MRI-based CNNs. Each row contains
three randomly selected filters of each layer from a sex classification model (left) and two
synthetic lesion detection models using Gaussian lesions (center) and square lesions (right).
Interestingly, the patterns in layers 4 and 5 of the lesion detection models resemble the shape
of their lesions. Figure is taken from Eitel et al. (2022) and is best viewed on a large screen.

and supra-national institutions such as the World Economic Forum have published guide-
lines for possible regulation (World Economic Forum, 2019; Vought, 2020; Kop, 2021), some
including a call for interpretability of models. As those guidelines define different risk levels
for AI applications, the healthcare field might be especially in need of developing suitable
interpretability methods.

3.2 Types of explainability methods for CNNs

One common categorization of explainability methods distinguishes between methods that
explain a prediction on a single data point with those that explain the model in general, with-
out using examples. While the latter is intuitive on interpretable models such as decision
trees, the high number of features in neural networks make it challenging. Feature visualiza-
tion is a general explainability method in which the filters of a CNN are investigated (Erhan
et al., 2009; Olah et al., 2017; Carter et al., 2019). Using back-propagation to compute the
derivative with respect to the input, rather than the weights, we iteratively update an empty
input. This creates images that maximally activate a specific filter. In natural images that
creates interesting patterns such as animal ears, human eyes, car tires etc. However, while
it is intuitive that a cat is composed of pointy ears and round eyes, i.e. patterns we can
easily detect in the synthesized images, it is much harder to explain what a brain with AD is
composed of in comparison to a healthy control. The only currently published work on using
feature visualization on MRI is our preprint Eitel et al. (2022) in which we have shown that
lower layer features of CNNs trained on MRI resemble those of natural images, and higher
level features portray features of synthesized lesions when those dicatate class membership
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Figure 3: Comparison of 4 different heatmap methods averaged over 10 AD detection mod-
els. Taken from (Eitel and Ritter, 2019).

as shown in Figure 2. However, higher level features for sex classification are not easily in-
terpretable. The other main category, explaining data samples, has seen first adoption. In
the following, two groups of methods that explain data samples will be explained, namely
attribution and occlusion methods. Other groups of methods include simplification using
for example LIME (Ribeiro et al., 2016) and the use of counterfactuals (Goyal et al., 2019),
however those methods have not been applied commonly in neuroimaging and will therefore
not be included in this summary.

In occlusion methods a part of the image is replaced with random values or zeros and the
prediction is recalculated using the occluded image (Zeiler and Fergus, 2014). By comparing
the new model output to the original one can see whether a feature was important or not.
If the model’s output remains roughly unchanged, the occluded area has little importance,
whereas a large change in the model’s output shows the importance of that region to the
decision. By sliding an occlusion patch over the image and combining the difference over
all model outputs one can create a heatmap. Occlusion methods have been applied for
visualizing AD detection (Yang et al., 2018; Rieke et al., 2018; Eitel and Ritter, 2019; Dyrba
et al., 2021) and the conversion from mild-cognitive impairment to AD (Bae et al., 2019).
One major downside of occlusion methods are the high computational costs, especially in 3D.
The smaller the occlusion patch, in comparison to the image size, the higher the runtime.
However, when using a larger occlusion patch the resolution of the heatmap drops accordingly
as can be seen in Figure 3. In Rieke et al. (2018) we introduced an occlusion method that
occludes brain regions based on a brain atlas. This is a simplification from Yang et al. (2018)
which used segmentation maps. By using a brain atlas one can obtain scores for each brain
region and reduce the number of computations to the number of regions of interest. The
method was later adopted in Oh et al. (2019) and Abrol et al. (2020).

Attribution methods are some of the most widespread in general xAI research and the
most common in xAI in neuroimaging, as of today. Attribution methods work by using
back-propagation in order to attribute the model’s output across the model’s input as shown
in Figure 4. Hence, attribution methods are sometimes referred to as back-propagation or
gradient methods. The heatmaps created using attribution are typically more fine grained
than using occlusion as shown in Figure 3. Attribution methods are similar to feature visu-
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Figure 4: Depiction of the general concept of attribution-based explainability methods.
During the forward pass activations are propagated from the inputs based on the model
weights, represented by the thickness of the arrows. In the backward pass the model output
is distributed along the network’s paths, but, unlike during training, is propagated back into
the input space.

alization, sharing the aspect of using back-propagation with respect to the input. However,
they differ significantly in that attribution methods use the model’s output instead of the
activation of a single filter and in that they do not operate iteratively but instead create a
heatmap that can be overlayed to the input. Different attribution methods have been pro-
posed, starting with Simonyan et al. (2014) whose method has been coined as saliency. For
the rest of this section let fc(x) be the output of a classification model for class c with input
x = x1, ...xD with D dimensions and Hc be the resulting heatmap.

Saliency takes the gradient with respect to the input

Hc = ∇fc(x). (2)

Adapting the basic idea of saliency, several methods have been developed, most of which
use different gradient flows along the network. Here, the methods most used in neuroimaging
will be briefly introduced.

Gradient x Input (Sundararajan et al., 2017) simply multiplies the heatmap from the
saliency method with the input

Hc = x∇fc(x). (3)

By simply scaling the heatmap with the input, regions outside of the brain for example
get muted. Even though this effect can result in heatmaps that appear more plausible,
because regions outside of the brain are not highlighted, it could also cause hypointense
regions, such as lesions in SWI sequences to be muted. Therefore, whether the effect is truly
representational of the model remains up to debate.

Guided backpropagation differs by setting all negative gradients to 0 wherever ReLU
functions are used (Springenberg et al., 2015). The ReLU activation function in Eq. 1 which
forwards only positive values, is therefore also used on the backward pass. This is similar to
the deconvolution operation (Zeiler and Fergus, 2014).

Grad-CAM (Selvaraju et al., 2017) uses the activation of the last convolutional layer
and a form of pooling called global-average pooling over the spatial dimension i and j to
compute the importance a of all k activation maps A of the layer:

ack =
∑
i

∑
j

∂fc(x)

∂Ak
ij

(4)
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The outputs for the entire layer’s activation maps are then combined using a linear com-
bination and a ReLU function in order to focus on positive values only:

Hc = max
(
0,
∑

ackA
k
)

(5)

The heatmaps of Grad-CAM are very coarse, since the output Hc has the same size as
the convolutional feature maps and is typically upscaled using bilinear interpolation. To
overcome this, guided Grad-CAM element-wise multiplies the output of grad-CAM with
the output of guided backpropagation.

Deep Taylor decomposition (DTD) decomposes the score for a class into the neurons
of the preceding layer using Taylor decomposition. Then, the relevance Rj of neuron gj is
being further decomposed into all connected neurons of the preceding layer gi. The Taylor
decomposition requires finding a root point ã and the z+ rule does that by moving into the
direction of the positive weights w+

ij . When ai denotes the activation of neuron gi this gives:

Ri =
aiw

+
ij∑

i′ ai′w
+
i′j

(6)

Layerwise relevance propagation (LRP) is a specification within the DTD framework
which sets a root point (Bach et al., 2015; Montavon et al., 2019). DTD is limited by relying
on potentially shattered gradients and effects of adversarial perturbations (Montavon et al.,
2019; Szegedy et al., 2014). Since layers using LRP decompose the received relevance across
their input neurons, the total relevance is being conserved across the whole network. Different
LRP rules use different root points, such as the LRP-0 rule, which sets ã = 0 and can be
used to expand the Taylor decomposition over all layers of a deep network:

Ri =
∑
j

aiwij∑
i′ ai′wi′j

Rj (7)

However, the LRP-0 rule has been shown to converge to gradient x input (Shrikumar
et al., 2017) and is therefore not considered as robust (Montavon et al., 2019). An extension
is the LRP-ϵ rule which adds a small positive term ϵ to the denominator which leads to
sparser relevance maps:

Ri =
∑
j

aiwij

ϵ+
∑

i′ ai′wi′j

Rj (8)

Another commonly used LRP rule is the LRP-αβ rule which treats positive and negative
relevance separately. The hyperparameters α, β are constrained to α = β + 1 (Bach et al.,
2015).

Ri =
∑
j

(
α

(aiwij)
+

ϵ+
∑

i′ (ai′wi′j)
+
− β

(aiwij)
−

ϵ+
∑

i′ (ai′wi′j)
−

)
Rj (9)
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4 Clinical applications

In the following section an overview will be given of the studied disorders, multiple sclerosis
and Alzheimer’s disease, as well as the employed modality, structural MR images. Both MS
and AD are some of the most common neurological disorders affecting millions of patients
around the world. In their diagnosis and progression, structural MRI plays a key role and
can show distinct biomarkers. Nevertheless, the two disorders portray individual biomarkers
and are typically diagnosed using different MRI sequences. Their clinical importance as well
as data availability makes MS and AD good candidates for training ML classifiers.

4.1 Multiple sclerosis

Multiple sclerosis is considered an autoimmune neuroinflammatory disease and is with 2.2
million cases worldwide in 2016 one of the most common neurological diseases in Western
Europe and North America (Wallin et al., 2019). The disease stands out with its early
onset between 20 and 30 years of age (Handel et al., 2010). Since 1990 prevalence of MS has
increased by 10.4% (Wallin et al., 2019) and the ratio of female to male patients has increased
to more than 3:1 during the 20th century (Orton et al., 2006). The young age of onset and the
lower mortality compared to other neurological disorders (Feigin et al., 2017) causes MS to
have a lasting impact on the quality of the lives of patients. MS is neurologically manifested by
inflammation, demyelination and neurodegeneration and affects the central nervous system
(CNS) in the brain and the spinal cord (Chiaravalloti and DeLuca, 2008). Diagnosis of
MS is typically based on the McDonald criteria which requires both clinical manifestation
(relapses) and the presence of T2 lesions (Thompson et al., 2018). Three disease courses of MS
are commonly distinguished: relapsing-remitting (RRMS), secondary progressive (SPMS),
primary progressive (PPMS) (Lublin et al., 2014). Additionally, clinically isolated syndrome
(CIS) refers to prodromal stage of MS which, after dissemination in time and space can lead
to a diagnosis of MS (Thompson et al., 2018). The disability of MS patients is most often
measured using the expanded disability status scale (EDSS) (Kurtzke, 1983).

While T2 hyperintense lesions are the main imaging biomarker they have only a limited
diagnostic value. Specifically, lesions can also occur in relation to other neurological diseases
(Breteler et al., 1994; Berthier et al., 1996; Kim et al., 2007) and MRI lesion load shows
poor correlation with clinical disability, coined the ‘clinico-radiological paradox‘ (Barkhof,
2002). Other effects include cortical lesions, changes in normal-appearing white matter (i.e.
not containing hyperintense T2 lesions), and cerebral and spinal cord atrophy. Methods that
integrate a composition of multiple biomarkers and modalities are better at predicting clinical
disability than univariate models (Mainero et al., 2001). Here, CNNs are potential candidate
models as they easily integrate multi-modal data and are able to extract features from raw
data. By extracting features from raw data CNNs do not require manual feature extraction,
which could introduce human bias.

As the availability of open data sets on MS is limited the number of studies applying ma-
chine learning on MS is smaller than on other disorders. Most studies focus on the delineation
of MS lesions using semantic segmentation algorithms, with some achieving high performance,
measured by the Dice similarity coefficient (for a review see (Danelakis et al., 2018)). Less
common is the usage of deep learning for the distinction between MS and healthy controls,
as most MS cohorts do not include matched healthy controls. Yoo et al. (2018) used both
myelin imaging and T1 weighted MRI to detect MS in patches of normal appearing brain
matter. Zhang et al. (2018) and Wang et al. (2018) used a CNN on MRI slices to detect MS
and reported very high accuracies. However, their healthy controls and MS patients come
from different cohorts and the authors have only used a simple histogram matching approach
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to account for that, without testing its efficacy. More specialized applications of CNNs in MS
include the detection of paramagnetic rim lesions (Barquero et al., 2020) and the detection
of the central vein sign (Maggi et al., 2020). Tousignant et al. (2019) used CNNs to predict
the future progression of MS disability, measured using the EDSS score and combined it with
Monte Carlo uncertainty estimation.

4.2 Alzheimer’s disease

Alzheimer’s disease (AD) is a neurodegenerative disoder and the most common type of demen-
tia (Alzheimer’s Disease International, 2021). Typical cognitive symptoms include memory
problems, language problems, mood changes and orientation issues. AD is histopathologi-
cally characterized by the presence of beta-amyloid (Aβ) plaques and tau proteins forming
neurofibrillary tangles and the related extensive cell death (Carter and Lippa, 2001). Since
the underlying causal mechanisms which lead to AD are not yet understood, treatment pos-
sibilities are limited to addressing symptoms (Breijyeh and Karaman, 2020). The cell death,
which typically starts in the medial temporal lobe, spreads over time leading to severe cortical
atrophy and enlarged ventricles. With ongoing cell death, the severity of the symptoms wors-
ens (Carter and Lippa, 2001) and often leads to disability. The main risk factor associated
with AD is age as the number of diagnosis is higher on older age brackets (Fratiglioni et al.,
1991). Furthermore, genetics and family history as well as down syndrome can impact the
likelihood of developing AD (Karch et al., 2012; Head et al., 2012). Mild-cognitive impair-
ment (MCI) is a pro-dromal stage of dementia, with less severe symptoms. Conversion from
MCI to AD is estimated at about 12% per year (Petersen et al., 1999). AD and MCI diagnosis
is based on physical, functional, behavioral, and neurologic examination as well as cognitive
tests such as the Mini-Mental State Examination (MMSE) (Cockrell and Folstein, 2002),
the Montreal Cognitive Assessment (MoCA) (Alzheimer’s Disease International, 2021), and
the Alzheimer’s Disease Assessment Scale - Cognitive Subscale (ADAS-Cog) (Kueper et al.,
2018). MRI and positron emission tomography (PET) can furthermore aid in differential
diagnosis. As AD is characterized by Aβ plaques and neurofibrillary tangles exact diagnosis
can only be done post-mortem. Most studies classifying AD using ML, however, rely on the
diagnostic criteria defined above as it is found to agree with post-mortem diagnosis in 70-90%
of cases (Ebrahimighahnavieh et al., 2020).

While the atrophy associated with AD is visible in MRI sequences, it is difficult to discern
radiologically whether AD is present. Nevertheless, many studies have been published using
MRI and MR image derived phenotypes (IDPs), such as gray matter density and hippocam-
pal volume, to differentiate AD patients from healthy controls(Frisoni et al., 2010; Rathore
et al., 2017) (HC). Initial ML studies have used shallow machine learning techniques such as
support-vector-machines (SVMs) (Klöppel et al., 2008; Orrù et al., 2012; Ritter et al., 2016)
or wavelet-transforms. A systematic literature review in 2016 found 17 studies which used
deep learning to diagnose AD or MCI (Vieira et al., 2017) and 4 years later Ebrahimighah-
navieh et al. (2020) already found more than 100 studies on the same topic. Performance
between studies is hard to compare, as the number of samples, the preprocessing procedures,
the reported metrics and the validation schemes vary drastically between studies. Typically
studies that use a single MRI modality achieve accuracies of around 80-95%. However, of-
tentimes the studies with the highest reported accuracies have used small data sets, which
increase the likelihood of overfitting (Ebrahimighahnavieh et al., 2020). When using multiple
modalities, especially PET imaging, accuracies typically increase to over 90% (Goenka and
Tiwari, 2021). Wen et al. (2020) is one of the most thorough studies on AD, the authors ad-
dress many open questions and issues such as data leakage, 3D data vs 2D-slices, and different
methods of preprocessing and pre-training. Their results show that CNNs can achieve up to
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88% balanced accuracy, with only minimal differences in the best models of each category.
Interestingly, their baseline model, an SVM trained on modulated gray matter density maps
achieved the same balanced accuracy. Conversion from MCI to AD has also been addressed
using SVMs (Ritter et al., 2015) and later CNNs (Shen et al., 2018; Casti et al., 2020; Lin
et al., 2018; Basaia et al., 2019; Choi et al., 2018; Jo et al., 2019).

Two of the largest publicly available MRI data collections containing both patients and
controls, as well as longitudinal data are both in the realm of AD: the Open Access Series
of Imaging Studies (OASIS) (Marcus et al., 2007, 2010; LaMontagne et al., 2019) and the
Alzheimer’s Disease Neuroimaging Initiative (ADNI) (Jack Jr et al., 2008a; Petersen et al.,
2010).

4.3 Magnetic resonance imaging

Magnetic resonance imaging is a non-invasive medical imaging technology based on magnetic
fields, magnetic gradients and electromagnetic waves. Using the nuclear magnetic resonance
(NMR) technique MRI scanners measure the relaxation properties of body tissue after being
exposed to magnetism. NMR works on hydrogen (H) nuclei of water molecules. Therefore,
body tissues with different water densities, such as gray matter, white matter and cere-
brospinal fluids, appear in different contrasts on the resulting images. Because the electro-
magnetic waves of MRI are in the radiowave frequency range MRI does not produce ionizing
radiation, unlike CT, PET or X-ray imaging. Furthermore, standard research MRI scanners
allow detailed resolution of isotropic 1mm (Smith and Webb, 2010), with newer generation
scanners increasing the resolution even further (Van der Kolk et al., 2013). The resolution
of MRI is tied to its magnet’s field strength which is measured in Tesla (T). Most common
are field strengths of 1.5 T and 3 T, while ultra-high resolution 7 T and 9.4 T scanners are
starting to emerge (Kemper et al., 2018).

Different MRI sequence types have been developed which result in a variety of imaging
characteristics. The most common forms of MRI are structural MRI and functional MRI
(fMRI), which measure gross anatomy and localized activity, respectively. Most common
structural MRI sequences include T1 weighted and T2 weighted, which portray inverse re-
sponses to tissue types (e.g. WM has a high value in T1 weighted images and a low value in T2
weighted images). Magnetization prepared rapid gradient echo (MPRAGE or MP-RAGE) is
a type of T1 weighted imaging with superior image quality and higher contrasts between GM
and WM than standard spin-echo T1 (Brant-Zawadzki et al., 1992) and is commonly used in
diagnostics (Jack Jr et al., 2008b). For the detection of white-matter hyperintensities such
as MS lesions fluid-attenuated inversion recovery (FLAIR) sequences are often chosen over
standard T2 weighted sequences, because lesions in FLAIR have higher conspicuity (Hajnal
et al., 1992; De Coene et al., 1992).

Processing of MRI data involves several steps in order to improve quality, reduce artifacts
and enable standardized processing. Raw MRI data lies in the k-space and is transformed
using a Fourier transformation to image space. Steps for improving quality and reducing
artifacts include corrections for gradient non-linearity distortion, intensity inhomogeneity,
bias field and phantom-based distortion. Before analysis images are standardized through
several steps including skull removal, tissue type segmentation (e.g. GM, WM, CSF), linear or
non-linear registration to MNI space, co-registration of additional sequences to a T1 weighted
sequence, co-registration of additional time-points to the baseline, delineation of important
structures such as lesions or tumors and field-of-view corrections. Non-linear registration
of the images ensures that specific brain regions, such as the amygdala, are located in the
same spatial image patch. This enables multi-variate pattern analysis (Eitel et al., 2021a).
The final images are stored in DICOM or NifTI format, containing both a header with meta
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Figure 5: Illustration of the general CNN training and explainability framework as used in
(Eitel et al., 2019). In the training phase, the CNN model learns a non-linear relationship
between the MRI data and the binary diagnostic labels (MS yes/no). Optionally, the CNN
models are pre-trained on a substitute data set or lesions are filled in the MRI data. The
learned CNN model is then tested on the holdout data set to predict the diagnostic label.
By supplementing this label with a explainability heatmap (here LRP), which indicates the
relevance of each voxel for the respective label, we can validate and partially understand the
classification decision in individual subjects. Additionally, the validity of the CNN models
can be assessed by matching highlighted brain areas with domain knowledge.

information such as orientation and scanning parameters as well as the image data which is
stored in a 3D matrix. Several software packages for processing MR images are available such
as Freesurfer (Fischl, 2012), SPM (Friston, 2003) and ANTs (Avants et al., 2014). CNNs are
spatially invariant (see 2.3) and therefore by default do not need the spatial homogeneity
that typical MRI processing pipelines provide. However, we have shown in (Klingenberg
et al., 2021) that both linear and non-linear registration improve classification accuracy in
AD detection based on CNNs.

5 Experiments

In this chapter, an overview will provide of the studies that are part of this dissertation. All
of the studies investigate classification tasks on structural MRI data using CNNs, and/or
the explainability of such CNNs. Specifically, the studies aim to answer whether CNNs are
a suitable method for high-dimensional MRI data sets. Since a high predictive performance
might be due to erroneous models (Lapuschkin et al., 2019) we have analysed our models
using explainability methods. This allowed us to verify the models by comparing generated
heatmaps of disease classifiers to the clinical literature. Furthermore, our studies have ad-
dressed the robustness of explainable AI in small sample size regimes, as well as systematically
studied the effect of linear and non-linear registration on the model’s performance. Lastly,
we have questioned whether the spatial invariance of CNNs is an overparameterization for
the spatially homogeneous and registered MRI data. The general training framework used
in our studies is depicted in Figure 5. In order to support open science and reproduction of
results most of our code has been published as open-source code alongside the studies 3.

3www.github.com/derEitel
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5.1 Study 1: Layer-Wise Relevance Propagation for Explaining Deep Neu-
ral Network Decisions in MRI-Based Alzheimer’s Disease Classifica-
tion (Böhle et al., 2019)

The aim of Böhle et al. (2019) was to test the applicability of LRP on the detection of
Alzheimer’s disease. It was one of the first studies to apply explainability methods on MRI
in general, and the first to test LRP. Previously, only Rieke et al. (2018); Esmaeilzadeh et al.
(2018); Yang et al. (2018) studied the effects of explainability methods on AD. A simple 4-layer
CNN was trained on 969 scans from the Alzheimer’s Disease Neuroimaging Initiative (ADNI)
(475 AD, 494 HC). Scans included up to 3 time points from each subject and further data
splitting was done on a subject-level in order to avoid data leakage. Our model achieved a test
set accuracy of 87.96%. To get a baseline explanation we have used guided backpropagation.
Besides visually inspecting the heatmaps, we have used the neurmorphometrics brain atlas
(Bakker et al., 2015) to obtain the relevance attributed to individual brain regions. Since
the absolute relevance attributed per brain region is strongly dependent on the region’s size,
we have furthermore normalized the values by region size measured in voxel count. Regions
typically associated with AD, such as the hippocampus, the parahippocampal gyrus and the
amygdala, were attributed the largest relevance by our model when correcting for region size.
Lastly, we have also normalized the values of AD patients with those of the average HC per
region in order to detect the regions maximally different between the two groups, which were
found in areas of the temporal lobe including transversal temporal gyrus, hippocampus, and
amygdala.

5.2 Study 2: Uncovering convolutional neural network decisions for diag-
nosing multiple sclerosis on conventional MRI using layer-wise rele-
vance propagation (Eitel et al., 2019)

In Eitel et al. (2019) we investigated how a CNN model would perform in detecting MS. Here,
the challenge lay in the small size of the data set, containing only 76 MS patients and 71
healthy controls. A transfer learning strategy was employed, using the experience from study
1: we pre-trained a 4-layer CNN on the ADNI data set with a similar architecture to the one
in Böhle et al. (2019). Then, the model was fine-tuned on the MS data set. Using the model
without pre-training obtained a ROC AUC of 85.46%, whereas the transfer learning strategy
improved the ROC AUC to 96.08%. As a baseline two SVMs were trained using i) the raw
FLAIR images and ii) lesion load based on semi-automatically segmented lesion masks, and
achieved ROC AUCs of 66.92% and 94.62% respectively. The explainability analysis using
LRP unveiled a focus of the model on lesions and a regional specificity on white matter tracts
such as the corona radiata, the corpus callosum and thalamic radiations. Since lesions are
a clearly visible biomarker allowing for rather easy distinction between MS and controls, we
furthermore studied the model behaviour when lesions are removed. Lesions were filled using
the lesion filling algorithm from Valverde et al. (2014) and the ADNI pre-trained model was
fine-tuned anew. This additional analysis led to a drop in ROC AUC to 90.92% and showed
an increase in focus on the corpus callosum, the fornix and the external capsule.

5.3 Study 3: Testing the Robustness of Attribution Methods for Convo-
lutional Neural Networks in MRI-Based Alzheimer’s Disease Classifi-
cation (Eitel and Ritter, 2019)

The work on studies 1 and 2 has shown that the local minima obtained from model training on
the available neuroimaging data sets are highly variant. Eitel and Ritter (2019) investigates
how this variance impacts different explainability methods and whether some are more robust
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to this variance than others. Specifically, a simple 4-layer CNN was trained 10 times on the
ADNI data set without changing the model hyperparameters or the data splits. Therefore, the
factors of variance have been reduced to the specific values of network initialization and the
data shuffling between mini-batches. The 10 runs led to a range of balanced accuracies from
83.06% to 90.12% (avg. 86.74%). Next, the explainability methods gradient*input, guided
backpropagation, layer-wise relevance propagation and occlusion were compared. We tested
the similarity of a method’s heatmaps over the 10 runs using the l2-norm between the average
heatmaps and the ranking of the brain regions with the highest attribution. Specifically, we
compared how much the 10 brain regions (according to the Neuromorphometrics atlas (Bakker
et al., 2015)) with the highest attribution overlapped per run. We found that LRP, followed
by guided backpropagation, produce the most robust heatmaps.

5.4 Study 4: MRI image registration considerably improves CNN-based
disease classification

Spatial normalization of brain MRI data is standard practice in statistical neuroimaging
analysis and is therefore also applied in most machine learning based analyses. However,
its effect on the performance of machine learning classifiers is rarely systematically studied.
Study 4 compares the effect of (i) linear registration, (ii) non-linear registration and (iii)
no registration on a CNN classifier. Using the same model architecture and data set from
study 1, for each of the three processing types training/validation/test sets were created
with a stratification on age, sex and diagnosis in order to ensure similarity between the
splits. We have found that in terms of balanced accuracy and area under the receiver-
operating characteristic curve non-linear (bal. acc. 83.3%, ROC AUC 91.0%) and linear
registration (82.6%, 90.4%) outperform no registration (76.2%, 85.0%). Those results indicate
that pre-processing through registration of MRI has a positive impact on classification model
performance and should be included in ML pipelines.

5.5 Study 5: Patch individual filter layers in CNNs to harness the spatial
homogeneity of neuroimaging data (Eitel et al., 2021a)

Even though, natural and MR images share a high computational similarity (i.e. stored as an
ordered tensor of pixel/voxel intensities) they strongly differ in their homogeneity as shown
in Figure 6. A series of natural images of an object can be highly heterogeneous in terms of
its angle, lighting, environment and object state (e.g. standing, sitting, open, folded, etc.).
Furthermore, most object classes in popular computer vision data sets such as ImageNet
(Deng et al., 2009) are easily distinguishable by humans (i.e. an airplane looks different
from a cat). Neuro-MR images are, in contrast, very homogeneous. All MR images used in
the previous studies depict a single human brain, which consists of the same brain regions
in the same layout. Furthermore, all MR images are extensively pre-processed including
skull removal and spatial registration to a template and we have shown in study 4 that this
tends to improve model performance. This spatial homogeneity is in contrast to one key
feature of CNNs, their spatial invariance. In study 5 we have hypothesized that in light of
spatially standardized images learning certain features regionally will be more efficient. We
have designed a CNN layer type called patch-individual filter (PIF) layer, which does not
share weights between input patches. We have replaced the last convolutional layer of a
simple CNN architecture, since we argued that more abstract features, which are learned in
later layers, are more likely to be local. In other words, we assumed that general features
such as edges are relevant across the entire image, whereas abstract features such as lesions or
shapes of brain regions are locally specific. The introduction of the PIF layer can be seen as
introducing a prior on the spatial homogeneity into the model. We have extensively tested the
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Figure 6: (a) Natural images are typically heterogeneous both within and between classes.
(b) MR images of the human brain have homogeneous structures even among different sexes
and between healthy subjects (HC) and diseased subjects (AD). (c) Through sophisticated
pre-processing techniques, MR images are standardized to a common template reducing their
variance further. Figure from (Eitel et al., 2021a).

PIF architecture, by training models on 3 data sets, namely the ADNI data (Petersen et al.,
2010), the UK Biobank (Sudlow et al., 2015) and the VIMS cohort (https://neurocure.de/
en/clinical-center/clinical-studies/current-studies.html). Furthermore, we have
hypothesized that the PIF architecture should achieve superior predictive performance in
small sample size settings, which we tested using subsets of the ADNI and UK Biobank
data sets. We found no difference in terms of predictive performance (measured in balanced
accuracy, sensitivity, specificity and ROC AUC) on the small data sets. However, the PIF
model led to a reduction in training time in every experiment up to a maximum of 28%.
Furthermore, the improvement in training time did not result in a decrease in predictive
performance.

6 Discussion

In this thesis, five studies were presented that analyzed the applicability and the explainabil-
ity of CNNs trained on brain MRI data. These studies show that training CNNs on clinical
tasks using structural MR images can achieve good predictive performances for detecting
Alzheimer’s disease, multiple sclerosis, and sex. Furthermore, it was shown using explain-
ability methods that the detected regions are in line with clinical literature about both dis-
eases. Nonetheless, important challenges need to be addressed which will be discussed next.
Furthermore, limitations and general learnings from the work on this dissertation will be
presented.
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6.1 Challenges for CNNs in neuroimaging

While in some medical domains deep learning has led to great success, such as radiologist-level
pneumonia detection in X-rays (Rajpurkar et al., 2017), dermatologist-level classification of
skin cancer on photographs (Esteva et al., 2017), and better than radiologist-level breast
cancer detection in mammograms (McKinney et al., 2020), disease detection in structural
MRI data remains a challenge. Several explanations for this exist. X-ray images are by
nature 2-dimensional, just as natural images for which large corpi of data are available (Deng
et al., 2009; Lin et al., 2014; Cordts et al., 2016). X-ray and photographs, therefore, allow
transfer learning from models trained on computer vision data such as the ImageNet data
(Deng et al., 2009). In transfer learning the parameters of the model are initialized with
values from the same model pre-trained on a different data set, giving the model training
advantage over random initialization (Stevo and Ante, 1976; Pan and Yang, 2009). However,
transfer learning requires both the pre-training and the target data to be of the same spatial
dimensionality, and therefore using parameters trained on ImageNet directly on 3D MRI
data is not feasible without additional transformations or selections such as 2D slices. Since
transfer learning enables training on much smaller target data sets than random initialization,
Study 2 of this dissertation, has investigated the possibilities of transfer learning in MRI (Eitel
et al., 2019). For the first time, we have shown that transfer learning can work between MRI
sequences (from MPRAGE to FLAIR) and between diseases (from AD to MS), suggesting
the generalizability of lower level features.

Neuroimaging data sets are orders of magnitudes smaller than those in the aforementioned
studies and the success of machine learning is defined by the quantity and quality of the
available data (Jollans et al., 2019; Gudivada et al., 2017). For example, the ImageNet
data set (Deng et al., 2009) contains around 1 million natural images, whereas the most
common Alzheimer’s data set, with more than 2,000 reported publications, the Alzheimer’s
Disease Neuroimaging Initiative (ADNI) (Jack Jr et al., 2008a; Petersen et al., 2010) contains
about 1,000 usable MR images. The delicacy of medical data in general, combined with the
acquisition time and cost of MRI, as well as the required expertise and time to label MRI
data makes the collection of large-scale data sets challenging. All articles submitted as part of
this dissertation have in part used some of the largest publicly available data sets such as the
ADNI database with more than 1,000 subjects and the UK Biobank (www.ukbiobank.ac.uk)
(Sudlow et al., 2015) with at the time 15,000 subjects and as of today more than 40,000
subjects. These initiatives and others, like the Human Connectome Project (Van Essen
et al., 2013) have the aim to collect large-scale, multi-modal, multi-center, often international
data sets and make them available for research. With these ongoing collaborations, disease
detection in structural MRI has the potential to grow much beyond the performances achieved
today. Methods used to address the small sample sizes in the published studies of this thesis
were regularization (i.e. dropout, weight decay), data augmentation, early stopping, transfer
learning, and the incorporation of a prior using PIF-layers.

A further challenge for machine learning applied to neuroimaging data is the curse of
dimensionality. As basic statistical learning theory suggests, the number of available data
points n should be much larger than the number of dimensions d each data point has. Here, d
represents not the number of spatial dimensions (e.g. 2D or 3D), but the actual feature count.
The feature count in a typical 3 Tesla T1-weighted MRI scan easily exceeds 1 million features,
whereas the number of data points is much smaller. However, inductive biases or priors, which
can represent knowledge about the data such as its shape or specific relationships, can remedy
the effect of a lack of data (Goyal and Bengio, 2020). Study 5 has introduced such a prior on
the structural homogeneity of brain MRI data for the first time and shown that it can reduce
the training time, a significant bottleneck, by up to 28%.
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For machine learning models to be adopted in hospitals, they need to be trusted by
clinicians. To be convincing the models need not only possess a high predictive performance,
measured for example in balanced accuracy, but furthermore should be explainable. By
combining CNNs with explainable AI, heatmaps can be generated that visualize the relevance
which the model attributes to each region. As the heatmaps are easily interpretable by a
human expert the physician supported by a deep learning model can investigate the model’s
decisions and verify it’s potential better than using the performance measure alone. Here, our
Studies 1 and 2 used several explainability methods and showed the relation of the heatmaps
to the clinical literature. Study 2 was the first to use xAI on a CNN trained to detect MS, and
also visualized the benefits gained from transfer learning. However, Adebayo et al. (2018) and
Sixt et al. (2020) have challenged current xAI methods by showing that randomized networks
produce visually highly similar heatmaps to trained networks. We did not find those effects
in our networks, which might be due to their shallower architecture. An issue with current
xAI methods is that there are no ground-truth heatmaps available and selection is largely
influenced by subjective visual analysis. In Budding et al. (2021) we have addressed this
issue using synthetic lesions. Before xAI algorithms can be adopted in the clinical practice
their reliability and robustness (Eitel and Ritter, 2019) need to be ensured. By implementing
the explainability methods with 3D functionality using the PyTorch deep learning framework
(Paszke et al., 2019) and publishing it as open-source, we have enabled other researchers to
investigate their 3D-CNNs as well.

6.2 Outlook

Even though the trend in neural networks is to build deeper and wider models, all networks
in this thesis are rather shallow. We could not find improvements in model performance when
increasing the model size. On the contrary, model training tended to become more difficult
with additional model capacity as the models were more likely to overfit. Recent work also
suggests that model depth and width are not the sole reason for the success of CNNs. Huang
et al. (2019) and Tan and Le (2019) showed that increasing input size and compound scaling
can lead to higher efficiency and Bello et al. (2021) showed that scaling and training settings
such as regularization, augmentation, and hyperparameter schedules have stronger effects
than they are usually attributed with. Therefore networks might not require as much depth
and width in practice when other settings have been tuned well but that additional capacity
can make it easier to find hyperparameter settings that converge when the data allows it.

Whether the size of currently available data sets in clinical neuroimaging allows the de-
tection of non-linear effects is under debate (Schulz et al., 2020). However, several initiatives
such as the UK Biobank (Sudlow et al., 2015) are currently collecting tens of thousands MRI,
together with clinical information. Furthermore, the easy integration of multiple modalities
into CNNs could enable the detection of non-linear connections between MR sequences and
clinical information or could allow the detection of traces of features usually only visible in
non-standard MR sequences such as susceptibility weighted imaging (SWI) in standard MR
sequences such as T1-weighted images (Eitel et al., 2021b). We have shown in study 2 that
transfer learning can have large effects on model performance. Additional avenues for future
research include 3D pre-training strategies from for example videos which could further boost
the performance of CNNs in MRI diagnostics.

Explainability methods have promised to make CNNs more transparent. While our studies
were not affected by the parameter randomization issue described in Sixt et al. (2020), we have
found issues regarding robustness and reliability. For xAI to become adopted into hospitals
it needs to be trustworthy. Future explainability studies need to develop reliable quantitative
benchmarks, which could include the publication of data with explanation labels (Budding
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et al., 2021).

6.3 Conclusion

Deep learning has started to transform several domains in healthcare and the first clinical
applications are being used in hospitals. This dissertation has shown several avenues for the
applicability of deep learning in neuroimaging which are likely to grow in the near future.
The experiments have highlighted the importance of model validation using explainability
methods. Since deep learning models are highly complex they are hard to interpret but the
explainability methods investigated in this dissertation have shown that the models’ heatmaps
overlap with established clinical biomarkers for AD and MS. If the current issues with xAI
methods can be overcome, CNNs combined with xAI will offer the potential to aid clinical
decision-making in neuroimaging.
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Deep neural networks have led to state-of-the-art results in many medical imaging tasks

including Alzheimer’s disease (AD) detection based on structural magnetic resonance

imaging (MRI) data. However, the network decisions are often perceived as being

highly non-transparent, making it difficult to apply these algorithms in clinical routine.

In this study, we propose using layer-wise relevance propagation (LRP) to visualize

convolutional neural network decisions for AD based on MRI data. Similarly to other

visualization methods, LRP produces a heatmap in the input space indicating the

importance/relevance of each voxel contributing to the final classification outcome. In

contrast to susceptibility maps produced by guided backpropagation (“Which change in

voxels would change the outcome most?”), the LRP method is able to directly highlight

positive contributions to the network classification in the input space. In particular, we

show that (1) the LRP method is very specific for individuals (“Why does this person

have AD?”) with high inter-patient variability, (2) there is very little relevance for AD in

healthy controls and (3) areas that exhibit a lot of relevance correlate well with what is

known from literature. To quantify the latter, we compute size-corrected metrics of the

summed relevance per brain area, e.g., relevance density or relevance gain. Although

these metrics produce very individual “fingerprints” of relevance patterns for AD patients,

a lot of importance is put on areas in the temporal lobe including the hippocampus.

After discussing several limitations such as sensitivity toward the underlying model and

computation parameters, we conclude that LRP might have a high potential to assist

clinicians in explaining neural network decisions for diagnosing AD (and potentially other

diseases) based on structural MRI data.

Keywords: Alzheimer’s disease, MRI, visualization, explainability, layer-wise relevance propagation, deep learning,

convolutional neural networks (CNN)
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1. INTRODUCTION

In the 2018 World Alzheimer Report, it was estimated that 50
million people worldwide were suffering from dementia and
this number was projected to rise to more than 152 million
people until 2050. The most common reason for dementia is
Alzheimer’s disease (AD) accounting for around 60–70% of
dementia cases (WHO, 2017). AD is characterized by abnormal
cell death, primarily in the medial temporal lobe. This cell death
is thought to be rooted in protein plaques and neurofibrillary
tangles, which restrict normal neural function (Bondi et al.,
2017). The resulting atrophy is visible in structural magnetic
resonance imaging (MRI) data, and derived markers (such as
hippocampal volume or gray matter density) have been used
to diagnose AD and predict disease progression (Frisoni et al.,
2010; Rathore et al., 2017). In the last decade, those markers
have frequently been employed in machine learning settings
to allow for predictions on an individual level (Klöppel et al.,
2008; Orrù et al., 2012; Weiner et al., 2013; Ritter et al., 2015,
2016). However, those expert features usually reflect only one
part of disease pathology and the combination with standard
machine learning methods, such as support vector machines,
do not allow for finding new and potentially unexpected
hidden data characteristics that might also be important to
describe a disease.

By extracting hierarchical information directly from raw or
minimally processed data, deep learning approaches (LeCun
et al., 2015) can help to fill a gap here and offer a great
potential for improving automatic disease diagnostics. One
family of algorithms that perfectly lends itself to perform non-
linear feature extraction from image data and their respective
classification into disease categories are convolutional neural
networks (CNNs), a type of (deep) neural networks optimized
for image data. The key idea behind CNNs is inspired by the
mechanism of receptive fields in the primate’s visual cortex
and relates to the application of local convolutional filters for
extracting regional information (LeCun and Bengio, 1995). They
typically consist of a sequence of convolutional and pooling layers
which allow for summarizing key characteristics into feature
maps. These feature maps can then be used by a fully-connected
layer or any other classifier for solving the primary supervised
learning problem (e.g., AD classification). CNNs have been
proven to be very successful in a wide range of medical imaging
applications (Litjens et al., 2017), including AD detection based
on neuroimaging data (e.g., Gupta et al., 2013; Suk et al., 2014;
Payan and Montana, 2015; Sarraf and Tofighi, 2016; Korolev
et al., 2017; for a review, see Vieira et al., 2017).

Despite this success, automatically learning the features comes
at a cost: the decisions of neural networks are notoriously hard
to interpret in retrospect. Therefore, deep learning methods,
including CNNs, often face the criticism that they are “black-
box” (Castelvecchi, 2016). In contrast to some simpler learning
algorithms, in particular decision trees, they do not offer a simple
and comprehensible explanation; their architecture is complex
and consists of several tomany layers with hundreds of thousands
parameters that need to be trained. In the medical domain,
however, it is imperative to base diagnoses and subsequent

treatments on an informed decision and not on a single yes/no
answer of an algorithm. Therefore, if CNNs should support
clinicians in their daily work, ways have to be found to visualize
and interpret the network’s “decision” (see Figure 1). In the last
years, a number of suggestions have been made to visualize what
is actually learned by a CNN. Besides straightforward methods
such as the extraction of activations during convolution or the
visualization of weights, among the most well-known techniques
for visualization are the sensitivity analysis by Simonyan et al.
(2013), guided backpropagation by Springenberg et al. (2014),
the deep visualization toolbox of Yosinski et al. (2015) based on
regularized optimization, and the deconvolution and occlusion
method by Zeiler and Fergus (2014). In Alzheimer’s research
only a very few studies exist that looked into such visualization
methods (Esmaeilzadeh et al., 2018; Rieke et al., 2018;
Yang et al., 2018).

Most promising for the use in the medical imaging domain
is the generation of an individual heatmap for each patient,
which lies in the same space as the input image and indicates the
importance of each voxel for the final (individual) classification
decision. By allowing for a human-guided, intuitive investigation
of what drives the classifier to come to a certain classification
decision, individual heatmaps hold great potential in assisting
and understanding diagnostic decisions performed by deep
neural networks. However, for any visualization method that
produces heatmaps, it is very important to understand how
they are computed and what their limitations are. In natural
images, for example, it has been argued that methods relying on
gradients (e.g., sensitivity analysis or guided backpropagation)
only measure the susceptibility of the output to changes in
the input and might not necessarily coincide with those areas
on which the network bases its decision. A powerful method
to overcome this limitation is layer-wise relevance propagation
(LRP, Bach et al., 2015), which decomposes the network’s output
score (e.g., for AD) into the individual contributions of the
input neurons while keeping the total amount of relevance
constant across layers (conservation principle). In contrast to
showing “susceptibility maps” as gradient-based methods, the
heatmap does not rely on gradients, but takes into account model
parameters (i.e., weights) and neuron activations (Bach et al.,
2015; Samek et al., 2015). By this, the heatmaps are less prone
to group effects in the data. Intuitively, LRP has the potential
to answer the question “what speaks for AD in this particular
patient?” as opposed to “which change in voxels would change
the outcome most?” addressed in gradient-based approaches. In
terms of explainability, LRP has been shown to be superior to
those gradient methods and deconvolution methods in three
natural imaging data sets (Samek et al., 2015). In cognitive
neuroscience, the LRP method has been recently applied to
single-trial EEG and functional MRI classification (Sturm et al.,
2016; Thomas et al., 2018). To the best of our knowledge, it has
so far not been applied in clinical disease classification based on
structural MRI data.

In this study, we use LRP to explain individual classification
decisions for AD patients and healthy controls (HCs) based
on a CNN trained on structural MRI data (T1-weighted
MPRAGE) from the Alzheimer’s Disease Neuroimaging Initiative
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FIGURE 1 | Illustration of the benefit of visualization in a deep learning framework for diagnosing Alzheimer’s disease (AD) based on structural MRI data. Deep neural

networks are often criticized for being non-transparent, since they usually provide only one single class score as output and do not explain what has led to this

particular network decision; in this example, the MRI input is classified as belonging to the group of AD patients with a probability of 89%. When no further information

is given, the medical expert is not able to base any medical treatment on this number, since the underlying reasons are unclear. The layer-wise relevance propagation

method (LRP) might alleviate this problem by additionally providing a heatmap in which the positive contributions to the class score (89% AD) are highlighted. Here,

the class score is supplemented by the additional information that in this particular subject AD relevance has been found in the hippocampus, an area known to be

affected in AD. By providing a visual explanation, the LRP framework allows the medical expert to make a much more informed decision.

(ADNI1). Based on the trained CNN model, we generated LRP
heatmaps for each subject in the test set. Importantly, each
heatmap indicates the voxel-wise relevance for the particular
classification decision (AD or HC). To spot the most relevant
regions for AD classification, we computed average heatmaps
across AD patients and HCs, which we then further split into
correct and wrong classification decisions (i.e., true positives,
false positives, true negatives, false negatives). To analyze the
relevance in different brain areas according to the Scalable
Brain Atlas by Neuromorphometrics Inc. (Bakker et al., 2015),
we suggest size-corrected metrics and compared these metrics
between LRP and guided backpropagation. We have chosen
guided backpropagation as a baseline method because (1)
sensitivity analysis is the most common method for generating
heatmaps, (2) it results in more focused heatmaps compared
to only using backpropagation (Rieke et al., 2018) and (3) it is
better comparable to LRP than occlusionmethods with respect to
our relevance measures. On an individual level, we analyzed the

1http://adni.loni.usc.edu/

heatmap patterns of single subjects (“relevance fingerprinting”)
and correlate them with the hippocampal volume as a key
biomarker of AD. We show that the LRP heatmaps succeeded
in depicting individual contributions to AD diagnosis and might
hold great potential as a diagnostic tool.

2. MATERIALS AND METHODS

2.1. Data and Preprocessing
Data used in the preparation of this article were obtained
from the Alzheimer’s Disease Neuroimaging Initiative (ADNI,
RRID:SCR_003007) database (adni.loni.usc.edu). The ADNI was
launched in 2003 as a public-private partnership, led by Principal
Investigator Michael W.Weiner, MD. The primary goal of ADNI
has been to test whether serial magnetic resonance imaging
(MRI), positron emission tomography (PET), other biological
markers, and clinical and neuropsychological assessment can
be combined to measure the progression of mild cognitive
impairment (MCI) and early Alzheimer’s disease (AD). For up-
to-date information, see www.adni-info.org.
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We included structural MRI data of all subjects with
Alzheimer’s disease (AD) and healthy controls (HCs) listed in
the “MRI collection - Standardized 1.5T List - Annual 2 year”.
The subjects in the data set are labeled as AD if the Clinical
Dementia Rating (CDR) score (Morris, 1993) was greater than
0.5. HCs are selected as those subjects with a CDR score of 0.
In total, we included 969 individual scans (475 AD, 494 HC)
of 193 AD patients and 151 HCs (up to three time points). All
scans were acquired with 1.5 T scanners at various sites and
had undergone gradient non-linearity, intensity inhomogeneity
and phantom-based distortion correction. We downloaded T1-
weightedMPRAGE scans and non-linearly registered them to the
1mm resolution 2009c version of the ICBM152 reference brain
using Advanced Normalization Tools (ANTs2). This has been
done to (1) ensure a relative alignment across subjects, (2) allow
the convolutional neural network to extract more robust features,
and (3) be able to analyze the heatmaps in a common space.
For the region-wise analysis of heatmaps, we used the Scalable
Brain Atlas by Neuromorphometrics Inc. (Bakker et al., 2015)
available in SPM123. A list of all areas included can be found in
the SPM12 package.

2.2. Convolutional Neural Network

Architecture
Convolutional neural networks (CNNs) are neural networks
optimized for array data including images or videos (LeCun et al.,
2015). In addition to input and output layer, they consist of
several hidden layers including convolutional and pooling layers.
In convolutional layers, in contrast to fully-connected layers, the
weights and the bias terms are shared between all neurons in a
given layer for a given filter. This means that each of the neurons
applies the same filter or kernel to the input, but at a different
position, usually with a displacement (often called stride) of 1–
3 between neighboring neurons. Since these filters are learned
via the backpropagation algorithm, CNNs do not rely on hand-
crafted features, but can be applied to minimally processed data
(LeCun et al., 2015). CNNs have been very successfully applied
to a large number of applications including image and speech
recognition (Krizhevsky et al., 2012; Abdel-Hamid et al., 2014;
Long et al., 2015) as well as medical imaging andAD classification
based on MRI data (Gupta et al., 2013; Suk et al., 2014; Payan
andMontana, 2015; Sarraf and Tofighi, 2016; Korolev et al., 2017;
Litjens et al., 2017; Vieira et al., 2017).

The model in the present study consists of four convolutional
blocks followed by two fully-connected layers. Each block
features a convolutional layer with f filters (f = 8, 16, 32, 64) and
filter sizes of 3 × 3 × 3. Every convolutional layer is followed by
batch normalization and max pooling with window sizes wxwxw
(w = 2, 3, 2, 3). The fully-connected layers contain 128 and 2
units respectively and dropout (p = 40%) is applied before each.
The final fully-connected layer, which is activated by a softmax
function serves as the network output, providing the class scores
for HCs (first unit) and AD (second unit) respectively. As an
optimizer Adam (Kingma and Ba, 2015) was used with an

2http://stnava.github.io/ANTs/
3http://www.fil.ion.ucl.ac.uk/spm/software/spm12/

initial learning rate of 0.0001 and a weight decay of 0.0001.
The data was split into a training data set (163 AD patients,
121 HCs; 797 images in total), a validation set for optimizing
the hyperparameters (18 AD patients, 18 HCs; 100 images in
total) and a test set (30 AD patients, 30 HCs; 172 images in
total). To ensure independence between training and test data,
we performed the split of the data on the level of patients instead
of images. The data was augmented during training by flipping
the images along the sagittal axis (p = 50%) and translated
along the sagittal axis between –2 and 2 voxels. When the model
did not improve for 8 epochs on the validation set, training was
stopped. The training epoch (i.e., model checkpoint) with the best
validation accuracy (91.00%) was then applied to the test data,
resulting in a classification accuracy of 87.96%.

2.3. Visualization Methods
2.3.1. Layer-Wise Relevance Propagation (LRP)
In the following, we will introduce the Layer-wise Relevance
Propagation (LRP) algorithm by Bach et al. (2015). The core
idea underlying the LRP algorithm for attributing relevance to
individual input nodes is to trace back contributions to the final
output node layer by layer. While several different versions of the
LRP algorithm exist, they all share the same principle: the total
relevance—e.g., the activation strength of an output node for a
certain class—is conserved per layer; each of the nodes in layer
l that contributed to the activation of a node j in the subsequent

layer l + 1 gets attributed a certain share of the relevance R
j

l+1
of that node. Overall, the sum over the relevances of all nodes i
contributing to neuron j in layer l must sum to R

j

l+1
, such that

the total relevance per layer is conserved:

∑
i

R
i→j

l,l+1
= R

j

l+1
(1)

There are different ways in which the relevance can be distributed
over the input nodes i and different rules for how to distribute the
relevances have been proposed. In this paper, we used the β-rule
(as described in Binder et al., 2016b):

R
i→j

l,l+1
=

(
(1+ β)

z+ij

z+j
− β

z−ij

z−j

)
R
j

l+1
. (2)

Here, z
+/−
ij refers to the amount of positive/negative input that

node i contributed to node j. The individual contributions are
divided by the sum over all positive/negative contributions of the

nodes in layer l, z
+/−
j =

∑
i z

+/−
ij , such that the relevance is

conserved from layer l + 1 to layer l. We have chosen this rule,
as it allows for adjusting how much weight is put on positive
contributions relative to inhibitory contributions that benefit
the AD score. LRP with a β value of zero allows only positive
contributions to be shown in the heatmap, whereas non-zero β

values additionally correct for the inhibitory effects of neuron
activations. When diagnosing AD, the network needs to balance
structural evidence speaking for and against AD. Any given local
area that looks healthy to the network, might have inhibitory
effects on the AD score, as it correlates more with HC patients.
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As the network increases its receptive field size throughout the
layers, healthy areas within this receptive field might inhibit
the contribution of affected areas to the final class score of
AD. By reversing this process with LRP, positive contributions
lying closer to healthy areas will thus obtain a lower relevance
score, as they overlap with inhibited receptive fields. This leads
to sparser heatmaps, see also Binder et al. (2016a), and might
disproportionately affect small structures surrounded by “healthy
areas.” As AD—especially in the early stages of the disease—can
affect brain areas in a highly localizedmanner, heatmaps obtained
with lower β values might therefore be more meaningful, as
they highlight all positive contributions, irrespective of their
surroundings. Accordingly, we focus in the present study on
β = 0, but additionally test the robustness for varying values of
β (β = 0, 0.25, 0.5, 0.75, 1).

For a more detailed description of the LRP algorithm, we
kindly refer the reader to Bach et al. (2015); Montavon et al.
(2018). A PyTorch implementation of the LRP algorithm has
been developed for the current work and is available on github4.

2.3.2. Guided Backpropagation (GB)
In order to emphasize and point out the advantages of LRP as
a diagnostic tool, we compared it to a gradient-based method,
the guided backpropagation (GB) algorithm (Springenberg et al.,
2014). In GB, the absolute values of the gradient of the output
with respect to the input nodes is shown as a heatmap, with
the additional twist that negative gradients are set to zero at the
rectification layers of the network. As was shown by Rieke et al.
(2018), “rectifying” the gradients in the backward pass leads to
more focused heatmaps.

2.4. Analyzing the Classification Decisions
The CNN model was evaluated on each MR image from the test
set and, subsequently, both the LRP as well as the GB algorithm
were used to produce a heatmap for each MR image. In the
case of LRP, we produced separate heatmaps for each β value.
We analyzed the resulting heatmaps (1) group-wise to distill
those regions, which are particularly “important” for the AD
classification and (2) individually to understand the network
decisions per sample and find differences between subjects. For
the former, we computed an average AD heatmap (obtained from
all AD subjects) and an average HC heatmap (obtained from all
HCs), which we then further split into a true positive heatmap
(i.e., average heatmap of clinically validated AD patients, who are
classified as AD), a false positive heatmap (i.e., average heatmap
of HCs classified as AD), a true negative heatmap (i.e., average
heatmap of HCs classified as HC) and a false negative heatmap
(i.e., average heatmap of clinically validated AD patients classified
as HC). For GB, these heatmaps highlight those areas to which
the network is on average most susceptible. For LRP, they show
the average relevance of each voxel for contributing to the AD
score. All LRP heatmaps show the average relevance for the
same class (AD), such that they can be compared on the same
scale (relevance for AD diagnosis). As the AD scores of HCs

4https://github.com/moboehle/Pytorch-LRP

typically range between 0 and 0.5, there will be relevance for AD
in HCs, too.

2.5. Atlas-Based Importance Metrics
To quantitatively analyze the heatmaps and the underlying CNN
model, we assessed the importance of different brain areas—
as defined by the Neuromorphometrics brain atlas (Bakker
et al., 2015)—by using the following three metrics for both LRP
and GB.

2.5.1. Sum of AD Importance per Area
As a first metric of importance, the resulting heatmap values
were simply summed per area. While this can already be taken
as a measure of importance, the resulting importance scores
are highly correlated to the area size, see Figure 4. Therefore,
two size-independent metrics for importance were additionally
analyzed inmore detail: the size-normalized sum, and the average
gain (ratio) when comparing to the average HC patient.

2.5.2. Size-Normalized AD Importance Metric
For diagnostic purposes, it can be particularly interesting
to identify areas that over their entire volume carry a lot
of information, i.e., areas with high relevance density or, in
GB, susceptibility density. Therefore, we divided here the sum
of AD importance per area by the size of the area (i.e.,
number of voxels), which corresponds to the regional mean
relevance/susceptibility. While low values over large areas might
be due to statistical fluctuations in the data, clusters of relevance
(LRP) or susceptibility (GB) in a very confined area could be
indicative of the presence of certain biomarkers for AD.

2.5.3. Gain—Ratio of Values With Respect to the

Average HC
Lastly, it is important to note that HCs are not “relevance-
free” under the LRP algorithm: HCs might exhibit certain
structural elements in their brains that are correlated with the
AD diagnosis. While the network might still classify them as HC,
these structures lead to a class score greater than zero for virtually
every subject. Thus, as an additional metric, we will look at the
“gain” in relevance (LRP) and susceptibility (GB) per area, i.e.,
the ratio to the average HC in that area. By doing this, those
areas that differ most between the two cases will be attributed the
highest importance.

3. RESULTS

In section 3.1, we compare the heatmaps generated by GB and
LRP qualitatively with respect to different β values and different
sets of data (AD, HC, true positives, false positives etc., see
Figures 2, 3). In section 3.2, we quantitatively compare the
heatmaps with respect to the different atlas-based importance
metrics (see Figures 4–7). In section 3.3, we present and discuss
the LRP heatmaps of two individual patients (see Figure 8) and
investigate the association between LRP relevance scores and
hippocampal volume as one of the neurobiological key markers
of AD (see Figure 9).
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FIGURE 4 | Absolute sum of relevance (LRP, Top) and absolute sum of susceptibility (GB, Bottom) is shown for different brain areas. Susceptibility refers to the

absolute value of the GB gradients. Only the top 25 most important areas under this metric are shown for LRP and GB respectively. The circles show the average sum

for each area over all AD patients (orange) and all healthy controls (HCs, green) in the test set. By setting the metric to linearly scale with the corresponding brain area

size, it becomes clear that this metric is correlated with the size of the brain areas.

3.1. Average Heatmap Comparison
In Figure 2, we show the average heatmaps for AD patients and
HCs, separately for LRP with different β values (β = 0, 0.5, 1)
and GB. The AD pattern between LRP and GB is relatively
similar, which is reasonable because all heatmaps are extracted

from the same CNN model. However, whereas GB heatmaps
are very susceptible for both AD and HCs, LRP heatmaps show
much more relevance in AD patients than HCs. This indicates
that LRP heatmaps might be more valuable in assessing why
a certain person has been classified as AD patient as opposed
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FIGURE 5 | Size-normalized relevance (LRP, Top) and size-normalized susceptibility (GB, Bottom) is shown for different brain areas. Only the top 25 most important

areas under this metric are shown for LRP and GB respectively. We show the average density for all AD patients (orange circles) and all healthy controls (HCs, green

circles) in the test set along with a density estimation of the distribution of values per area (orange and green shaded area for AD and HCs respectively). Moreover, two

patients were selected to emphasize the diversity in relevance distributions for LRP; the patients were selected as those with the highest cosine distance in the

relevance-density space of the 25 areas between each other among those patients that were classified as AD with a class score >90%.

to which voxels should be changed to increase the likelihood
for AD diagnosis. Concerning the different β values, it is noted
that the heatmaps look qualitatively similar, but that sparseness
increases with higher β values (which is due to a larger effect
of inhibitory contributions, see also Binder et al., 2016a). Since
β values close to 0 focus on positive AD contributions and are

thus clinically better interpretable, we focus on β = 0 in the
remaining analyses.

In Figure 3, we show the average heatmaps for the distinct
classification cases (true positives, false positives etc.), separately
for LRP (β = 0) and GB. In particular, the false positives
lead to an interesting insight: For LRP, the false positives
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FIGURE 6 | Gain ofrelevance (LRP, Top) and gain of susceptibility (GB, Bottom) is shown for different brain areas. The gain per area is defined as the average sum of

relevance (LRP) or susceptibility (GB) in a given area divided by the average sum in this area over all healthy controls (HCs) in the test set. Again, only the top 25 most

important areas under this metric are shown for LRP and GB respectively. To provide an estimate of gain in correctly classified subjects, we show here the mean and

density estimations only for true positive (TP) and true negative (TN) classifications. As an additional visual aid, the identity gain (gain of 1) is shown as a dashed line.

exhibit less relevance than the true positives, but generally
in similar areas. This could indicate that in these patients
structures that are correlated with AD were found, albeit
that overall the positive contribution was less compelling
than for true AD patients. For GB, on the other hand,
the false classifications (mostly false positives, but also false

negatives) seem to exhibit the highest gradient values of all
cases. This exemplifies well what GB truly measures: in the
case of false positives (and negatives), the network might be
“unsure” and more easily influenced to change its decision;
the outcome is unstable. The highlighted areas that could
change the outcome are very broadly distributed and need
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FIGURE 7 | Comparison of the effect of different β values on the regional ordering in Figures 4–6. The intersection between the top 10 regions of the three metrics is

shown for different LRP β values in %.

not necessarily represent areas with positive contributions
for AD.

3.2. Atlas-Based Importance Metrics
In Figure 4, we show the sum of AD importance per area,
separately for LRP (β = 0) and GB. Although this metric
seems to be dominated by the size of the respective brain area,
one important qualitative difference between LRP and GB is
visible: in the LRP results, the mean importance values per
area are consistently much higher for AD patients than for
HCs. For GB, this clear split is not present; moreover, the
average sum of gradients in several brain regions, including
the cerebral white matter and cerebellum, is even higher for
HC than for AD. This exemplifies well that the heatmaps for
GB cannot directly be interpreted as showing the relevance
for AD classification, but instead show the sensitivity of the
outcome to certain areas, which does not have to be AD or
HC specific. As the absolute sum of importance correlates with
the size of the respective brain area, the following metrics,
in which we controlled for the brain area size, might be
better interpretable.

In Figure 5, the total sum of importance is normalized by
the size of the respective brain area. Here, the aforementioned
difference in the distributions between HCs and AD patients
becomes even more apparent: while the distributions are very
heavily overlapping for GB, this is not the case for LRP. Notably,
the variance in the AD distributions is much higher in the
AD case than in the HC case. This could indicate that the
network has learned to differentiate between subtypes of AD and
bases its decision on different structural elements for different
patients; the existence of different subtypes of AD has been
investigated in recent work, see for example (Ferreira et al.,
2017; Park et al., 2017). In contrast, for HCs the relevance
density is consistently very low. As an example of the diversity
in importance assessments according to this metric, we added the
“individual fingerprints” of two AD patients to Figure 5; for these

patients the individual heatmaps will be compared in section 3.3
and Figure 8.

In Figure 6, the results for the gain metric for different cases—
true positives and true negatives—are visualized. This metric
allows for plotting the LRP and the GB results on the same scale
and emphasizes once again the stronger distinction between AD
patients and HCs under the LRP algorithm. Most gain for LRP
has been found in areas of temporal lobe including transversal
temporal gyrus, hippocampus, planum temporale and amygdala.

In Figure 7, we compare the regional overlap of the top 10
regions between the β values 0, 0.25, 0.5, 0.75, 1, separately for
the three importance metrics. It is shown that (1) the regional
overlap is strongest for relevance sum followed by relevance
density and relatively unstable for gain of relevance especially for
large and more distant β values and (2) the regional overlap is–
as expected–stronger for neighboring β values. The instability
of the gain metric for higher β values is probably due to the
associated sparsity leading to very low relevance scores for HCs
(which might—in some cases—inflate the gain metric).

3.3. Individual Heatmaps—Fingerprinting

and Neurobiological Relevance
Since the LRP heatmaps take into account the individual filter
activations and therefore highlight positive contributions to the
class score of AD, they might serve as “individual fingerprints”
in a diagnostic tool. In Figure 8, we show several slices of the
relevance heatmaps for two patients in order to highlight the
diversity in those heatmaps. The two patients were selected from
the test set as those with the highest cosine distance in the
relevance-density space between each other among those patients
that were classified as AD with a class score > 90% (their
individual trajectories of region-wise relevance are shown in
Figure 5). It can be seen that the areas, which mainly contributed
to the network decision, are rather different for the two patients.
For one patient (patient B), the class score of the network
is heavily influenced by areas of the temporal lobe, such as
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FIGURE 8 | Three brain slices are shown for patient A and patient B, whose individual slopes in relevance density have been shown in Figure 5. The highlighted areas

are the hippocampus, temporal pole, amygdala, parahippocampal gyrus, medial temporal gyrus (MTG), superior temporal gyrus (STG), triangular part of the inferior

frontal gyrus (TrIFG) and frontal pole. The scale for the heatmap is chosen relative to the average AD patient heatmap. Hence, values in the individual patients that are

higher than the 90th percentile and lower than the 99.5th percentile are linearly color-coded as shown on the scale. Values below (above) these numbers are

transparent (yellow).
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FIGURE 9 | Correlation between hippocampal volume and LRP relevance/GB susceptibility in hippocampus for correctly classified AD patients (true positives; Left:

LRP, Right: GB). For illustration, we show additionally the false positive classifications.

parahippocampal gyrus, entorhinal area, hippocampus, inferior
temporal gyrus and amygdala, while for the second patient
(patient A), frontal areas, including triangular part of inferior
frontal gyrus, superior frontal gyrus and frontal pole, in addition
to superior temporal gyrus seem to be most informative.

To investigate whether higher importance scores correspond
to stronger anatomical deviations (e.g., atrophy) in correctly
classified AD patients (true positives), we performed a
correlation analysis between hippocampal volume and LRP
relevance/GB susceptibility scores (see Figure 9). We show
that the LRP relevance score (β = 0) in the hippocampus is
significantly (negatively) correlated with hippocampal volume
(−0.560, p < 10−3, permutation test), whereas the GB score
is not (0.096, p = 0.77). To rule out that false positives
are outliers in terms of association between hippocampal
volume and LRP relevance, we included them in Figure 9.
Interestingly, for larger β values the correlation tends to
decrease (−0.560, −0.562, −0.525, −0.457, −0.361 for
β = 0, 0.25, 0.5, 0.75, 1 respectively) supporting our notion of a
higher neurobiological relevance in case of β values close to 0.

4. DISCUSSION

In this study, we introduced LRP as a powerful method for
explaining individual CNN decisions in AD classification. After
training a CNN to separate AD patients and HCs based
on structural MRI data, individual heatmaps—indicating the
importance for each voxel for the respective classification
decision—were produced for the test subjects. We analyzed the
heatmaps with respect to different classification subgroups (AD
patients, HCs, true positives, false positives etc.) and different
β values. The relevance of brain regions contained in the
Neuromorphometrics atlas was evaluated using three different
importance metrics, namely the sum of importance per area, the
size-normalized AD importance, and the gain as ratio between

AD and HC importance. We demonstrated that LRP-derived
heatmaps—in contrast to GB—provide (1) high specificity for
individuals and (2) little relevance for AD in HCs. Additionally,
areas that exhibit a lot of relevance correlate well with what
is known from literature. Importantly, these LRP heatmaps
were produced without the need for expert annotations on
the presence or absence of biomarkers throughout the learning
process. This combination of a simple classification task (AD vs.
HC) and in-depth network analysis by LRPmight be a promising
tool for diagnostics. Additionally, it could allow for discovering
new and unknown biomarkers for a variety of diseases and might
help distinguishing subtypes of AD by analyzing the diversity in
“relevance hot-spots” across all AD patients. Furthermore, the
size-corrected metrics (“relevance density” and “relevance gain”)
seem to correlate well with what is known from AD research,
indicating that the most discriminating features for classifying
an input image as AD can be found in the temporal lobe. We
therefore think that a well-trained neural network, analyzed
by means of the LRP algorithm, can become a useful tool for
practitioners and increase the trust in computer-aided diagnoses,
as an interpretable explanation of the decision can be produced.

4.1. Regional Specificity of LRP
We quantitatively evaluated the heatmaps, obtained by either
GB or LRP, toward different brain areas according to the
Neuromorphometrics atlas (Bakker et al., 2015) by summarizing
the importance (AD relevance in case of LRP, susceptibility in
case of GB) for each brain area separately. Both types of heatmaps
mostly identified regions known to be important in disease
progression of AD, such as structures in the medial temporal
lobe including hippocampus, amygdala, parahippocampal gyrus,
and entorhinal cortex (Du et al., 2001; Desikan et al., 2009;
Frisoni et al., 2010; Velayudhan et al., 2013; Weiner et al., 2013;
Klein-Koerkamp et al., 2014; Long et al., 2017) as well as frontal
and parietal areas (Casanova et al., 2011; Quiroz et al., 2013;
Kilimann et al., 2017; Park et al., 2017; Liu et al., 2018). For
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all these regions morphometric changes including global and
local atrophy (e.g., smaller volumes of hippocampus or amygdala,
reduced cortical thickness or gray matter density) or deviations
in shape have been shown and related to disease progression
and cognitive decline (Desikan et al., 2009; Frisoni et al., 2010;
Weiner et al., 2013; Hidalgo-Muñoz et al., 2014; Long et al., 2017;
Ledig et al., 2018). These changes seem to be utilized by our CNN
framework for making individual predictions and are highlighted
in the heatmaps of both LRP and GB. However, the contrast in
importance scores between AD patients and HCs is much higher
for LRP than GB (in GB, the average heatmaps for AD patients
and HCs are quite similar). This supports the notion that LRP
heatmaps reflect AD-specific relevance, whereas GB emphasizes
areas which the network more generally is sensitive to. Regarding
other structures found to be important in our network, it might
be interesting to see if also other neural networks find relevance in
these areas and if predictions about finding significant structural
changes in these areas might be possible at some point. In this
respect, the decisions of such networks can be treated as a “second
opinion” and a reciprocal learning process with medical experts
might be initiated.

4.2. Fingerprinting and Neurobiological

Relevance
In addition to heatmap differences between AD patients and
HCs, we noticed a high variability between the heatmaps of
individual AD patients for the LRP method. This variability
was not only reflected in a high variance of important scores
within regions, but also in individual trajectories (“fingerprints”),
which we exemplary depicted for two AD patients, see Figure 8.
For future work, it might be very interesting to see if these
fingerprints reflect different disease stages of AD (Braak and
Braak, 1991; Casanova et al., 2011) or allow for identifying
subtypes of AD, in which brain areas are affected differently
(Murray et al., 2011; Noh et al., 2014; Scheltens et al., 2016;
Zhang et al., 2016; Ferreira et al., 2017; Park et al., 2017). Zhang
et al. (2016), for example, identified a temporal, a subcortical
and a cortical atrophy factor associated with impairment in
different cognitive domains. Another important question is
whether the relevance found by the LRP method reflect some
true evidence in the sense of biomarkers. By showing that
the hippocampal volume is significantly correlated to the LRP
relevance scores (but not to the GB susceptibility scores), we
argue that LRP—at least partially—succeeded here in breaking
down the relevance to the level of voxels in a meaningful
way. Interestingly, we found higher correlations for lower β

values speaking for a higher neurobiological relevance of β

values close to 0. Further studies are needed to more carefully
relate LRP relevance measures to other clinical markers of AD
including biomarkers and neuropsychological test scores, also in
dependency of different CNN models and parameter settings.
Moreover, our metrics should be evaluated in patients with mild
cognitive impairment (MCI).

4.3. Related Work
Visualization of deep neural networks is a fairly new research
area and different attempts have been made to provide intuitive

explanations for neural network decisions. However, there is
not yet a state-of-the art visualization method as saliency maps
for example have been shown to be misleading (Adebayo et al.,
2018). In Alzheimer’s research, there are only a couple of
studies that looked into different visualization methods based on
MRI and/or PET data. Most of these studies either visualized
filters and activations of the first or last layer (Sarraf and
Tofighi, 2016; Lu et al., 2018; Ding et al., 2019) or used the
occlusion method to exclude some parts (e.g., with a black
patch) of the input image and recalculate the classifier output
(Korolev et al., 2017; Esmaeilzadeh et al., 2018; Liu et al.,
2018). Based on visual impression, they found that the networks
focus primarily on areas known to be involved in AD, such
as hippocampus, amygdala or ventricles, but occasionally also
other areas such as thalamus or parietal lobe appear. Importantly,
in contrast to our study, they did not quantitatively analyze
the data, e.g., with respect to brain areas contained in an
atlas or underlying neurobiological markers. Additionally, they
did not compare different visualization methods or looked
for inter-individual differences. One study, however, used
gradient-weighted classification activationmapping (grad-CAM)
and compared it to sensitivity analysis for AD classification
(Yang et al., 2018). They demonstrate that these different
visualization methods capture different aspects of the data and
show high variability depending e.g., on the resolution of the
convolutional layers. In Rieke et al. (2018), gradient-based and
occlusion methods (standard patch occlusion and brain area
occlusion) were qualitatively and quantitatively compared for
AD classification. High regional overlaps between the methods,
mostly inferior and middle temporal gyrus, were found but
for gradient-based methods the importance was more widely
distributed. Regarding the LRP method, we are only aware
of one application in the neuroimaging field: Thomas et al.
(2018) introduce interpretable recurrent networks for decoding
cognitive states based on functional MRI data and demonstrate
that the LRPmethod is capable of identifying relevant brain areas
for the different tasks and different levels of data granularity.

4.4. Limitations
Although LRP heatmaps seem to be a promising tool for
visualizing neural network decisions, we would like to point out
several limitations of LRP and other heatmap methods in the
context of this study.

First, heatmap methods are limited by the lack of a ground
truth. Most commonly, heatmaps are qualitatively evaluated
based on visual assessment, but there are also studies proposing
sanity checks (Adebayo et al., 2018) or more objective quality
measures such as region perturbation (Samek et al., 2015). In
Lipton (2018), the interpretability of models has been generally
investigated and questioned. In medical research, heatmaps
can be qualitatively evaluated based on prior knowledge
(e.g., hippocampus is known to be strongly affected in AD,
therefore it seems reasonable to find relevance there). Given
that in the specific case of heatmaps for MR images the input
space is highly structured, we proposed here additional ways for
assessing the quality of explanations by using a brain atlas. Future
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studies might assess the neurobiological validity by removing
presumably important brain areas and re-training the classifier.

Second, it is largely acknowledged that heatmaps are quite
sensitive to the specific algorithms (and its parameters, e.g., the β

value in case of LRP) used to produce them. However, regarding
the β values in LRP, we have shown that the heatmaps are
relatively robust toward this parameter, only sparsity increases as
a function of β . Additionally, we demonstrated that the regional
ordering is relatively stable for relevance sum and density, but
unstable for the gain metric—especially in the case of large and
more distant β values.

Third, heatmaps just highlight voxels that contributed to a
certain classifier decision, but do not allow making a statement
about the underlying reasons (e.g., atrophy or shape differences)
or potential interactions between voxels or brain areas. For
example, it is difficult to disentangle interactions between
different regions (certain patterns in the hippocampusmight only
be considered as positive evidence if structure Y is found in area
Z) nor do we know whether the network developed specific filters
for atrophy or the shapes of different structures. Although we
found in this study a significant correlation between hippocampal
volume and LRP relevance measures, we can not make any claim
about causal relationships here. Future studies are necessary
to more systematically investigate the relationship between
manifested neurobiological markers and LRP explanations.

Fourth, heatmaps strongly depend on the type and quality
of the classifier, whose decisions are sought to be explained.
Therefore, each heatmap should be read as an indication of
where the specific networkmodel sees evidence. For badly trained
networks, this does not have to correlate at all with the presence
of actual biomarkers. Nevertheless, the better the classifier, the
more likely it becomes that the classifier uses meaningful patterns
as a basis for its decision and that the heatmaps correlate with
“true” evidence for AD. However, heatmaps are also useful in
cases, where classification performance is low or sample size is
rather small, e.g., for better understanding if the classifier picks
up relevant or irrelevant features (e.g., noise or imaging artifacts)
and if there are any biases present in the data set (Lapuschkin
et al., 2016; Montavon et al., 2018). It would be very interesting
to investigate how the heatmaps change for different networks, as
those which yield stronger classification results should also base
their decisions on better “evidence”.

And finally, it should be stressed that when we refer to
brain areas throughout this work, we refer to the location
that the areas are assigned in the brain atlas and not to the
individual anatomical structures of any patient. Due to inter-
individual differences, the match between the atlas and the
individual patient’s anatomical realities will not be perfect; this
is most likely further aggravated by the presence of atrophy in
AD patients.

5. CONCLUSION

In conclusion, we introduced the LRP method for explaining
individual CNN decisions in MRI-based AD diagnosis. In
contrast to GB, LRP heatmaps can be interpreted as providing

individual AD relevance (“What speaks for AD in this particular
subject?”) as opposed to a general susceptibility for small
variations in the input data. Additionally, we provided a
framework and specific metrics (i.e., “relevance density” and
“relevance gain”) to quantitatively compare heatmaps between
different groups, brain areas or methods. We demonstrated
that these metrics correlate well with clinical findings in AD,
but also vary strongly between AD patients. By this, the
LRP method might be very useful in a clinical setting for a
case-by-case evaluation. However, we would like to point out
that (1) our metrics should be evaluated in different network
architectures and (2) other (individual) brain atlases might be
used for the evaluation of regions. Future studies should evaluate
the LRP method on patients with mild-cognitive impairment
(MCI) and relate findings to known biomarkers in AD. We are
convinced that our framework might also be very useful for other
disease classification studies in helping to understand individual
network decisions.
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A B S T R A C T

Machine learning-based imaging diagnostics has recently reached or even surpassed the level of clinical experts
in several clinical domains. However, classification decisions of a trained machine learning system are typically
non-transparent, a major hindrance for clinical integration, error tracking or knowledge discovery. In this study,
we present a transparent deep learning framework relying on 3D convolutional neural networks (CNNs) and
layer-wise relevance propagation (LRP) for diagnosing multiple sclerosis (MS), the most widespread auto-
immune neuroinflammatory disease. MS is commonly diagnosed utilizing a combination of clinical presentation
and conventional magnetic resonance imaging (MRI), specifically the occurrence and presentation of white
matter lesions in T2-weighted images. We hypothesized that using LRP in a naive predictive model would enable
us to uncover relevant image features that a trained CNN uses for decision-making. Since imaging markers in MS
are well-established this would enable us to validate the respective CNN model. First, we pre-trained a CNN on
MRI data from the Alzheimer's Disease Neuroimaging Initiative (n=921), afterwards specializing the CNN to
discriminate between MS patients (n=76) and healthy controls (n=71). Using LRP, we then produced a
heatmap for each subject in the holdout set depicting the voxel-wise relevance for a particular classification
decision. The resulting CNN model resulted in a balanced accuracy of 87.04% and an area under the curve of
96.08% in a receiver operating characteristic curve. The subsequent LRP visualization revealed that the CNN
model focuses indeed on individual lesions, but also incorporates additional information such as lesion location,
non-lesional white matter or gray matter areas such as the thalamus, which are established conventional and
advanced MRI markers in MS. We conclude that LRP and the proposed framework have the capability to make
diagnostic decisions of CNN models transparent, which could serve to justify classification decisions for clinical
review, verify diagnosis-relevant features and potentially gather new disease knowledge.
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1. Introduction

Multiple Sclerosis (MS) is the most widespread autoimmune neu-
roinflammatory disease in young adults with 2.2 million cases reported
worldwide (Mitchell et al., 2019). The disease is mainly characterized
by inflammation, demyelination and neurodegeneration in the central
nervous system and often leads to substantial disability in patients
(Reich et al., 2018). The current quasi-standard for diagnosing MS, the
McDonald criteria, relies on clinical presentation and the presence of
lesions visible in conventional T2-weighted brain magnetic resonance
imaging (MRI) data (Thompson et al., 2018). Most common in clinical
practice are fluid-suppressed T2-weighted image sequences (e.g. fluid-
attenuated inversion recovery sequence [FLAIR]), which are sensitive
towards MS-relevant white matter lesions, but also relatively unspecific
with respect to underlying disease processes (Geraldes et al., 2018).
Several other imaging markers have been described including global
brain atrophy, thalamic atrophy, cortical lesions, altered structural and
functional connectivity or central vein signs (Lowe et al., 2002;
Azevedo et al., 2018; Absinta et al., 2016; Filippi et al., 2016; Sinnecker
et al., 2019; Backner et al., 2018; Pawlitzki et al., 2017; Solomon et al.,
2017), of which some are captured in conventional MRI and others
require advanced MRI techniques such as diffusion weighted imaging or
functional MRI.

In the last decade, a lot of research effort has been put on the au-
tomatic (i.e. data-driven) detection of neurological diseases based on
neuroimaging data including MRI (Orrù et al., 2012; Woo et al., 2017).
Early approaches combined parameter-based machine learning algo-
rithms, such as support vector machines, with carefully extracted fea-
tures known or hypothesized to be relevant in the respective disease. In
MS research, features ranging from T2 lesion characteristics to atrophy
to local intensity patterns or multi-scale information extracted from
MRI data have been used in combination with standard machine
learning analyses to either diagnose MS or predict disease progression
(Eshaghi et al., 2018; Nichols et al., 2012; Weygandt et al., 2011;
Hackmack et al., 2012a; Hackmack et al., 2012b; Weygandt et al., 2015;
Wottschel et al., 2015). While choosing features based on expert criteria
reflects the current state of knowledge, it does not allow for finding new
and potentially unexpected hidden data properties, which might also
help in characterizing a certain disease. Deep learning techniques fill a
gap here and allow for utilizing hierarchical information directly from
raw or minimally processed data (Lecun et al., 2015). By being speci-
fically tailored to image data, in particular convolutional neural net-
works (CNNs) have led to major breakthroughs in medical imaging
(Litjens et al., 2017; Rajpurkar et al., 2017a; Rajpurkar et al., 2017b; De
Fauw et al., 2018). In neuroimaging, most CNN analyses so far focused
on Alzheimer's disease (Vieira et al., 2017), but there are also some
recent studies in MS. Given the importance of lesions in diagnosing MS
and monitoring disease progression, most efforts have been put on the
task of lesion segmentation (Valverde et al., 2017; Li et al., 2016;

Khastavaneh and Ebrahimpour-Komleh, 2017). Others used CNNs to
diagnose MS based on 2-dimensional MRI slices (Wang et al., 2018) or
to predict short-term disease activity based on binary lesion masks (Yoo
et al., 2016).

Despite their potential, deep learning methods are criticized for
being non-transparent (such as a ‘black box’) due to the difficulty to
retrace the classification decision in light of huge parameter spaces and
highly non-linear interactions (Castelvecchi, 2016). This is especially
problematic in medical applications since understanding and explaining
neural network decisions is required for clinical integration, error
tracking or knowledge discovery. Explaining neural network decisions
is an open research area in computer science and a number of sugges-
tions have been made in recent years. Different directions for ex-
planations include visualizing features (Zeiler and Fergus, 2014), gen-
erating images that maximally activate a certain neuron (Olah et al.,
2017) and creating heatmaps based on the input images indicating the
relevance of each voxel for the final classification decision (Simonyan
and Zisserman, 2014; Bach et al., 2015; Springenberg et al., 2015).
Heatmaps are in particular valuable in the medical context, since they
allow for an easy and intuitive investigation of what the respective
classifier found to be important directly in the input data. Besides un-
derstanding diagnostic decisions for individual patients, heatmaps
might be useful in validating CNN models. Recently, we have shown the
potential of transparent CNN applications for knowledge discovery in
Alzheimer's disease (Rieke et al., 2018; Böhle et al., 2019).

The objective of the current study was to investigate whether a
transparency approach can uncover decision processes in MRI-based
diagnosis of MS, a disease with well-defined imaging markers, thereby
supporting future clinical implementation and verification of machine
learning-based diagnosis systems. We present a transparent CNN fra-
mework (see Fig. 1) for the MRI-based diagnosis of MS relying on layer-
wise relevance propagation (LRP, (Bach et al., 2015; Samek et al.,
2017a)) – a heatmap method that has been shown to outperform pre-
vious approaches in terms of explainability and disease-specific evi-
dence (Böhle et al., 2019; Samek et al., 2017a). Since the data set was
rather small (n=147), we investigated the effect of pre-training the
CNN on data from the Alzheimer's Disease Neuroimaging Initiative
(ADNI, n=921). Using LRP, individual heatmaps were generated for
each subject and analyzed with respect to well-established imaging
features in MS (e.g. white matter lesions or thalamic atrophy). By
showing that LRP in combination with a naive CNN model (i.e. a model
independent of MS-specific knowledge) indeed helps in uncovering
relevant imaging features, we conclude that this framework is not only
useful in justifying individual diagnostic decisions but also to validate
CNN models (especially in light of small sample sizes).

Fig. 1. Illustration of the transparent CNN framework. In the
training phase, the CNN model learns a non-linear relation-
ship between the MRI data and the binary diagnostic labels
(MS yes/no). Optionally, the CNN models are pre-trained on a
substitute data set or lesions are filled in the MRI data. The
learned CNN model is then tested on new subjects to predict
the diagnostic label. By supplementing this label with a LRP
heatmap, which indicates the relevance of each voxel for the
respective label, this framework allows us to understand (at
least to some extent) the classification decision in individual
subjects. Additionally, the validity of the CNN models can be
assessed by matching highlighted brain areas with domain
knowledge.

F. Eitel, et al.



2. Materials and methods

2.1. Subjects

In the present study, we retrospectively analyzed data collected by
FP from Charité – Universitätsmedizin Berlin as part of the VIMS study:
Follow-up examination of visual parameters for the creation of a da-
tabase (neuro-ophthalmologic register) in patients with MS versus
healthy subjects.2 We enrolled 76 patients with relapsing-remitting MS
according to the McDonald criteria 2010 (Polman et al., 2011) and 71
healthy controls. Patients were excluded if they were outside the age
range of 18–69 or did not have an MRI scan. All patients were examined
under supervision of a board-certified neurologist at the NeuroCure
Clinical Research Center (Charité – Universitätsmedizin Berlin) be-
tween January 2011 and July 2015. All participants provided written
informed consent prior to their inclusion in the study. The study was
approved by the local ethics committee and was performed in ac-
cordance with the 1964 Declaration of Helsinki in its currently ap-
plicable version. Part of this data has been used in previous studies (e.g.
(Kuchling et al., 2018)). Demographical details of subjects can be found
in Table 1. There is a significant group difference in age (p<0.05,
obtained via a t-test), but not in sex (chi-squared test).

2.2. MRI acquisition and preprocessing

All MRI data were acquired on the same 3 T scanner (Tim Trio
Siemens, Erlangen, Germany) using a volumetric high-resolution T1
weighted magnetization prepared rapid acquisition gradient echo
(MPRAGE) sequence (TR=1900ms, TE= 2.55ms, TI= 900ms,
FOV=240×240 mm2, matrix 240×240, 176 slices, voxel size: 1 mm
isotropic) as well as a volumetric high-resolution fluid-attenuated in-
version recovery sequence (FLAIR, TR=6000ms, TE= 388ms,
TI= 2100ms; FOV=256×256 mm2, voxel size: 1 mm isotropic). All
MR images were bias field corrected using non-parametric non-uniform
intensity normalization (Tustison et al., 2010), changed to a robust field
of view and linearly oriented to MNI space using FMRIB software tools
(Jenkinson and Smith, 2001). The FLAIR images were then co-regis-
tered to the MPRAGE images using a spline interpolation with FSL
FLIRT (Jenkinson et al., 2002). Lesion segmentation was done semi-
automatically on FLAIR using the lesion prediction algorithm (Schmidt,
2017) as implemented in the Lesion Segmentation Toolbox3 version
2.0.15. Lesion masks are subsequently manually corrected by two raters
using ITK-SNAP (Yushkevich et al., 2006).4 Both raters have more than
5 years of experience in T2 lesion segmentation and were supervised by
a board-certified neuroradiologist (MS). Raters were not blinded to the
diagnosis. Generation of a brain mask and tissue segmentation into gray
matter, white matter, and cerebrospinal fluid was achieved using the
Computational Anatomy Toolbox version 11.09 (Gaser and Dahnke,
2016) implemented in SPM12 version 7219. The data were pre-
processed in that way to ensure that images are in relative realignment
while preserving individual structural variations. Only FLAIR data en-
tered the subsequent analyses because this is the most sensitive se-
quence for lesions and used in clinical routine for diagnosing MS and
monitoring disease progression. For computational efficiency initial
scan volumes (182× 218×182) were down-sampled to
96×114×96 voxels (voxel size: 2 mm isotropic) and standardized for
each subject using min-max scaling. To analyze what the classifier picks
up when there are no lesions, we generated an additional MRI data set,
in which the lesions in FLAIR images were filled. For this, we im-
plemented a version of (Valverde et al., 2014), in which lesion areas

(according to the manually segmented lesion masks) have been re-
placed by local average intensities in normal-appearing white matter.
White matter maps were obtained from the SPM 12 tissue segmentation
algorithm (Ashburner and Friston, 2003).

2.3. ADNI data for pre-training

Data used for pre-training were obtained from the Alzheimer's
Disease Neuroimaging Initiative (ADNI) database5 We have used sub-
jects from ADNI phase 1 who were included in one of two standard MRI
collections (Wyman et al., 2013). We only selected MRI data of Alz-
heimer's disease (AD) patients and cognitive normal subjects, in total
921 MRI scans from 389 subjects (covering one to three time points).
Follow-up acquisitions can be interpreted as a form of data augmen-
tation used to increase the variance within the training data base. De-
mographical information can be found in Table 2. The MRI scans were
acquired with 1.5 Tesla scanners at multiple sites and had already
undergone gradient non-linearity, intensity inhomogeneity and
phantom-based distortion correction. T1-weighted MPRAGE scans were
downloaded and warped to MNI space with ANTs (Avants et al., 2011).
As for the MS data, the initial scan volumes were down-sampled to
96× 114×96 voxels and standardized.

2.4. Classification and visualization analyses

Based on the preprocessed FLAIR data, we first trained several CNN
models (with and without pre-training, with and without lesion-filling)
to discriminate MS patients and healthy controls and then explained the
model's decisions for individual subjects in the test data using LRP. For
the CNN models, we evaluated the effect of transfer learning by (1)
training the model solely on MS data and (2) pre-training the model on
ADNI data and fine-tuning it on MS data. To examine whether our pre-
trained network can also learn from only normal-appearing brain
matter (NABM), i.e. regions without hyperintense lesions, we retrained
the network on lesion-filled FLAIR data. As baseline analyses, we in-
cluded a support vector machine to classify based on (1) lesion volume
and (2) preprocessed FLAIR data. Prior to training, the MS data set was
randomly split into two sets: (1) a set for training and hyperparameter
optimization (85%) and (2) a holdout set used only for final model
evaluation (15%). The code for all models and also the lesion filling
algorithm is available at https://github.com/derEitel/
explainableMS. In the following subsections, we specify our para-
meter settings for CNNs, transfer learning and visualization techniques
(in particular LRP).

2.4.1. Convolutional neural networks
In this study, we used a 3D CNN architecture consisting of four

convolutional layers followed by exponential linear units (ELUs) acti-
vation functions and four max-pooling layers applied after the first,
second and fourth ELU activation. For each convolutional layer, we

Table 1
Demographics of MS patients and healthy controls. Disease duration is mea-
sured in months and lesion volume in ml. EDSS, expanded disability status
scale; std., standard deviation.

MS patients Healthy controls

Subjects [n] 76 71
Female/Male, in % 55% / 45% 65% / 35%
Age (in years), mean ± std 43.32 (±11.99) 38.23 (± 13.10)
Disease duration, median, range 139.14 (0–522.59) n.a.
EDSS, median, range 2.50 (0.00–6.50) n.a.
Lesion volume, median, range 5.10 (0.12–232.47) 0.09 (0–14.98)

2 https://neurocure.de/en/clinical-center/clinical-

studies/current-studies.html
3 http://www.statistical-modelling.de/lst.html
4 http://www.itksnap.org 5 http://adni.loni.usc.edu, RRID:SCR_003007
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learned 64 filters with a kernel size of 3× 3×3. Finally, a linear layer
with an output shape of 1 and a sigmoid activation returns the classi-
fication score. To improve generalization, the model has been reg-
ularized using a dropout on the outputs of each max-pooling layer
(p=0.3), L2-regularization (λ=0.01) using the weights of the third
and fourth convolutional layer, and finally early-stopping the training
after the validation loss has not improved for 10/15 epochs during pre-
training/fine-tuning. We trained all models using the Adam optimizer
(Kingma and Ba, 2014). Hyperparameters (including learning rate, L2
regularization and dropout probability) were optimized on 85% of the
training data, leaving 15% for validation. After finding suitable hy-
perparameters, the model performance was tested out-of-sample on the
holdout set. To increase robustness, all CNN experiments were repeated
10 times on the same data split, and thus reported metrics are an
average over all 10 trials. We report balanced accuracy as a mean be-
tween sensitivity and specificity as well as area under the receiver op-
erating characteristic curve (AUC). All code was implemented using
Keras (Chollet, 2015) with the TensorFlow (Abadi et al., 2015)
backend.6

2.4.2. Transfer learning
Due to the small sample size of the MS data set, we employed the

principle of transfer learning (Crammer et al., 2008; Duan et al., 2009;
Ben-David et al., 2010), which has been shown to improve performance
in medical imaging including MRI data (Gupta et al., 2013; Tajbakhsh
et al., 2016; Ghafoorian et al., 2017; Hosseini-Asl et al., 2018; Basaia
et al., 2019). We pre-trained our CNN model on ADNI MRI data to
separate AD patients and healthy controls, and fine-tuned it on the MS
data set to separate MS patients and healthy controls. Since the ADNI
data set contains multiple scans for several subjects we ensured that
validation and testing was done on disjoint subject sets. The average
balanced accuracy over all trials was 78.47%. For further analysis, we
selected a model from the 10 trials based on its performance, and then
picked its training checkpoint with the best validation accuracy of
82.50%. Fine-tuning on the MS data set uses the same model archi-
tecture, which is initialized with the weights and biases of the selected
pre-trained model instead of randomly distributed values. We allow all
layers to re-learn because we transferred a CNN model between rather
different tasks and data sets, in particular (1) across diseases (AD to MS)
and (2) across MRI sequences (MPRAGE to FLAIR) exhibiting different
magnetic field strengths (1.5 and 3 Tesla). Additionally, the data was
augmented during fine-tuning, such that during the creation of each
mini-batch each image was flipped along the sagittal axis with a
probability of 50% and randomly translated between −2 and 2 pixels
within the axial plane. We found optimal initial learning rates to be
0.001 in the pre-training and 0.0005 with a 0.002 decay in the fine-
tuning phase.

2.4.3. Visualization
Deep learning methods are often criticized for their lack of inter-

pretability and over the last years much research has focused on im-
proving the interpretability of neural networks (Castelvecchi, 2016;
Montavon et al., 2018; Lapuschkin et al., 2019). While some work has
focused on understanding class representations and functions of in-
dividual neurons, others have developed methods to generate heatmaps

based on the input data that indicate the importance or relevance of
each pixel or voxel for the final classification decision (Bach et al.,
2015; Springenberg et al., 2015; Simonyan et al., 2013). The latter
approach is in particular promising in the medical field since it allows
for explaining in a fast and intuitive way individual classification de-
cisions without the need for delving deeply into the network structure
(Böhle et al., 2019). Generally, it is distinguished between local and
global attribution methods (Ancona et al., 2017). Whereas local attri-
bution methods represent how a change in a specific voxel would im-
pact the network's output and solely rely on the network's gradient (e.g.
sensitivity analysis resulting in image-specific saliency maps), global
attribution methods adjust the relevance of the presence of a feature
globally by weighting it with the entire input and thus are more suitable
for explanation. In the present study, we used LRP, which has been
shown to be a powerful global attribution method (Bach et al., 2015;
Samek et al., 2017a; Lapuschkin et al., 2019). It uses the classification
score f(x) directly (and not the gradient as in most other visualization
methods) and propagates it through the network using the following
rule
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Here, the relevance from layer Rj is propagated to its previous layer
Ri. The term ε is set to a small value (in this study: 0.001) to avoid
division by 0. By using both the activation x as well as the weights w
connecting layers i and j, LRP assigns a larger share to neurons that are
more strongly activated and to connections which have been reinforced
during training (Samek et al., 2017b). By decomposing the classifica-
tion score f(x) rather than the gradient and conserving the classification
score during backpropagation, LRP overcomes the flaws of sensitivity
analysis (Samek et al., 2017b) and has been shown to provide evidence
for AD in individual subjects (Böhle et al., 2019). Recently, it has been
shown that LRP can be formulated in the same mathematical frame-
work as other global attribution methods including gradient*input
(Shrikumar et al., 2017), integrated gradients (Sundararajan et al.,
2017) and DeepLIFT (Shrikumar et al., 2017) and are equivalent under
certain assumptions (Ancona et al., 2017).

In this study, we produced individual LRP heatmaps for every
subject in the holdout set. We have used the iNNvestigate im-
plementation of LRP (Alber et al., 2018).7 For comparison, we produced
heatmaps using gradient*input as an alternative global attribution
method.

2.4.4. Evaluation of heatmaps
Besides qualitatively comparing individual heatmaps, we compared

average heatmaps of MS patients and healthy controls. We evaluated
the importance of different brain regions by computing the average
relevance for each brain area in the (1) Neuromorphometrics atlas8

(Bakker et al., 2015) mostly containing gray matter regions and the (2)
JHU DTI-based white-matter atlas9 (Mori and Crain, 2005) containing
white matter regions. Areas were aggregated between left and right
hemisphere and certain substructures are combined into one region. For
visualization of (1) we selected the 30 areas with the highest sum of
absolute relevance means across MS patients and healthy controls in the
test set, yielding areas with both the highest and lowest relevance.
Please reconsider here that the MRI data have only been linearly re-
gistered and thus slight deviations from the anatomical locations stated
in the atlases are conceivable. To evaluate the effect of transfer learning
on the heatmaps, we compare average heatmaps for MS patients before

Table 2
Demographics of ADNI data set.

AD patients Healthy controls

Subjects [n] 231 158
Female/Male, in % 42% / 58% 48% / 52%
Age (in years), mean± std 74.98 (±7.40) 75.93 (± 5.01)

6 Keras version 2.2; TensorFlow version 1.11

7 The implementation can be found at https://github.com/albermax/
innvestigate

8 Contained in the SPM12 software, https://www.fil.ion.ucl.ac.uk/
spm/software/spm12/

9 https://fsl.fmrib.ox.ac.uk/fsl/fslwiki/Atlases
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and after pre-training. To assess the relevance of normal-appearing
brain areas in contrast to lesion areas, we computed relevance scores
separately for the original MRI data set and the lesion filled MRI data
set. To assess the amount of relevance attributed to the lesions in the
original MRI data set, we computed

=
∑

∑

+

+

lm hm
hm

lesion relevance *
(2)

where lm is the individual lesion mask and hm+ the individual positive
relevance.

2.4.5. Baseline analyses
As a baseline we have trained a support vector machine (SVM) to

classify between MS patients and healthy controls based on (1) FLAIR
lesion load and (2) preprocessed FLAIR volumes. Hyperparameters
were tuned on the training data set using grid search, nested within a 5-
fold cross-validation (SVM kernel: linear and radial basis function
[RBF], C, γ=[0.001,0.1,1,10]); for the preprocessed FLAIR volumes an
optional prior dimensionality reduction step via principal component
analysis was performed.

3. Results

3.1. Classification performance

In Table 3, we depict the performance for the different classification
models. As expected FLAIR lesion load – as one of the core biomarkers
in MS – in combination with a SVM led to a high balanced accuracy
(88.46%) and a high AUC (94.62%). When instead of the FLAIR lesion
load the entire FLAIR volume is used as input to the SVM, the AUC
dropped down to 66.92%. The CNN model solely trained on the MS
data set resulted in a balanced accuracy of 71.23% and an AUC of
85.46%. When the network has been pre-trained on the ADNI data set
and fine-tuned to the MS data set, the balanced accuracy increased by
16 percentage points to 87.04% and is therefore comparable to the
performance of the baseline FLAIR lesion load model. Moreover, the
pre-trained CNN model outperformed all other classifiers in terms of
AUC (96.08%) and importantly also in terms of sensitivity (93.08%).
The ROC curve for all 10 trials is shown in supplementary Fig. 1. For
further processing we have selected the model with the best validation
balanced accuracy from the 10 training repetitions of 91.67%, which
achieved a holdout balanced accuracy of 91.15%. Its training curve can
be found in supplementary Fig. 2. To assess the impact of normal-ap-
pearing brain matter, we trained the same CNN model on lesion-filled
FLAIR data. Still, a reasonable balanced accuracy of 70.15% and a re-
latively high AUC of 90.92% has been achieved.

3.2. Visualization

After the CNN models have been trained, we used LRP to generate
an individual heatmap for each subject in the holdout data set in-
dicating the relevance of each voxel for the respective classification

decision. In Fig. 2, we show the individual heatmaps overlayed on the
FLAIR data for four correctly classified MS patients, who achieved the
highest classification scores in terms of the sigmoid output. High clas-
sification scores generally indicate a higher confidence of the model for
the respective classification decision and thus the corresponding ex-
planations are usually more pronounced and less diffuse as for cases
with lower classification scores. All four patients have in common that
high positive relevance is attributed around the occipital horn of both
lateral ventricles and covers periventricular lesion areas as well as the
body and splenium of the corpus callosum. Even though the images
were clearly classified as MS, certain regions are assigned negative re-
levance, meaning that these areas speak against the MS diagnosis. Ne-
gative relevance can be found around the frontal horn of both ven-
tricles, notably even in periventricular lesion areas (see for example
subject 1). Interestingly, lesions not bordering the ventricles seem often
to be ignored or are assigned negative relevance. For comparison, we
show and discuss individual heatmaps of two misclassified subjects in
supplementary Fig. 3.

In Fig. 3, we show average heatmaps for all correctly classified MS
patients (top) and all correctly classified healthy controls (bottom) in
the holdout set. In accordance with the heatmaps of the individual
subjects in Fig. 2, posterior periventricular white matter regions have a
strong positive relevance for the MS diagnosis. This is true for both MS
patients and healthy controls, but the effect is less pronounced for
healthy controls. The reversed effect can be seen for clusters exhibiting
negative relevance in white matter areas in the corpus callosum and
close to occipital and parietal lobe. Over all voxels healthy controls
typically obtain a negative relevance sum (mean ± std.: −1.05e-
6 ± 0.0013) as opposed to a positive relevance sum in MS patients
(3.07e-06 ± 0.0014). Notably, the total relevance attributed to lesion
areas was on average 5.15% (on MS patients 9.71%) compared to a
lesion coverage of only 0.41% in the training data set. In Fig. 4, we
show that the sum of voxels containing lesions (referred to as lesion
sum) and LRP relevance sum are significantly correlated for training
and hold-out data.

In Fig. 5, we depict the region-wise LRP relevance for MS diagnosis,
separately for MS patients and healthy controls. In the Neuromorpho-
metrics atlas (see Fig. 5a), most relevance is attributed to cerebral white
matter, followed by thalamus, lateral ventricles and diencephalon.
Negative relevance is strongest in the precuneus, followed by lingual
gyrus, cuneus and insula. In the JHU white matter atlas (see Fig. 5b),
most positive relevance is attributed to posterior corona radiata and
corpus callosum, followed by posterior thalamic radiation, tapetum,
internal capsule and fornix. Notably, these areas are generally char-
acterized by a high lesion density, which is also present in this MS data
set (see supplementary Figs. 4 and 5). Negative relevance has been
found in the superior and anterior corona radiata. Generally, the re-
levance for MS patients is higher in white matter than in gray matter
areas. Moreover, the differences between MS patients and healthy
controls are more pronounced in white matter areas.

The qualitative and quantitative analysis using another global at-
tribution method, namely gradient*input, produced highly similar re-
sults as shown in supplementary Figs. 6 and 7.

In Fig. 6, we show the effects of transfer learning on the average
relevance heatmaps for the MS patients in the holdout set. For the
untrained model with random parameters (first row), only scarcely
distributed individual voxels attain tiny relevance values. For the CNN
model trained on ADNI and directly applied to MS patients (without
fine-tuning; second row), more voxels are attributed relevance and are
diffusely clustered. For the CNN model trained only on MS data
(without pre-training; third row), strong relevance is projected to the
ventricles and periventricular white matter. And finally, for the pre-
trained model (transfer learning from ADNI to MS; last row), distinct
clusters for both positive and negative relevance can be detected, which
are more delineated than for the CNN model without pre-training.

To assess the contribution of normal-appearing brain matter, we

Table 3
Performance (in %) for the different models on the holdout data set. Values are
averages over 10 trials. Highest values per column are highlighted in bold. Pre-
train., pre-training; Class., classifier; Bal. acc., balanced accuracy; Sens., sen-
sitivity; Spec., specificity; AUC, area under the curve of the receiver operating
characteristic; les. fill., lesions filled.

Data Pre-train. Class. Bal. acc. Sens. Spec. AUC

FLAIR lesion load – SVM 88.46% 76.92% 100.00% 94.62%
FLAIR – SVM 66.92% 53.85% 80.00% 66.92%
FLAIR no CNN 71.23% 68.46% 74.00% 85.46%
FLAIR yes CNN 87.04% 93.08% 81.00% 96.08%
FLAIR - les. fill. yes CNN 70.15% 92.31% 48.00% 90.92%
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compared the relevance maps between the CNN models trained on the
original FLAIR data and the lesion-filled FLAIR data (for the perfor-
mance see Table 3). In Fig. 7, we depict the relevance for the 10 top-
scored white matter regions, separately for both models. In general one
can see that the relevance shifts from a distribution more evenly spread
among multiple areas to a distribution with a prominent peak and
otherwise low shares of relevance. Notably, relevance is shifted away
from areas with large amounts of lesions such as posterior corona ra-
diata, posterior thalamic radiata as well as tapetum towards mainly the
corpus callosum and regions with very few lesions like fornix and ex-
ternal capsule (see supplementary Fig. 4 for distribution of white matter
lesions).

4. Discussion

4.1. Summary

In the present study, we introduced a transparent framework for
analyzing neuroimaging data with CNNs that is able to explain in-
dividual classification decisions. By utilizing transfer learning we could
further achieve good classification results from only a small data set of
task-specific data. In combination with LRP, we could demonstrate the
capacity of our framework to learn significant MS-relevant information
from conventional MRI data. Notably, a pre-trained CNN was able to
identify MS patients with an accuracy similar to a classical machine

Fig. 2. Individual LRP heatmaps (overlayed on the input FLAIR data) for the four MS patients with the highest classification score in terms of the sigmoid output.
Heatmap values are normalized in the range [−0.03, 0.03]. Colors indicate regions supporting (red) or rejecting (blue) the classification as a MS patient with respect
to the underlying CNN model.
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learning analysis, in which the FLAIR lesion load was used as input.
This is quite remarkable, because the CNN model was considered to be
naive by not being provided with any prior information on MS-relevant
features such as hyperintense lesions. The subsequent visualization
analysis, using heatmaps generated by LRP, revealed that the CNN
model indeed uses (posterior) white matter lesions as primary in-
formation source. In addition, other information, e.g. in normal-ap-
pearing white and gray matter (e.g. the thalamus) have been found
useful by the CNN model.

4.2. Related work

Compared to other neurological diseases, in particular AD, only a
few MS studies exist that employ machine learning methods outside the

scope of lesion segmentation. We think that the main reasons are (1) the
lack of easy accessible large open data bases such as the Alzheimer's
Neuroimaging Initiative (ADNI) data base and (2) the focus on white
matter lesion volume as primary MRI-derived outcome measure in MS.
Classical machine learning methods in combination with more or less
sophisticated feature extraction methods, from both conventional and
advanced MRI data, have been used to (1) diagnose MS (Weygandt
et al., 2011; Hackmack et al., 2012b; Zurita et al., 2018; Eshaghi et al.,
2016) (2) decode symptom severity (Hackmack et al., 2012a) (3)
identify clinical subtypes (Eshaghi et al., 2018; Nichols et al., 2012;
Eshaghi et al., 2015) and (4) predict conversion from clinically isolated
syndrome to MS (Wottschel et al., 2015; Bendfeldt et al., 2019). Deep
learning architectures have so far been implemented for lesion seg-
mentation (Valverde et al., 2017; Li et al., 2016; Khastavaneh and
Ebrahimpour-Komleh, 2017), predicting MS based on binary lesion
masks (Yoo et al., 2016), modelling brain and lesion variability (Brosch,
2016) and finding differences in normal-appearing brain matter based
on T1-weighted and myelin images (Yoo et al., 2018). To the best of our
best knowledge, the present study is the first study employing CNNs and
advanced visualization techniques for diagnosing MS based on the
clinically most relevant MRI sequence (i.e. FLAIR).

It is generally recognized that, especially in the medical field, it is
very important that classification decisions are reasonably explained
even in light of high accuracies (which are no guarantee for a – from a
human perspective – sensible discrimination strategy (Lapuschkin et al.,
2019; Lapuschkin et al., 2016)). Although a number of methods exist
that generate individual heatmaps (Zeiler and Fergus, 2014;
Springenberg et al., 2015; Simonyan et al., 2013; Zintgraf et al., 2017),
we focused here on the LRP method (Bach et al., 2015; Montavon et al.,
2018; Lapuschkin et al., 2019) which has a solid theoretical framework
and has been extensively validated (see e.g. (Samek et al., 2017a;
Lapuschkin et al., 2019; Samek et al., 2017b)). Very recently, LRP has
shown to be very helpful for explaining cognitive states or AD diagnosis
in deep neural networks trained on either functional or structural MRI
data (Böhle et al., 2019; Thomas et al., 2018). To the best of our
knowledge, these are the only applications of LRP in the neuroimaging
field. In the present study, we demonstrated that LRP is capable of
identifying reasonable areas supporting a MS diagnosis in addition to
features needing further clinical validation. Those areas have been

Fig. 3. Average LRP heatmaps for all correctly classified MS
patients (top) and all correctly classified healthy controls
(bottom) in the holdout set. Values are normalized in the
range [−0.02, 0.02]. Please note that the underlying brain
map has been computed as the average of all training subjects
and does not reflect the MRI data of individual subjects.

Fig. 4. Correlation between lesion sum and LRP relevance sum. The Pearson
correlation coefficient is shown for both training and holdout set separately, of
which both are significant (ptrain<0.001, ptest<0.001, permutation test). The
size of each data point shows the lesion-relevance similarity according to Eq.
(2).
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shown to be robust using gradient*input as a different visualization
method. By this, we have shown that those heatmaps can be very va-
luable in explaining decisions of neural networks trained on small
sample sizes and to verify whether an algorithm has learned something
meaningful (i.e. matching domain knowledge) or just spotted biases or
artifacts in the data (see also (Springenberg et al., 2015; Lapuschkin
et al., 2019)).

4.3. Key findings

4.3.1. CNNs learn to identify lesions as an important biomarker for MS
Although our pre-trained CNN model did not get any prior in-

formation about the relevance of hyperintense lesions for MS, it learned

to successfully identify lesions as a primary information source.
Notably, the total relevance attributed to lesion areas was on average
5.15% (on MS patients 9.71%) compared to a lesion coverage of only
0.41% in the training data set. In addition, LRP relevance sum was
significantly correlated to lesion sum. We show that LRP heatmaps not
only detect single lesions in individual patients but generally attributed
most positive relevance to white matter areas around the posterior
occipital horns. Importantly, the CNN model did not simply assign high
relevance to hyperintense areas in the brain, but learned to distinguish
between different lesion locations: while anterior periventricular le-
sions as well as lesions not bordering the lateral ventricles were as-
signed no or negative relevance, only posterior periventricular lesion
areas were assigned positive relevance for MS. Interestingly,

Fig. 5. LRP relevance distribution over (a) 30 (mainly) gray matter areas from the Neuromorphometrics atlas and (b) 22 white matter areas from the JHU ICBM-DTI
atlas, separately for MS patients and healthy controls in the holdout set. The absolute values per region are rather small as LRP aims to conserve the sigmoid output
and distributes it over all voxels.
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hyperintensities in posterior ventricular regions seem to be the main
reason why the healthy control in supplementary Fig. 3 has been mis-
classified as MS patient. In general, strongest positive relevance was
found in posterior corona radiata, corpus callosum and thalamic ra-
diation, which are characterized by a high lesion density in MS patients
(see (Gass et al., 2012) and supplementary Figs. 4 and 5).

4.3.2. CNNs learn to identify relevant areas beyond lesions
The CNN model primarily focuses on lesions, but relevance has also

been attributed to gray matter areas such as the thalamus, which is
known to be affected in MS from earliest disease stages (Azevedo et al.,
2018; Azevedo et al., 2015). To further investigate what the CNN model
learns beyond lesions, we repeated the analysis on lesion filled FLAIR

data. As expected, the balanced accuracy as well as AUC decreased (by
almost 17 and 6 percentage points respectively) and relevance has
shifted away from regions which typically contain hyperintense lesions.
The region that was assigned most relevance after lesion removal was
the corpus callosum. While the corpus callosum is generally susceptible
to demyelinating lesions (Barnard and Triggs, 1974; Garg et al., 2015;
Renard et al., 2014) the literature also suggests further biomarkers such
as axonal loss and diffuse atrophy (Renard et al., 2014; Evangelou et al.,
2000) or narrow T2 hyperintense bands along the callosal-septal in-
terface (Garg et al., 2015). The fornix, even though it contains a very
small amount of lesions (see supplementary Fig. 4 and (Thomas et al.,
2011)), is assigned positive relevance with lesions and an increased
relevance without lesions. It has been shown that lower fractional

Fig. 6. Average heatmaps for different CNN models applied to the MS (VIMS) cohort – starting from an untrained CNN model with random parameters over a CNN
trained only on either ADNI or MS data to a CNN pre-trained on ADNI and fine-tuned on MS. As it can be seen, the fine-tuned model led to the most concise regions of
positive and negative relevance. Please note that we averaged here the heatmaps over all (not only the correctly classified) MS patients in the holdout set and that the
heatmap values here are not normalized to a fixed range but shown with respect to the minimum value of the untrained model.
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anisotropy in the fornix is exhibited in MS subjects in comparison to
healthy controls (Roosendaal et al., 2009; Kern et al., 2012). Ad-
ditionally, external capsule and superior cerebellar peduncle receive
only positive relevance after lesion removal, which were found to be
affected in MS patients (Anderson et al., 2011; Zhang et al., 2017).
These results are generally in line with other machine learning studies
finding differences in normal-appearing brain matter in MS patients
(Weygandt et al., 2011; Hackmack et al., 2012a; Yoo et al., 2018). It
would be very interesting to further investigate whether our findings
correlate with underlying pathological mechanisms only demonstrable
by advanced MRI sequences such as diffusion weighted imaging or
magnetization transfer imaging.

4.3.3. Transfer learning improves learning across diseases and MRI
sequences

In recent years, transfer learning has been successfully employed in
brain lesion segmentation (Ghafoorian et al., 2017) and AD classifica-
tion (Gupta et al., 2013; Hosseini-Asl et al., 2018; Payan and Montana,
2015). The latter studies used either autoencoders trained on MRI data
or natural images (Gupta et al., 2013; Payan and Montana, 2015) or
used one AD data set for pre-training and another AD data set for fine-
tuning (Hosseini-Asl et al., 2018). In the present study, we have shown
that transfer learning can also help in learning (1) across diseases (AD
to MS) and (2) across MRI sequences (MPRAGE to FLAIR) exhibiting
different magnetic field strengths (1.5 and 3 Tesla). We demonstrated
that not only the balanced accuracy increases drastically (about 16
percentage points), but also that LRP leads to much more focused
heatmaps concentrating on (posterior) periventricular lesion areas.
Given that our pre-trained model performed similar to a classical ma-
chine learning analysis using FLAIR lesion load as a classical biomarker
in MS, we believe that larger data sets might allow for outperforming
models based on lesion masks in the future. Additionally, we are con-
vinced that our approach – given a reasonable data basis –might also be
very useful in answering more complex questions such as predicting
disease progression.

4.4. Limitations

The main limitation of this study is the limited sample size.
Although a sample size of n=147 is comparable with other deep
learning studies in the neuroimaging field (Vieira et al., 2017), it is
generally considered to be too low to learn robust representations from
the data and to generalize to other data sets. To partly alleviate this
problem, we pre-trained our network on ADNI data (n=921) and fine-
tuned it on the MS data. By visualizing the average heatmaps for MS

patients, we show in addition to a balanced accuracy of 87.04 % that
the CNN captures MS-relevant information by focusing on posterior
ventricular regions usually characterized by a high rate of MS lesion
incidences. Nevertheless, future studies should verify our results in
larger data sets, preferably coming from different sites. Another lim-
itation, related to the first one, is that we were limited in the choice of
architecture used for the CNN analysis. Very deep networks with a high
capacity easily overfit on data sets with less than hundreds or thousands
of samples per class. Furthermore, since we use volumetric data the
additional dimension as compared to 2D images causes each layer to
consume substantially more GPU memory, which makes it a strongly
limiting factor in architecture design. However, we found a relatively
simple CNN architecture to be successful together with several reg-
ularization methods (drop out, L2-regularization and early stopping).
Moreover, by registering the MRI data only linearly to MNI space, the
regions contained in both atlases only roughly correspond to individual
anatomical locations. On the other hand, non-linear registration can
lead to strong deformations, in particular in patients, and we show here
that our CNN model can also operate on a more native level (in ac-
cordance with (Suk et al., 2014)). To be able to make more specific
anatomical claims in individual subjects, future studies might use in-
dividual atlases. And finally, heatmaps do neither allow to determine
the underlying pathological mechanism (e.g. atrophy, demyelination or
axonal loss) resulting in assigning a voxel to be relevant or to assess
interactions between voxels. For this, one would have to take a deeper
look into the specific filters that have been learned throughout the
training process in combination with MR sequences more sensitive for
certain tissue damage (e.g. diffusion weighted or myelin imaging).
Nevertheless, we still believe that heatmaps can be very helpful in
supplementing individual disease diagnoses by providing a simple and
intuitive explanation.

5. Conclusion

In conclusion, we have shown that our framework helps in un-
covering CNN decisions for diagnosing MS based on FLAIR data using
LRP. In particular, we demonstrated that (1) CNN models pre-trained
on AD data are capable of successfully separating MS patients and
controls on a typically sized neuroimaging cohort and (2) LRP is not
only very valuable in explaining individual network's decisions, but also
in generally helping to assess whether CNN models have learned sig-
nificant features. Notably, our CNN models focus on hyperintense le-
sions as primary information source, but also incorporates information
from lesion location and normal-appearing brain areas. We see a high
potential in the combination of CNNs, transfer learning and LRP heat-
maps and are convinced that our framework might not only be helpful
in other disease decoding studies, but also for answering more complex
questions such as predicting disease progression or treatment response
in individual subjects.
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Abstract. Attribution methods are an easy to use tool for investi-
gating and validating machine learning models. Multiple methods have
been suggested in the literature and it is not yet clear which method is
most suitable for a given task. In this study, we tested the robustness
of four attribution methods, namely gradient*input, guided backpropa-
gation, layer-wise relevance propagation and occlusion, for the task of
Alzheimer’s disease classification. We have repeatedly trained a convolu-
tional neural network (CNN) with identical training settings in order to
separate structural MRI data of patients with Alzheimer’s disease and
healthy controls. Afterwards, we produced attribution maps for each sub-
ject in the test data and quantitatively compared them across models
and attribution methods. We show that visual comparison is not suf-
ficient and that some widely used attribution methods produce highly
inconsistent outcomes.

Keywords: machine learning · convolutional neural networks · MRI ·
explainability · robustness · attribution methods · Alzheimer’s disease

1 Introduction

As machine learning becomes more and more abundant in medical imaging, it
is necessary to validate its efficacy with the same standards as other techniques.
On magnetic resonance imaging (MRI) data, several studies have reported clas-
sification accuracies above 90% when using machine learning to detect neuro-
logical and psychiatric diseases (for a review, see [17]). While these results seem
promising at first, an in-depth investigation of those results both in terms of gen-
eralizability as well as medical validity is necessary before they can enter clinical
practice. Medical validity can be examined by using attribution methods such as
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saliency analysis. Specifically, the decision of a machine learning algorithm can
be visualized as a heatmap in the image space, in which the contribution of each
voxel is determined. To identify the relevance of specific brain areas, quantitative
and qualitative analyses on the heatmaps can be performed. Models that shift
importance to areas which are well known to be clinically relevant in specific
diseases might be more suitable for clinical practice in comparison with mod-
els that scatter relevance across the entire image or to seemingly random brain
areas. While it might not be necessary to understand the exact workings of a
model, similar to many drugs used in clinical practice, the causal mechanism of
a model should have at least a minimal coherence with the causal reasoning of
a clinical expert and should be interpretable by the expert.

In neuroimaging studies, where sample sizes are often extremely limited,
specific attention needs to be given to robustness. Small sample sizes can cause
model training to be rather fluctuating and varying between different runs. One
can avoid “cherry-picking” of final results easily by identically repeating train-
ing procedures and reporting average scores. In doing so, the question arises
whether attribution methods suffer from similar variances. In the present study,
we therefore propose to evaluate the robustness of attribution methods. Specif-
ically, we investigate whether multiple heatmap methods are coherent in their
results over identical training repetitions with a variety of measures. For this
purpose, we trained a convolutional neural network (CNN) several times to sep-
arate structural MRI data of patients with Alzheimer’s disease (AD) and healthy
controls. For each subject in the test data, we then produced heatmaps using
four widely used attribution methods, namely gradient*input, guided backprop-
agation, layer-wise relevance propagation (LRP) and occlusion. All those meth-
ods have been applied in MRI-based AD classification before [8, 12, 5]. As it was
noted in [16] specific criteria are needed in order to avoid artifacts from the data,
the model or the explanation method in order to empirically compare them. Here
we point out the issue of artifacts from model training and present a framework
to investigate them.

2 Related Work

Different criteria for evaluating visualization methods have been proposed in the
literature, including sensitivity, implementation invariance, completeness and
linearity [16], selectivity [3], conservation and positivity [10] as well as conti-
nuity [11]. Additionally, [1] has introduced two sanity checks of visualization
methods based on network and data permutation tests. Only [2] has investi-
gated robustness so far. We differ from [2] by repeating the training cycle and
comparing the outcomes without any perturbation.

In neuroimaging, only a few studies have compared attribution methods.
[12] has given an overview of four different attribution methods for MRI-based
Alzheimer’s disease classification and introduced a modified version of occlusion,
in which brain areas according to an atlas are occluded. For the same task, [5]
has presented an in-depth analysis together with multiple metrics for evaluating
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attribution methods based on LRP and guided backpropagation as a baseline
method. In [6], it has been shown that LRP and gradient*input led to almost
identical results for MRI-based multiple sclerosis detection.

3 Methods

The dataset used in this study is part of the Alzheimer’s Disease Neuroimag-
ing Initiative3 (ADNI) cohort. Specifically, we have collected 969 T1-weighted
MPRAGE sequences from 344 participants (193 AD patients and 151 healthy
controls) of up to three time-points. The full-sized 1mm isotropic images were
non-linearly registered using the ANTs framework to the ICBM152 (2009c) at-
las. We have split the dataset patient-wise by sampling 30 participants from
each class into a test set and 18 participants from each class into a validation
set. All available time-points were then used to increase the total sample size.
Additionally, the data was augmented by flipping along the sagittal axis with
a probability of 50% and translated along the coronal axis between -2 and 2
voxels.

The 3D-CNN used to separate AD patients and healthy controls consists of
4 blocks of Conv-BatchNorm-ReLU-MaxPool followed by two fully-connected
layers, the first being activated by a ReLU as well. A dropout of 0.4 was applied
before each fully-connected layer. All convolutional layers use 3x3x3 filters, with
8, 16, 31, 64 filters from bottom to top layers. Max pooling uses a pooling size
of 2, 3, 2, 3 voxels respectively. We used the ADAM optimizer with an initial
learning rate of 0.0001 and a weight decay of 0.0001. Furthermore, early stopping
with a patience of 8 epochs was employed. The training was repeated for 10 times
to create 10 identically trained models, albeit each randomly initialized. Note
that mini-batch ordering was not fixed between different runs.

For each trained model and each subject in the test set, we produced heatmaps
using the following attribution methods:

Gradient * input [13] multiplies the gradient, which has been backpropa-
gated into the input space, with the original input. It is an adaption of saliency
maps [14] and increases the sharpness of the resulting heatmaps.

Guided backpropagation [15] modifies the backpropagation in ReLU lay-
ers by only passing positive gradients. Since the backpropagation ignores features
in which the ReLU activation is zero, guided backpropagation requires both the
gradient and the activation to be non-zero.

Layer-wise relevance propagation (LRP) [3] backpropagates the clas-
sification score instead of the gradient and multiplies it with the normalized
activation for each neuron. LRP conserves the relevance under certain condi-
tions such that the sum of relevance for all neurons does not change between
layers.

Occlusion [18] is, unlike the other presented methods, not based on back-
propagation. In occlusion, the attribution is computed by the change in the out-
put score, when some part of the input example is “occluded” (i.e. set to zero).

3 http://adni.loni.usc.edu/
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Here, we occlude a volumetric patch which is shifted over the entire MRI volume.
Although the occlusion method results commonly in much coarser heatmaps (de-
pending on the size of the patch), we included this method because it has been
used several times in MRI-based AD classification [7–9, 12].

Besides comparing the attribution maps directly, we have carried out atlas-
based comparisons using the Neuromorphometrics atlas [4] in which left and right
hemisphere regions have been combined. We computed the attribution within
each region based on three metrics: sum as the sum of absolute values in each
region, density as the regional mean, i.e. the sum normalized by the size of
the respective region, as well as gain as the ratio between the sum for patients
divided by the sum for healthy controls. The latter was defined in [5] arguing
that healthy controls typically also receive positive relevance. By normalizing
each region to a control average those regions which exhibit strong differences
between controls and patients are highlighted. When sorting brain areas by these
metrics, we therefore obtain three rankings for each repetition and method. We
then compare the intersection between the top 10 regions of each repetition in
order to see whether repeated runs highlight similar regions.

4 Results

The balanced accuracy of all 10 training runs on the test set is on average 86.74%
with a considerable range of 83.06% to 90.12% between runs.

Figure 1 shows the guided backpropagation attribution maps, averaged over
all true positives for each of the 10 training runs. Solely by visually inspect-
ing them, one can see clear differences between the various runs. While some
heatmaps seem to highlight the hippocampus (top row middle, bottom row 2nd to
4th) others do not (top row 1st and 4th, bottom row 5th). In almost all heatmaps
the edges of the brain are given attribution and in some a large amounts are
given to the cerebellum (bottom row 1st, 2nd and 5th). The heatmaps from the
other methods exhibit similar variances.

In Figure 2, we compare the four different attribution methods. Occlusion
clearly stands out by producing a much coarser attribution map than the other
methods. This is due to the fact that the size of the patch which is being occluded,
scales inversely with the run-time. Running the occlusion method for a 3D image
with a patch size of 1x1x1, in order to match the sharpness of the other methods,
would be computationally unfeasible. One can also note that gradient*input
seems to produce the least continuous regions. With exception of occlusion, all
methods seem to attribute importance to the hippocampus.

An attribution method would be expected to produce similar heatmaps when
the model training is repeated identically. Table 1 shows the L2-norms for each
attribution method, between all of its average attribution maps. LRP and guided
backpropagation have the smallest L2-norms between their average heatmaps.
Occlusion has L2-norms by a magnitude larger than the other methods, which
might be due to the limited sharpness. Average heatmaps have been scaled by
their maximum value to produce comparable results.
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Guided backpropagation heatmap averages for true positives

Fig. 1. Different heatmap outcomes (averaged over all true positives) for guided back-
propagation and each of the 10 trained models.
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Fig. 2. Averages over all true positive attribution maps and all 10 runs for each attri-
bution method.

Table 1. L2-norm between average attribution maps of all different runs for true
positive and true negative predictions.

Method True positives True negatives

Gradient * input 3102 3145
Guided backpropagation 2930 1992
LRP 2241 2196
Occlusion 25553 30774
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When dividing the attributions into brain regions, large regions such as cere-
bral white matter and the cerebellum receive most attribution. Normalized by
region size, the basal forebrain, 4th ventricle, hippocampus and amygdala become
highlighted. Standardizing by attributions of healthy controls leads to rather in-
consistent orderings. In Figure 3, we show how much the top 10 brain regions,
in terms of attribution, intersect with each other over repetitions. An intersec-
tion of 100% means that the regions between those two runs contain the same
regions in their top 10, ignoring the order within those 10. In Table 2, we aver-
aged the intersections separately for each attribution method and each metric.
All methods have their highest intersection in terms of region-wise sum, guided
backpropgation and LRP seem to reproduce the same regions almost perfectly.
Even though occlusion seemed to perform poorly in the other measures it has
a consistency higher than gradient*input. All methods perform worst in terms
of gain of relevance which might be due to the scarcity within healthy control
attribution maps as discussed in [5].

Table 2. Averages of top 10 region coherence.

Method Attribution sum Attribution density Gain of attribution

Gradient * input 72.60 % 69.00 % 46.40 %
Guided backpropagation 96.60 % 80.60 % 68.60 %
LRP 96.80 % 88.40 % 78.00 %
Occlusion 84.60 % 74.20 % 67.80 %

5 Discussion

In this study, we have shown that attribution methods differ in robustness with
respect to repeated model training. In particular, we found that LRP and guided
backpropagation produce the most coherent attribution maps, both in terms
of distance between attribution maps as well as in terms of order of attribu-
tion awarded to individual regions. We also confirm that solely visually judging
heatmaps is a deficient criteria as pointed out by [1]. Especially in medical imag-
ing, it is important to acknowledge that the small sample sizes available lead to
variances in the output. These variances make it hard to compare and to replicate
outcomes of individual studies. Even though reporting metrics averaged over re-
peated training runs is an effective tool to reduce the variances, it is rarely used
in the community. Here, we have extended the repetition to attribution meth-
ods and shown similar variances. Even though these variances likely stem from
the different local minima each training run ended up in, attribution methods
which cease the variances and report similar outcomes are highly preferable. In
conclusion, we think that domain specific metrics, as suggested in this study, are
essential for identifying suitable attribution methods.
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Abstract. Machine learning methods have many promising applications
in medical imaging, including the diagnosis of Alzheimer’s Disease (AD)
based on magnetic resonance imaging (MRI) brain scans. These scans
usually undergo several preprocessing steps, including image registra-
tion. However, the effect of image registration methods on the perfor-
mance of the machine learning classifier is poorly understood. In this
study, we train a convolutional neural network (CNN) to detect AD on
a dataset preprocessed in three different ways. The scans were registered
to a template either linearly or nonlinearly, or were only padded and
cropped to the needed size without performing image registration. We
show that both linear and nonlinear registration increase the balanced
accuracy of the classifier significantly by around 6-7% in comparison to
no registration. No significant difference between linear and nonlinear
registration was found. The dataset split, although carefully matched for
age and sex, affects the classifier performance strongly, suggesting that
some subjects are easier to classify than others, possibly due to different
clinical manifestations of AD and varying rates of disease progression.
In conclusion, we show that for a CNN detecting AD, a prior image reg-
istration improves the classifier performance, but the choice of a linear
or nonlinear registration method has only little impact on the classifi-
cation accuracy and can be made based on other constraints such as
computational resources or planned further analyses like the use of brain
atlases.
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1 Introduction

In the last years, machine learning techniques have frequently been used to di-
agnose neurological and psychiatric diseases, such as Alzheimer’s disease (AD),
based on structural magnetic resonance imaging (MRI) data [12, 14, 18]. While
traditional methods such as support vector machines or random forests usu-
ally require a prior image registration in combination with feature extraction
(e.g., volumes of brain areas or cortical thickness), convolutional neural net-
works (CNNs) can directly operate on 3-dimensional MRI data [9]. However,
due to computational reasons and relatively small sample sizes, most studies
so far focused on MRI data registered to a template (e.g., in MNI space) [18].
In addition, image registration makes it possible to compare scans taken from
multiple subjects and identify relevant brain regions for a classifier [4].

Algorithms for image registration include both simple approaches that per-
form the registration linearly, using only translation, rotation, and scaling oper-
ations to match the input image to the reference image as well as more compli-
cated methods that use an additional nonlinear warping step to achieve a better
correspondence between the two images. The latter increases the computational
cost, but also improves the image similarity. While there are studies compar-
ing different image registration methods based on similarity metrics such as the
overlap between specific volumes in the input and reference images, the similar-
ity between these volumes, or differences in their boundaries [1, 2, 7, 13, 16], to
the best of our knowledge, there has not been an analysis on the effect of the
registration method on the performance of a machine learning classifier.

In the present study, we examine how a CNN performs in AD classification
when trained on a dataset preprocessed in three different ways, namely no regis-
tration but only image cropping, linear registration, and nonlinear registration.
The CNN receives the entire 3D scan as input, without prior extraction of re-
gions of interest or other pre-selection of image features. To eliminate potential
confounders, we carefully balanced the data set with respect to age and sex, a
step often neglected in previous work.

2 Data and Methods

2.1 Dataset

Data used in the preparation of this article were obtained from the Alzheimer’s
Disease Neuroimaging Initiative (ADNI) database (adni.loni.usc.edu). The ADNI
was launched in 2003 as a public-private partnership, led by Principal Investiga-
tor Michael W. Weiner, MD. The primary goal of ADNI has been to test whether
serial magnetic resonance imaging (MRI), positron emission tomography (PET),
other biological markers, and clinical and neuropsychological assessment can be
combined to measure the progression of mild cognitive impairment (MCI) and
early AD.

We included subjects from all ADNI study phases who were, at their baseline
visit, either classified as cognitively normal (CN) or diagnosed with AD. Subjects
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who were classified as CN at their baseline visit, but at some later visit received
a diagnosis of MCI or AD were excluded from our analysis. Overall, our study
population included 573 subjects (406 CN, 167 AD). Since the mean age of
female subjects was less than the mean age of the male subjects in both groups
(AD: 74.0±7.9 to 75.2±8.3 years, p = 0.3211; CN: 71.3±6.7 to 73.6±6.8 years,
p = 0.0007; p-values were calculated with a two-sample t-test), we removed this
possible source of bias by undersampling based on subject sex. We divided the
population into bins according to their diagnosis (AD or CN) and their age (in 5-
year ranges, e.g. 60-64, 65-69 etc.) and if such a bin contained a different number
of female and male subjects, we randomly removed subjects from the bin until
their number was equal. In total, this process reduced the population size by
about 25%, with the final population consisting of 432 subjects (306 CN, 126
AD). The resulting female and male age distributions were similar, with their
means not significantly different anymore (p > 0.75).

The population was then split into a training set (306 subjects) and validation
and test sets (63 subjects each). We used a stratified split based on subject sex,
diagnosis, and age range to ensure that the distributions of the sets are as close
as possible. It is important to split the dataset on the subject level instead of
the image level to avoid data leakage [18], as otherwise scans of a single subject
may end up in both the training and the test set.

The final size of the training set ranged from 758 to 834 images, depending
on the number of scans taken from the specific subjects remaining after the
undersampling. For the test set, we only kept the scans taken at the baseline
visit. As the resulting test set was rather small, the results were likely to vary
significantly depending on the specific data split. To avoid the possible issue of
a lucky or unlucky split, we repeated both the undersampling and the data split
for ten different random seeds. The subsequent analyses were then performed on
all ten resulting data splits.

2.2 Image preprocessing

For this analysis, we used T1-weighted structural MRI scans acquired at a mag-
netic field strength of 3T. The scans were taken at different imaging sites and
had undergone gradwarping (gradient inhomogeneity correction), intensity cor-
rection, and were scaled for gradient drift using the phantom data.

We preprocessed the scans in three different ways, using the 1mm T1 version
of the ICBM152 reference brain as a template. First, if the slice thickness of
a scan in any plane was different from 1mm, the scan was resampled to that
resolution. We then (1) used Advanced Normalization Tools (ANTs)3 to linearly
register the scans to the template (transform type parameter ‘a’); (2) additionally
used the ANTs implementation of the SyN algorithm [3] to apply nonlinear
warping to better fit the template (transform type parameter ‘s’); and (3) as a
baseline comparison, only padded and/or cropped the scan to fit the dimensions
of the template without performing any image registration. We have chosen the
3 http://stnava.github.io/ANTs/



4 M. Klingenberg, D. Stark et al.

Fig. 1. Axial slice of a sample raw scan (a) and the resulting scans after preprocessing
in three different ways: padding/cropping to the template dimensions (b), linear reg-
istration (c) and nonlinear registration (d). In all three cases, skull-stripping followed.
Note the differing dimensions of the raw scan (208× 240× 256) and the preprocessed
scans (182× 218× 182). The slightly off-center positioning and rotation of the brain in
the raw scan is retained in the padded/cropped scan (b), while the brain is centered
in the template and thus in the two registered scans (c) and (d).

SyN algorithm because of its superior performance reported in [13]. In all cases,
we then used the FSL Brain Extraction Tool (fsl-bet) for skull stripping [11, 17].
Figure 1 shows a comparison of the preprocessing results.

2.3 Network architecture and training

The CNN architecture chosen for this paper was taken from [4] and contains four
convolutional blocks, each consisting of a convolutional layer with filter size 3 and
8, 16, 32, and 64 features respectively, as well as batch normalization and max
pooling with window size 2, 3, 2 and 3. The convolutional blocks are followed
by a fully connected layer of 128 units and the 2-unit output layer (representing
the two classes CN and AD). Before each of these two layers, dropout is applied
with a value of p = 0.4.

Training the network was done using the Adam optimizer and cross entropy
loss, with the learning rate and weight decay set to 10−4. The chosen batch
size of 16 was limited by the available GPU memory. The training data was
augmented by translating the scans along the sagittal axis by up to 2 voxels
and mirroring the scans across the sagittal plane. When the balanced accuracy
achieved by the model on the validation set did not improve for 8 epochs, training
was stopped. The model with the best balanced accuracy on the validation set
was then evaluated on the test set. The training process was repeated five times
for each split and the results averaged for each of the ten splits, to increase
robustness of the results.

3 Results

The performance achieved by the classifier on the three differently processed
datasets is shown in Figure 2. The best results are obtained using the nonlinear
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Fig. 2. Mean balanced accuracy, sensitivity, and specificity achieved by the classifier
on the test set across all runs for all splits. The error bars show the standard error.
Significance values were calculated using the Wilcoxon signed-rank test.

preprocessing, with a balanced test accuracy mean and standard error of 83.3±
0.9% (training accuracy 93.1±0.5%, validation accuracy 87.2±0.7%). The linear
preprocessing performs only slightly worse at 82.6± 0.9% (training 94.4± 0.3%,
validation 87.8±0.5%), while the classifier trained on unregistered data achieves
a balanced accuracy of 76.2±1.1% (training 85.3±0.6%, validation 79.4±0.8%).
The improvement in balanced test accuracy for either registration method over
the unregistered data is significant (p < 0.0001, Wilcoxon signed-rank test), but
the difference between linear and nonlinear registration is not (p = 0.2885).

We also calculated the receiver operating characteristic (ROC) curve for each
individual classifier and then averaged them for each preprocessing method. The
average ROC curves are shown in Figure 3. Again, the results for nonlinear and
linear registration are very similar, with an area under curve (AUC) of 0.910±
0.008 and 0.904 ± 0.008 respectively, while the classifier using non-registered
images performs slightly worse at 0.850 ± 0.011. Additionally, there was a very
strong dependence of the classifier performance on the specific dataset split the
model was trained on. Figure 4 shows the mean balanced accuracy for each
split, with a difference between splits of as much as 17%. The observed effect
still holds, with the classifier trained on unregistered images achieving the worst
results in all but one split. For most splits, using nonlinear registration gives the
best results, while linear registration outperforms nonlinear registration in two
of the ten splits.
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Fig. 3. Average receiver operating characteristic (ROC) curves for the three prepro-
cessing methods. The shaded area shows the standard error of the curve.

4 Discussion

In this study, we have trained a 3D CNN on MRI brain scans for an AD vs. CN
classification task using a dataset balanced for sex and age. We preprocessed the
dataset in three different ways: no registration but only image cropping, linear
registration, and nonlinear registration. Registering the input images improves
the classifier performance by 6-7%, depending on the registration method. While
image registration is common practice, this result is not obvious, as the informa-
tion removed by registering the images to a template could be relevant for the
classification task itself. Linear registration already eliminates all but slight dif-
ferences between the inputs in positioning, rotation, and size of the brain within
the scan. Nonlinear registration goes further by not only matching the brain as
a whole to the template, but also matching individual structures resulting in the
removal of relative sizes of specific brain areas [1]. Both registration methods
remove variations and result in a more homogenized input [7, 13]. More recently,
deep learning based image registration methods are also proposed, however those
methods have not yet become part of publicly available medical image processing
tools [10, 16].

Image registration can impact classification performance both negatively or
positively, depending on how relevant the variations in the input were. In our
case, registering the images benefits the classification. The information that was
removed therefore seems to not have been salient, instead masking the actually
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Fig. 4. Mean balanced accuracy achieved by the classifier on the different splits. The
error bars show the standard error.

important image features. The structural changes in the brain brought about
by AD are subtle, especially in milder cases, and on a smaller scale than the
variations in brain positioning and size present in the input images. Removing
these large-scale variations therefore enables the network to better focus on the
smaller variations important for deciding the classification task.

While there is a benefit to using registered instead of non-registered images,
we did not find a significant difference between linear and nonlinear registration.
This suggests that, while large-scale variations like subject positioning impede
the performance of the network, it is not dependent on the more precise align-
ment to the template achieved by using a nonlinear registration method. Because
the deformations introduced during nonlinear registration are usually small, this
might be explained by the invariance to small shifts and distortions caused by
the pooling layers of the CNN [15]. For a thorough region-wise analysis across
subjects as for example done in [4, 8], however, a nonlinear registration still can
be beneficial.

We would like to point out the following limitations and ideas for future
work. First, although we compared for the first time the effect of different reg-
istration methods on a machine learning classifier, future studies should inves-
tigate whether our results generalize to different software packages performing
linear and nonlinear registration, and different tasks and data sets. Moreover, it
should be investigated whether the difference between no registration and lin-
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ear or nonlinear registration can be alleviated in a larger data set (> 10.000
subjects), allowing to learn across large-scale variations. Second, although we
achieved a balanced accuracy on par with results reported in the literature [18],
the performance of our classifier could likely have been improved with a thorough
hyperparameter optimization. While the training, validation and test accuracies
are reasonably close, further increases might be possible. However, since we have
run extensive repetitions in order to get robust results, hyperparameter opti-
mization was not possible due to computational time constraints. And third,
although the conclusions about the superiority of registration over no registra-
tion remain, we have found a strong dependence of the results on the specific
dataset split used in training the classifier, suggesting that some subjects are
generally easier to correctly classify than others. This is supported by the fact
that there are splits for which all preprocessing methods give good results, while
for other splits all methods perform rather poorly, see for example splits 0 and
3 in Figure 4. These differences are therefore likely caused by the data, i.e. the
subjects themselves rather than by other effects or random chance. As the vary-
ing performance for different splits may also in part be caused by the small test
set size, future research should address this problem by, for example, using over-
sampling instead of undersampling to balance the dataset. While this can lead to
overfitting, using oversampling instead of undersampling or combining the two
approaches would increase the test set size and has been shown to be capable of
improving classifier performance [5, 6].
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In recent years, deep learning architectures relying on convolutional neural networks (CNNs) have advanced 
to a key technology for analyzing medical imaging data from various image sources including magnetic reso-
nance imaging (MRI)1–4. In neuroimaging, state-of-the-art results have been achieved for diverse pixel-wise 
segmentation tasks (e.g., segmentation of white matter lesions, brain tumors or vessels)5–8 and image- or volume-
wise classification of neurological or psychiatric diseases such as Alzheimer’s  disease9–11, multiple  sclerosis12 or 
 schizophrenia2. The models used in most studies here are largely influenced by architectures which have been 
shown to be successful in computer vision tasks on natural  images1,4,13.

However, in contrast to natural images, neuroimaging data is much more homogeneous (see Fig. 1) and 
data sets are typically orders of magnitude smaller. The homogeneity of neuroimaging is due to (1) the inherent 
structure of the brain, which is mostly identical for individual subjects, i.e. each brain consists of the same parts 
(cerebellum, frontal lobe, occipital lobe, etc.), which are arranged in the same way (e.g., the occipital lobe is in 
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the back); and (2) neuroimaging data is usually further homogenized by normalizing them to a shared template 
within the MNI space such as the ICBM 152  atlas14–16. For this, linear and/or non-linear transformations are 
used and different software packages are available (e.g.,  SPM17,  FSL18 or  ANTS19). Generally, this is done to 
ensure that a voxel at a certain location contains approximately the same brain region in every image and allows 
researchers to investigate a specific region (e.g., the hippocampus) across subjects. In particular, this is a major 
prerequisite for mass-univariate as well as multivariate pattern analysis, which have been extensively applied in 
the neuroimaging  domain20–23. Acquiring large neuroimaging data sets has high requirements both financially 
and in terms of expertise (e.g. scanning protocol definition, safety measures, ethical guidelines), and the strict 
privacy regulations of medical data in many countries makes the publication of these data sets challenging. 
Therefore, many machine learning (ML) studies are carried out on rather small, local neuroimaging data sets, 
and results often do not  generalize24.

In addition, training machine learning models on MRI data can be highly time-consuming. The 3-dimen-
sional nature of MRI data and its high resolution leads to an extremely high feature count per sample. This 
causes model training for a single run to take up to several hours and on larger data sets up to several days. The 
training time is inflated again when performing cross-validation or repeated splitting of the data, as is typically 
 recommended25. The large feature count can also require the data to be read from disk at training time if it 
exceeds the available memory, which further impacts training time. Furthermore, the longer a model trains, the 
more energy is being used, which increases its carbon  footprint26. Hence, it has become a challenge to reduce 
the computation time of machine learning models and to improve their efficiency.

A common method to deal with small sample sizes and to reduce run time is to incorporate known infor-
mation or assumptions about the data distribution into the learning model. Technically, this can be seen as 
introducing a prior. In neuroimaging-based disease classification and segmentation studies, priors have been 
incorporated into machine learning models by using extracted group-level features, topological structure in 
form of a probabilistic atlas, random elastic deformations, or other biophysical  understandings27–31. However, the 
application of priors in CNN-based disease classification studies is not yet common, even though putting highly 
homogeneous data into standard CNN architectures is sub-optimal. This is because computer vision CNNs are 
optimized to deal with the high spatial variance of natural images (see Fig. 1a). By using weight-sharing, filters 
in both early and late layers are being optimized to capture signals regardless of their position. Were all images 
spatially standardized, i.e., objects were in the same position and had the same angle or viewpoint, it would suf-
fice to search certain abstract objects, such as the ears of a cat, solely within a certain sub-space (i.e., a patch). 
Although it seems natural to exploit the spatial homogeneity of standardized MR images into a model prior, the 
technical integration of priors into CNNs is difficult and, to the best of our knowledge, has not been done yet.

Another method, aimed at improving learning in small sample size regimes and reducing its training time, 
is to reduce the number of features through  selection32. A model parameter, such as a neural network filter, that 
is being trained on the entire input will be subject to a greater superimposition of different distributions (from 

Figure 1.  (a) Natural images are typically heterogeneous both within and between classes. (b) MR images of the 
human brain have homogeneous structures even among different sexes and between healthy subjects (HC) and 
diseased subjects (AD). (c) Through sophisticated pre-processing techniques, MR images are standardized to a 
common template reducing their variance further.
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signal and noise) than it would on a smaller selection of those features, i.e. a sub-space. If we can assume that 
most selected sub-spaces contain sufficient discriminatory information, then the disentanglement task on each 
sub-space becomes easier. Therefore, training model parameters on a sub-space of the input should require fewer 
training samples and iterations for convergence. In Fig. 2, we plot typical neuroimaging analysis methods which 
use non-data-driven feature selection on the spectrum of how many input features each filter or classifier uses. 
The extreme case of reducing the input would be to fit a model for each voxel individually. This is the case in mass-
univariate studies and entails the multiple comparison  problem33–35. A fully-connected neural network is similar 
in that the weights are learned based on a single input feature and neighboring information is lost. An inter-
mediate solution would be to train models on regions-of-interest (ROIs) or, more generally, image  patches36,37.

In this study, we combine a spatial homogeneity prior with feature selection by introducing a new CNN 
architecture relying on patch individual filter (PIF) layers. In contrast to standard convolutional layers, PIF layers 
do not perform weight sharing across the entire input but learn individual filters for each location in the data. 
Since we assume that individual filters are especially relevant for more abstract features, we only exchanged later 
layers with PIF layers. For early layers, we used standard convolutional layers to learn globally relevant low-level 
features such as edges and blobs. Therefore, PIF layers invoke feature selection in the latent space instead of the 
input space. In Fig. 3, we show that a CNN retains the broader spatial specificity of the input space along the 
convolutional layers, therefore splitting in the latent space is analogous to splitting in the input space.

We evaluated the PIF-architecture with respect to a baseline vanilla CNN-architecture, and a patch-based 
CNN architecture for three exemplary tasks within the neuroimaging domain; namely sex classification based 
on the UK Biobank imaging  data38, Alzheimer’s disease (AD) detection based on the Alzheimer’s Disease Neuro-
imaging  Initiative39 (ADNI) database and multiple sclerosis (MS) detection based on private data from Charité-
Universitätsmedizin Berlin. We hypothesized that PIF layers should increase predictive performance in smaller 
data sets and reduce training time for all kinds of data sets. In all cases, the PIF architecture resulted in a faster 
convergence, measured by the time until early stopping occurred, while obtaining areas under the receiver oper-
ating characteristic curves (AUC ROC) that are statistically not separable from the simple baselines.

Figure 2.  Comparison of the number of voxels each feature/kernel uses per model. The grid shows the entire 
input and in blue/green how much of the input is used in the respective models. Mass-univariate studies use a 
single voxel per classifier, fully-connected neural networks also use a single weight per voxel albeit combining 
them after. ROI-based models typically train a single classifier based on an entire ROI or extract a single feature 
from an ROI. Patch individual filter (PIF) neural networks use both the entire input for lower level features 
and patches for higher level (latent) features (shown in green). CNN filters use the entire input of each layer 
throughout the entire network (under some conditions regarding stride and dilation).

Figure 3.  Latent activation maps of convolutional layers preserve the spatial representation of the input.
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PIF layers can be understood as a generalization of local convolutions where the sum of patch size and padding 
size equals the kernel size (e.g., implemented in Lasagne https:// lasag ne. readt hedocs. io/ en/ latest/ modul es/ layers/ 
local. html and Keras https:// keras. io/ layers/ local/). In patch-based  training5,40,41, multiple patches are sampled 
from the data set and fed into the same classifier regardless of the position of each patch. Since the filters of the 
classifier are applied on all patches, the weights are shared between patches. Conversely, within PIF layers, weights 
are only shared within a spatially restricted patch. PIF layers are similar to the splitting of layers in Split-CNN42. 
Split-CNN splits both the input and feature maps into patches to reduce memory usage of the network. In contrast 
to PIF layers, Split-CNN can split using stochastic patch locations but tends to degrade predictive performance 
in most cases. PIF layers are furthermore different from  PatchGANs43,44 which use Markovian patches as input 
for a discriminator network to focus penalization on high-frequency structures. Another approach introduced 
in Kamyar et al.45 uses a greedy two-stage training strategy: first, a patch-wise model is trained, second, the 
input image is split into 12 patches and latent features of the first model are extracted, and lastly, those feature 
maps are concatenated to train a final classification network. Since the extracted feature maps are concatenated 
in order to create a spatially smaller 3D input for the classification network, weights are in turn again shared 
between the feature map patches. No other method uses the abstraction of neural networks to spatially restrict 
the weight sharing in later layers only.

Priors are assumptions about the world which shape how a model learns. In 
a way, priors are similar to data but are used differently: “[...] any additional information beyond the immediate 
data D of the current problem is by definition ‘prior information’ ”46. In Bayesian learning, the Bayes Theorem

determines the probability of an event using a prior distribution P(H) together with the likelihood P(D|H) 
divided by the marginal distribution of the data P(D) . In neuroimaging, an example is determining the probability 
that a person has Alzheimer’s disease given their MR image (posterior probability P(H|D) ). We know a priori the 
incidence rate of the disease H in our society or data set ( P(H) ) and estimate the likelihood that someone shows 
signs of AD such as atrophy D in their MRI ( P(D|H) ), as well as the probability of having atrophy regardless of 
their diagnosis ( P(D) ). In deep learning, priors or inductive biases can be specific choices in the network design 
that are based on assumptions about the task. Common examples include the use of convolutions for enabling 
equivariance over space or recurrence for equivariance over  time47. Here, the data is being used to train a model, 
while the prior is being used to define how to learn from the data. If the prior makes correct assumptions about 
the world, it might compensate for too little data and facilitate faster training.

For the analysis of spatially homogeneous and normalized MRI data, we intro-
duce in this section a new CNN architecture relying on PIF layers. Although we perform all experiments in 3D, 
we describe and visualize here the methods for simplicity in 2D. PIF layers consist of 3 stages: (i) split, (ii) process 
and (iii) reassemble. Each output feature map of the previous layer is first split (i) into patches of size (sx × sy) . 
Next, the patches pij centered at row i and column j of all feature maps are processed (ii) with a series of local 
convolutions of kernel size (kx × ky).

In comparison to the convolution operation

in which a kernel K is convolved with an input I , the PIF operation

applies a patch specific kernel Kp to the current patch p , where m̂, n̂ ∈ p and P is the set of all patches p . When 
s > k , weights are shared within each patch pij but not across patches. Lastly, all patches are reassembled (iii) 
in the same order as they were split. Figure 4 shows an overview of the layer design. PIF layers can be easily 
integrated into many CNN architectures and can be modified to contain other layer types besides convolutions. 
An implementation using PyTorch can be found here: https:// github. com/ derEi tel/ patch_ indiv idual_ filter_ layer.

When splitting a feature map into patches, one creates artificial borders which could reduce training perfor-
mance. Each patch has several new and unnatural borders. These borders potentially cut through objects that 
the network might learn as a whole. For example, the splitting could cause a feature map region representing the 
hippocampus to be split into two patches. The first downside is that this leads to potential border effects in areas 
that would normally not be affected. Second, a symptom such as hippocampal atrophy might only be visible in 
one of the patches, causing the two patches to disagree. Simply speaking, one patch might forward activations that 
support the disease class, while the other patch might inhibit activation, supporting the control class. To mitigate 
these issues we perform a parallel strain of network in which the patches are split with an overlap to the original 
split. Each original patch location (xo, yo) is shifted by half its patch size to the overlapping location (xov , yov):

P(H|D) =
P(D|H)

P(D)
P(H)

(1)z =
∑

m

∑

n

I(m, n)K(i − m, j − n),

(2)zp =
∑

m̂

∑

n̂

I(m̂, n̂)Kp(i − m̂, j − n̂)∀p ∈ P

https://lasagne.readthedocs.io/en/latest/modules/layers/local.html
https://lasagne.readthedocs.io/en/latest/modules/layers/local.html
https://keras.io/layers/local/
https://github.com/derEitel/patch_individual_filter_layer
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This way, patches are added in a minimalistic fashion, centralizing the overlap between existing patches while 
neglecting additional patches at the image borders that would require padding and are likely less informative. 
We train all patches by averaging the gradients between the overlapping and non-overlapping patches during 
the backward pass.

Layer-wise relevance propagation (LRP) is a method to analyze the behavior of deep 
neural networks and other machine learning  methods48. It has been used in several studies in MR  imaging49–51 
and it was shown that identified relevant regions can overlap with clinically established relevant brain regions 
such as the medial temporal lobe in Alzheimer’s  disease11,52 and the corpus callosum in multiple  sclerosis12. LRP 
uses backpropagation to transfer the output score of the network into the input space and therefore creates heat-
maps that show the relevance of each pixel. We propagate the relevance following the α/β-rule:

here, the relevance from layer Rl+1 is backpropagated to its preceding layer Rl . Activations are divided into 
positive and negative contributions ( z+/−

ij ) between nodes i  and j . Additionally, activations are normalized 
with the sum of the positive/negative activations from that layer. The hyperparameters α and β need to be tuned 
and are confined to α = 1 + β . In this study, we set β = 4 which we found to work well in practice. Typically, 
one invokes the LRP backpropagation with the activation of the final layer, here we furthermore start with the 
activation of hidden neurons to obtain the relevance of a specific filter within the network. The adaptation of the 
LRP algorithm to the PIF layers requires splitting of the relevance in the same manner as we split the gradients 
during training. The relevance from the overlapping patches is simply averaged with the relevance from the 
non-overlapping patches.

Based on the theoretical motivation, we compare here a baseline CNN model, whose 
architecture was optimized for the given task, to the same CNN architecture in which the final convolutional 
layer (before fully-connected layers) was replaced with a PIF layer (see Fig. 5). The model architecture is a shal-
low VGG-inspired53 CNN which contains only convolutional, max pooling, and fully-connected layers. Two 
variants, model A and model B, with 4 or 5 convolutional layers, as well as differences in their number of filters 
were used to test the effect of different model capacities. By using two architecture settings we avoid mistaking 
the effects of feature count for the effect of the PIF layer itself. In our experiments, on each data split, both the 
baseline and the PIF model were given a higher, a lower as well as an approximately even feature count. While the 
general architecture is the same for all data sets, slight modifications were necessary to match the dimensionality 
of the data. The deviations from Fig. 5 for each data set are depicted in the Supplementary Appendix. Addition-
ally, we have tested a patch-based architecture which we adapted from Liu et al.54. The patch-based architecture 
in Liu et al.54 contains 4 convolutional layers and 2 fully-connected layers. Here, we apply it on patches obtained 
by splitting the input image into 2 × 3 × 2 patches across the x, y, and z dimensions. The exact implementation of 
all experiments can be found here: https:// github. com/ derEi tel/ patch_ indiv idual_ filter_ layer.

For data augmentation, we used translation and flipping 
along the sagittal axis, which are typical augmentations in  neuroimaging55–57. We applied data augmentation 
only to the UK Biobank and the ADNI data, but not to the MS data set, since here the validation performance 
was reduced when using data augmentation. For the PIF architecture, we performed only translation and not 

(3)(xov , yov) = (xo +
sx

2
, yo +

sy

2
).

(4)Rl
i =

∑
j

(
α

z+
ij∑
k z

+
kj

− β
z−
ij∑
k z

−
kj

)
Rl+1
j .

Figure 4.  Depiction of a patch individual filter (PIF) layer in 2D. In this setting, inputs are 5 feature maps from 
a previous layer. Each feature map is being split into 16 patches and convolutions are applied patch-wise. Finally, 
the feature maps are reassembled in the same order.

https://github.com/derEitel/patch_individual_filter_layer
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flipping, since the PIF layer requires patches to have the same content during each training iteration. All images 
were intensity normalized by dividing each by its maximum value before training.

The models were compared using both their predictive performance and their convergence 
speed. The predictive performance was measured using the area under the receiver operating characteristic 
curve (AUC ROC), balanced accuracy, sensitivity, and specificity. To evaluate the hypothesis that PIF archi-
tectures require fewer training iterations, we measured the number of iterations until early stopping occurs. 
Early stopping is a kind of regularization, which forces the model to end training after the performance has not 
improved for a fixed amount of iterations. Early stopping can also be caused by a model not being able to leave 
the initial optimization basin or being stuck in a poor local minimum, hence using the number of early stopping 
iterations as a measure of convergence is only feasible when the model achieves a good predictive performance. 
Furthermore, we investigated the training time of each experiment in seconds to measure its efficiency. All mod-
els have been run on the same computing system to avoid hardware-based effects on the training time.

As the results of CNNs can considerably vary between single training runs on neuroimaging  data56, we run 
each experiment several times. Specifically, we follow the recommendations in Varoquaux et al.25 and repeat our 
experiments in 10 outer folds, each time randomly sampling the data into training, validation, and test sets. For 
each of the 10 data splits, we run hyperparameter optimization on the validation set by performing 5 experiments 
with randomly sampled hyperparameters from Table 1. We defined that both architecture variants needed to 
be sampled at least two times within five repetitions, whereas all other parameters had no sampling constraints. 
The best hyperparameter settings per validation set are then used on the independent test set, leading to 10 test 
scores which were averaged to present the final model performance. In total, this leads to training each model 
50 times. As the run time on the full UK Biobank data set is prohibitively long, two instead of 10 random data 
splits were used on that data set.

Figure 5.  Overview of the CNN architecture, the top row shows the baseline which has been optimized for 
the respective task. The bottom row shows the same architecture with the last convolutional and pooling layer 
replaced by a PIF layer. Written below each convolutional layer are the number of filters and their size and below 
each fully-connected layer is the number of output neurons. Below the PIF layer the number of patches, number 
of convolutions per patch, and size of convolution kernels are displayed. Shown are model A and model A-PIF 
as used on the UK Biobank.

Table 1.  List of hyperparameters that were randomly sampled from. See Supplementary Appendix A for the 
model architectures.

Hyperparameter Values
Architecture [Model A, Model B]

Learning rate [1 × 10−4 , 5 × 10−5]
Mini-batch size [4, 6, 12]
Patience [12, 16]
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To study the effect of PIF layers we have compared the performance on three different structural 
MRI data sets. As we hypothesize that PIF layers should need fewer training examples to learn relevant features, 
we have run an additional comparison on a randomly sampled 20% subset of the selected UK Biobank and 
ADNI data sets. As the number of samples for the MS data set is already small, we did not use a subset here. All 
methods were carried out in accordance with relevant guidelines and regulations.

UK Biobank. For this study, 1854 T1-weighted images (MPRAGE, 3 Tesla) from the UK  Biobank38 (www. 
ukbio bank. ac. uk) were randomly chosen to train a sex detection classifier. The MR images were obtained pre-
processed from the UK Biobank repository combining data from several sites and scanners. The pre-processing 
pipeline included defacing, reduction of the field of view to remove empty space around the brain, and gradient 
distortion correction. Furthermore, images were non-linearly transformed to MNI152 space using the FMRIB 
Software  Library18 (FSL). The final image size is 182 × 218 × 182 voxels. The target of the trained classifiers is to 
distinguish between female (n = 1005) and male (n = 849) brains. Data was split for each of the 10 repetitions 
into separate test (20%), validation (16%), and training (64%) sets.

ADNI. 969 T1-weighted images (MPRAGE, 1.5 Tesla) from the Alzheimer’s Disease Neuroimaging  Initiative39 
(ADNI; www. adni. loni. usc. edu) database were used to discriminate subjects with Alzheimer’s disease (AD) from 
healthy controls (HCs). The ADNI was launched in 2003 as a public-private partnership, led by Principal Inves-
tigator Michael W. Weiner, MD. The primary goal of ADNI has been to test whether serial magnetic resonance 
imaging (MRI), positron emission tomography (PET), other biological markers, and clinical and neuropsy-
chological assessment can be combined to measure the progression of mild cognitive impairment (MCI) and 
early Alzheimer’s disease (AD). The MR images come from different sites and scanners and were downloaded 
partially pre-processed. Already applied pre-processing steps included corrections for gradient non-linearity, 
intensity inhomogeneity, and phantom-based distortion. We furthermore registered all images to the ICBM152 
standard template (asymmetric version 2009c at 1 mm) using non-linear registration from the Advanced Nor-
malization  Tools19 (ANTs). The final image size has been reduced to 96 × 114 × 96. The images stem from 193 
AD patients and 151 HCs with up to three time points. To avoid data leakage, splitting of the data set for each 
repetition was done on the patient level and not on the image level leading to disjoint test (18%), validation 
(10%), and training (72%) sets.

VIMS. 147 fluid-attenuated inversion recovery (FLAIR, 3 Tesla) images from the VIMS study (https:// neuro 
cure. de/ en/ clini cal- center/ clini cal- studi es/ curre nt- studi es. html) of the NeuroCure center at Charité-Univer-
sitätsmedizin Berlin were used to separate patients with relapse-remitting multiple sclerosis (MS) and healthy 
controls (please see also Eitel et al.12). All images were acquired from the same 3T scanner (Tim Trio Siemens, 
Erlangen, Germany). After bias-field correction and robust field of view selection, the corresponding MPRAGE 
sequences were linearly registered to MNI space using  FSL18. FLAIR images were then co-registered to the 
MPRAGE images using spline interpolation. The final image size has been reduced to 96 × 114 × 96. 76 images 
stem from patients with relapsing-remitting multiple sclerosis (MS) according to the 2010 McDonald  criteria58, 
and the remaining 71 images stem from healthy controls. As the data set is small we dedicated a larger portion 
to the training set leading to splits of 15% for testing, 8.5% validation, and 76.5% training in each repetition.

Table 2 shows the predictive performance results from all models averaged over 10 randomly selected test sets 
(2 in case of the large UK Biobank data set). The predictive performance between baseline and PIF model are 
almost identical for most metrics. For example, the AUC ROC on the full UK Biobank data (baseline 98.81%; 
PIF 99.10%) and on the full ADNI data set (baseline 88.89%; PIF 86.88%) differ only slightly, with the leading 
algorithm switching from experiment to experiment. This shows that the introduction of the PIF layer does not 
alter the predictive performance of the CNN. Otherwise, both baseline and PIF architecture strongly outper-
formed the patch-based approach in almost all metrics. The ROC curves are shown in Fig. 7 and Supplementary 
Fig. 2 in the Appendix. All results of the baseline and PIF model are comparable to those obtained in the current 
literature (sex  classification59–61; AD  detection62; MS  detection12), however due to the large impact of different 
data sets, data splits, weight initialization and other factors of  variance63 a direct comparison of accuracies 
between studies has little meaning. As noted in Wen et al.62 shallow models consisting of only convolutional and 
fully-connected layers are usually sufficient for classification on MR images and the exact number of layers has 
less influence than other factors of variation. We similarly found that neither model configuration A nor B was 
chosen more often than the other across all experiments.

Based on our results, we reject the hypothesis that PIF layers reduce the number of samples required to train 
a model. While we were expecting similar predictive performances between baseline and PIF model on the large 
data sets, we were expecting better predictive performances on the small data sets. However, in contrast to other 
work utilizing the splitting of feature  maps42, we did not find a degradation of predictive performance either.

Figure 6 shows the training time of all experiments both in seconds and the number of iterations. Here, we 
compare all 50 runs (10 for the large UK Biobank data set) in terms of their training time since we are interested 
in reducing the overall time to train a model. In all experiments we can see that the PIF model strongly out-
performs both patch-based and baseline models. Notably, on the ADNI small data set the PIF layer reduces the 
training time by almost 28% from 511.42 to 369.16 s and on the large UK Biobank data set by 25% from 20577.2 
to 15331.8 s in comparison to the baseline.

For the number of iterations, the difference between baseline and patch-based approach was also highly appar-
ent. On all but the ADNI big data set the average number of iterations until convergence has dropped largely by 

http://www.ukbiobank.ac.uk
http://www.ukbiobank.ac.uk
http://www.adni.loni.usc.edu
https://neurocure.de/en/clinical-center/clinical-studies/current-studies.html
https://neurocure.de/en/clinical-center/clinical-studies/current-studies.html
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up to 24%. The number of iterations required for the patch-based model to converge is much larger than both 
baseline and PIF model on all data sets.

Increasing the resource efficiency of neural networks is an important challenge in order to reduce their CO2 
footprint and enable a wider spread of research into departments with tight limitations on expensive computing 
resources such as  GPUs26. Similarly, Sze et al.64 stated that “techniques that enable efficient processing of DNNs 
[deep neural networks] to improve energy efficiency and throughput without sacrificing application accuracy 
or increasing hardware costs are critical to the wide deployment of DNNs in AI systems”. By using PIF layers 
researchers applying deep learning in neuroscience can reduce their model training time by up to 28%.

We created several LRP heatmaps to support the motivation for PIF layers and deter-
mine differences caused by the addition of a PIF layer. Since the UK Biobank data set has the largest sample 
size and both baseline and the proposed architecture achieved a high, very similar performance, we only show 

Table 2.  Results of the binary classification tasks. Area under the receiver-operating curve, sensitivity, 
specificity, balanced accuracy are reported as averages over 10 repetitions. Standard deviation is reported in 
parentheses.

Data Model AUC ROC Sens. Spec. Bal. acc.
Large data sets
UK Biobank Baseline 98.81% (0.21) 96.62% (0.16) 90.66% (0.42) 93.64% (0.13)
UK Biobank Patch-based 79.41% (2.41) 66.11% (1.06) 77.40% (9.26) 71.75% (4.10)
UK Biobank PIF 99.10% (0.27) 97.78% (1.49) 90.64% (0.26) 94.21% (0.61)
ADNI Baseline 88.89% (6.51) 84.09% (7.34) 78.75% (11.43) 81.42% (7.48)
ADNI Patch-based 78.23% (6.33) 67.23% (12.02) 71.23% (13.89) 69.23% (6.70)
ADNI PIF 86.88% (5.92) 79.19% (8.45) 77.49% (9.68) 78.34% (6.98)
Small data sets
UK Biobank Baseline 94.30% (3.31) 84.93% (10.90) 86.13% (5.98) 85.53% (4.69)
UK Biobank Patch-based 65.31% (5.00) 44.16% (33.93) 66.32% (29.83) 55.24 % (4.78)
UK Biobank PIF 93.99% (2.92) 91.93% (5.48) 81.33% (6.26) 86.63% (4.68)
ADNI Baseline 85.78% (7.42) 77.22% (7.92) 77.80% (10.88) 77.51% (6.88)
ADNI Patch-based 49.77% (15.33) 60.26% (51.31) 40.21% (51.46) 50.23% (0.50)
ADNI PIF 86.74% (7.91) 75.31% (10.81) 79.93% (10.78) 77.62% (7.29)
MS Baseline 87.35% (8.76) 79.73% (17.24) 81.23% (15.07) 80.48% (10.24)
MS Patch-based 81.00% (8.30) 100.00% (0.) 19.96% (13.32) 59.98% (6.66)
MS PIF 86.22% (8.10) 74.38% (10.61) 81.27% (17.61) 77.83% (9.67)

Figure 6.  Training time for all runs in seconds and number of iterations. Error bars depict standard error.
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visualizations for the UK Biobank data. For evaluation, a high predictive performance is important, while dif-
ferences between the models’ performances should be small. Otherwise, it remains unclear whether differences 
come from a gap in performance or the architecture itself. The figures shown are based on the selected models 
after hyperparameter search from the first outer fold, which was run on the test set.

First, we used the baseline model to investigate whether higher layer features in a CNN trained on MRI 
data will have a more localized focus than features from lower layers do. We generated LRP heatmaps using 
the outputs of both the intermediary and the final output layer (Fig. 7). Figure 8 shows the heatmaps obtained 
by backpropagating the activations of 4 randomly selected filters in convolutional layers 3 and 4 as well as the 
heatmap of the model output. The comparison between the heatmaps of convolutional layers 3 and 4 shows that 
the lower layer has more connected and dense heatmaps across all shown filters whereas the higher layers have 
more sparse heatmaps with several regions showing no activity, such as the right inferior and medial temporal 
lobes in filters 60 and 15 and parts of the cerebellum in filters 4 and 15. The LRP heatmap of the model score on 
the other hand does not portray these empty regions. As the final output is a combination of all convolutional 
filters the heatmap becomes more holistic and dense again. Nevertheless, trends emerge in many layer 5 filters 

Figure 7.  Receiver operating characteristic (ROC) curves for all 10 runs of the PIF model trained on the 20% 
ADNI data set.

Figure 8.  Heatmaps of the baseline trained on the big UK Biobank data set generated from the last two 
convolutional layers and the final output. Four filters from the convolutional layers were randomly selected. 
Note that there is no special relationship between the filters at the same location (i.e. filter 0 at conv 3 and conv 
4) as each filter is applied to all previous feature maps.
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which are reflected in the final output, such as a lower focus on the edge of the right inferior temporal lobe. This 
shows that the filters of the last convolutional layer tend to be more locally specific in the baseline architecture. 
As the PIF architecture enforces this higher layer locality through its feature map patches, it could be one of the 
causes of its faster convergence over the baseline.

Next, we compared heatmaps from the baseline model to the proposed PIF architecture. Figure 9 shows the 
heatmaps of the UK Biobank PIF architecture, obtained from the PIF layer. Here, the locality due to the patches 
is highly apparent. Patches 1, 3, and 5 represent different quadrants, whereas patch 8 is an overlapping patch that 
is in the center of the image. Beyond that, the layer 4 heatmaps of the PIF model, as depicted in Fig. 10, show 
that the sparseness occurring in baseline layer 4 does not simply move down to layer 3 in the PIF model. If this 
had been the case, it could have been an indicator that the PIF layer does not add any disentanglement value 
and that the remaining model is able to learn similar features with a smaller capacity. Here, we can rather see 
that the layer 3 heatmaps between baseline and PIF model seem to be very similar in terms of general structure, 
indicating that the PIF layer does not obstruct the general learning performance of the CNN. Finally, the LRP 
heatmap of the final output in Fig. 10 shows a strong resemblance to the baseline heatmap in Fig. 8, although it 
is slightly less noisy.

The major limitation of PIF layers is that it requires all examples to be spatially standardized. 
By design PIF layers require spatial homogeneity and ideally registration, while all inputs need to have the 
same number of features per dimension (e.g. same number of voxels). As the pre-processing was optimized for 
each data set individually, this refrained us from training a single classifier on all presented tasks. Nevertheless, 

Figure 9.  LRP heatmaps of the PIF model trained on the big UK Biobank data set using the PIF layer output to 
generate patch and filter specific heatmaps. Each patch learns individual filters and therefore patches at the same 
location (i.e. filter 0 across patches) do not share a specific relation.

Figure 10.  LRP heatmaps of the PIF model trained on the big UK Biobank data set based on layer 3 feature 
maps (the final layer before the PIF layer) and the model output (score).
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when MRI data, as well as pre-processing pipelines, become more and more standardized, a holistic architecture 
might become conceivable. Furthermore, we have recently shown that linear and non-linear pre-processing of 
structural MRI increases the balanced accuracy on AD detection by 6–7% using a vanilla  CNN65. This shows 
that the lengthy pre-processing process, which we assume a requirement for PIF layers, is also vital for achieving 
competitive results with other CNN architectures and henceforth, we have not considered the pre-processing 
times in this study. Potential border effects pose another limitation. While we reduced the risk of splitting impor-
tant objects by using overlapping patches, we thereby introduced additional artificial borders which might be 
unfavorable and their effect should be addressed in future studies. Next, due to many ways to pre-process and 
split the data as well as large hyperparameter spaces, it is generally difficult to compare different deep learning 
algorithms, and thus we can not rule out that better configurations for each of the tasks exist. To keep the com-
parison as simple as possible, we only used randomly initialized CNN baselines. Lastly, backpropagation-based 
attribution methods such as LRP, which we have used to produce heatmaps in Figs. 8, 9 and 10, have lately been 
criticized in their ability to show relevant features about the given  task66,67. However, in the setting of this study, 
the heatmaps were not used to determine causal relationships in the input–output mapping but solely to inves-
tigate the locality of different layers. Future studies might investigate the effect of transfer learning, combining 
several modalities and other validation strategies.

In this study, we have introduced PIF layers for CNNs. Based on the understanding that higher level layers learn 
more abstract and localized features, we have reinforced that learning direction by splitting higher level feature 
maps into patches and learning CNN features without weight-sharing between those patches. In scenarios 
where data is naturally homogeneous or spatially normalized, PIF layers can be introduced in order to reduce 
training time and the number of iterations until model convergence. PIF layers can be used in the same way as 
convolutional layers and do not degrade model performance, unlike other splitting  methods42. They can be seen 
as introducing a spatial prior into the neural network model. Based on further knowledge about the data, one 
could tune this prior by adjusting the patch size to the size of a certain biomarker or relevant sub-regions in an 
image or could weigh patches based on a pre-defined hypothesis. Potential future applications are other stand-
ardized medical sets, e.g., coming from other modalities (PET, CT, other MRI sequences, etc.) or other parts of 
the body also requiring normalization. Tasks that require even more regional specificity, such as segmentation, 
might profit from the application of PIF layers as well.
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