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Abstract

The spatial organization of chromatin within the nucleus is essential for the precise orchestra-

tion of gene expression in time and space, and ultimately for healthy development. Genomic

variants, however, can alter this precise chromatin folding, thereby perturbing healthy gene

expression programs and causing malformations and diseases.

In diploid genomes, most inherited or acquired genomic variants are heterozygous and

influence the homologous chromosome they reside on in an allele-specific manner. Under-

standing the effects of heterozygous variants on chromatin folding requires separate analysis

of the homologous chromosomes, which has proven extremely challenging using current

state-of-the-art chromatin conformation capture techniques. First, the haplotype structure

of the genome, i.e. the distribution of variant alleles over the homologous chromosomes, is

frequently unknown. Second, even if haplotypes are known, sequencing reads from chromatin

conformation capture can only be uniquely assigned to parental haplotypes based on their

overlap with phased variants, i.e. variants whose alleles have a known chromosome copy of

origin. Especially in genomes with a low variant density, such as the human genome, most

reads are discarded in this approach, yielding a read-phasing efficiency that is insufficient to

generate haplotype-specific chromatin contact matrices of good quality. Novel approaches

for generating haplotype-resolved chromatin contact matrices are therefore urgently needed.

With Genome Architecture Mapping (GAM), a novel method with great potential for

haplotype-specific analysis of chromatin conformation was introduced. GAM infers chro-

matin conformation from sequencing genomic regions captured in ultra-thin nuclear slices.

Based on their spatial proximity, regions captured in the same slice are likely to originate

from the same physical chromosome. This property potentially enables long-range phasing

of variants and reads from GAM data, however, so far, this potential had not been explored.

In this thesis, I first demonstrate the ability of GAM data to provide valuable haplotype

information. I then introduce GAMIBHEAR, a graph-based approach that leverages this

GAM-derived phase information to infer accurate and complete haplotypes. Building on

GAMIBHEAR, I present Co-Phasing, a novel read-phasing strategy that, for the first time,

allows for the unique assignment of variant-free reads to their homologous chromosome of

origin. I demonstrate the power of Co-Phasing to enhance read-phasing efficiency and to

generate detailed haplotype-specific chromatin contact matrices in mouse and human. In

contrast to previous findings, my results provide evidence for major differences in the spatial

organization of homologous chromosome copies and, for the first time, allow a highly detailed

view into the haplotype-specific chromatin conformation of the human genome.
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Deutsche Zusammenfassung

Die räumliche Organisation von Chromatin im Zellkern ist ausschlaggebend für die exakte

zeitliche und lokale Expression von Genen, und damit letztendlich für eine gesunde Entwick-

lung unerlässlich. Genomische Varianten können diese präzise Chromatinfaltung jedoch

verändern, wodurch eine gesunde Genexpression gestört und Fehlbildungen und Krankheiten

verursacht werden können.

In diploiden Genomen ist der Großteil der geerbten oder neu enstandenen genomischen

Varianten heterozygot. Diese Varianten wirken allelspezifisch auf das homologe Chromosom,

auf dem sie sich befinden. Um die Auswirkungen heterozygoter Varianten auf die Chromat-

infaltung zu verstehen, ist eine getrennte Analyse der homologen Chromosomen erforderlich,

was sich allerdings mit den derzeitigen Methoden zur Erfassung der Chromatinkonformation

als äußerst schwierig erweist. Erstens ist die Haplotypstruktur des Genoms, d. h. die

Verteilung unterschiedlicher Allele über die homologen Chromosomen, häufig unbekannt.

Zweitens können, selbst wenn die Haplotypen bekannt sind, sequenzierte Genomabschnitte

(Reads) nur eindeutig den elterlichen Chromosomenkopien zugeordnet werden, wenn die

Reads bereits bekannte und den Haplotypen zugeordnete Allele von genomischen Varianten

überlappen. Insbesondere in Genomen mit geringer Variantendichte, wie dem menschlichen

Genom, werden bei diesem Ansatz die meisten Reads durch fehlende Zuordnung verworfen,

was zu einer Read-Phasing-Effizienz führt, die nicht ausreicht, um haplotypspezifische Chro-

matinkontaktmatrizen von guter Qualität zu erstellen. Daher werden dringend neue Ansätze

zur Erstellung von haplotypspezifischen Chromatinkontaktmatrizen benötigt.

Mit Genome Architecture Mapping (GAM) wurde eine neue Methode mit großem Potenzial

zur haplotypspezifischen Analyse von Chromatinkonformation entwickelt. GAM leitet die

Chromatinkonformation aus der Sequenzierung genomischer Regionen ab, die zusammen in

ultradünnen Schnitten des Zellkerns erfasst wurden. Aufgrund der räumlichen Nähe der im

selben Schnitt erfassten Regionen ist es wahrscheinlich, dass diese vom selben physischen

Chromosom stammen. Diese Eigenschaft könnte potenziell eine weitreichende Haplotypzuord-

nung von Varianten und Reads anhand von GAM-Daten ermöglichen, jedoch wurde dieses

Potenzial bisher nicht erforscht.

In dieser Doktorarbeit demonstriere ich zunächst, dass GAM-Daten wertvolle Haplotypin-

formationen beinhalten. Anschließend stelle ich GAMIBHEAR vor, einen graphenbasierten

Ansatz, der diese von GAM-Daten abgeleiteten Informationen extrahiert und zur Erstellung

von sowohl exakten als auch vollständigen Haplotypen nutzt. Aufbauend auf GAMIBHEAR

stelle ich Co-Phasing vor, eine neue Read-Phasing-Strategie, die erstmalig die eindeutige

Zuordnung von variantenfreien Reads zu ihrem homologen Ursprungschromosom ermöglicht.

Anschließend demonstriere ich die Leistungsfähigkeit von Co-Phasing zur Verbesserung der

Read-Phasing-Effizienz und zur Erstellung detaillierter, haplotypspezifischer Chromatinkon-

taktmatrizen in Maus und Mensch. Im Gegensatz zu früheren Erkenntnissen belegen meine

Ergebnisse große Unterschiede in der räumlichen Organisation homologer Chromosomenkopien

und ermöglichen erstmals einen sehr detaillierten Einblick in die haplotypspezifische Chro-

matinkonformation des menschlichen Genoms.
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Chapter I - Introduction

All multicellular eukaryotes carry their genome, composed of multiple chromosomes, in the

nuclei of almost all of their cells. With few exceptions, sexually reproducing species have

diploid genomes, as individuals inherit one set of chromosomes from each parent. The genome

encodes for the specific characteristics and appearances of each individual, which is referred

to as their phenotype. Individuals of a species can carry different genetic versions of these

heritable phenotypic characteristics, called alleles after the Greek allelomorph (meaning

”other form”). These variations in the sequence of the genome can cause different phenotypes

and therefore contribute to the genotypic and phenotypic diversity within the population,

the substrate on which natural selection acts. To be able to assess and compare genotypic

diversity within a species, a consensus sequence is assembled from genome sequences of

multiple representative individuals and used as reference genome. If an allele at a given

genomic position agrees with the reference genome of the species it is considered the reference

allele, while alleles that do not match the reference are considered alternative alleles. In

diploid genomes, individuals can carry different, namely heterozygous alleles on their parental

chromosome copies, while homozygous alleles are identical in sequence on the homologous

chromosomes. Genomic variants come in different sizes and range from single nucleotide

variants (SNVs) or small insertions and deletions (INDELs) of a few base pairs (bp), to larger

chromosomal aberrations, duplications and deletions, which, even though rarely, can span

thousands or millions of bp. While some of these genomic variants might be advantageous

for the individual, others can cause malformations and diseases. Changes in the DNA

sequence of individual genes can directly result in the change or loss of the function of that

gene. Moreover, since precise spatio-temporal and accurate gene expression is crucial for

healthy development, variants outside the coding regions can cause disruptions in the complex

and highly orchestrated mechanisms regulating gene expression and thus have tremendous

consequences, including phenotypic aberrations and disease. The plethora of gene regulatory

mechanisms is, for the most part, epigenetic (the Greek prefix epi- stands for ”over, outside

of, around”), meaning they do not alter the DNA sequence itself but act on top of the genome.

Epigenetic mechanisms include posttranslational modifications of the DNA or of histone

proteins around which the DNA is wrapped, or the methylation of the DNA itself, but also

the location and molecular environment of the genomic region in the nucleus plays an integral

part in its transcriptional activity. Additionally, the folding of chromatin in the nucleus is an

essential gene regulatory mechanism, as it determines the accessibility and transcriptional

activity of genomic regions on multiple levels, for example by enabling functional contacts

between genes and their regulatory regions.

In diploid genomes, it is thus crucial to consider the distribution and interplay of variant

alleles over the two parental chromosome copies to ensure a detailed view on their direct and

allele-specific, but also additive impact. Haplotypes describe the combination of alleles along

the genome for each homologous chromosome and are essential when investigating variant-

induced changes in genes and their expression and to ultimately determine the functional

consequences of genomic variants. Thus, fully understanding the haplotype-specific effect

of genomic variants and alleles is one of the most important questions of modern genomics

research.

1/134



Despite extensive experimental efforts, the extent of variability in genome folding of homolo-

gous chromosomes and its effect on gene regulation is not yet understood. This is at least in

part because generating detailed haplotype-specific chromatin contact matrices remains a

challenge, especially in genomes with low variant density such as human, where homologous

chromosomes are difficult to differentiate.

To improve our understanding of haplotype-specific chromatin conformation and its impact

on gene expression regulation in health and disease, I aimed to develop innovative algorithms

to enable the investigation of haplotype-resolved chromatin contacts in great detail, with

the possibility of integrating additional allele-specific -omics data. To this end, first the

development of a haplotype-reconstruction algorithm based on chromatin conformation data

is necessary to be able to uniquely assign genomic variants to their parental chromosome of

origin. Furthermore, algorithmic advances that further improve the quality and resolution

of haplotype-resolved chromatin contact matrices are necessary in order to enable detailed

research into genome folding of homologous chromosomes. In the following sections of this

introduction, I will first briefly present milestones in the history and evolution of genomic

research. I will continue by reviewing key aspects of epigenetic mechanisms and their in-

fluence on gene expression. In this regard, I will touch on histone modifications and then

summarize our current knowledge of chromatin conformation. Here, I will include recent

findings of allelic differences and present the experimental methods those findings are based

on. Afterwards, I will give insights into the haplotype reconstruction problem in detail, and

describe experimental as well as computational methods developed to tackle this problem.

Finally, I will present the goals and scope of this thesis in more detail and give an overview

at the end of this introduction.
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1.1 Genomics - a historical account

In 1866, long before chromosomes and genes were even discovered, Gregor Mendel already

acknowledged the importance of differences in parental alleles and their impact on the

offspring’s phenotype (Mendel 1866). Mendel conducted his famous experiments of systemat-

ically cross-breeding peas with different phenotypical characteristics such as their colour, size,

and shape, where he discovered that the inherited information can differ between parental

alleles and that certain (mendelian) parental traits are inherited following specific rules.

More than 100 years after Mendel’s famous experiments, researchers identified the specific

gene and its coding variant that is causing the green and yellow pea phenotypes (Hörtensteiner

2006; Armstead et al. 2007). The enzyme encoded by the gene catalyses the degradation of

chlorophyll in the ripe peas, and thus causes the dominant yellow phenotype. As one dose

of the enzyme, and thus one functional copy of the gene encoding the enzyme, is sufficient

to generate the phenotype, only a double mutant can yield the desired green pea. To this

day, genes for 3 out of the 7 traits studied by Mendel have been identified (Offner 2011).

It is worth noting that Mendel’s choice of phenotypic traits to investigate were, without

his knowing, crucial for the success of his studies. All of them are monogenic, coding for

enzymes, directly impacted by coding variants which cause the different phenotypes, and

not in linkage disequilibrium (LD) meaning that they actually inherit independently of each

other, just as Mendel postulated.

This early research emphasizes the importance of haplotype-specific knowledge of genetic

variants in order to understand whether one functional copy of the gene is preserved while

the other is possibly affected by multiple mutations, or whether the functionality of both

gene copies is impaired by genomic variants.

Since Mendel’s discoveries, numerous technological advances and biological findings have

set milestones in biological, genetic, and genomic research. In the early 20th century,

chromosomes were first described as discrete inheritable linear structures that carry genetic

information, which build the ”physical basis of the Mendelian law of heredity” (Sutton

1902; Sutton 1903; Boveri 1904). 50 years later, the DNA molecule structure was discovered

(Watson and Crick 1953). While the building blocks of DNA, the bases Adenine, Thymine,

Guanine, and Cytosine, had been detected before (Kossel 1883; Kossel 1885; Kossel 1891;

Kossel and Neumann 1893), the arrangement of those bases, defined as the DNA sequence,

came especially into focus with the enormous improvements in sequencing efficiency with

emerging new technologies such as Sanger sequencing (Sanger et al. 1977). With the available

technology at hand, the aim grew to fully sequence the human genome. At the very beginning

of the 21st century, a first draft of the results from the Human Genome Project (Lander

et al. 2001; Venter et al. 2001) was published, which has since been improved and updated,

until with very recent efforts regarding telomeric regions, the sequence now seems complete

(Nurk et al. 2022).

Soon after the Human Genome Project published their first results, researchers acknowledged

the importance of genomic variation in the human population and initiated the International

HapMap Project to gather common allelic sequence variations in human DNA (International

HapMap Consortium 2003). The HapMap project was and still is an important foundation

for subsequent work to understand the haplotype structure of the human genome (Olivier

3/134



2003) and to associate genomic variants with complex disease phenotypes (Botstein and

Risch 2003) as in genome-wide association studies (GWAS, Ozaki et al. 2002; A. D. Johnson

and O’Donnell 2009).

Various other regionally restricted or national (Africa: Gurdasani et al. 2014, Iceland:

Gudbjartsson et al. 2015, Japan: Nagasaki et al. 2015, UK: UK10K Consortium et al. 2015)

and international projects have launched to concentrate on population differences of genomic

variants and to catalog human genetic variation, such as the 1000 Genomes Project (1000

Genomes Project Consortium et al. 2010). Results of this project revealed that the human

genome has a low variant density and that healthy humans carry on average one genomic

variant per 1000 bp.

Furthermore, large projects with the aim to associate variants in the human genome to

diseases were promoted, such as the 100K Genomes Project focusing on rare diseases

(Trotman et al. 2022). The PCAWG (Pan-Cancer Analysis of Whole Genomes) Consortium

(ICGC/TCGA Pan-Cancer Analysis of Whole Genomes Consortium 2020), on the other

hand, investigated germline and somatic variations in cancer genomes, to some extent even

with a haplotype-specific viewpoint (PCAWG Transcriptome Core Group et al. 2020), to

which I also contributed parts of the analyses of allelic expression.

The importance of haplotype-specific information in genomic and medical studies was

constantly discussed and supported, ranging from the impact of allelic variants on gene

expression (Pickrell et al. 2010) to disease phenotypes (Kong et al. 2009). However, in

the majority of studies, the diploid nature of the human and other mammalian genomes

was largely ignored. Although allelic differences were investigated at individual variant

positions (genotyped), short reads from next-generation sequencing (NGS) make it difficult to

connect variants over long genomic distances, and thus, their haplotype relation was often not

considered. This limit induced by short reads marks a key problem in haplotype reconstruction

and is central to my thesis, as we will see later. Tewhey et al. 2011 openly stressed the need

for more sophisticated study designs, sequencing technologies, and bioinformatics tools as

haplotype-resolved variant information is crucial for human genetic research.

With advancing technological opportunities such as linked reads (G. X. Y. Zheng et al.

2016), third-generation sequencing (Eid et al. 2009; Mikheyev and Tin 2014), and emerging

single-cell techniques (Sanders et al. 2017; Porubsky et al. 2021), limits of short read

length from the previous standard of NGS were overcome. These experimental methods in

combination with tailored algorithms have since proven invaluable for not only genome, but

also haplotype assembly (Kuleshov et al. 2014; Pendleton et al. 2015). Today, we see genomic

research interests evolve from population level towards personalized approaches, in which

the importance of haplotype-resolved research becomes increasingly apparent (Glusman et al.

2014).

Although the focus shifted over time from coding variants with a direct impact on the gene

function towards also including and associating indirect influences of non-coding, intergenic

variants, to this day, the phenotypic effects of genomic variants persist as a key research

topic.
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1.2 Gene regulation in the postgenomic era

After the human genome was sequenced (the Human Genome Project was declared complete

in 2003), the genomics field underwent a paradigm shift based on the notion that there is

more to a gene than merely its DNA sequence. From the static information encoded in the

genome sequence, research interests evolved towards investigating the dynamic use of this

genomic information. In this so-called postgenomic era of the 21st century, researchers aimed

to understand the functional aspect of genes and genomes, and the plethora of mechanisms

involved in the precise spatio-temporal regulation of gene expression. In this regard, the

postgenomic era is characterized by genome-wide, conceptual studies, focusing more on

investigating general mechanisms than analyzing single genes.

Previous investigations revealed that only 2 % of the human genome are coding, thus fostering

the notion that the remaining non-coding parts of the genome were regarded as non-functional

”junk”. However, it was hypothesized that non-coding regions could influence the expression

of nearby genes. With the onset of the postgenomic era, endeavours arose to further analyse

the non-coding regions of the genome and reveal its functional impact.

From this time on, epigenetics is investigated as a major factor in gene regulation. It

describes stable, heritable (with respect to cells undergoing cell division as well as organisms in

transgenerational epigenetic inheritance), but reversible traits which can influence the activity

of genes without directly altering the DNA sequence (Waddington 1942a; Waddington 1942b;

Martienssen et al. 1996). Epigenetic processes include mechanisms such DNA methylation

(Bird 2002), posttranslational histone modification (Margueron et al. 2005) and nucleosome

positioning (Small et al. 2014), which influence the accessibility and protein-binding affinity

of DNA as well as the conformation and nuclear position of chromatin, thus impacting gene

expression. Following the global viewpoint of this time, the field of epigenomics emerged

(Stunnenberg et al. 2016), aiming to reveal the complete set of epigenetic modifications,

to elucidate further chromatin-modifying mechanisms and to understand their functional

implications in gene expression regulation in development and disease.

Now that the sequence of the human genome was revealed and readily available, very

specialized read-based data generated by an emerging multitude of targeted experimental

approaches (e.g. ChIP-seq (D. S. Johnson et al. 2007; Barski et al. 2007), DNase-Seq (Boyle

et al. 2008)) could be mapped to the human reference genome. In this context, especially the

research of transcriptomics, describing the totality of transcripts as indicators of expression,

and epigenomics, encompassing the totality of epigenetic modifications, gained momentum.

The field of bioinformatics also became increasingly important, as the analysis of big volumes

of data generated with specialised high-throughput techniques is not trivial and requires

tailored algorithms and efficient computational tools.

The international ENCODE project (Encyclopedia of DNA elements, ENCODE Project

Consortium 2004; Raney et al. 2011) and the complementary Roadmap Epigenomics Project

(Fingerman et al. 2011) were launched to identify functional elements of the genome and

assemble the epigenomic landscape of multiple cell types. These ambitious approaches

revealed multiple functional sites such as transcription start sites (TSS) and regulatory

regions such as promoters and enhancers, and their behaviour in different cell types.
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Following the well-known and recurring biological principle that ”structure determines func-

tion”, genomic research once again broadened its perspectives, this time beyond the linear

viewpoint of DNA sequence. Previously, genes as well as functional sites and regulatory

regions were seen as elements located at a specific position on the linear DNA molecule.

However, regulatory regions can influence the expression of more than one gene and thus

may be located far away from either of their targets. In order for the regulatory regions to

act on their target genes, they must be physically close to allow functional interactions, and

thus the three-dimensional (3D) structure of DNA must be involved in the regulatory mech-

anisms. Recently the focus shifted towards the dynamic three- and even four-dimensional

organization of DNA in the nucleus, referring to the changes in chromatin organization over

time as in during the cell cycle, cell differentiation or embryonic development. The 3D

genome is complex, dynamic and crucial for regulating genomic function and gene expression.

Central questions in this scope are how DNA is spatially organized in the nucleus while

retaining functionality, and how the genetic information stored in DNA, which is identical in

almost all cells of an individual, is employed to give rise to different specialized cell types,

tissues, and organs up to the entire complex organism. Stressing the importance of this

research, international and national programs have been launched to support and advance

this endeavor such as the international 4D Nucleome Project (Dekker et al. 2017) and the

national DFG-funded Priority Programme “Spatial Genome Architecture in Development

and Disease” 2019, which also supported part of this work.

Recent technological advances shed light on hierarchical layers of chromatin architecture in

the nucleus and postulated associated mechanisms of orchestrated gene expression regulation.

In order to better understand the principles of these mechanisms, specific, tailored experi-

mental techniques are required. However, not only experimental advances need to be made,

but sophisticated algorithms need to be generated and implemented to leverage the captured

information for further insights.

1.2.1 Histone modifications

While epigenetic processes of gene expression regulation include many mechanisms such as

DNA methylation and nucleosome positioning, I will here focus on an overview of histone

modifications to give a context for results shown in Section 2.3 of this thesis.

Histones are the main protein components of nucleosomes, which, together with the DNA,

form the smallest structural units of chromatin. On this scale, the DNA helix wraps around

hetero-octamers of histone proteins which consist of 2 copies each of the core histones H2A,

H2B, H3, and H4 (Richmond et al. 1997, Hewish and Burgoyne 1973).

Posttranslational alterations of the tails of these histone proteins by means of methylation,

acetylation or other modifications influence their interaction with the DNA, making it more

or less accessible for the transcription machinery (Allfrey and Mirsky 1964). Additionally,

histone modifications are known to facilitate the recruitment of DNA-binding proteins

by affecting the binding affinity of DNA or to mediate its nuclear localization. As these

posttranslational histone modifications are in principle reversible, do not directly alter the

DNA sequence, and influence gene expression, they are part of the epigenetic code. The

6/134



observation that distinct genomic regions with specific functions and characteristics share the

same recurring patterns of histone modifications and that these histone marks additionally

correlate well with gene expression levels, led to the concept of the histone code (Strahl

and Allis 2000,Jenuwein and Allis 2001). This code describes that histone modifications,

which can even occur combined on the same histone, guide the expression of underlying

genes and that in turn, functional elements of the genome and the gene expression itself

can be predicted by the observed histone marks. These functional elements of the genome

can additionally influence the expression of sequentially close-by target genes in cis and are

thus termed cis-regulatory elements (CREs). Therefore, histone modifications represent a

fundamental, combinatorial, epigenetic regulatory mechanism as they reliably and specifically

mark functional units of the genome and induce active and silent chromatin states, thus

impacting gene expression.

The most prominent and investigated histone modifications involve the methylation of the 4th

Lysin of histone H3 (H3K4). Methylation of this site enhances the accessibility of the DNA

in the chromatin (Jenuwein and Allis 2001) and thus the mono-, di- and trimethylated states

of H3K4 are enriched at regulatory regions of the genome such as enhancers and promoters.

H3K4me1 marks primed enhancers, which are activated upon additional acetylation of H3K27

(H3K27ac)(Rada-Iglesias et al. 2011; Rada-Iglesias 2018). H3K4me2 is enriched at promoters

of primed and transcriptionally active genes (Noma K et al. 2001), while H3K4me3 indicates

the active transcription of genes (Santos-Rosa et al. 2002).

The histone modifications H3K36me3, H3K79me2, and H3K27ac, are further important

marks for open, active chromatin, showing transcribed genes and active promoter regions.

Here, H3K36me3 occurs at exons and is thus associated with gene bodies (Schwartz et al.

2009; Wagner and Carpenter 2012), while H3K79me2 marks transcribed regions of active

genes (Farooq et al. 2016). Acetylation of H3K27 marks active promoter regions by actively

favoring the transcription of genes. The introduced acetyl group neutralizes the positive

charge of the Lysin and thereby minimizes the interaction with the negatively charged

DNA. As a consequence the chromatin structure opens, which facilitates the binding of the

transcription machinery to the DNA.

Histone modifications can also be induced by chromatin-remodeling proteins such as Polycomb

group (PcG) proteins and Trithorax group (TrxG) proteins. The interaction of chromatin

with TrxG proteins sustains the active state of genes’ promoters by inducing the previously

mentioned H3K4me3, thus maintaining gene expression. The antagonistic PcG proteins

negatively affect the expression of their target genes as they induce the trimethylation of

lysine 27 of histone H3 (H3K27me3) (Fischle et al. 2003; Bantignies et al. 2011; Schoenfelder

et al. 2015a). This modulates the chromatin structure in such a way that the genomic regions

are spatially constrained. Those Polycomb-repressed regions are particularly condensed and

consequently the transcription machinery is impeded from binding to the target genes, thus

stably preventing gene expression (Barski et al. 2007). Genes repressed by the influence of

Polycomb proteins are often found to occupy distinct spatial areas in the nucleus (Bonev and

Cavalli 2016), establishing long-range chromatin contacts with each other which leads to the

formation of Polycomb bodies and inactive B compartments. This increases the complexity

of the spatial chromatin structure and stabilizes its compact state (Di Croce and Helin 2013).

The histone mark H3K9me3 is also highly associated with a dense, inactive heterochromatin

state (Bannister et al. 2001), but moreover indicates the contact of the genomic region to
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the nuclear lamina, which contributes to gene silencing (Kind and Steensel 2010;Guelen et al.

2008). A summary of the described histone marks is shown in Table 1.1.

Numerous other histone modifications influence the expression of genes and mark charac-

teristic genomic regions such as promoters or enhancers at different states. Thereby the

modifications do not always directly contribute to a change in chromatin conformation or

DNA accessibility, but recruit DNA-binding proteins which subsequently influence the gene

expression.

Table 1.1. Selected histone modifications.
Shown are selected histone modifications and the genomic regions they are enriched in.

Histone mark Characteristic
H3K4me1 primed enhancers
H3K27ac active enhancers
H3K4me2 primed promoters
H3K4me3 active promoters
H3K36me3 gene bodies, exons
H3K79me2 actively transcribed genes
H3K27me3 Polycomb-repressed promoters
H3K9me3 heterochromatin, lamina associated

1.2.2 Chromatin conformation

The hierarchical folding of chromatin provides means for functional contact between linearly

separated regulatory regions of the genome and their target genes and thus plays a major role

in gene expression regulation (Robson et al. 2019). The analysis of higher-order chromatin

structure enables further insights to understand the levels of the complex organization in

the nucleus and its contribution to gene expression regulation. Hereby it is important to

note that not only the functional implications of gene expression regulation mediated by

chromatin interactions are of importance, but also the spatial constraints and limitations

imposed by the nucleus which make an efficient packaging of DNA indispensable.

The diploid human genome is organized into 46 chromosomes, containing two sequentially

almost identical parental copies of 22 autosomes and a 23rd pair of sex chromosomes. While

a human cell nucleus has an average diameter of ∼ 10 µm, the whole nuclear genome,

encompassing around 6.3 Giga base pairs (Gb, male with XY: 6.27 Gb, female with XX:

6.37 Gb, Piovesan et al. 2019), and stretching to over 2 m if unfolded, is stored in this

confined space.

In order to fit the long DNA molecule into the nucleus, the DNA must be tightly packed.

Chromatin conformation, also called 3D genome architecture, describes this orchestrated

folding of chromatin on multiple hierarchical levels into compact, non-random compartments,

domains and structures. Chromatin conformation is dynamic, but also highly organized to

not only ensure efficient compaction, but just as important, also functionality. As all levels

of chromatin architecture impact DNA accessibility, DNA activity and functional contacts,

accurate chromatin conformation is essential for the precise orchestration of gene expression

in time and space, and ultimately for healthy organism development.

At the first level of compaction, the DNA helix wraps around hetero-octamers of histone

proteins and thus forms the basic structural units of chromatin called nucleosomes (see
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Fig. 1.1). Chromatin in this relatively loose structure is called euchromatin and allows

access to the DNA for gene expression, depending on nucleosome positioning (Jiang and

Pugh 2009). In a more compact state, called heterochromatin, the nucleosomes wrap into a

highly condensed 30 nm fiber, which, with additional influence of RNAi (Volpe et al. 2002),

makes the respective genomic regions inaccessible and thus comparatively inactive. Lastly,

through supercoiling of the 30 nm fiber and integration of further protein complexes such as

condensin, the genome condensates into its most compact form during cell division, known

as the metaphase chromosomes as seen in karyograms.

Figure 1.1. DNA compaction
The figure shows the major steps in DNA compaction from a DNA double helix to a compact
chromatin fibre. The DNA is wrapped around histone proteins to form nucleosomes. This so-
called ”beads-on-a-string” fiber or 10 nm fiber is the basic chromatin structure of euchromatin
as it is loosely packed and allows access to the DNA. The 10 nm fiber is further coiled into a
more compact, condensed 30 nm fiber of heterochromatin shown in the last frame, which is
densely packed and mostly found at centromeres or telomeres. Figure adapted from Wheeler
2006.

During metaphase, the chromosomes are inactive and their conformation is optimized for

strength and robustness to avoid damage to the DNA during cell division. Interphase

chromosomes, on the other hand, need to be partially accessible for transcription or DNA

repair and thus fold into more orchestrated, looser forms, described in more detail the following

sections. In brief, uncondensed chromosomes occupy distinct areas of the nucleus, called

territories, with radial preferences according to their size, gene density and transcriptional

activity. On a smaller scale, nuclear compartments and nuclear bodies such as so-called

transcription factories or the nuclear lamina provide activating or repressive environments,

respectively, where genomic regions with similar chromatin states, transcriptional activity

or even co-expressed regions co-localize. Chromatin is further partitioned into contact

domains and loops, which show close spatial proximity and high levels of chromatin contacts

within, but not across domain boundaries. Finally, functional chromatin contacts between

cis-regulatory regions and their target genes constitute the smallest scale of chromatin

conformation and a basic mechanism of gene expression regulation. The majority of these

contacts are intrachromosomal, also called cis-interactions, while interchromosomal contacts

are also termed trans-interactions.

As mechanisms of gene expression regulation are manifold and complex, not only the pairwise

contact between cis-regulatory regions and target genes are necessary for expression, but
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changes in all levels of hierarchical chromatin conformation can influence gene expression.

(Pombo and Branco 2007).

However, chromatin folding can also influence and facilitate the formation of genomic

structural variants (Sidiropoulos et al. 2022), whereby mechanistic differences may cause

different types of structural variants (Akdemir et al. 2020). In turn, especially structural

variants can disrupt crucial chromatin folding patterns, thus causing diseases or developmental

perturbations leading to, for example, limb malformations (Franke et al. 2016; Spielmann

et al. 2018; Kraft et al. 2019; Akdemir et al. 2020).

Interestingly, in contrast to previously mentioned findings, multiple studies have reported

not observing strong changes in gene expression after the disruption of chromatin domains

(Ghavi-Helm et al. 2019; Despang et al. 2019; Akdemir et al. 2020), emphasizing the need for

more detailed investigations and, with that, new technologies to improve our understanding

of chromatin folding and to shed light on the intricate interplay between mechanisms of

genome architecture and gene expression.

In the following I will cover both structural as well as functional aspects of the hierarchical

levels of the 3D genome and address implications in disease.

1.2.2.1 Chromatin contacts between cis-regulatory elements

The influence of cis-regulatory elements (CREs) on the expression of their target genes is the

key mechanism of spatio-temporal gene expression regulation. Thus their spatial interactions

constitute the fundamental layer of functional chromatin architecture.

As previously described in Section 1.2.1, non-coding regulatory regions of the genome, such

as promoters, enhancers, silencers and insulators, are epigenetically marked by specific,

sometimes combinatorial histone modifications. In their DNA sequence, CREs contain

binding sites for transcription factors (TF), chromatin modifiers, architectural proteins and

transcription machinery (He et al. 2011; Engelen et al. 2015). Depending on the binding

proteins, CREs influence their target genes’ expression by promoting or inhibiting their

transcription (Banerji et al. 1981; Ptashne 1986; Müller and Schaffner 1990). For example,

enhancers and promoters recruit activating TFs and further parts of the transcription

machinery such as RNA polymerase II (RNAPolII) to initiate the expression of their target

genes (Schoenfelder et al. 2010a; Plank and Dean 2014; Pombo and Dillon 2015; Furlong and

M. Levine 2018).

While promoters are located directly ahead of the gene they influence, enhancers often act in

cis as they control the transcription of nearby genes. However, they are located at varying

distances from the genes they control and have been found to skip one or several genes on the

linear genome (Laat and Duboule 2013; Y. Zhang et al. 2013). Additionally, CREs can control

multiple target genes and genes can also be influenced by multiple enhancers. Especially

developmental genes are often regulated by more than a single enhancer, be it additively or

mutually exclusive in different tissues. Thus, they require differential enhancer-promoter

interactions to realize distinct functions at different time points or in different organs and

anatomical regions (Fulco et al. 2016; Choi et al. 2021).

In order to influence their expression, CREs must be functionally interacting with their
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targets and thus be in close physical proximity (Nobrega et al. 2003; Javierre et al. 2016).

The key to this complex regulation are spatial interactions of promoters and enhancers which

are enabled by adjustments to the chromatin conformation. Enhancers come in physical

proximity with the promoters of their target genes by forming long-range chromatin contacts

either through chromatin loops (Laat and Duboule 2013; Schoenfelder et al. 2015b; H. Chen

et al. 2018; Schoenfelder and P. Fraser 2019) or by coming together in functional hubs

(Allahyar et al. 2018). Chromatin loops are often, but not necessarily, mediated by the

chromatin organizers CCCTC-binding factor (CTCF) and cohesin (Bonev et al. 2017; Rada-

Iglesias et al. 2018; Rowley and Corces 2018; Thiecke et al. 2020). However, especially when

genes are co-regulated by the same enhancer, or when enhancers are physically interacting

to influence each other by mutually increasing TF binding (Madsen et al. 2020), they are

often co-located in active chromatin hubs (Madsen et al. 2020; Lim and M. S. Levine 2021).

Gene expression regulation through promoter-enhancer contacts plays a major role in cell-

type differentiation and organism development and as such, is a highly dynamic process

and very precise in time and space (Bonev et al. 2017; Grubert et al. 2020; Oudelaar et al.

2020). Therefore CREs often act cell-type-specific to precisely initiate orchestrated gene

expression programs necessary for lineage-determining decisions (Laat and Duboule 2013;

Andrey et al. 2017; Javierre et al. 2016; Madsen et al. 2020). Especially enhancers involved

in lineage decisions, controlling and defining cell identity, have found to locally cluster into

superenhancers (Whyte et al. 2013; Parker et al. 2013; Hnisz et al. 2013).

However, differences in chromatin contacts of enhancers and promoters of their target genes

have not only been observed across different cell types and during organism development.

Imprinted genes, which are typically mono-allelicly expressed, and also genes with allele-

specific differences in expression show a proportionate change in chromatin contact between

enhancers and promoters (S. S. P. Rao et al. 2014; Tan et al. 2018). However, by employing

orthogonal and more precise experimental methods, allelic imbalances in chromatin looping

have been found throughout the genome, even if subtle (Dixon et al. 2015; Tang et al. 2015;

Greenwald et al. 2019; Mumbach et al. 2017).

Mutations in enhancer regions have been associated with diseases (Javierre et al. 2016).

As promoter-enhancer contacts are extremely important for the spatio-temporal regulation

of gene expression during developmental stages, disruptions of enhancer regions through

mutations often lead to misregulations during development and thus cause malformations,

for example in the heart (Lettice et al. 2003) or during limb formation (Smemo et al. 2012).

Other forms of misregulation, despite disruptive mutations in CREs, can stem from ectopic

contacts of enhancers and promoters of genes they are not normally involved in regulating.

Those enhancer adoptions, also called enhancer-hijacking events, induce misexpression of

genes and were found to play a role in limb malformations (Lettice et al. 2011; Lupiáñez

et al. 2015; Kraft et al. 2019), but can often also be found in cancer genomes (Northcott

et al. 2014; Hnisz et al. 2016; Helmsauer et al. 2020; X. Wang et al. 2021).

1.2.2.2 Chromatin contact domains and chromatin loops

Although CREs can overcome varying linear genomic distances by looping towards their

target genes for functional interactions, most CREs influence genes in close proximity.
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The interaction frequency of genomic regions decays exponentially with increasing linear

distance (Lieberman-Aiden et al. 2009; Dekker et al. 2013, see Fig. 1.2). Sanborn et al. 2015

analyzed this decay and described it with a specific contact probability function. The authors

demonstrated that the specific decay of contact probability over genomic distance indicates

a highly structured and non-random chromatin conformation inside the nucleus.

Figure 1.2. Exponential de-
cay of contact probability
with increasing linear dis-
tance
The intrachromosomal contact
probability of two genomic re-
gions depends on their linear dis-
tance. The slope indicates a
structured organization of chro-
matin within the nucleus. Figure
as published in Lieberman-Aiden
et al. 2009

Chromatin contact does not occur uniformly across the genome. Instead, chromatin inter-

actions have been found to preferably occur within constrained, self-interacting chromatin

domains of around 1 Mb in size, termed topologically associating domains (TADs)(Dixon

et al. 2012; Nora et al. 2012; Sexton et al. 2012). TADs represent a higher order of spatial

chromatin organization at a Mega base (Mb) level and most enhancer-promoter contacts

formed by DNA loops occur within these local chromatin domains.

Boundaries between TADs contain insulator elements which are strongly enriched for binding

motifs of architectural proteins such as CTCF and cohesin (Phillips and Corces 2009; Dixon

et al. 2012; Dowen et al. 2014; Zuin et al. 2014; J. Fraser et al. 2015). Hereby, CTCF motifs

located in adjacent TAD boundaries are arranged in convergent orientation (Wit et al. 2015),

such that CTCF bound to these TAD boundaries can form homodimers and thus constitute

anchors for cohesin-mediated DNA loops (Hou et al. 2008; S. S. P. Rao et al. 2014; Sanborn

et al. 2015, see Fig. 1.3). These mediated chromatin loops (i) enable increased intraTAD

chromatin contact through loop extrusion (Sanborn et al. 2015), but also insulate CREs

within the TAD such as enhancers, from contacting genes outside the boundaries, restricting

their regulatory influence and preventing ectopic promoter-enhancer contact with genes

located in surrounding TADs. TADs thus provide an environment in which CREs can operate

on their target genes, however, also confine their regulatory impact (Symmons et al. 2014).

Enhancers are often located near TAD boundaries and thus directly at the CTCF loop anchors,

facilitating promoter-enhancer contact within TADs mediated through CTCF (Galupa and

Heard 2017; Furlong and M. Levine 2018; Franke and Gómez-Skarmeta 2018; Madsen et al.

2020). Additionally, housekeeping genes, which maintain certain basic cellular functions

and provide equilibriated conditions, are often located at boundaries of chromatin domains
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Figure 1.3. Loop extrusion model
The chromatin strand is trapped by the ring-shaped
cohesin in a loop formation. As the extrusion com-
plex slides along the DNA the loop is enlarged.
CTCF binds to DNA in distinct orientations inde-
pendent from the sliding extrusion complex. The
complex is halted when it encounters two conver-
gent DNA bound CTCF proteins. The extruded
DNA forms a domain. Figure adapted from San-
born et al. 2015

(Ciabrelli and Cavalli 2015). As housekeeping genes are continuously expressed at a constant

level in all cells and not heavily regulated, it is hypothesized that heir active transcription

may be facilitated by their close proximity to TAD boundaries.

Genes and enhancers co-located in the same TAD often show transcriptional co-regulation

(Le Dily et al. 2014; Symmons et al. 2014) and similar chromatin states, whereby chromatin

marks such as patterns of repressive and activating histone modifications often change only

at TAD boundaries (Dixon et al. 2012; Nora et al. 2012).

Although chromatin contact is mostly mediated and confined within TAD boundaries, TADs

with similar cell type-specific gene activity and chromatin states form long range interactions

(Schoenfelder et al. 2015b; J. Fraser et al. 2015; Beagrie et al. 2017).

Emerging single-cell technologies have revealed that chromatin interactions within TADs

are not necessarily consistent patterns simultaneously occurring in multiple cells, but rather

dynamic interactions. The typical TAD structures observed in data generated from bulk

experiments are merely a superimposed signal from different chromatin contacts occurring

in different cells, however, although highly dynamic, mostly confined by TAD boundaries

(Nagano et al. 2013; Stevens et al. 2017; Bintu et al. 2018).

These findings of dynamic interactions mostly occurring within TAD boundaries would

suggest contact differences in homologous chromosomes as well. Finn et al. 2019 not only

found extensive heterogeneity in the chromatin contacts between single cells, but also found

alleles of homologous chromosomes to loop independently from each other. As Lindsly et al.

2021 presented a novel method to investigate haplotype-resolved chromatin contacts, they

also find not only differences in chromatin contacts in homologous chromosomes, but even

variable TAD boundaries between parental chromosome copies, especially regarding genes

with mono-allelic or allele-specific expression.

Early research has shown that TAD boundaries are largely conserved across cells and cell-types

(Dixon et al. 2012; Nora et al. 2012), although activity of TADs can change during cell-type

differentiation (Dixon et al. 2015). More recent investigations report certain instabilities in

TAD boundaries. While some boundaries are conserved across different cell types, others

show high inconsistency and variability, or were even found to be cell-type specific (McArthur

and Capra 2021; Winick-Ng et al. 2021). Looking further than comparing cell-types of the

same organism, researchers have found TAD boundaries to be largely evolutionary conserved

across animal genomes, especially TADs that contain developmental genes (Krefting et al.

2018; Kentepozidou et al. 2020; McArthur and Capra 2021).
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Chromosomal rearrangements, such as inversions, tandem duplications or deletions, across

TAD boundaries disrupt domain structures. This can lead to changes in the range of influence

of enhancers by a process termed enhancer adoption or enhancer hijacking, allowing ectopic

enhancer-promoter interactions and thus impacting the expression of genes normally not

regulated by this enhancer (Ibn-Salem et al. 2014). Those disruptions of TAD boundaries

are associated with diseases, most prevalently with malformations during heart and limb

development (Lettice et al. 2011), and with different cancer types.

Many studies have investigated the cause of limb malformations by recreating structural

rearrangements, analysing the induced ectopic promoter-enhancer interactions and following

dysregulation of genes, thereby demonstrating the impact of TAD boundary disruption on

gene expression in the developing limb bud (Lupiáñez et al. 2015; Lupiáñez et al. 2016; Franke

et al. 2016; Spielmann et al. 2018). Most interestingly, affected dysregulated genes were now

expressed in a spatio-temporal pattern that resembled the expression of the actual target

gene of the hijacked enhancer. Kraft et al. 2019, however, have systematically studied the

mechanism and influence of enhancer hijacking. The authors created increasing inversions

across a TAD boundary, thus relocating a tissue-specific enhancer important for development

closer and closer to genes in the previously insulated, neighbouring TAD. These relocations

caused increasingly stronger ectopic enhancer-promoter contacts with now nearby genes

which proportionally increased the induced ectopic gene expression and led to increasingly

severe phenotype malformations.

Additionally, disruption of TADs and enhancer hijacking can constitute oncogenic driver

mutations and thus play an important part in cancer genomes (Valton and Dekker 2016;

Akdemir et al. 2020) such as neuroblastoma (Peifer et al. 2015; Valentijn et al. 2015),

medulloblastoma (Northcott et al. 2014), leukaemia (Gröschel et al. 2014; Hnisz et al. 2016)

and a variety of other cancer types (Katainen et al. 2015; Kaiser et al. 2016; Weischenfeldt

et al. 2017).

1.2.2.3 Nuclear bodies and chromatin compartments

TADs with similar chromatin states and expression profiles co-localize in the nucleus and

form specialized active or repressive hubs, called nuclear bodies, which also play an important

role in chromatin organization. I have previously mentioned Polycomb bodies (Section

1.2.1), which form as Polycomb repressed genomic regions co-localize in the nucleus for

coordinated gene silencing (Cheutin and Cavalli 2012; Dowen et al. 2014; Mifsud et al. 2015;

Schoenfelder et al. 2015a). Similarly, active nuclear bodies, such as transcription factories,

form as enhancers, superenhancers and their co-regulated target genes come together around

clusters of RNAPolII and further proteins of the transcription machinery to be co-expressed

(Iborra et al. 1996; Pombo et al. 1999; Osborne et al. 2004; Schoenfelder et al. 2010b).

The co-localization of active and inactive chromatin also holds true on a larger scale. As

previously introduced, chromatin presents in two major states, the highly condensed het-

erochromatin and the less densely packed euchromatin (Heitz 1928; Hennig 1999). While

euchromatin is often gene-rich, shows high DNA accessibility, is transcriptionally active, and

early replicating, heterochromatin, on the other hand, is often gene-poor, contains repressed
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genomic regions, is mostly inactive 1, late replicating and the prominent chromatin structure

at telomeres and centromeres of chromosomes.

Although euchromatic and heterochromatic regions alternate along the linear genome, they

are physically separated in 3D space as they segregate into different nuclear regions termed A

and B compartments, which have been detected through genome-wide analysis of chromatin

contact patterns (Lieberman-Aiden et al. 2009; Fortin and Hansen 2015). Here, the A

compartments are associated with open, transcriptionally active chromatin, while B com-

partments are more compact and inactive. Genomic regions can change compartments upon

cell differentiation (Grigoryev et al. 2006; Stachecka et al. 2021), as some genes become

stably repressed while others get activated. While it is important to note that not all genes

in A compartments are constantly expressed and, likewise, not the whole chromatin in B

compartments is transcriptionally strictly silent, the distinction is sufficient for this scope.

Heterochromatin in the B compartments localizes either at the nuclear periphery, where it

densely associates with the nuclear lamina and forms lamina-associated domains (LADs, Gue-

len et al. 2008), or around the nucleolus, where it forms tightly packed nucleolus-associated

domains (NADs, Németh et al. 2010; Koningsbruggen et al. 2010, see Fig. 1.4). Like an

inner ring, the open, active, and thus much more voluminous A compartment is localized

between these two tightly packed, transcriptionally silent B compartments. In this spatial

composition, most heterochromatic regions of all chromosomes are either tethered to the

nuclear lamina at the periphery or the nucleolus in the center of the nucleus, given the radial

position of the respective chromosomes.

S. S. P. Rao et al. 2014 later defined more precise subcompartments from the initial A and B

compartments, which integrate replication timing and differ between LAD and NAD location

of inactive chromatin.

Figure 1.4. Spatial arrangement of A /
B compartments
A cross section of a polymer model showing the
inactive, dense heterochromatin of the B com-
partment (red) tethered to the nuclear laminar
and enriched at the nucleolus in the center of
the nucleus. The active, open euchromatin of
the A compartment (blue) is located between
these two condensed inactive layers. Figure as
published in Serizay and Ahringer 2018.

Winick-Ng et al. 2021 investigated changes in compartmentalization during cell type dif-

ferentiation and found extensive reorganization, including both transitions from A to B

compartment and activation of genes through changes from the silent B to the active A

compartment.

1It has been shown that low level expression and integration of non-coding RNA from heterochromatic
regions is important to maintain its dense heterochromatic state (Volpe et al. 2002; Azzalin et al. 2007;
Schoeftner and Blasco 2008) , however, these findings are beyond the scope of this thesis and, for simplicity,
I will continue to refer to heterochromatin as inactive.
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Through endeavours to differentiate between homologous chromosomes on this hierarchical

level, most researchers found overarching similarity between maternal and paternal patterns

of chromatin compartmentalization, with at most slight changes at the borders between

compartment assignments (Dixon et al. 2015; Lindsly et al. 2021). Additionally, haplotype-

specific compartments highly correlated with the respective compartmentalization of the

parental genomes (Han et al. 2020)

Relocation of active genomic regions towards the nuclear periphery can negatively influence

the expression of genes, even thus far that tumour suppressors become inactive due to

compartment changes and induced heterochromatin at the genomic region (Zhu et al. 2011).

However, transcriptional activity is not always lost just due to relocation (Finlan et al. 2008;

Kumaran and Spector 2008; Reddy et al. 2008).

1.2.2.4 Chromosome territories

During interphase, partially uncondensed chromosomes occupy distinct, locally confined,

non-random areas of the nucleus called chromosome territories (see Fig. 1.5 A). Although

exact radial positioning of chromosome territories is variable between cells, chromosomes

do have a preferred average position along the axis from the center to the periphery of the

nucleus. Gene-dense chromosomes are located towards the nuclear center, while the gene-poor

chromosomes preferably occupy the nuclear periphery (Meaburn and Misteli 2007, Tan et al.

2018). The specific folding of chromosomes within their territory also shows cell-to-cell

variability (Nagano et al. 2013), however, in general active, euchromatic genomic regions

are located at the periphery of the three-dimensional territories, but facing towards the A

compartment. Inactive regions of the chromosome are either located towards the nucleolus or

are tethered to the nuclear lamina forming LADs. Due to this spatial arrangement into distinct

territories, intrachromosomal chromatin contacts are more frequent than interchromosomal

contacts, especially with regards to interhomologous chromatin contacts.

The existence of chromosome territories within nuclei was originally proposed by Rabl 1885,

and later confirmed through emerging improved imaging and visualization methods by

Cremer et al. 1982, Lichter et al. 1988, Pinkel et al. 1988 and finally Bolzer et al. 2005, who,

for the first time, stained all individual chromosomes in their territories simultaneously in a

human cell nucleus.

Grosberg et al. 1993 postulated that the way the chromatin is folded in the nucleus is not

only compact, but at the same time organized and knot-free, following a non-equilibrium

conformation. They described the hierarchical, self-organizing conformation as a “fractal

globule”, which allows for efficient unfolding and refolding for easier accessibility of the DNA.

Another important feature of the fractal globule, in contrast to an equilibrium globule, is the

spatial proximity of genomic regions with short linear distances, which leads to the folding

into sections as seen in Figure 1.5 B.

By analysing chromatin folding principles based on captured long-range chromatin interac-

tions, Lieberman-Aiden et al. 2009 later confirmed that chromatin folding in a nucleus is

indeed knot-free and resembles a fractal globule (Fig. 1.5 B) instead of an equilibrium globule,
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Figure 1.5. Chromosome territories
Interphase chromosomes occupy distinct, non-random territories in the nucleus. A) Chromo-
somes are colour-labelled in an intact human nucleus. Figure as published in Speicher and
Carter 2005. B) A polymer model of a fractal globule. Chromatin is compacted such that
regions close in linear distance are also close in spatial distance, and folded without creating
knots. The cross section shows the territories formed by the fractal globule, similar to the
observed territories occupied by chromosomes. Figure as published in Lieberman-Aiden et al.
2009.

indicating low levels of intermingling between chromosomes and high intrachromosomal

proximity, where sequentially close genomic regions are close in 3D space.

While the majority of chromatin contacts is intrachromosomal, chromosomes can partially

intermingle at the interface between chromosome territories, mostly between euchromatic

regions located at the periphery of chromosomes. These interchromosomal contacts are

mostly circumstantial as they show a high variance between single cells (Nagano et al. 2013),

however, they can occasionally be very specific and stable, and have been reported to influence

gene expression (Fanucchi et al. 2013; Hacisuleyman et al. 2014; Maass et al. 2018). The

extent of chromosome intermingling differs between cell-types, with increasing intensities

from ESCs to differentiated cells (Tan et al. 2018). Estimations of the volume of chromosomes

intermingling at territory borders vary between 5-10 % (Stevens et al. 2017) up to 20 %

(Pombo and Branco 2007). Maass et al. 2018, however, postulated that interchromosomal

interactions, albeit at larger spatial distances, are as frequent as intrachromosomal contacts,

but underrepresented in the commonly analyzed, proximity-ligation-based Hi-C data due

to experiment-specific biases. With emerging new methods, which are not restricted to

pairwise information, hubs of interchromosomal interactions were identified around nuclear

domains such as the nucleolus, where multi-region contacts between multiple chromosomes

are frequently observed (Tan et al. 2018; Quinodoz et al. 2018).
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Investigations into the arrangement of chromosomes in the nucleus conducted in model

organisms Saccharomyces cerevisiae and Drosophila melanogaster revealed strong homologous

pairing (Kim et al. 2017, Erceg et al. 2019). Heride et al. 2010, however, previously

demonstrated that human chromosome copies are located separately from each other in the

nucleus, such that interhomologous distances are generally larger than distances between

heterologous chromosomes. A following study encompassing 24 eukaryote species analysed

the similarities and differences of 3D genome organization across the tree of life (Hoencamp

et al. 2021) and revealed distinct reoccurring patterns and characteristics of chromatin

architecture which depend on the presence of condensin II. Hoencamp et al. 2021 confirmed

homolog separation in humans, mice and other mammals.

While brief instances of homologous pairing have been observed in mammals in association

with critical cellular processes such as DNA repair (Gandhi et al. 2012), V(D)J recombination

(Brandt et al. 2010), X-inactivation (Marahrens 1999), and imprinting (LaSalle and Lalande

1996), it was found that ectopic pairing of homologous chromosomes could be associated

with disease and tumorigenesis (Koeman et al. 2008). Other studies have associated changes

in interchromosomal contacts with breast cancer (Barutcu et al. 2015), and evoked changes

in gene-expression by enforced changes in radial positioning through relocation of genomic

regions to the nuclear periphery, thus demonstrating possible disease-causing mechanisms

(Finlan et al. 2008).

1.2.2.5 Methods to investigate chromatin conformation

In the onset of investigations into the structure of the nucleus and the organization of DNA

inside it, microscopic methods were prominent and shed light on nuclear architecture. The

direct visualisation of nuclear structures enabled by microscopy studies have been highly

important. Especially the introduction of DNA-FISH (fluorescence in situ hybridization,

Pardue and Gall 1969; Gall and Pardue 1969) allowed for precise imaging of physical positions

of specific genomic regions in the nucleus and to identify nuclear compartments and chromatin

contacts. However, microscopy studies are prone for limited throughput, not only in imaged

cells, but also in the number of targeted loci. Continuous development of improved microscopy

equipment and experimental approaches recently enabled genome-scale analyses (Su et al.

2020), super-resolution visualizations of nuclear structures (Bintu et al. 2018; Nguyen et al.

2020), and even live-cell imaging (H. Ma et al. 2013) using CRISPR-based approaches with

dCas9 (B. Chen et al. 2013; H. Ma et al. 2016).

Although imaging techniques are highly important to improve our understanding of chromatin

conformation, in the following I will concentrate on sequencing-based methods designed for

capturing chromatin conformation.

A breakthrough in the analysis of genome architecture using sequencing-based methods have

been ligation-based approaches such as high-throughput chromatin conformation capture

(Hi-C, Lieberman-Aiden et al. 2009) and recently emerging, orthogonal, ligation-free methods

such as genome architecture mapping (GAM, Beagrie et al. 2017) which I will introduce in

the following sections.
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Hi-C and other 3C derivatives

With chromosome conformation capture (3C), Dekker et al. 2002 developed a proximity-

ligation-based approach to capture chromatin contacts and thus infer chromatin conformation.

While the initial 3C was limited to capture interactions between two genomic regions (‘one

versus one’), many derivatives of the 3C method were developed to concentrate on other

viewpoints. Chromosome conformation capture-on-chip (Simonis et al. 2006) and circular

chromosome conformation capture (Zhao et al. 2006), both termed 4C, were developed to

investigate all chromatin contacts of one target genomic region (‘one versus all’). 3C carbon

copy (5C, Dostie et al. 2006) on the other hand, enables investigations of chromatin contacts

in a selected genomic region (‘many versus many’).

Out of all 3C derivatives, Hi-C (Lieberman-Aiden et al. 2009) is the most prominent and

widely used high-throughput technique to investigate genome-wide (‘all versus all’) chromatin

contacts (see Fig. 1.6). To preserve the native chromatin conformation in the nucleus, the

DNA is fixed by formaldehyde crosslinking. A restriction enzyme then digests the fixed DNA

by cutting it at enzyme-specific restriction sites. Generated fragment ends are biotinylated

to enable later purification of these sites. Subsequently the DNA is re-ligated such that DNA

fragments in close spatial proximity are joined independently of their distance on the linear

genome. Those chimeric DNA fragments are purified and sequenced in a paired-end manner

to identify the two genomic regions engaging in the captured pairwise contact. The frequency

of these captured ligation events indicates the spatial proximity and contact frequency of the

respective genomic regions. As read mates are uniquely mapped to the reference genome,

the coverage dictates the possible resolution of the resulting chromatin contact matrix.

Figure 1.6. Schematic overview of Hi-C Crosslinking preserves the 3D architecture
of chromatin in the nucleus. Then the DNA is digested using a restriction enzyme. The
ends of the generated DNA fragments are biotinylated to enable later purification, and
then re-ligated such that DNA fragment ends which are close in 3D space are joined. DNA
is then extracted, sheared and purified for chimeric fragments containing biotin-marked
ligation events. Chimeric fragments then undergo paired-end sequencing, whereby each mate
indicates one genomic region involved in the captured chromatin contact. Figure as published
in Lieberman-Aiden et al. 2009

S. S. P. Rao et al. 2014 refined the previously developed Hi-C method to improve signal-

to-noise ratio and provide much higher resolution with in situ Hi-C, while Micro-C soon

allowed for nucleosome level resolution (Hsieh et al. 2015; Hsieh et al. 2016).
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However, 3C-based methods still face technical limitations. Depending on the used restriction

enzyme, the results strongly depend on the restriction site density, as large linear distances

between restriction sites can prevent the proximity ligation of functionally contacting genomic

regions if no ends are available for re-ligation at the contact position.

Furthermore, given the experimental concept, only pairwise contact information is gathered

as only two spatially close DNA fragments can be re-ligated, but not more. In case multiple

genomic regions are interacting in nuclear bodies or contact hubs, the multiway contact is

not captured as such, but only in multiple different pairwise ligations. This leads to an easier

detection of functional contacts which are indeed truly pairwise (O’Sullivan et al. 2013),

but hinders the detection of complex and cooperative interactions involving more than two

genomic regions. Further complicating the interpretation of Hi-C bulk data is the aggregation

of captured contacts over many cells. If multiple contacts are detected for a target region,

it is initially unclear if all detected contacting regions form a single complex contact, or if

merely superimposed signal of dynamic folding patterns is observed, which are different in

different cells, perhaps even mutually exclusive. With the development of Dip-C, the number

of detectable contacts has increased to an average of one million per cell allowing for a more

detailed, single-cell-specific view on chromatin conformation (Tan et al. 2018).

Lastly, the resolution of chromatin contact maps generated from Hi-C experiments depends

greatly on the sequencing depth, but more importantly also on the number of input cells. For

robust results in high resolution multiple million input cells are needed, which can be lowered

with very specific protocols to a minimum of 100,000 to 500,000 cells with Easy Hi-C (Lu

et al. 2018). The magnitude of input cells can mask the heterogeneity of chromatin folding

between cells, as the observed folding structure merely constitutes superimposed signal of

bulk data. Recent developments of single-cell approaches (Nagano et al. 2013; Nagano et al.

2015; Stevens et al. 2017) have tried to tackle this problem, but due to incomplete recovery of

contacts, only a small proportion of the chromatin folding structure can be observed per cell.

GAM and other ligation-free methods

Recently, orthogonal ligation-free approaches have been developed to tackle the limitations

of ligation-dependent methods. Genome architecture mapping (GAM, Beagrie et al. 2017),

split-pool recognition of interactions by tag extension (SPRITE, Quinodoz et al. 2018), and

chromatin-interaction analysis via droplet-based and barcode-linked sequencing (ChIA-Drop,

M. Zheng et al. 2019) were developed to investigate chromatin contacts genome-wide, with

a specific focus on the previously disregarded complexity of genome folding and multiway

chromatin interactions, especially over long genomic distances.

GAM captures spatial proximities between any number of genomic loci genome-wide and

thus provides a technique to infer chromatin conformation (Fig. 1.7). First, the 3D chromatin

architecture is fixed through formaldehyde crosslinking and cells are embedded in a sucrose

block and frozen. The cell block is then cut into ultra thin slices of 220 nm by cryosectioning

and cells are isolated by microdissection. In this process, DNA fragments are captured in the

thin nuclear slice, whereby chromatin engaged in loops, domains or nuclear hubs, or anyway

close in 3D space is more likely to be captured in the same slice than randomly chosen genomic

regions. Captured DNA fragments are subsequently extracted from the slices, amplified,

sequenced and mapped to the reference genome. Hereby, the reference genome is divided
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into equally-sized, non-overlapping genomic windows depending on the desired resolution of

the chromatin contact matrix. Genomic windows are either declared ”absent” or ”present”

for each nuclear slice depending on the coverage, and thus regions which were frequently

co-captured in the same slice can be detected in their nuclear profiles. Integrated over all

nuclear profiles, co-segregation tables then show the co-observation frequency of genomic

regions and thus infer their spatial proximity and ultimately the chromatin conformation.

Figure 1.7. Overview of GAM
A) The linear distances of genomic regions
A, B and C do not necessarily dictate the
spatial proximity of these regions in the
nucleus. B) After crosslinking, ultra thin
slices are cut out of intact nuclei in random
orientation using cryosectioning followed
by laser microdissection (not shown). C)
DNA fragments are captured in these ul-
tra thin nuclear slices such that genomic
regions close in 3D space are frequently co-
captured in the same slice, while regions
in large spatial distance are captured in
the same slice rarely by chance. D) The
DNA captured in each nuclear slice is ex-
tracted and sequenced, and nuclear pro-
files store information about genomic re-
gions being present or absent in each slice.
E) Co-segregation tables store information
about the co-observation frequencies of ge-
nomic regions across all nuclear profiles.
After normalization, chromatin contacts
can be inferred from GAM data (F). Fig-
ure adapted from Beagrie et al. 2017.

To ensure high signal-to-noise ratio, the coverage thresholds for genomic windows to be called

”present”, also termed ”positive”, in the slice are calculated per sample. This process is based

on the assumption that stretches of DNA which are larger than the chosen resolution (and

thus window size) are looping in and out of the slice, leading to multiple adjacent genomic

windows to be declared positive per slice. Positive windows with flanking negative windows
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are termed orphan windows and are not desired in good quality data, as they demonstrate

the quality of DNA extraction. Thus a coverage threshold (number of nucleotides covered)

minimizing the presence of orphan windows is determined for each GAM sample and windows

whose coverage exceeds this threshold are declared positive. The window detection frequency

(WDF) then shows how frequently a genomic window was captured across the whole GAM

dataset.

In order to ensure that sufficient genomic windows and possible genomic interactions are

captured in the GAM dataset, the genome sampling is checked as another quality control

step. The quality of genome sampling describes the frequency with which all possible genomic

window pairs over all intrachromosomal distances are captured in the dataset. The detection

frequency of windows has a direct impact on the detected chromatin contacts it is involved

in, as a higher observation frequency allows for an increased number of co-observations with

other genomic regions. This does not necessarily mean that this region has stronger or more

functional contacts, but only that it was observed more often in total. In order to minimise

the bias of WDF on the detection of chromatin contacts, the normalised pointwise mutual

information (NPMI) algorithm (Bouma 2009) is used to normalise co-segregation matrices.

However, the detection frequency also stores interesting additional information on the

chromatin conformation, as it can indicate compaction of the detected genomic region. While

repressed, condensed, heterochromatic regions in the B compartment occupy much less volume

compared to the active euchromatin in the A compartment, its WDF is consequentially

lower. Additionally, GAM data also stores information on the radial positioning of captured

genomic regions. Depending on the position of the slice with respect to the whole nucleus,

genomic regions frequently captured in slices with less total volume indicate a radial position

at the periphery of the nucleus, while regions only captured in slices with a large volume are

probably located in the center of the nucleus.

Overall, GAM contributes multiple advantages over ligation-based methods. First of all, it

does not depend on the efficiency of digestion and ligation, on restriction enzyme cutting

sites or on the competition of multiple DNA fragments for pairwise ligation events. On the

contrary, GAM enables the detection of multiway functional interactions involving short- and

long-range contacts and recent findings indicate that only 17 % of chromatin contacts are

actually only pairwise, while the majority involves more than two genomic regions (Olivares-

Chauvet et al. 2016), especially those including strong enhancers and long-range contacts

(Beagrie et al. 2017). Furthermore, GAM requires drastically less input material than Hi-C,

as informative chromatin contact matrices can be achieved with only a few hundred nuclear

slices, which can be generated from even fewer single-cells. This makes GAM especially

interesting for investigations of changes in chromatin conformation in cases where biological

material is limited, for example during cell type differentiation, or from a medical viewpoint

in patient biopsies, for instance from cancer patients.

22/134



1.3 Phasing Problem

The diploid human genome is packed into two copies each of 22 autosomes and a set of sex

chromosomes, whereby the genetic material is inherited in equal parts from the maternal

and the paternal parent, whose own genome is a mosaic of preceding ancestors. Except the

sex chromosomes X and Y, the homologous chromosome pairs inherited from each parent

are sequentially almost identical and only differ at variant positions, in both coding and

non-coding regions. These genomic variants can range from single nucleotide variants (SNVs),

which are termed single nucleotide polymorphisms if they reach a certain frequency in the

population (SNPs), over small insertions and deletions (INDELs) to larger structural variants

such as inversions and relocations (copy number neutral) or duplications and losses of larger

genomic regions (copy number variants, CNVs). Genomic variants are either inherited from

the parental genomes (germline variants) and thus present in all cells of the individual, or

acquired over time (somatic mutations / variants) and thus only found in a small subset of

cells.

Small variants such as SNVs can be detected from sequencing data, as reads mapping to

the reference genome contain variant alleles with alternative bases that do not match the

reference base and thus uncover different genotypes. Genotypes indicate the alternative bases

at variant alleles and if the variant is homozygous, meaning present in both homologous

chromosome copies, or heterozygous, meaning the bases differ between chromosome copies,

whereby one allele often shows the reference and the other an alternative base, but rarely

both bases can be alternative but different from each other. However, the genotype does

not indicate if heterozygous variants are located at the maternal or paternal chromosome

copy and can not give any information on the relation between multiple variant positions.

If variant alleles are assigned to the parental homologous chromosome they are located on,

this genomic information is ”phased”. The phased genotype information of the combined set

of variant alleles along a physical chromosome is termed haplotype, whereby these genomic

variants are inherited together, if recombination does not intervene. A pair of variant alleles

can either be located on the same chromosome copy, termed cis, or on opposite homologous

chromosomes, termed trans (Fig. 1.8). The cis and trans relation of genomic variants has

functional and thus also medical relevance, as it can affect gene expression and determine if

an individual is a healthy carrier or a diseased patient. Picture a gene with two heterozygous

genomic variants. If the two variants are located in cis, only one gene copy is disturbed, while

the remaining copy is undisturbed and functional. However, if both genomic variants act in

trans, both gene copies are affected with one detrimental variant each and no functional gene

copy remains. Therefore, not only the genotype, but also the haplotype is important for the

full characterization of an individual genome.

The importance of identifying haplotypes is indisputable (Tewhey et al. 2011). Not only

in genomics research haplotypes help understanding genomic processes and mechanisms,

but haplotypes are also important in population research, ancestry inference and in medical

research for prognostics and diagnostics of cancer and other diseases, and more recently even

for typing tissue for transplantation (Fan et al. 2011). Genomic variants play an important

part in disease, and the detailed knowledge of their co-location and interplay makes haplotype-

resolved information invaluable for understanding disease phenotypes (Glusman et al. 2014).
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Figure 1.8. cis and trans relation of SNVs
Alternative alleles (black) of genomic variants can
either be located on both homologous chromosomes
(trans configuration, upper chromosome pair), or on
the same homologous chromosome (cis configura-
tion, lower chromosome pair). The phasing problem
is solved by assigning heterozygous variant alleles
to their physical haplotypes to identify alleles that
are co-located on the same chromosome.

It has been shown early on that some disease phenotypes can only be understood in the light

of haplotype-resolved genomic information. The phenomenon of two trans-acting, detrimental

heterozygous variants is known as compound heterozygosity and especially important in

monogenic disorders. Compound heterozygosity has been found to cause multiple diseases

such as cerebral palsy (Fong et al. 2010), Charcot-Marie-Tooth neuropathy (Lupski et al.

2010; Oprescu et al. 2017), peripheral neuropathy (McLaughlin et al. 2010), systemic lupus

erythematosus and rheumatoid arthritis (Graham et al. 2007; Shimane et al. 2010), to only

name a few. Additionally, variants can affect not only the coding region of the gene itself,

but also its regulatory landscape. Here, haplotype-specific genomic information has been

shown to be important to understand multiple other diseases. Ludlow et al. 1996 described

the genomic background of the Bernard-Soulier syndrome in a patient, which was caused by

a deletion and a trans-acting promoter mutation, thus affecting both gene copies and causing

the disease. The mechanisms of multiple other diseases such as Hirschsprung disease (Emison

et al. 2005), hemophilia, hypercholesterolemia, and pyruvate kinase deficiency (Vooght et al.

2009) were revealed with haplotype-resolved genomic information, as they do not show direct

disruptions in the causing gene, but are often affected by genomic variants in their enhancer

or promoter region. Furthermore, Drysdale et al. 2000 reported an asthma phenotype that

could only be explained by the complex interplay of multiple phased SNVs, but not by

individual genomic variants.

The ’two hit’ model, meaning the disruption of both homologous gene copies, is also known

in cancer. Here, patients often inherit already one disruptive genomic variant, which makes

the patient more prone and susceptible to cancer, as they gain a somatic mutation in the

remaining functional copy of the gene at the onset of the disease. A well known example of

this phenomenon is the Li–Fraumeni syndrome, where individuals carry a germline mutation

of the p53 tumor suppressor gene (F. P. Li and Fraumeni 1969).

Other mechanisms such as allele-specific expression can be partially explained by genomic

variants in regulatory regions and transcription factor binding sites, acting in cis on their

target genes (Montgomery et al. 2010; Pickrell et al. 2010) and importantly, were found to

segregate in families and thus show heritability (McDaniell et al. 2010; Kasowski et al. 2010).

All these examples demonstrate that merely considering individual heterozygous variants is not

sufficient, but the diploid character of the human genome needs to be acknowledged in various

research areas. The examples strengthen the importance of haplotype-resolved knowledge

of the interplay of genomic variants, not only in coding regions but also understanding the

functional impact on disrupted regulatory regions. Especially as genomic investigations
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are becoming increasingly important in the forthcoming field of personalized medicine,

the investigation of haplotype-resolved pathogenic rare variants is becoming increasingly

significant.

Although research endeavours to decipher individual human haplotypes as well as population

scale haplotypes demonstrate the growing interest in haplotypes in the genomic and medical

field (Daly et al. 2001; J. C. Stephens et al. 2001; Kitzman et al. 2011; Suk et al. 2011; Adey

et al. 2013; Glusman et al. 2014; Cao et al. 2015), the majority of genomic studies does not

acknowledge the diploid state of the human genome and the maternal and paternal genomic

sequence information is not separated or phased (Tewhey et al. 2011).

Often technical limitations to resolve the individual haplotypes are the reason for this

undifferentiated view. Humans have a rather sparse variant density with one genomic variant

approximately every 1 - 2 kb (W. H. Li and Sadler 1991; D. G. Wang et al. 1998; Cargill

et al. 1999; Altshuler et al. 2000; Sachidanandam et al. 2001). In order to computationally

determine the phase of adjacent variants, they need to be co-observed in the same sequencing

read or read pair. NGS has high throughput, is quite cost-efficient and very accurate, so

it is a great tool to detect genomic variants and their genotype. But it also produces very

short reads (up to 250 bp), which make it infeasible to link distant variants into genome-wide

haplotypes (Levy et al. 2007).

To overcome this limitation, a number of innovative experimental and bioinformatics methods

have been developed that attempt to preserve, assemble and infer haplotype information.

Phasing approaches fall into two main conceptual categories: haplotype inference and haplo-

type assembly. Haplotype inference employs genomic variant information in the family or

population to infer the haplotypes of related or unrelated individuals, respectively. Haplotype

assembly aims to resolve the haplotypes of an individual by discerning their homologous

chromosomes from their genomic sequence alone. This approach is often based on molecular

haplotyping, which describes the specific interplay of specialised experimental and fitting

computational methods to resolve haplotypes. Recently genome-wide haplotypes are increas-

ingly assembled also from improved sequencing technologies such as Nanopore sequencing

(Mikheyev and Tin 2014). In the following, I will give an overview on both, haplotype

inference and haplotype assembly methods.

1.3.1 Family- and population-based haplotype inference

In brief, family- and population-based haplotype inference approaches are taking inherited

variant combinations of parental haplotypes, the identical-by-descent (IBD) principle, and

linkage disequilibrium (LD) into consideration. IBD refers to long stretches of identical

haplotypes shared within families and even in small populations of unrelated individuals, as

they are inherited from a recent shared ancestors (S. R. Browning and B. L. Browning 2010).

LD describes the non-random association of genomic variants within a larger population

(Geiringer 1944). The closer genomic variants are on the linear genome, the more likely it is

for them to be inherited together as the likelihood of them to be separated by recombination

shrinks. Thus SNPs frequently co-occur in the population and individual haplotypes can be

inferred from haplotype structures observed in the population.
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In family-based phasing approaches, also referred to as genetic haplotyping, pedigrees or

trio information (often parent-offspring) needs to be available. Haplotype reconstruction

is straightforward as whole chromosomes with only few recombination events are inherited

from each parent, which indicate the separated haplotypes in the child (Roach et al. 2010).

Computational methods were generated to reconstruct haplotypes from related individuals

(Gao et al. 2009), for example Haploscribe, which follows a parsimony approach and uses a

hidden Markov model (HMM) to phase genomic variants in nuclear families (Roach et al.

2011). The family-based phasing approach is often crucial in medical settings (Roach et al.

2010). It can yield accurate, complete, genome-wide haplotypes, and enables the phasing of

rare alleles, which are often medically relevant (Glusman et al. 2014). By directly leveraging

parental genomic information, this approach indicates which variants where inherited from

the paternal or maternal parent, thus providing important information on the transmission

of putative disease-causing variants across parental lineages and parent-of-origin effects

such as epigenetic imprinting (Kong et al. 2009). On the down-side, this approach requires

sequencing data from family members of the target individual, which are not always feasible

to recruit. It also adds to the costs as at least two additional genomes need to be sequenced

or genotyped in order to reconstruct the haplotypes of the individual.

The first method to infer the phase of multiple genomic variants in an individual based on

genomic information from unrelated individuals was published by Clark 1990. The so-called

Clark’s algorithm is based on the parsimony idea, relies on unambiguous haplotypes in the

considered population for a reliable computation and holds true for tightly linked genomic

variants in a small region (in LD) if genomic information from a sufficient population size is

considered. Other parsimony-based statistical approaches for haplotype reconstruction of

unrelated individuals followed (Gusfield 2003; L. Wang and Xu 2003). In order to overcome

limitations of Clark’s algorithm, the Expectation–Maximization (EM) algorithm (Dempster

et al. 1977) was employed to phase genomic variants of unrelated individuals by iteratively

increasing the statistical likelihood of the resolved haplotypes (Excoffier and Slatkin 1995;

Hawley and Kidd 1995; Long et al. 1995). However, the EM algorithm is also limited to few

adjacent SNVs and is not guaranteed to yield accurate results as it can be trapped in local

maxima. Soon genomic knowledge was integrated into computational phasing approaches, as

coalescent-based methods acknowledge biological processes of mutation and recombination,

which create modified haplotypes from ancestral haplotypes (Kingman 1982). PHASE (M.

Stephens et al. 2001; M. Stephens and Scheet 2005), IMPUTE (Marchini et al. 2007), MACH

(N. Li and M. Stephens 2003; Y. Li et al. 2010), IMPUTE2 (Howie et al. 2009), SHAPEIT

(Delaneau et al. 2011) and other methods are based on the coalescent theory and employ

HMMs to resolve haplotypes. With fastPHASE (Scheet and M. Stephens 2006) it was

possible for the first time to generate limited, but genome-wide haplotypes from population

data. Another HMM-based statistical phasing algorithm, BEAGLE (S. R. Browning and

B. L. Browning 2007), uses a clustering approach for haplotype inference and is faster and

more accurate than fastPHASE for larger population sizes. Other phasing methods such as

Haplotyper (Niu et al. 2002), and HaploBlock (Greenspan and Geiger 2004) are LD-based and

employ Bayesian methods for haplotype reconstruction. In 2008, Kong et al. 2008 leveraged

IBD-based long-range phasing for haplotype imputation in the Icelandic population with

great success. Unfortunately, this approach is not directly applicable to wider populations, as
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at least 1 % of the population would need to be genotyped in order to yield reliable results.

IBD is still a powerful concept for haplotype inference (B. L. Browning and S. R. Browning

2011) and was additionally integrated into BEAGLE.

Statistical phasing approaches always depend on the size of the population database, as

more genomic information ensures higher phasing accuracy. Leveraging already existing,

wider population data for haplotype inference of unrelated individuals is not as costly as

family-based approaches, but also not as accurate (Marchini et al. 2006). In order to generate

reliable results, population-based phasing requires excellent probabilistic computational

methods (Salem et al. 2005) and large, well-characterized reference databases (W. Rao

et al. 2013). As these phasing approaches are mostly based on IBD and LD, rare or private

genomic variants can often not be phased, as resolved haplotypes only contain common

variants such as SNPs, and rare variant combinations can be incorrectly phased (Glusman

et al. 2014). As LD information is limited by genomic distance, haplotypes are often not

chromosome-spanning, but can be reliable over short up to moderately long chromosome

regions. Switching errors can occur when correctly phased blocks of variants (haplotype

blocks) are incorrectly connected (Andrés et al. 2007). Furthermore, without direct parental

genomic information, haplotypes inferred from population databases can also not be uniquely

assigned to their paternal or maternal origin.

1.3.2 Haplotype assembly of single individuals through molecular haplotyping

Numerous experimental phasing approaches and bioinformatics methods were developed to

decrease the dependency on population-based statistical haplotype inference and to focus

on haplotype assembly of single, individual diploid genomes (Snyder et al. 2015; Huang

et al. 2017). The underlying goal of the so-called molecular haplotyping approaches is to

capture the co-occurrence of genomic variant alleles along the same physical molecule, such

as separate chromosomal fragments, or even complete homologous chromosomes (Bansal

et al. 2011).

Different experimental approaches can physically isolate the individual chromosomes before

sequencing, such as laser capture microdissection (L. Ma et al. 2010), microfluidic technologies

(Fan et al. 2011) or fluorescence-activated cell sorting (FACS)-mediated single chromosome

sorting (Yang et al. 2011). Recently, Strand-seq, a single-cell method originally developed

to discover large structural genomic rearrangements on individual chromosomes (Falconer

et al. 2012), was successfully used for haplotyping (Porubsky et al. 2017; Sanders et al. 2017).

As complete chromosomes are isolated using these approaches, high-quality, personalized,

chromosome-spanning haplotypes can be achieved with these experimental methods. However,

these methods are often expensive, labour-intensive, time-consuming and require special

equipment.

Early on researchers have aimed to resolve individual haplotypes from whole genome se-

quencing (WGS) data alone, without depending on prior physical isolation of homologous

chromosomes. If at least two heterozygous variant positions are covered by the same sequenc-

ing read or read pair (from the same DNA fragment), they carry haplotype information and

can be directly phased. Therefore longer reads are more powerful as they likely connect more
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variants. Haplotype-informative reads or read pairs portray a fragment of a chromosome and

thus satisfy the single molecule definition. Longer haplotypes can be assembled by connecting

the phase information of overlapping haplotype-informative fragments. This computational

problem of connecting variants and haplotype-fragments along the chromosomes was termed

single individual haplotype reconstruction problem (SIH) and multiple algorithms have been

proposed to solve it (Lancia et al. 2001; Rizzi et al. 2002; Geraci 2010). The fundamental

goal is to perfectly sort or partition fragments into two disjoint sets representing their origin

from the two homologous chromosomes. This computational problem can be formulated

as a graph-based representation, in which nodes correspond to fragments. If conflicting

alleles are observed in two independent fragments (reference allele of a variant position is

observed in one, while an alternative allele is observed in the other), an edge is drawn between

the respective nodes. In case of an error-free dataset, a perfect bipartition separates the

fragments into the two complementary haplotypes in which no disagreements exist. In real

genomic data, sequencing errors occur which induce additional observations of disagreeing

alleles. As such, sequencing errors cause erroneous edges which need to be removed in order

to achieve a bipartite graph. Different approaches exist to clean the graph from erroneous

edges, such as correcting the observed sequencing error, removing the spurious fragment or

removing the ambiguous variant, which can be optimized in respective objective functions:

• Minimum error correction (MEC): minimize the number of observed alleles that need

correction to achieve a bipartite graph

• Minimum fragment removal (MFR): minimize the number of fragments that need to

be removed to achieve a bipartite graph

• Minimum SNP removal (MSR): minimize the number of genomic variants that need to

be removed to achieve a bipartite graph

Weighted options of these problems exist, for example the wMEC, which considers the

sequencing quality of the variant alleles. All mentioned optimization problems have been

shown to be NP-hard (Lancia et al. 2001; Lippert et al. 2002), but have been tackled using

heuristics, dynamic programming, probabilistic modeling and other approaches.

While the fragment-based approach is the standard problem definition, other graph-based

computational SIH approaches diverge from the fragment notion in the graph and define the

nodes as variants. Here, edges between variants are drawn when the respective variants are

co-observed in a fragment. Edge-weights increase according to the number of supporting

fragments and decrease with contradicting co-observations and poor sequencing quality. The

goal in these graph formulations is to find a maximum cut in the graph which divides the

variants into two disjoint sets according to their haplotype. This graph-based problem is

called the Max-Cut Problem and it has been shown to be NP-hard. However, it is often

solved via combinatorial optimization approaches.

To present a solution to the SIH problem, Levy et al. 2007 implemented a simple greedy

heuristic to incrementally build haplotypes from single and paired-end Sanger sequencing

reads (up to 800 bp long) of long insert DNA fragment libraries from an individual genome.

The resulting haplotypes were not chromosome-spanning, but haplotype blocks covered up to
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several hundred kb and half of the variants were assembled into blocks of at least 401 variants.

Levy et al. 2007 thus demonstrated the feasibility of haplotyping individual genomes from

WGS data.

Further, more sophisticated algorithms have been presented (Geraci 2010), from which I

want to briefly introduce HASH (Bansal et al. 2008), HapCUT (Bansal and Bafna 2008) and

ReFHap (Duitama et al. 2010).

Bansal et al. 2008 presented HASH (Haplotype Assembly for Single Human), a probabilistic

method that employs a Markov chain Monte Carlo (MCMC) algorithm to sample from

the posterior distribution of haplotypes. The underlying graph defines nodes as variants

and edge-weights are set according to the amount of fragments co-observing the connected

variant-nodes and their sequencing quality. A graph partitioning approach based on a simple

min-cut algorithm informs the transitions of the Markov chain. Haplotypes are updated

accordingly until no improvement in the likelihood of the best haplotype can be reached.

Haplotypes generated using HASH span multiple hundred kb and are thus not chromosome-

spanning, but are significantly more accurate than previously proposed SIH methods.

In the same year Bansal and Bafna 2008 presented HapCUT. The graph definition of HapCUT

is again based on individual variants and the method aims to optimize MEC by employing a

two-step, greedy, heuristic algorithm to iteratively improve the computation of a weighted

Max-Cut in the graph. HapCUT produces highly accurate haplotype-blocks, while being

much faster than HASH. HapCUT was initially developed to assemble haplotypes from

Sanger WGS data, but HapCUT and its successor HapCUT2 (Edge et al. 2017) can also be

applied to other haplotype-informative data types such as fosmid-based sequencing (using

bacterial cloning vectors) and others.

In an interplay of experimental approaches to provide larger haplotype-resolved fragments,

and computational methods to assemble haplotypes, fosmid-based pools (Kouprina and

Larionov 2006; Kitzman et al. 2011; Suk et al. 2011) were used for SIH. Here, DNA strands

up to 40 kb are cloned into bacterial vectors, which are then transfected into a bacterial host,

which propagates the fosmid libraries. The DNA inserts are subsequently sequenced, thus

enlarging the single molecule which provides phase information. To assemble the haploype-

resolved fragments Suk et al. 2011 employed ReFHap (Duitama et al. 2010), whereas Kitzman

et al. 2011 used HapCUT (Bansal and Bafna 2008). ReFHap was specifically developed on

and for fosmid-based sequencing data and in contrast to HapCUT, is based on the fragment

notion of the underlying graph. ReFHap provides a heuristic algorithm for the Max-Cut

Problem in order to optimize MFR. It thus aims to group fragments originating from the

same homologous chromosome to subsequently resolve the haplotypes.

While ReFHap and HapCUT showed highly accurate results and high completeness as 99 %

and 94 % of SNVs could be phased, respectively, haplotypes were still fragmented into blocks

of up to few Mb and 400 kb, respectively. However, most genes including their regulatory

regions could be phased and Suk et al. 2011 demonstrated that the majority of genes and

regulatory regions showed personal or rare genomic variants, which could not have been

phased using population-based haplotyping approaches.

With the onset of third-generation sequencing, much longer reads were made available

which can connect significantly more genomic variants, and thus constitute a great potential
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for chromosome-scale haplotype assembly (Logsdon et al. 2020; Garg 2021). Long reads

generated using Oxford Nanopore Technologies’ (ONT) nanopore sequencing (Mikheyev and

Tin 2014) or generated by Pacific Biosciences’ (PacBio) single-molecule real-time (SMRT)

sequencing (Eid et al. 2009) span on average 30 kb (Payne et al. 2018, Amarasinghe et al.

2020,) with a maximum length of over 2 Mb for Nanopore’s MinION (Payne et al. 2018).

With this dimension, long reads easily span multiple variant alleles located on the same

physical chromosome and thus store valuable long-range haplotype information.

Although long reads were initially characterised by frequent sequencing errors, continuous

efforts to reduce the high error rate recently achieved < 1 % incorrect bases for PacBio

SMRT sequencer platforms (Wenger et al. 2019) and < 5 % for ONT nanopore sequences

(Jain et al. 2018). Specialized bioinformatics methods such as ProbHap (Kuleshov 2014),

WhatsHap (Patterson et al. 2015), HapCol (Pirola et al. 2016, HapCUT2 (Edge et al. 2017)

and HapCHAT (Beretta et al. 2018) were developed to resolve highly accurate, considerably

longer haplotypes as achieved using NGS data. These methods are based on optimizing MEC

in order to efficiently sort the long reads into haplotypes. ProbHap is a graph-based dynamic

programming algorithm to optimize MEC. WhatsHap presents a fixed parameter tractable

approach to wMEC, where coverage of the observed variants is restricted. HapCHAT on the

other hand, as a successor to WhatsHap, employs a preprocessing step to merge agreeing,

overlapping long reads to allow for higher coverage data for its k-constrained MEC solver.

In order to provide long-range haplotype information, other experimental methods were

leveraged for haplotype reconstruction, such as Hi-C (Korbel and Lee 2013; Burton et al.

2013; Kaplan and Dekker 2013; Ghurye et al. 2019). As intrachromosomal chromatin contacts

are reliably captured by Hi-C due to the chromatin organization into chromosome territories,

Hi-C data can provide valuable long-range phasing information for haplotype assembly, either

by itself, or to connect previously resolved haplotype-blocks. Selvaraj et al. 2013 presented

HaploSeq, an application of the HapCUT algorithm on paired-end reads of chimeric DNA

fragments generated by Hi-C. In order to create complete, high-resolution haplotypes from

human data HaploSeq results were used as seeds for population-based, local conditional

phasing using BEAGLE (S. R. Browning and B. L. Browning 2007).

Other chromosomal characteristics such as copy number can also be exploited to resolve

individual haplotypes (Schwarz 2015; Jamal-Hanjani et al. 2017; Watkins et al. 2020; Zaccaria

and Raphael 2021).

Further combinatorial approaches to resolve haplotypes also integrate molecular haplotyping

with population-based phasing (Bansal 2019) or even genetic, molecular and population-based

approaches to achieve the best results (Lajugie et al. 2013).

The often neglected but crucial haplotype-specific perspective provides great opportunities

to uncover and fundamentally understand mechanisms of direct and indirect gene expression

regulation in health and disease. Haplotypes are important to fully characterize the diploid

genome and essential for determining the interplay of multiple genomic variants, not only

those affecting coding regions, but also those impacting non-coding, regulatory regions.

Focusing on a haplotype-resolved viewpoint is and will be indispensable in the developing

and growing fields of personal genomics and medicine, as it plays a key role in detecting

compound heterozygosity, but also in finding and assessing the impact of rare and private
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genomic variants relevant for hereditary diseases.

With recent and ongoing technological advances not only on the experimental side, but also

on the bioinformatics side, haplotype reconstruction methods have improved and are sufficient

to phase variants in genes and their surrounding CREs. However, haplotypes are often

not chromosome-spanning, but separated into unconnected haplotype blocks. Additionally,

haplotype inference and assembly methods can be costly, laborious, time consuming and

dependent on expensive and highly specialised equipment. Very important for medical

applications, some methods are unable to integrate private mutations, or require rather large

amounts of biological material, which is sometimes not available. Nevertheless, medical

interest in haplotypes is growing and current and future efforts are needed to make individual

haplotype-resolved genomes become more complete, more accurate and more feasible to

obtain.
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1.4 Scope of this thesis

Our current understanding of the hierarchical organization and functional folding of chro-

matin in the nucleus has mostly been derived from microscopic methods and Hi-C-based

experiments. Recently developed ligation-free approaches such as GAM have revealed a

previously unappreciated level of complexity in spatial genome organization. While chromatin

conformation and its impact on gene regulation in health and disease has been studied exten-

sively, investigations are often limited to superimposed signal from homologous chromosomes,

which impedes a more detailed level of understanding. Although it has been shown that

parents not only inherit genomic variants, but also gene expression patterns to their offspring,

and differences in folding of homologous chromosomes have been observed in connection with

differential gene expression, haplotype-specific chromatin folding has remained understudied.

Technical limitations to differentiate between homologous chromosomes often prevent a

haplotype-specific perspective, especially in the variant-sparse human genome. Existing

approaches to decipher haplotypes are either dependent on special equipment, costly and

laborious, or rely on databases and are thus unable to integrate private variants, which are

essential in medical assessments.

Due to the organization of chromatin into chromosome territories and specifically the observed

anti-pairing of homologous chromosomes, DNA fragments frequently co-segregating in GAM

nuclear slices are most probably originating from the same physical chromosome and are

thus providing valuable haplotype information. Thus, GAM is our experimental method of

choice to investigate haplotype-specific chromatin conformation.

The overarching goal of this thesis is to provide bioinformatics tools that enable an accurate,

detailed, and, most importantly, haplotype-specific look at chromatin conformation from

GAM experiments, in genomes with previously unknown haplotype structure.

To enhance the research of haplotype-specific chromatin folding, I aimed to develop innovative

algorithms that (i) enable the haplotype reconstruction from chromatin conformation data

and (ii) improve the phasing efficiency for the generation of detailed haplotype-resolved

chromatin contact matrices from the same data. An especially important aspect of this

work is that the entire haplotype information is obtained from an existing dataset, hence

no additional experiments are needed, which would require additional biological material,

and which would be costly and time-consuming. The generated algorithms are based on

GAM data, as it reliably captures chromatin conformation, long-range interactions and

complex contacts from very small amounts of input cells, an advantage compared to other

methods that capture chromatin conformation, especially with respect to genomic research

in particular cell types or potential medical applications.

Following this broad introduction into the topics of chromatin conformation and haplotype

reconstruction, Chapter 2 of this thesis thoroughly investigates GAM data characteristics

with respect to its potential to capture genomic variants and the phase relations between

them. In Chapter 3, I explore the suitability of existing computational methods for haplotype

reconstruction from GAM data and justify the need for novel algorithms in this domain. In

Chapter 4, I introduce the haplotype reconstruction algorithms of GAMIBHEAR, which

leverage the local haplotype fidelity of GAM data for the reconstruction of highly accurate,

32/134



chromosome-spanning haplotypes. Haplotypes enable the generation of haplotype-resolved

chromatin contact matrices by assigning reads, which overlap phased heterozygous variants,

to their homologous chromosome of origin. As variant density is a limiting factor for efficient

read phasing, I developed Co-Phasing, an innovative algorithm to increase phasing efficiency

of GAM data. Exploiting GAM’s haplotype fidelity, Co-Phasing enables the assignment of

variant-free reads to their parental chromosome of origin and thus improves the generation of

detailed haplotype-resolved chromatin contact matrices in variant-sparse genomes. The novel

Co-Phasing approach is presented in Chapter 5. Finally, in Chapter 6, I conclude the findings

of this thesis with some final remarks and give an outlook on the possibilities of application

for GAMIBHEAR and Co-Phasing. Moreover, I present ideas for the development of another

GAM-based bioinformatics tool.

Figure 1.9 shows a graphical abstract of this thesis.

The detailed, haplotype-specific perspective on genome folding available through GAMIB-

HEAR and Co-Phasing pushes the current boundaries of haplotype-specific analyses of

chromatin conformation. It provides great potential to improve our understanding of gene

expression regulation through the spatial architecture of chromatin, especially in strictly ho-

mologous regions, which has never been accomplished before. The innovative bioinformatics

methods presented in this thesis will allow for new insights into 3D genome architecture in

unprecedented detail, advancing our understanding of the functionality and importance of

haplotype-specific differences in chromatin conformation.
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Figure 1.9. Graphical abstract
For caption see page 35.

34/134



Caption of Figure 1.9, the graphical abstract of this thesis:

A) Homologous chromosomes (yellow and magenta) are sequentially almost identical, but

differ at SNV positions (marked by small stars). Using GAM, fixed nuclei are cut into ultra

thin slices (grey areas) in random orientation, thus capturing mostly spatially close DNA

fragments in individual nuclear profiles.

B) The DNA fragments captured in nuclear profiles are sequenced and mapped to a reference

genome. While most reads of the sparse GAM samples map to homologous regions (grey

reads), some reads (yellow and magenta reads) overlap heterozygous SNV positions (black

dots on the reference genome) and thus differentiate the two chromosome copies at these

positions.

C) Reads overlapping SNV positions are valuable for haplotype reconstruction. Variant alleles

frequently co-observed in nuclear profiles are likely to be close in 3D-space and thus located

on the same physical chromosome, providing important phase information. GAMIBHEAR

is a graph-based algorithm that leverages this haplotype fidelity and reconstructs accurate,

chromosome-spanning haplotypes from GAM datasets.

D) As whole fragments of individual chromosomes are captured in GAM nuclear slices, the

haplotype fidelity stored in GAM data holds true for variant-free reads which are sequentially

close to variant-overlapping reads, as they likely originate from the same captured fragment.

Based on known haplotypes (potentially provided by GAMIBHEAR), Co-Phasing assigns

variant-free homologous reads in close vicinity around an observed phased variant to their

chromosome copy of origin (dashed yellow reads), thus increasing the read phasing efficiency.

E) From the same GAM dataset, previously unknown haplotypes of the target genome are

assembled using GAMIBHEAR and read phasing efficiency is improved using Co-Phasing,

especially in homologous genomic regions surrounding sparse heterozygous variant positions.

F) In combination, the bioinformatics tools presented in this thesis enable the generation

of haplotype-specific chromatin contact matrices in genomes with low variant density, in

unprecedented detail.
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Chapter II - GAM data characteristics and its ability to

store haplotype information

Contribution

All data analyzed in the following chapters were kindly provided by the laboratory of Prof.

Ana Pombo at the Max Delbrück Center for Molecular Medicine, Berlin, unless stated

otherwise. Although many members of the Pombo Lab contributed to the GAM data

collection process, the F123 and H1 datasets were generated mainly by Rieke Kempfer,

Gesa Loof, Warren Winick-Ng and Alexander Kukalev. GAM data quality control and

preprocessing were undertaken primarily by Alexander Kukalev and Ibai Irastorza-Azcarate.

The window detection frequency shown in Figure 2.4 as well as the window phasing efficiency

shown in Figure 2.5 B was calculated and kindly provided by Alexander Kukalev.

During my PhD, I supervised two students of the International Molecular Medicine Master’s

Program of the Charité Berlin during their individual bioinformatics internships, Lev Petrov

and Mara Julia Rosoga. Their work was very valuable for my research projects and some

of the results presented in this chapter are extensions of their work. Lev’s work focused on

influences of genome architecture, chromatin characteristics, and the epigenetic landscape

on the efficiency of the GAM experimental method. Lev studied the factors that influence

the coverage of SNVs in GAM data of the human embryonic stem cell line H1, aiming to

create a multivariate logistic regression model that explains the coverage state of a SNV.

The Figures 2.2 and 2.4 are adapted and extended based on investigations by Lev.

Mara Julia Rosoga analyzed the differences of GAM data depending on the studied organism

(human embryonic stem cell line H1 and mouse embryonic stem cell line F123) as well as

changes in individual steps of the experimental design of GAM. Those changes include,

firstly, sequencing each nuclear slice individually (1NP) or combining three nuclear slices for

collective sequencing (3NP), and secondly, updates in the experimental protocol of GAM

aimed to reduce heterochromatin bias. Figure 2.5 A shows characteristics of 3NP GAM

samples of mESC F123 and is based on analyses from Mara.

Some of the presented work in this chapter concerning the description of sparsity and

haplotype fidelity in the context of the 1NP F123 GAM dataset as well as parts of the data

and method description were published in Markowski et al. 2021.
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2.1 Motivation for GAM data exploration

The overarching goal of this thesis is to develop bioinformatic tools to extract haplotype

information from GAM data for haplotype reconstruction and the generation of detailed

haplotype-resolved chromatin contact matrices. To this end, it is important to have a

thorough overview of GAM data characteristics, which I will explore in this first chapter with

a strong focus on the coverage and observation frequency of heterozygous genomic variants.

As, in GAM, nuclei are cut into ultra-thin slices of approximately 0.22 µm, the DNA

content captured in each slice is expected to be very low, even compared to single-cell data.

Each single slice contains approximately 8 % of the diploid genome (Beagrie et al. 2017).

Therefore, GAM data conceptually comes with the expectation of sparsity. Organism-specific

variant densities, as well as differences in experimental procedures additionally influence the

observation frequency of genomic variants in GAM data, which is one of my main focuses.

Therefore, I will first investigate how the sparsity of GAM data affects the observation

frequency of genomic variants.

The fundamental aim of GAM experiments is to physically isolate and capture spatially close

chromatin fragments in thin nuclear slices to infer chromatin conformation. However, despite

engaging in functional contacts, the chromatin captured in nuclear profiles is affected by other

biological mechanisms, modifications and potentially technical biases, which can intentionally

or unintentionally be reflected in the data. For example, information on radial positioning

and chromatin compaction of a captured genomic region can be derived from GAM data

(Beagrie et al. 2017). However, next to these biological properties, experimental factors are

known to influence the quantity and quality of sequencing data on many levels, especially in

single-cell settings (Ning et al. 2015). Specifically for GAM, slicing many nuclei in random

orientation is assumed to result in uniform sampling of the genome, but a finite number of

slices can lead to fluctuations in genome and variant coverage. DNA fixation is crucial for the

detection of chromatin contacts but can affect the efficiency of subsequent DNA extraction

(Meyer and Liu 2014; Heesch et al. 2013). Amplification of the low amount of captured DNA

can introduce biases in whole genome amplification as well as library preparation and DNA

sequencing steps, especially concerning regions with extreme GC content (Y.-C. Chen et al.

2013; Sabina and Leamon 2015; Ning et al. 2015). Furthermore, sequencing reads that are

not uniquely mappable to the reference genome, either due to sequencing errors, germline

variants, somatic mutations, repetitive regions or other reasons, are often discarded. To

counteract these and other biological and technical biases, various filtering and normalization

steps are applied in the process of generating chromatin contact maps from GAM data

(Beagrie et al. 2017; Winick-Ng et al. 2021). While the normalization steps are important

and effective on the matrix level, my focus, however, lies on the unnormalized read level. For

my goal of enabling haplotype-specific analysis, I concentrate on the coverage of heterozygous

genomic variants by reads of GAM samples and thus need to consider potential biases and

influences in the analysis of the unnormalized datasets.

To get an overview of the acting mechanisms as well as genomic and technical influences at

hand and their specific impact on the coverage of variant positions, I investigate characteris-

tics of GAM data in integration with GC content, DNA accessibility, DNA transcription,
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epigenetic marks such as post-translational modification of histone tails, and proteins binding

to DNA. I concentrate on nuclear mechanisms along with experimental factors. Identifying

features beyond chromatin contacts, in addition to potential biases, helps contextualizing

observations and opens the possibility for targeted optimizations in order to reduce biases.

One of the main aims towards generating haplotype-specific chromatin contact maps is

to reconstruct haplotypes from GAM data. A pivotal necessity constitutes extracting

phasing information from the variant alleles co-segregating in nuclear slices. GAM elucidates

chromatin contacts by frequently capturing genomic regions that are close in 3D space

within the same nuclear slice. As, firstly, chromatin contacts occur much more frequently

within than between chromosomes, and secondly, territories of homologous chromosomes are

located in large distances to each other in the nucleus, close-by genomic regions captured

in a nuclear slice are much more likely to originate from the same physical chromosome.

Selvaraj et al. 2013 showed that chromatin conformation data in form of Hi-C captures

haplotype information sufficient to reconstruct haplotypes. Motivated by the observed

nuclear organization of chromosomes and orchestration of chromatin contacts, I expected

that GAM, which captures chromatin proximity, also captures haplotype information which

can be exploited for haplotype reconstruction.

In this chapter, I thoroughly explore GAM data with respect to sparsity, potential biological

influences and technical biases, and its ability to capture haplotype information. These

characteristics are assessed in the context of heterozygous germline variants.
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2.2 Data

The analyses and results presented in this thesis are based on GAM datasets of two cell lines,

one mouse embryonic stem cell (mESC) line named F123 and one human embryonic stem

cell (hESC) line named H1, which I will characterize here.

Cell line F123

Figure 2.1. Derivation of F123
from the hybrid cross of Mus muscu-
lus domesticus S129/SvJae and Mus
musculus castaneus. Adapted from
Y. Li et al. 2014.

The mouse embryonic stem cell (mESC) line F123

was derived from a male hybrid F1 mouse embryo

resulting from the cross of the two inbred, homozy-

gous mouse strains Mus musculus castaneus (♂) x

Mus musculus domesticus S129/SvJae (♀), hereafter

referred to as CAST and S129 (Fig. 2.1, Gribnau et al.

2003). As the inbred parental mouse strains are both

fully sequenced, their genomic variants and haplotype

structure are known (see Section 2.5). Relative to

the mouse reference genome mm10, which was de-

rived from the mouse strain C57BL/6, CAST and

S129 show 18,892,144 and 4,778,766 germline variants

respectively, in concordance with their estimated evo-

lutionary distance from C57BL/6, 371,000 ± 91,000

years (Goios et al. 2007) and approximately 100 years

(Simpson et al. 1997), respectively. After curation of the benchmark SNV set (see Sec-

tion 2.5), the full F123 SNV reference set contains 18,150,228 variants in total, all of which

are heterozygous due to inbreeding of the parental strains. Of those, 15,810,835 variants

(87.1 %) are located on the CAST parental genome, 2,339,393 (12.9 %) on S129. This yields

an average SNV density of 1 SNV per 132 bp, with a median genomic distance of 56 bp.

With the haplotype structure of F123 known, this cell line serves as the benchmark for all

downstream experiments and analyses.

Cell line H1

The hESC line H1 is a pluripotent cell line derived from a male human blastocyst (Thomson

et al. 1998). Compared to the human reference genome hg38, H1 contains 1,506,858 SNVs

with a mean genomic distance of 1710 bp and a median genomic distance of 548 bp.
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2.3 Results

To get an overview of GAM data characteristics, the three GAM datasets used in this thesis

where thoroughly preprocessed and analyzed with a focus on sparsity, possible technical and

biological influences and the potential to capture haplotype information. In the context of

the haplotype-specific analysis goals I often detach from a read- or window-based viewpoint

and focus on the observation of heterozygous genomic variants.

The three analysed GAM datasets differ in model organism as well as experimental design.

Two datasets stem from GAM experiments on the variant-dense mouse embryonic stem cell

line F123 (for more details on F123 see the data description in Section 2.2). The processed

F123 SNV set contains 18,150,228 heterozygous variants in total, yielding an average SNV

density of 1 SNV per 132 bp, with a median genomic distance of 56 bp. One F123 GAM

dataset contains only one nuclear slice per sample (1NP), comprising 1123 samples in total.

In the other, multiplexed F123 GAM dataset, 3 individual nuclear slices are joined into one

sample (3NP), containing 1019 samples equivalent to 3057 single nuclear profiles. The third

dataset is a 3NP GAM dataset of the less variant-dense human embryonic stem cell line H1,

with a processed set of 1,506,858 heterozygous SNVs. The smaller H1 GAM dataset contains

381 samples equivalent to 1143 nuclear profiles.

First, I investigated the impact of the inherent sparsity of GAM data on the observation

of genomic variants in the three GAM datasets. Single nucleotide (1NP) GAM samples of

the variant dense mESC F123 cover on average 0.17 % (31,047 SNVs, Fig. 2.2 A) of the full

F123 heterozygous SNV set, whereas multiplexed GAM samples containing captured DNA

of three nuclear slices (3NP) cover on average 0.33 % SNVs (59,701 SNVs, Fig. 2.2 C). 3NP

GAM samples thus cover expectedly more variants, but only twice and not three times as

many as covered in 1NP samples. In the hESC H1 context, each 3NP GAM sample covers

on average 0.30 % (4,451 , Fig. 2.2 E) of the full H1 SNV set, comparable to the results of

the 3NP F123 GAM dataset.

All three analysed GAM datasets are characterized by low variant observation frequencies

whereby a significant amount of variants is left unobserved. In the 1NP F123 dataset, 64.69 %

of all F123 SNVs are observed at least once, less than 42 % are observed at least twice

(Fig. 2.2 B). In the larger 3NP dataset, over 80 % of F123 SNVs are observed at least once,

61.28 % are observed at least twice (Fig. 2.2 D). In the smaller GAM dataset of the less

variant-dense H1 cell line, 48.18 % of SNVs are observed at least once, 26.05 % are observed

at least twice, leaving over 50 % of H1 variants unobserved (Fig. 2.2 F).
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Figure 2.2. Sparsity of GAM data
A small fraction of DNA is captured per nuclear slice leading to very few variant alleles
being observed per sample. A, C, E) The distribution of the number of variants observed
per sample is shown for the F123 1NP, F123 3NP and H1 3NP GAM datasets, respectively.
The red line marks the mean number and percentage of the full variant set observed per
sample. B, D, F) The cumulative percent of variant observation frequency is shown for the
F123 1NP, F123 3NP and H1 3NP GAM datasets, respectively. The frequencies with which
variants are observed in the full datasets are low. While very few variants are observed over
200 times, most are only observed once or twice, a considerable amount of variants is never
observed in the datasets at all.
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These results indicate that in a large enough GAM dataset, all SNVs would eventually be

observed. Therefore I inspected the gain of observed variants over the increase of sample

size for the three GAM datasets. The inset in Figure 2.3 shows the accumulation curves of

uniquely observed SNVs with increasing numbers of GAM samples included in the datasets.

As expected, multiplexes GAM samples show a higher percentage of observed SNVs per

sample size compared to 1NP GAM samples. It applies to all datasets that the slope is steep

with a low sample size, as the set of unseen variants is large and thus many previously unseen

variants are added to the fast growing set of observed SNVs. However, with increasing sample

sizes already observed SNVs are captured repeatedly and unseen variants are rarely added

to the observed set. The flattening slope suggests the need of extremely large GAM datasets

to completely capture all known SNVs of the cell lines or organisms of interest. In order

to determine the necessary size of GAM datasets for all variants to be observed, I fitted a

linear model to the three curves (Fig. 2.3). My model predicts that more than 6000 NPs

from F123 cells (6065 1NPs, 2201 3NPs equivalent to 6603 NPs) and thus at least double

the current sample size would be needed to capture all variants, while for the H1 dataset, at

least 5421 samples equivalent to 16,263 single NPs would be necessary.
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Figure 2.3. Accumulation of observed variant in the GAM datasets.
Inset: The percentage of variants observed at least once in the set of GAM samples steadily
increases with increasing sample size for all three GAM datasets. Outer figure: Solid lines
show the percentage of variants observed with increasing sample size for each GAM dataset
as in the inset. Dashed lines show predictions for further increasing sample sizes based on
individual logarithmic models fitted to the respective curves. The black dotted line marks the
full SNV set. Datasets would need to increase substantially in order for all known variants
to be observed at least once. 6065 1NP samples and 2201 3NP samples (equivalent to 6603
NPs) of the F123 datasets and 5421 samples equivalent to 16,263 NPs of the H1 dataset
would be needed to capture the full SNV sets.
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Additional to the sparsity of GAM data, Figure 2.2 panels B, D and F show that the

observation frequency of SNVs in GAM data is not uniform. While some SNVs are observed

in multiple samples, others remain unobserved in the GAM datasets. Genome coverage can

be affected by a multitude of biological and technical variables. To investigate if differences

in variant observation are due to statistical and technical reasons such as sampling bias, or

influenced by biological mechanisms, we integrated chromatin characteristics and epigenetic

information with coverage data of the H1 GAM dataset along chromosome 1 (Fig. 2.4)

and inspected the integrated data for potential correlations and patterns. In this analysis,

we employed two measures to represent the coverage of the GAM dataset: first, the SNV

coverage, and second, the variant-independent window detection frequency (WDF), which

shows the detection frequency of genomic windows across all samples of the dataset.

We found that the SNV coverage as well as the WDF show clear and simultaneous changes

along the chromosome (Fig. 2.4 A). Nevertheless, the mean SNV coverage mostly stays

within a range around 0.48, which is in line with my previous finding of approximately half

of the known H1 SNVs being observed in this dataset (see again Fig. 2.2 F on page 42).

Both coverage measures show a similar trajectory along the chromosome, with increases and

decreases in the same genomic regions, whereby low coverage values are frequently overlapping

lamina associated domain (LAD) regions and regions with low GC content (Fig 2.4 A). Thus,

for a more detailed view, we next integrated epigenetic features and other indicators of

chromatin state into this analysis (Fig. 2.4 B). Here, ATAC-Seq and ChIP-Seq of RNA

polymerase II indicate accessible and transcribed regions. The selected histone modifications

H3K79me2, H3K36me3, and H3K27ac are important marks for open, active chromatin,

showing transcribed genes and active enhancer regions. In these open and active genomic

regions, GAM coverage shows the highest values. On the other hand, H3K9me3 is a marker

of heterochromatin and H3K27me3 indicates regions silenced by polycomb repression, while

LaminB1 DamID-Seq shows compacted, inactive heterochromatin tethered to the nuclear

lamina. Active marks as well as WDF and SNV coverage are generally depleted in these

compacted, inactive heterochromatic regions, however no individual histone modification can

explain all local declines of coverage. Strikingly, LADs consistently show the strongest and

most precise decrease in coverage by GAM data, while regions outside LADs show immediate

elevated coverage. These patterns suggest that chromatin characteristics, especially inactivity

and compaction influence the sparsity and uniformity of GAM data.
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Figure 2.4. Genomic and epigenetic factors influence GAM data coverage.
A) Coverage of the H1 GAM dataset, represented by the SNV coverage (black) and the variant-
independent WDF (blue), is shown alongside GC content (yellow) and LADs (highlighted in
red) on human chromosome 1. For visualization purposes, the binary SNV coverage (observed
= 1, unobserved = 0) is depicted as the mean value of 100 adjacent SNVs. Coloured dashed
lines indicate respective mean values. B) UCSC browser snapshot visualizing H1-specific
tracks of ATAC-Seq, ChIP-Seq of RNA Polymerase II and various histone modifications,
as well as DamID-Seq of LaminB1 aligned with the data shown in A. Green tracks are
associated with accessible, transcribed and active genomic regions while red tracks show
inactive, heterochromatic, polycomb repressed and lamina associated regions of the genome.
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Our analysis shows that GAM data is sensitive to the epigenetic landscape and chromatin

characteristics (Fig. 2.4). Crucial for the goal to phase germline variants from GAM data is

whether it can also reliably capture haplotype structure. To this end, I analysed if alleles are

preferably co-observed in GAM samples when they are originating from the same homologous

chromosome compared to those located on opposing homologous chromosomes. This analysis

was first performed on variant alleles observed the 1NP F123 GAM dataset to avoid artificial

co-observations introduced by combining multiple nuclear profiles into one sample such as in

the 3NP datasets. I categorized the pairwise phase relations of all observed variants in each

nuclear profile into cis (both observed variant alleles are located on the same haplotype)

and trans co-observations (the observed variant alleles are located on opposing haplotypes)

and binned them according to the genomic distance between the respective variant pair.

Figure 2.5 A shows the fraction of cis co-observations of alleles from all co-observations

depending on the genomic distance between variant pairs. Most importantly I found that

even with chromosome-wide distances between co-observed alleles, the observed constellation

is always more likely to be cis than trans and thus to follow the true haplotype. The fraction

of alleles co-observed in cis always stays above the value of 0.5 which marks the base line

of random co-observation of alleles from the same or opposing homologous chromosomes.

This finding suggests that GAM locally captures predominantly only one of two parental

haplotypes and thus provides strong local haplotype fidelity. This haplotype fidelity is most

prominent for co-observed alleles in very close sequential proximity and decays with increasing

genomic distance between the variant pair. However, even with a 10 Mb genomic distance

between variants, the true haplotype is observed in over 75 % of cases. Based on the findings

in the 1NP dataset, I likewise analysed the haplotype fidelity of the 3NP F123 GAM dataset.

Here, three nuclear profiles are indistinguishably merged into one GAM sample meaning

that for each actual co-observation within the same slice, two artificial co-observations are

introduced by the addition of DNA fragments captured in two further nuclear slices. Despite

this introduced noise of artificial co-observations, I found that haplotype fidelity remains

strong in 3NP GAM datasets, likely due to the sparsity of the GAM NPs, where very different

genomic regions are sampled. (Fig. 2.5 A). Even in 3 NP GAM samplesthe phase relation of

co-observed alleles never becomes random. Especially for alleles in close sequential vicinity

the fraction of cis co-observations is high and variant pairs are still to 60 % observed in cis

in 3NP samples even with a genomic distance of 10 Mb.

The haplotype fidelity of genomic variants captured in GAM samples is in line with the

high efficiency of window-based phasing efforts of the 1NP as well as the 3NP F123 GAM

datasets (provided by the Pombo Lab). Figure 2.5 B shows the percentage of windows of

different resolution that, due to reads overlapping variant alleles in these windows, could

be successfully assigned to one of the parental haplotypes. The percentage of windows with

reads originating from both homologous chromosomes is constantly low even for large window

sizes and only slightly increased in the 3NP dataset.

In summary, the random slicing of nuclei combined with the limited DNA content of ultra-thin

nuclear slices assures manageable levels of noise in multiplexed GAM samples, as very rarely

identical or even sequentially close genomic regions are combined.
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Figure 2.5. Haplotype fidelity captured in GAM samples
A) The fractions of pairwise cis co-observations from all co-observations of alleles are shown
for the F123 1NP (black) and 3NP (grey) dataset. Variant alleles co-observed in GAM
samples are more likely to be located on the same homologous chromosome, demonstrating
that GAM nuclear profiles capture valuable haplotype information. Especially in close
sequential vicinity almost all co-observed alleles are located on the same haplotype. This
captured haplotype fidelity decreases with increasing genomic distance between variants, but
robustly stays above 50 %, which marks the random co-observation of alleles independent
of haplotypes (dashed line). Haplotype fidelity is lower in 3NP samples compared to 1NP
samples, but always substantially higher than co-observations in trans. B) Window phasing
efficiency in the F123 1 NP (left) and 3NP (right) GAM dataset depending on the resolution
of the chromatin contact map. Almost all windows detected in the datasets can be uniquely
assigned to their parental chromosome of origin (yellow or magenta). Only few windows
contain reads from both homologous chromosomes and cannot be phased (grey). The fraction
of positive windows that cannot be assigned to a parental chromosome is slightly larger
in 3NP samples, but still considerably small. Window phasing efficiency data was kindly
provided by Alexander Kukalev.
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2.4 Discussion

GAM samples are sparse by design, as the process aims to capture a physically close fraction

of a nuclei’s DNA in each slice. Individual GAM samples contain less DNA than single-cell

approaches, however, with this novel technology, aggregating information over multiple

samples elucidates the relevant features of chromatin conformation. Beagrie et al. 2017

showed that chromatin contact maps derived by GAM show accurate chromatin folding

in high resolution and are able to detect large-scale multi-way contacts with just over 400

NPs. Recently, even maps with 10 kb resolution were generated from larger GAM datasets.

For the purpose of analyzing chromatin spatial organization using chromatin contact maps,

window-based approaches with a certain resolution are appropriate.Here a sufficient number

of base pairs in a genomic window needs to be covered by GAM reads for the window to be

marked as detected in the sample. However, for the desired goal to phase genomic variants

from GAM data, different criteria are relevant. For haplotype reconstruction it is crucial to

cover as many base pairs of interests - namely SNVs - by GAM reads as often as possible. I

found that a noticeable fraction of variants were not captured in the analyzed GAM datasets,

with more than 50 % of SNVs remaining unobserved in the H1 3NP dataset. While few

variants were captured over 200 times in nuclear slices in F123 datasets, most SNVs showed

very low observation frequencies, indicating that the coverage of variants in GAM data is

not uniform across the genome.

One conceivable way to overcome the low and non-uniform coverage would be to drastically

increase the sample sizes of GAM datasets. However, inspecting the gain of previously unde-

tected variants with increasing GAM dataset sample size demonstrated that datasets would

need to be significantly larger, entailing disproportional amounts of laborious experimental

work and costs. Additionally, sampling bias, which could theoretically have an effect on the

uniformity of coverage in GAM datasets, is avoided by slicing nuclei in random orientations.

Although radial positioning of chromosomes and genomic regions is reflected in GAM data as

regions located in the periphery of the nucleus are captured in less voluminous apical slices

compared to more voluminous equatorial slices containing loci from the center of the nucleus,

radial positioning alone does not affect the coverage of these regions. The realistically limited

number of samples might still cause fluctuations in coverage in small datasets, however, with

over 1000 nuclear slices analysed per GAM dataset, the sampling bias should have little to

no effect. With the sampling bias not being a driving factor, larger GAM datasets would not

level the genome coverage. Besides, the current sample sizes of GAM datasets are sufficient

to generate high quality, high resolution chromatin contact maps, hence drastically increasing

sample size solely for the cause of haplotype reconstruction is neither desirable nor a practical

solution.

A closer inspection of the non-uniform variant coverage shed light on effects that might result

in certain SNVs to be observed while others are not. When integrating coverage measures of

GAM data with epigenetic marks and other features such as DNA accessibility, active gene

transcription, GC content, and lamina associated heterochromatin, it became apparent that

SNVs in active, open genomic regions show more frequent coverage while heterochromatic

regions are consistently less well covered.
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This observation is partly explained by the strong compaction of heterochromatin, which is

much more dense and less voluminous in the nucleus than active, open genomic regions of

euchromatin. Especially, as proteins are tethering the majority of heterochromatic regions

either to the nuclear periphery, forming lamina-associated domains (LADs), or to the nucleolar

periphery, where nucleolus-associated domains (NADs) are formed, heterochromatin occupies

less space in the nucleus (Németh et al. 2010; Koningsbruggen et al. 2010). It is thus less often

captured in the ultra-thin nuclear slices, inevitably leading to lower detection frequencies

caused by its shear occupied volume. This supports earlier findings of Beagrie et al. 2017,

who demonstrated that a rise in WDF strongly correlates with enhanced DNA accessibility

and increased transcription in such a distinct way that compaction of the genome can directly

be determined from WDF values of GAM data.

Additional to the impact of the reduced volume of compacted chromatin on the genome

coverage, other factors can affect the observation frequency of SNVs. On the experimental

level, heterochromatin can affect the DNA extraction process. A crucial step in the GAM

protocol is to preserve the chromatin organization in the nucleus by cross-linking the DNA

with surrounding proteins. However, this fixation step is known to impede subsequent

DNA extraction, as incomplete digestion of proteins leads to discarding protein-bound DNA

fragments. As heterochromatic domains are very dense and heavily loaded with proteins,

their purification is more arduous compared to open, more accessible chromatin, increasing

the risk of incomplete extraction and thus decreased and uneven coverage of heterochromatic

regions.

Heterochromatin is also characterized by a low gene density and an enrichment in repetitive

regions. Those repeats often include AT-rich satellites, leading to a lower GC content in

heterochromatin (Meuleman et al. 2013). PCR amplification is known to show bias towards

GC rich regions, which could add to the lower coverage at genomic regions with low GC

content.

Furthermore, when mapping sequencing reads of GAM experiments to the reference genome

in order to determine which genomic regions were captured in the nuclear slice, only uniquely

mapped reads are of value, while reads that cannot be mapped uniquely to a specific

position on the reference genome are uninformative and discarded. As heterochromatin is

characterized by repetitive regions, the unique mapping of reads is impeded at those regions,

adding to the lowered coverage especially at regions with low GC content.

When generating chromatin contact maps from GAM datasets, normalization approaches such

as the normalized linkage disequilibrium (LD, Beagrie et al. 2017) and normalized pointwise

mutual information (NPMI, (Winick-Ng et al. 2021) reduce biases e.g. GC bias, mapping

bias and coverage fluctuations due to chromatin compaction. However, phasing approaches

rely on allelic observations of genomic variants in GAM data and are thus directly dependent

on the quality of the raw, read-level data, which is not affected by the normalization on the

level of window-based maps. Increasing and equalizing coverage of GAM data by directly

tackling potential biological and technical biases where they occur would benefit haplotype

reconstruction as well as the generation of chromatin contact maps.

In summary, instead of increasing the number of samples per dataset, increasing the outcome

of each single sample with focus on heterochromatic regions would improve the sparse

and non-uniform coverage of GAM datasets, while keeping the potential of GAM data to

derive chromatin compaction and radial position in addition to chromatin contacts. Targeted
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optimization of the respective experimental steps such as DNA purification and whole genome

amplification would increase the outcome of each nuclear slice, improve genome coverage and

thus benefit the purpose of analyzing chromatin folding as well as haplotype reconstruction

without additional extensive labor and cost.

Recent optimizations on multiple experimental steps in the GAM protocol have already

proven to enhance the data quality and reduce the heterochromatin bias in newer GAM

datasets, emphasising the importance of targeted investigations into potential biases for

continuous optimization of data quality.

As GAM data not only reliably captures information about chromatin folding and interac-

tions but also features such as radial positioning and compaction-derived accessibility and

activity of captured genomic regions, a pivotal point was to investigate if GAM data stores

haplotype information as hypothesized. Analyzing the phase relation of co-observed variant

pairs depending on their linear genomic distance revealed a high probability of cis paired

observations, meaning that co-observed variants are consistently more likely to originate from

the same homologous chromosomes even if their linear distance is chromosome spanning.

This haplotype fidelity is most prevalent in sequentially close variants and exponentially

decreases with increasing genomic distance, however, it never reaches the point of random

co-observation of haplotypes. The decay in haplotype fidelity is in line with previous findings

by Lieberman-Aiden et al. 2009, reporting a power law that describes the intrachromosomal

contact probability of chromatin folded as a fractal globule, depending on the spanned

genomic distance. As the probability of chromatin contact decreases with increasing genomic

distance between interacting regions, the likelihood that regions co-observed in GAM NPs

stem from the same homologous chromosome decreases alike. With further linear distance,

the possibility of genomic regions being co-captured in the same nuclear slice by chance

instead of due to actual physical proximity is rising, explaining the decline in haplotype

fidelity. This is supported by the reduced haplotype fidelity seen in 3NP samples, in which

artificial co-observations between variant alleles of any haplotype are introduced by chance, as

DNA fragments captured in 3 individual nuclear slices are merged into one sample. However,

the artificially introduced co-observations in 3NP samples do not overpower the correct

phasing information of sequentially close co-observed variant pairs.

Additionally, Kempfer and Pombo 2020 have shown that, in contrast to proximity-ligation-

based methods such as Hi-C, especially long-range chromatin interactions involved in higher

order contacts with multiple interaction partners are well captured in GAM data. The fact

that in this analysis co-observations of alleles across all linear distances are always more

likely in cis and with no distance ever reaches a point where the phase of co-observations is

independent of the haplotype is likely due to this characteristic of GAM data. Based on the

presented analysis, I hypothesize that the strong local haplotype fidelity captured in GAM

data can be employed for haplotype reconstruction.
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2.5 Methods

Generation and curation of the mESC F123 benchmark genome

The benchmark genome of F123 was generated by Alexander Kukalev in the Pombo lab. In

order to derive benchmark haplotypes of F123, whole-genome sequencing (WGS) data of

CAST and S129 parental strains of F123 were downloaded from the European Nucleotide

Archive (accession number ERP000042) and the Sequence Read Archive (accession number

SRX037820), respectively. WGS reads were trimmed using Cutadapt (Martin, 2011) and

mapped to the mouse reference genome mm10 using BWA (H. Li and Durbin 2009). To

determine the haplotypes of the F123 line, SNVs of both parental strains were identified

using bcftools (H. Li 2011) and SNVs covered by < 5 reads or quality < 30 were excluded.

Furthermore, I excluded 2,200,819 overlapping SNV positions and 1,119,044 SNVs located in

genomic regions of low mappability. The full F123 SNV reference set contains 18,150,228

variants in total.

Curation of the hESC H1 benchmark genome

Dixon et al. 2015 used publicly available whole genome sequencing (WGS) data of the hESC

H1 from the Sequence Read Archive database (SRA049981) for genotyping H1 based on the

human reference genome hg18. Using HaploSeq (Selvaraj et al. 2013) on their generated Hi-C

datasets of H1 and H1-derived lineages, they created seed haplotype blocks which where

subsequently refined by integrating read pair information from WGS, and applying additional

local conditional phasing using population sequencing data from the 1000 genomes project.

I downloaded the H1 haplotypes published by Dixon et al. 2015 (accession identifier

GSE52457), which only included heterozygous variants. I filtered the variants for phased

SNVs, excluding INDELs and genotyped but unphased variants and proceeded with a liftover

of variant positions from hg18 to the updated hg38. To ensure correct liftover results, I

employed a two step process. First, I checked the updated genomic positions in hg38 for all

provided variant identifiers. Second, using the UCSC Genome Browser liftOver command

line tool (Kent et al. 2002), I performed a lift over of all variant positions from hg18 to

hg38. Finally I discarded all variants whose genomic positions in hg38 resulting from the

two independent approaches did not agree. The final H1 SNV dataset included 1,506,858

SNVs with a mean genomic distance of 1710 bp and a median genomic distance of 548 bp.

Generation and processing of GAM datasets

For the presented research projects I analysed 3 different GAM datasets, which were provided

by the Pombo Lab. There, GAM experiments were performed as described in Kempfer 2020

on mESC F123 and on hESC H1. For the F123 cell line two different datasets were generated,

one including only 1NP samples and one multiplexed dataset including only 3NP samples.

The H1 GAM dataset consists exclusively of 3NP samples as well. After quality control (as

described in Markowski et al. 2021 and Winick-Ng et al. 2021), the 1NP F123 GAM dataset

contained 1123 samples, the 3NP F123 GAM dataset contained 1019 samples equivalent to

3057 NPs, and the 3NP H1 dataset contained 381 samples equivalent to 1143 NPs. The 1NP

F123 dataset is available at the 4DN data portal (Reiff et al. 2021, 4D Nucleome Consortium

data portal accession number 4DNBSTO156AZ). Quality controlled sequencing reads in form

of .bam files were provided, with mouse data mapped to the mm10 reference genome and
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human data mapped to the hg38 reference genome.

Only autosomes were considered for the analyses presented in this thesis. Reads were counted

at known heterozygous SNV positions using samtools mpileup (H. Li et al. 2009, the mpileup

function was later moved to bcftools, (H. Li 2011; Danecek et al. 2021)). Due to low coverage

from independent (i.e. non-duplicate) reads at most positions, alleles were declared observed

if they were covered by at least one read at the examined position. I did, however, remove

variant observations from individual samples in case both alleles were covered within the

same sample, as well as variant observations indicating sequencing errors, as alternative

alleles were incorrect. Since the slicing of nuclei in the GAM experiments is a random

process, a balanced observation ratio of alternative and reference alleles of heterozygous

SNVs is expected across all samples. I thus additionally removed variants in regions of

low mappability and those which significantly deviated from a balanced representation of

reference and alternative alleles (p < 0.05 after Benjamini-Hochberg adjustment, binomial

test against 0.5).

Predicting sample sizes of GAM datasets needed for observation of full variant

sets

The accumulation of previously unobserved variants was measured over an increasing number

of samples for all 3 GAM datasets. Sample sizes increased by 100 randomly chosen samples

each step. This was repeated 10 times for each dataset and the mean value was reported. A

linear model based on the logarithmic relation between sample size and observed SNVs was

fitted to the resulting curves to predict the necessary number of samples in order to observe

the full variant set at least once.

Integration of chromatin characteristics and epigenetic data

WDF at 40 kb resolution of the 3NP H1 GAM dataset was kindly provided by Alexander

Kukalev from the Pombo lab. Visualized SNV coverage represents the mean qualitative

coverage value (observed = 1, unobserved = 0) of 100 adjacent SNVs, independent from

their observation frequency. GC content in non-overlapping windows along the genome was

calculated by Lev Petrov from the hg38 reference genome in 100 kb resolution using bedtools

v.2.29.2 (Quinlan and Hall 2010). H1-specific tracks of ATAC-Seq(66047), ChIP-Seq of

RNA polymerase II (35269) and histone modifications H3K79me2(45241), H3K36me3(876),

H3K27ac(45243), H3K9me3(926) and H3K27me3(45226) were acquired from Cistrome (Mei

et al. 2017), DamID-Seq of LaminB1 (4DNFIQY7JNXE) was acquired from 4DN Portal

(Reiff et al. 2021). Tracks were visualized in the UCSC genome browser (Kent et al. 2002).

Analysis of haplotype fidelity

For the F123 1NP and 3NP GAM datasets, within each GAM sample, the phase of each

observed allele to all other observed alleles (either same or opposite alleles are co-observed)

was determined and counted in genomic bins of 10 kb resolution. From all co-observations,

the fraction of co-observations of alleles originating from the same haplotype was calculated

and visualized. Results of window phasing efficiency from chromatin contact maps of the

F123 1NP and 3NP GAM datasets were provided by Alexander Kukalev.
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Chapter III - Suitability of existing methods for haplotype

reconstruction from GAM data

Contribution

Major parts of the work presented in this chapter concerning the transformation of GAM data

into a structure readable by MEC solvers and the application of WhatsHap and HapCHAT

on the transformed GAM data were published in Markowski et al. 2021.

3.1 Motivation and Background

Upon demonstrating that GAM does in fact store valuable local haplotype information, I next

investigate if existing haplotype reconstruction algorithms are suitable for their application

on GAM data. I focus on two approaches which show conceptual similarities to GAM:

First, haplotype reconstruction from chromatin conformation data, and second, haplotype

reconstruction from long reads.

Phase information stored in chromatin conformation data has previously been harnessed

for haplotype reconstruction by Selvaraj et al. 2013. The Hi-C-specific method HaploSeq

combines Hi-C experiments with the previously published haplotype reconstruction tool

HapCUT (Bansal and Bafna 2008), which was adapted to extract and filter phase information

from Hi-C data for haplotype reconstruction. In Hi-C, chimeric DNA fragments resulting

from ligation events of interacting or close-by chromatin regions store exploitable haplotype

information if the respective sequencing reads contain heterozygous variant alleles and can

thus be assigned to their homologous chromosome of origin. On the computational side,

HapCUT extracts this pairwise haplotype information from paired-end reads and builds a

graph representation of variants and ligation events between them. HapCUT then aims to

assemble haplotypes from this phasing information by finding the optimal bipartition of nodes

(alleles) in the graph. To this end, HapCUT employs a greedy heuristic to solve the Max-Cut

Problem (see again Section 1.3.2). In this chapter, I explore if this chromatin conformation-

based approach for haplotype reconstruction is suitable to harness phase information from

GAM data.

Next, I explore if phase information stored in GAM data could be harnessed by long-read-

specific haplotype reconstruction tools. As GAM captures fragments of DNA in thin nuclear

slices, reads stemming from the same DNA fragment belong to the same haplotype. As

multiple spatially close DNA fragments captured in nuclear slices were most likely part of

the same homologous chromosome, even reads stemming from different fragments could be

combined to artificial long reads. Thus, GAM data properties are conceptually close to the

haplotype information stored in long reads.

Long reads easily span multiple variant alleles located on the same physical chromosome and

thus store valuable long-range haplotype information. The objective of algorithms which

leverage this haplotype information is to find the minimum number of corrections to be made
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to the observed alleles, such that the long reads can be sorted into two complementing sets,

representing the two haplotypes, without conflicts (as explained in Section 1.3.2). Specialized

bioinformatic methods such as WhatsHap (Patterson et al. 2015) and HapCHAT (Beretta

et al. 2018) aim to reconstruct haplotypes by finding a solution to this NP-hard MEC

problem.

In this chapter, I examine if (i) the Hi-C-based method HaploSeq could be applied to GAM

data, and if (ii) the spatial phasing information of GAM data could be readily transformed

for the use in existing haplotype assembly algorithms specialised for long reads such as

WhatsHap and HapCHAT.

3.2 Results

3.2.1 Exploiting chromatin conformation for haplotype reconstruction

Hi-C and GAM are orthogonal experimental methods to capture chromatin conformation.

However, although both store haplotype information based on chromatin territories and

predominant intrachromosomal interactions, upon further detailed comparison it quickly

became apparent that experimental design as well as the data properties of GAM and Hi-C

differ conceptually. Figure 3.1 schematically shows how haplotype information is captured in

Hi-C (A) and GAM (B) experiments.

In Hi-C (Fig 3.1 A), chimeric DNA fragments are created by digestion and re-ligation of

spatially close genomic regions. As chromosomes occupy distinct chromosome territories and

chromatin contacts are more frequent within than between homologous chromosomes, chimeric

fragments are likely to combine genomic regions of the same homologous chromosome. Thus,

paired end sequencing reads of chimeric DNA fragments store pairwise phasing information

between read mates, however, the captured relation can only be assigned to the homologous

chromosome of origin if both mates carry a heterozygous allele. Trans contacts between

homologous chromosomes constitute misleading phasing information (h-trans errors) and can

be filtered by insert size of read mates or low frequency. Importantly, phasing information

is stored within read pairs, namely between read mates of the same read pair, but there is

no phasing information stored between read pairs in a Hi-C sample as each read pair could

potentially originate from either of the homologous chromosomes.

On the other hand, in GAM (Fig. 3.1 B) DNA fragments are not ligated but physically

captured in a nuclear slice. Interacting and spatially close genomic regions of the same

homologous chromosome are frequently captured in the same nuclear slice due to their

physical proximity. Compared to ligation-based methods, GAM captures physical proximity

of genomic regions in a more unbiased manner and can identify long-range contacts across tens

of megabases (Kempfer and Pombo 2020). Most importantly, GAM is not limited to pairwise

relations, in contrast to Hi-C, where haplotype information is only stored within but never

between read pairs. All reads stemming from captured DNA fragments close in 3D space are

likely originating from the same homologous chromosome, visualized by the fully connected

graph. Although DNA fragments from both homologous chromosomes can be captured in the
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same slice, fragments from the same physical chromosome are more frequently co-segregating

and closer in sequential distance, supporting previous co-observations. Potentially misleading

phasing information can be filtered by concentrating on sequentially close and frequently co-

segregating genomic regions. Although this approach is similar to the filtering of insert sizes

in Hi-C data, GAM shows different signal to noise ratios and thus specific error modalities.

Due to these conceptual differences of Hi-C and GAM data properties, HapCUT, the

computational component of the HaploSeq Method, is not applicable to GAM data.
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Figure 3.1. Haplotype information in Hi-C and GAM data
The two schemes visualize the respective experimental approaches in the nucleus on top,
as well as the emerging relationship between sequencing reads at the bottom. In the
top schemes, two homologous chromosomes (magenta, yellow) with heteroszygous variant
positions (numbered stars) are shown in their natural chromatin conformation in a nucleus. In
the bottom schemes sequencing reads are colour coded by their true homologous chromosome
of origin, which is not always known from the sequencing data itself. A ) Top: In Hi-C,
ligation events (dotted lines) create chimeric DNA fragments of spatially close genomic
regions, likely combining regions of the same homologous chromosome. Bottom: Paired end
sequencing reads of chimeric DNA fragments store pairwise phasing information between read
mates (dashed lines), however, the captured relation can only be assigned to the homologous
chromosome of origin if at least one mate contains a heterozygous variant allele (black lines).
For haplotype reconstruction, both mates need to carry a heterozygous allele. Ligation events
of trans contacts constitute misleading phasing information. There is no phase information
stored between read pairs as each read pair could potentially originate from either of the
homologous chromosomes. B ) Top: In GAM, DNA fragments are captured in a nuclear slice
(grey bar), whereby spatially proximal regions are frequently captured together. Bottom:
Phase information stored in a GAM sample is not pairwise, but between all genomic regions
captured in the same slice as visualized by the fully connected graph of reads. All reads
stemming from the same captured DNA fragment or those close in 3D space are likely
originating from the same homologous chromosome. Reads containing variant alleles can
be assigned to their homologous chromosome of origin and reads mapping adjacently store
the most valuable phase information. Multiple reads containing variant alleles and mapping
in close sequential vicinity can be used for haplotype reconstruction. Fragments from both
homologous chromosomes can be captured in the same nuclear slice and thus introduce
misleading phase information, which can, however, be filtered out by large genomic distances
or infrequent co-segregation. Dark dashed lines between reads show the most suitable phasing
information stored in GAM data.
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3.2.2 Haplotype assemblers tailored to third generation sequencing data

As multiple spatially close DNA fragments captured in a GAM nuclear slice most likely

stem from the same homologous chromosome, the reads in a GAM sample convey similar

haplotype information as a long read. Thus, I explored if GAM data could be transformed

for the use in haplotype assembly methods WhatsHap and HapCHAT, which are specialized

to reconstruct haplotypes from phasing information stored in long reads. Both methods

formulate the computational problem of sorting the long reads into two disjoint sets of

non-conflicting reads as MEC problem. WhatsHap employs the weighted variant of the MEC

problem (wMEC) and tackles it with a fixed parameter tractable approach. Hereby, the only

parameter and limiting factor is the read coverage of variants. This parameter threshold

allows WhatsHap to solve the wMEC in a runtime that is linear in the number of variants.

HapCHAT was build to handle higher coverages than WhatsHap, and considers a different

variant to the MEC problem. It employs a k-constrained MEC, whereby the number of

corrections per variant are bounded by k.

The base for these algorithms is a table of observed alleles on individual long reads. Therefore,

I reformatted the 1NP F123 GAM dataset such that the set of variants co-observed in one

GAM sample constitutes the set of variants captured in one pseudo long read (I only

considered chromosome 1 for this analysis, for more details see Section 3.4). The resulting

table included 1087 pseudo long reads, each covering between 2 and 25,776 variants (on

average 2486 variants) and capturing a set of 941,704 variants in total.

Now, considering the parsimony principle, the objective is to find the minimum number

of corrections to be made to the observed alleles to sort the pseudo long reads into two

complementing haplotypes.

The fixed parameter tractable approach of WhatsHap limits the read coverage of variants

in order to tackle the NP-hard wMEC problem. In case the default coverage threshold of

15x (maximum 23x) is exceeded for a variant, a read selection heuristic is used to select

suitable reads that are most informative for phasing to ensure the compliance of the coverage

constraint. Since PacBio long read data is characterized by uniform read and variant coverage,

the loss of information due to this limitation is minimal.

I have previously shown that GAM data is sparse and variants show low observation frequency

in general which seemed to fit well with the coverage requirements of WhatsHap. However,

I have also shown that coverage in GAM data is not uniform. In the 1NP F123 GAM

dataset the observation frequency of variants on chromosome 1 ranges from not observed to

a maximum of 37, with an average coverage of 2.87x. As few variants exceeded WhatsHaps

default (15x) and also maximum (23x) coverage threshold (0.23 % and 0.0073 % of variants,

respectively), the heuristic selected 69 (6.35 %) from initial 1087 pseudo long reads for further

consideration. This severe reduction of considered pseudo long reads, which are equivalent

to full 1NP GAM samples, caused a loss of the majority of input variants, only 1.17 %

(11,039) of variants were retained. This pre-selection of reads to comply with the coverage

limits of WhatsHap renders this approach unsuitable and not applicable on GAM data. In

conclusion, GAM data cannot be readily transformed for successful haplotype reconstruction

using WhatsHap due to coverage requirements.
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HapCHAT, a long-read-specific haplotype assembly method based on WhatsHap and HapCol,

presents an enhanced approach to the NP-hard MEC problem. In order to allow for the

handling of higher coverages, the preprocessing step was extended such that reads that are

likely to originate from the same chromosome copy are merged before the read selection

heuristic is applied. This step improves not only the accuracy of computed haplotypes, but

moreover allows the processing of datasets with approximately 60x coverage (Beretta et al.

2018). Additionally, the number of possible corrections for each variant is limited in order to

ensure a tractable approach.

I provided the identical input matrix previously processed by WhatsHap to HapCHAT. Here,

the 1087 pseudo long reads were merged into 691 reads in the first preprocessing step. To

fulfill the default coverage threshold of 15x, the merged reads were down-sampled to 63

remaining pseudo long reads using the same selection process as employed by WhatsHap.

The merging step greatly improved the preprocessing outcome as 604,358 variants (64.18 %

of input variants) were considered for the subsequent haplotype assembly.

Table 3.1 shows the performance of HapCHAT applied on the transformed GAM dataset. For

details on the presented metrics see Section 4.4.1. In terms of completeness, all remaining

variants were phased into 1 major and 4 minor haplotype blocks of minimum size 2, whereby

the major block contained 604,350 variants (S50, 64.18 %) and spanned 192,334,685 bp

(99.993 % of the phasable genomic range), creating a chromosome-spanning haplotype block.

Adjusting its span for the fraction of phased variants yields 123,434,304 bp (AN50), which

is equivalent to 64.17 % of the phasable genomic range. The haplotypes reconstructed by

HapCHAT show a global accuracy of 81.36 %, with a SER of 11.38 %.

Table 3.1. Performance of HapCHAT on transformed 1NP GAM data of mouse chromosome
1. For details on the presented metrics see Section 4.4.1.

Metric HapCHAT

Absolute Percent
Phased variants 604,358 64.18
Number of Blocks 5 -

S50 604,350 variants 64.18
N50 192,334,685 bp 99.99
AN50 123,434,304 bp 64.17

Global Accuracy - 81.36
SER - 11.38

In summary, while the problem of haplotype reconstruction from GAM samples is related

to that based on long reads, these results demonstrate that GAM data can not be readily

transformed for its use in MEC solvers which are specialised for long read data. Differences

in data properties and specific requirements of the tested algorithms prevent both complete

and accurate haplotype reconstruction from GAM data.
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3.3 Discussion

Various haplotype reconstruction methods have been developed based on multiple different

biological and technical concepts, findings and assumptions as described in Section 1.3. On

the experimental side different protocols were found to or are tailored to capture haplotype

information, such as sequencing techniques producing long reads from single molecules

gather phasing information along the linear genome. Specialized algorithms are implemented

to extract and process haplotype information often specific to and optimized for certain

experimental designs and data types. These combined experimental and computational

methods come with particular assumptions but also experimental constrains, individual data

properties, algorithmic limitations and unique error modalities.

As GAM data stores haplotype information, I investigated if it can be readily transformed for

successful haplotype reconstruction by existing computational methods. GAM and Hi-C both

capture haplotype information of variants based on their spatial proximity in the nucleus, so

I first considered to employ HaploSeq’s computational part HapCUT on GAM data. I have

discussed in Section 3.2.1 that conceptual differences in the storage of haplotype information

between GAM and Hi-C make this approach not feasible. While Hi-C requires at least two

covered variants per read pair to store their phase information in a pairwise manner, GAM

data requires at least two variants to be captured in the same nuclear slice to provide phasing

information between all variants in this sample, but they don’t need to be captured on the

same read.

Similar to my observations in GAM data described in the previous Chapter (Section 2.3),

Hi-C data also shows a decay in correct haplotype information with increasing genomic

distance between variant pairs. Consequently, in HapCUT the allowable maximum insert

size between read pair mates is restricted to avoid so called h-trans errors (caused by

ligation events between homologous chromosomes) and thus correct for misleading phasing

information from trans connections. Maass et al. 2018 have also shown that true interactions

between homologous chromosome pairs are not as efficiently captured in Hi-C data as they

occur at further spatial distance compared to intrachromosomal contacts. Additionally,

true intrachromosomal long-range interactions are underrepresented in Hi-C data (Kempfer

and Pombo 2020). Limits in the efficiency of capturing true long-range contacts and true

trans contacts show the need for method-specific error modeling unique to Hi-C. As the

error modalities play a major role in the haplotype reconstruction by HapCUT, haplotype

reconstruction from GAM data, even if provided in an already preprocessed graph format,

would not be suitable, as GAM-specific error modalities would be left unattended. Thus, I

concluded that GAM data can not simply be transformed into a data format usable by Hi-C

specific algorithms such as HapCUT.

Third generation sequencing technologies such as PacBio’s SMRT sequencing and ONT’s

Nanopore sequencing capture phasing information in long reads through which multiple

neighbouring variants are connected. As several spatially close DNA fragments captured

in GAM nuclear slices were most likely part of the same homologous chromosome, reads

stemming from the same and even different fragments could be combined to artificial long

reads and thus potentially be used for haplotype reconstruction using existing methods.
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I found that algorithmic constraints made WhatsHap not applicable to GAM data. Those

constraints are based on long read characteristics such as uniform coverage, which do not

hold true for GAM data. HapCHAT, however, was specifically generated to handle higher

coverages and retained an acceptable amount of input variants after the preprocessing step.

Nevertheless, the accuracy and completeness of haplotypes reconstructed by HapCHAT on

GAM data was unsatisfying. This is based on conceptual differences between long read data

and GAM data which is reflected in the MEC algorithm. Figure 3.2 illustrates experimental

and technical differences between true long reads and artificial long reads from generated

from GAM data.

Long reads are continuously sequenced from single molecules, thus all variants covered by a

single read are guaranteed to originate from the same parental chromosomal copy (Fig. 3.2

B). The distance between variants on the same long read does not influence the accuracy of

stored phasing information. Since only sequencing errors at variant positions perturb the

accurate haplotype reconstruction, only individual allelic observations need to be corrected

by MEC solvers, independent of neighbouring alleles. On the contrary, haplotype fidelity

stored in GAM data is locally very strong, but decreases with increasing genomic distance

between variant pairs. Capturing two spatially and sequentially distant genomic regions

in the same slice by chance and independent of the underlying haplotype is possible and

happens frequently. GAM almost always captures fragments of both parental copies of

a chromosome in the same nuclear slice (Fig. 3.2 C), especially with large chromosomes.

Hence, the combination of all individual variants observed in a GAM sample to a potentially

chromosome-spanning pseudo long read provides potential phasing information, albeit locally

constrained. Switches in observed haplotypes are not possible in long read data and thus tools

specialised for haplotype reconstruction from long read data are not intended to recognize

or correct them. While a sequencing error on a single variant position does not influence

observed alleles of neighbouring variants in long reads, a switch in observed haplotype in

pseudo long reads generated from GAM data drastically influences the observed alleles of

subsequent variants. These frequent, albeit sequentially distant haplotype switches in GAM

data prevent successful haplotype reconstruction by MEC solvers.

I want to stress that WhatsHap was not designed for GAM data and I believe the results could

be improved, for example by breaking the GAM sample into multiple reads of consecutive

captured genomic regions using a distance threshold between captured variants, or even

stricter by fusing only overlapping reads into pseudo long reads. However, the transformation

of GAM data into a format that can be readily used by existing tools is not straightforward.

Additionally, different data properties such as non-uniform coverage or changing phase

dependencies over genomic distances due to frequent alterations of observed haplotypes

within one GAM sample do not agree with the data requirements of existing methods

specialized in haplotype reconstruction from long reads.

In summary, due to multiple reasons presented and discussed in this chapter, the valuable

haplotype information captured in GAM data can not be harnessed by existing methods for

successful haplotype reconstruction. Thus, developing algorithms specialized in the accurate

and complete generation of haplotypes from GAM data is not only justified but necessary.
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Figure 3.2. Similarities and differences of long reads and GAM samples
Reads produced by the different methods are shown on the left. Reads are colour-coded
depending on their homologous chromosome of origin. Dashed grey lines indicate heterozygous
variant positions. The tables on the right show the observed alleles of the covered variants
per long read or nuclear profile, respectively, colour-coded by the observed haplotype. A)
Two homologous chromosomes with heterozygous variant positions marked as stars. B) Long
reads cover a large continuous fraction of a chromosome. Spanning multiple heterozygous
variant positions, long reads connect the observed alleles on the same haplotype and thus
carry valuable phase information for haplotype reconstruction (see table). Long reads never
switch haplotypes, errors can only occur due to sequencing errors (not shown), which have
no influence on the observed haplotype of subsequent alleles. C) All reads from a single
DNA fragment captured in a nuclear slice show the same haplotype and thus carry valuable
phase information. Even multiple spatially and sequentially close DNA fragments captured
together in the same nuclear slice most likely originate from the same physical chromosome,
thus showing the same haplotype. This local haplotype fidelity supports the conceptual
similarity to long reads. However, DNA fragments from both homologous chromosomes,
albeit sequentially and spatially far, are regularly captured in the same nuclear slice and thus
single GAM samples frequently contain haplotype switches along the genome (see table).
These regular switches between stretches of observed haplotypes have an impact not only on
the specific observed allele, but also subsequent alleles, as locally the haplotype fidelity is
maintained in GAM data.
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3.4 Data and Methods

Transformation of GAM dataset

The data structure of the the 1NP F123 GAM dataset was reformatted to comply with the

input requirements of MEC solvers WhatsHap and HapCHAT. Only variants on chromosome

1 were considered for this approach. The set of variants co-observed in one GAM nuclear

profile constitutes the set of variants captured in one pseudo long read. A ternary NxM

matrix D was built, storing allelic observations of 1,584,837 heterozygous variants (M) of

chromosome 1 for all 1123 1NP samples (N). Reference, alternative and not observed alleles

are represented as {0, 1,−}, respectively. As each pseudo long read must contain at least

two variants to convey phasing information, samples with less than two observed variants

on chromosome 1 were discarded. Variants that were never observed in the dataset were

discarded. The resulting matrix D′ represents 1087 pseudo long reads, each covering between

2 and 25,776 variants (on average 2486 variants) and capturing a set of 941,704 variants in

total. D′ was directly used as input for WhatsHap and HapCHAT, which were run using

default parameters.

Quality metrics are explained in detail in Section 4.4.1.
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Chapter IV - Reconstructing haplotypes from GAM data

Contribution

This bioinformatic research project was conceptualized and supervised by Roland Schwarz,

with additional biological supervision by Ana Pombo, who also kindly provided the data. Birte

Kehr and Sven Rahmann supported the process of algorithm development and description.

Mara Julia Rosoga, a student of the International Molecular Medicine Master’s Program of

the Charité, whom I supervised during her bioinformatics internship, refined a previously

developed visualization of phasing errors in otherwise accurately reconstructed haplotypes

along the genome. An adapted version is shown in Figures 4.9, 4.11 and 4.14.

Major parts of the work presented in this chapter were published in Markowski et al. 2021.

4.1 Objective of haplotype reconstruction algorithm

Reconstructing haplotypes directly from GAM datasets themselves would enable subsequent

haplotype-specific analysis of chromatin conformation without the need for additional experi-

ments that, in turn, would require further biological material and potentially be costly and

time-consuming.

As I have shown in the previous chapter, neither haplotype reconstruction methods based on

exploiting chromatin conformation data from Hi-C experiments (HaploSeq, Selvaraj et al.

2013), nor algorithms based on long read sequencing data (WhatsHap, Patterson et al. 2015

and HapCHAT, Beretta et al. 2018) can successfully elicit the phase information stored in

GAM data for haplotype reconstruction.

In this chapter, I present the novel haplotype reconstruction algorithm GAMIBHEAR (GAM

Incidence Based Haplotype Estimation And Reconstruction) that I developed to extract

and leverage GAM’s haplotype fidelity for the reconstruction of accurate and chromosome-

spanning haplotypes from GAM data.

The aim of haplotype reconstruction is to determine the alleles of heterozygous genomic

variants that are co-located on a physical chromosome. Hereby a heterozygous variant can

take one of two possible states, as either the reference allele or an alternative allele can

be present at the variant position on the given chromosome. The assignment of variant

alleles along a physical chromosome for haplotype reconstruction (Fig. 4.1 A) is comparable

to a related physics problem, a one-dimensional (1D) Ising model, which aims to find the

optimal configuration of magnetic dipoles on a string (Fig. 4.1 B). The Ising model is a

minimal, binary form of the spin glass model, which is a well-studied NP-hard problem in

physics. The spin glass model describes a broad disordered magnetic system with instances

of magnetic poles that can be influenced by external fields and aim to take stable, low-energy

configurations, called ground states. In the 1D Ising model, the magnetic poles are defined

as dipoles and thus can only take one of two possible states or ”spins”. The dipoles are

arranged in a 1D chain, whereby neighbouring dipoles interact and can either have the same

or exactly the opposite orientation. Additionally, in our comparison, no external field is
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influencing the system. A solution to the Ising model involves determining the optimal spin

configuration, the ground state, namely an assignment of a spin value to each dipol along the

chain. As such, this Ising model closely resembles haplotype reconstruction in the assignment

of reference or alternative alleles to each heterozygous variant position along a chromosome.

Figure 4.1. Haplotype reconstruction resembles solving a 1D Ising model
A) A haplotype describes the configuration of alternative (”A”, red) and reference (”R”, blue)
alleles at heterozygous variant positions along a chromosome or genome. B) The 1D Ising
model describes the optimal spin configuration (up and down facing arrows) of magnetic
dipols along a chain.

In order to generate a solution to the Ising model, it can be mapped to a graph partitioning

problem. Precisely, the Ising model with the described characteristics can be converted

into a graph-based Max-Cut problem (Barahona et al. 1988, also see Section 1.3.2). If the

dipol chain is formulated as an undirected weighted graph, the maximum cut bipartites

the two sets of dipols spinning in opposite orientations. Although the Max-Cut problem is

also NP-hard, it can be solved via combinatorial optimization, such as finding an minimum

spanning tree in the graph.

Similarly, we can formulate haplotypes as undirected graphs which store pairwise phase

information between variants. To visualize certain key aspects, I want to introduce a minimal

toy example which I will reuse throughout this chapter. From the true haplotype of this

minimal example (Fig. 4.2 A), pairwise phase relations can be deduced, which, in turn, can be

used to inform a fully connected, undirected graph (Fig. 4.2 B). In this graph, nodes represent

SNVs and edges represent phase relations between them. Different edge characteristics tell if

a given SNV pair shows the same (stay edge) or opposite alleles (flip edge).

Figure 4.2. Haplotype information as undirected graph
A minimal toy example visualizes haplotype information in graph
format. A) The true haplotype of 4 adjacent SNVs is shown.
Reference alleles at variant positions are denoted as ”1”, while
alternative alleles are denoted as ”-1”. B) The pairwise phase re-
lation between all SNVs is shown in a fully connected, undirected
graph based on the haplotype information presented in (A). The
edges between SNV pairs indicate if two reference alleles (or two
alternative alleles) are co-located (orange edge, stay relation) or
if a reference allele is co-located with an alternative allele (or vice
versa, black edge, flip relation). The phase information in this
graph is true, complete and non-conflicting.

The pairwise phase relation is transitive and holds true over longer paths in the graph.

Hereby the number of flip edges along the path between two SNVs determines their phase

(Fig. 4.3). If there are no flip edges or an even number of flip edges on a path connecting

two SNVs, they show the same allele. Since each heterozygous variant has only 2 possible

states (alternative and reference allele) an even number of flip edges is equivalent to ”flipping
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back” to the same allele. Consequently, an odd number of flip edges determines the SNV

pair to show opposite alleles. Regarding the example in Fig. 4.2, this means that since SNV

2 and SNV 3 are connected via a flip edge, indicating that both show opposite alleles in the

haplotype, and SNV 3 and SNV 4 are also connected via a flip edge, then SNV 2 and SNV 4

must show the same allele in the haplotype, which is in agreement with the stay edge SNV 2

and SNV 4 are directly connected by. Since the graph shown in Fig. 4.2 is generated from

the true haplotype, it is non-conflicting, as all possible paths between SNV pairs indicate

agreeing phase information.

Figure 4.3. Flip edges determine phase relation
A) Alternative alleles (red) of 6 heterozygous variants
are distributed along the two chromosome copies. Stay
edges (orange) connect neighbouring alternative alleles
located on the same chromosome copy, while flip edges
(black) connect those located on different chromosome
copies. B) The number of flip edges between SNV 1
and the other SNVs is shown. Even numbers indicate
co-location of same alleles, while odd numbers (boxed)
indicate co-location of opposite alleles. C) The recon-
structed haplotype is numerically encoded and displayed
as a graph. It shows the assignment of reference alleles
(”1”, blue) and alternative alleles (”-1”, red) along one
chromosome copy.

Next, in order to reconstruct haplotypes from GAM data, we want to collect and accumulate

the phase information provided by co-observed variants in a graph. Figure 4.4 shows a

continuation of the toy example, but here the graph is constructed from potential GAM

data. The constructed graph in Figure 4.4 A is weighted, whereby edge weights indicate

co-observation frequencies of the connected SNVs and thus provide evidence on the reliability

of the observed phase information. The data-derived graph also contains incorrect phase

information (flip edge between SNV 1 and SNV 4), which could be caused by a random co-

observation of alleles originating from both homologous chromosomes, or by a sequencing error.

This incorrect phase information causes conflicts in the graph, as the stay relation between

SNV 1 and SNV 2, and the stay relation between SNV 2 and SNV 4 transitively indicate a

stay relation between SNV 1 and SNV 4, however, the direct edge implies a conflicting flip

relation between these SNVs. Hence, the reconstructed haplotype is incomplete (Fig. 4.4 B).

Figure 4.4. Data-derived graph includes conflicts
A) A weighted, undirected graph is inferred from phase informa-
tion captured in GAM data. Edge weights indicate co-observation
frequencies of SNV pairs: SNV 1 and 2 have been co-observed
twice, SNVs 1 and 3 have not been co-observed. The dashed
edge connecting SNVs 1 and 4 stores incorrect phase information
which conflicts with surrounding phase information. The co-
observations of SNVs 1 and 2, and 2 and 4 in stay configuration
contradict the incorrect flip relation co-observed between SNVs
1 and 4. B) The inferred haplotype is incomplete (red question
mark) due to conflicting phase information in the graph.

Conflicts in the assembled graph hinder the reconstruction of accurate and complete haplo-

types from the phase information provided by GAM data. In order to achieve unambiguous

65/134



results, all conflicts in the graph must be eliminated. Thus, we aim to maximize the non-

conflicting phase information in the graph so that haplotypes are reconstructed using the

highest possible evidence. This is equivalent to finding the optimal-scoring, non-conflicting

subgraph, whereby the optimal score is defined as the highest possible sum of edge weights

(Fig. 4.5). However, especially with the large magnitude of SNVs in a genome, an exhaustive

Figure 4.5. Optimal non-conflicting subgraph
A) The non-conflicting subgraph with the highest possible score
(5) is shown. As the contradictory phase information between
SNV 1 and 4 with weight 1 was removed from the data-derived
graph, the resulting subgraph is non-conflicting. Removing the
two stay edges between SNV 1 and 2 (weight 2), and SNV 2 and
4 (weight 1) would have also eliminated the conflict, but would
have only achieved a total score of 3 and is thus not the optimal
scoring solution. B) The haplotype inferred from the optimal
subgraph is complete and accurate.

search for the optimal non-conflicting subgraph is not tractable. In order to eliminate

all possible conflicts but simultaneously not loose valuable phase information, finding a

maximal-scoring spanning tree (MaxST) through the graph is a good approximation for

finding the optimal subgraph (Fig. 4.6), although it might not find the optimal solution.

Spanning trees connect all nodes of the original graph and can never have cycles, and

hence also no conflicting phase information. Multiple algorithms exist to determine optimal

minimal spanning trees of weighted, undirected graphs, such as the Prim’s algorithm or the

Kruskal’s algorithm. As the Kruskal’s algorithm adds edges from a weight-sorted edgelist to

the spanning tree unless adding that edge would create a cycle, it is well suited for sparse

graphs and computes in logarithmic time. By using the reciprocal of edge weights in our

graph, the Kruskal’s algorithm will compute the maximum spanning tree instead of the

minimum spanning tree and thus ensure that edges with the highest evidence are considered

for haplotype reconstruction.

Figure 4.6. Maximum Spanning Tree
A) Two possible MaxSTs are shown. Both are conflict-free,
connect all nodes and show the maximum achievable score
for a spanning tree of 4. This is not the optimal score for
a non-conflicting subgraph (5) as presented in Fig. 4.5, but
a good approximation. B) The haplotype inferred from the
optimal MaxSTs is complete and accurate.

Calculating the MaxST of our GAM data-derived graph is a good heuristic to the non-

tractable problem of finding the optimal non-conflicting subgraph. Hereby, maximizing the

edge weights ensures that the most reliable phase information with the highest evidence is

considered for haplotype reconstruction from GAM data.
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After visualizing the concept behind our approach for haplotype reconstruction, I will define

the problem mathematically.

Let M be the number of heterozygous variants in a diploid genome of interest. At these

heterozygous variant positions each of the two homologous chromosomes will either show

the reference (denoted as 1) or an alternative allele (denoted as -1) in a mutually exclusive

manner. The vector indicating the allele of each subsequent heterozygous variant position

along a chromosome copy is then defined as the haplotype h ∈ {−1, 1}M of length M . For

simplicity, we will concentrate on one haplotype, as the complementary homologous copy

can be derived from the former as −h.

Let N be the number of samples (single nuclear slices) in a GAM dataset. Equivalent to

the haplotype definition above, in each sample i, each variant position j can either show

the reference allele (denoted as 1), the alternative allele (denoted as -1) or be unobserved

(denoted as 0). These allele observations are stored in a ternary N x M matrix D, such that

Dij ∈ {1,−1, 0} for each variant j in each nuclear slice i.

The haplotype information is contained in the frequent co-observation of variants in the same

sample. Consider two variants j and k observed in the same nuclear slice i. The relationship

between the variants can either be such that both show alternative (Dij = −1, Dik = −1) or

reference alleles (Dij = 1, Dik = 1), referred to as a stay relation (equivalent to cis acting

genomic variants), or the alternative allele of one variant is observed with the reference

allele of the other (Dij = −1, Dik = 1) or (Dij = 1, Dik = −1), named a flip relation

(equivalent to trans acting genomic variants). The product of two variants co-observed in

a stay relation will always be Dij ·Dik = 1, while in case of a flip relation the product is

Dij ·Dik = −1. The pairwise relationship of all co-observed variants is calculated by the

M x M matrix A := DTD, whereby Ajk =
∑N

i=1 Dij ·Dik. Evidence matrix A accumulates

the stay and flip relations over all GAM samples, whereby a positive value in Ajk denotes

that variants j and k were more often co-observed in stay relation, a negative value indicates

more co-observations in flip relation and Ajk = 0 shows either no or an equal number of stay

and flip co-observations.

The information contained in A is sufficient to infer h. If Ajk > 0, then variants j and k

were predominantly observed in stay relation and thus follows hj = hk. Likewise, Ajk < 0

implies hj = −hk.

However, haplotype information can be conflicting in terms of transitivity, e.g. in a case were

three variants j, k and l show pairwise co-observations such that Ajk > 0, Akl > 0 and Ajl < 0.

This conflicting information needs to be resolved. We formulate the problem as follows:

Given the M x M matrix A, we seek h ∈ {−1, 1}M to maximise F (h) :=
∑

j<k hjAjkhk,

which leads to hj = hk in case Ajk > 0 and hj = −hk in case Ajk < 0. As mentioned before,

this maximization problem is equivalent to finding an exact ground state for a spin glass,

a well-studied problem in physics, which is known to be NP-hard in general. However, it

can be cast as a maximum cut problem on a graph induced by A (Tourdot and C.-Z. Zhang

2019).

In case were haplotypes can not be fully resolved, possibly due to missing information,

multiple separate haplotype blocks with a minimum size of 2 variants are accepted as a

solution. Let J := (J1, J2, ..., JK) be a partition of all M variants into K blocks. Blocks can
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be position-independent, arbitrary disjoint subsets of all variants, and can thus be nested,

but never intersecting, as no connecting phase information is available. A collection of K

binary vectors (blocks) h1 ∈ {−1, 1}J1 , ..., hK ∈ {−1, 1}JK is a solution to the haplotype

reconstruction problem, where no information is available between blocks, and haplotypes

within blocks are solved independently. The aim is to reconstruct haplotypes combining as

many variants as possible with the minimal achievable number of independent blocks.

In a proof of principle, I first concentrated on neighbouring variants, as they convey the

most reliable phase information. Then, I extended the approach and considered phase

information in larger genomic windows and lastly, refined results by including a proximity

scaling approach based on a linear model derived from GAM-specific haplotype fidelity.

I tested the performance of the presented algorithms by comparing the results to the available

benchmark haplotype, and compared the generated haplotypes to those derived from Hi-C

data using HaploSeq (Selvaraj et al. 2013).
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4.2 Haplotype reconstruction from GAM data

Here I present first the concept and then the performance of increasingly complex haplotype

reconstruction algorithms implemented in GAMIBHEAR, which leverage haplotype informa-

tion from GAM data to different degrees. The algorithms were developed using the F123

1NP GAM dataset. The frequency and phase of variant co-observations across the dataset

were gathered and formatted into the M x M matrix A as described in the previous section.

This evidence matrix A is the base for all algorithms described in this section.

In order to evaluate the quality of generated haplotypes I compared the results to the

benchmark haplotype of F123. I assessed the quality of the generated haplotypes in terms of

completeness and accuracy using metrics described in detail in Section 4.4.1. In brief, I am

interested in the fraction of variants that could be assigned to a haplotype as well as the

fraction of phased transitions, meaning the relation between adjacent variants. Additionally,

I report the number, the size (in variants) and the span (in bp) of haplotype blocks. Finally,

the local and global accuracy is assessed defined as the fraction of correctly phased transitions

and the fraction of correct haplotype assignments. All quality metrics of generated haplotypes

are discussed in detail in each section, but a direct comparison of results can be found in

Section 4.2.4, in Figure 4.15 and Table 4.1.

4.2.1 Neighbour phasing

I have shown in Section 2.3 that GAM data stores haplotype information, whereby haplotype

fidelity is strongest for sequentially close variant pairs. As a proof of principle, I first

implemented a straightforward algorithm to phase directly adjacent variants and thus

concentrate on the most reliable short-range haplotype information (see Fig. 4.7).

Figure 4.7. Phase information of adjacent SNVs
A) The subgraph is reduced from the original data-derived graph
to exclusively include phase information between neighbouring
variants. B) The haplotype inferred from the reduced but most
reliable phase information is complete and accurate.

Therefore, I only consider the first off-diagonal in A, storing the co-observations of neigh-

bouring variants j and j + 1.

The reconstructed haplotype starts (arbitrarily, but without loss of generality) with the ref-

erence allele, thus h1 := 1. According to the observed relation between neighbouring variants

A1,2, h2 can stay on 1 (reference allele) if A1,2 > 0 or be flipped to -1 (alternative allele) in

case A1,2 < 0. In general, starting from any random variant j we set hj+1 := hj ·sign(Aj,j+1).

With this approach no transitive conflicts can arise as there is at maximum only one path
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between variants. In case neighbouring variants are never co-observed or their relation is

ambiguous (Aj,j+1 = 0), no statement about the phase relation of the variant pair can be

made and a new independent haplotype block is started with hj+1 := 1 ( Fig. 4.8). Haplotype

blocks generated with the neighbour phasing approach are by definition always intervals and

never nested. Based on this very strict and confined approach, the haplotypes are expected

to be short, but highly accurate.

Figure 4.8. Schematic overview of the neighbour phasing algorithm
The location of alternative alleles (red) of heterozygous variants on the two parental chromo-
somes describes the true haplotypes (top). Alternative (red) and reference (blue) variant
alleles captured in 4 nuclear profiles (NPs) are sparse local samples of the true haplotype
structure. Co-observed adjacent variants are highlighted in yellow boxes. Their relation is
stored in the first off-diagonal of the co-observation matrix A. Here, non-zero entries are
highlighted in yellow as well. Value 1 indicates a stay relation, meaning that two reference
or two alternative alleles are co-observed in adjacent variants. Value -1 shows a flip relation,
marking the co-observation of a reference allele with an alternative allele. Value 0 indicates
that adjacent variants were never or ambiguously co-observed. Phased blocks (shades of
purple) are built according to values in A, whereby Aj,j+1 = 0 marks a gap of phase in-
formation between haplotype blocks. Only blocks connecting at least two variants contain
phase information, variants with no observed relation to adjacent variants are not assigned
to a haplotype. Each new independent haplotype block (shades of red) is started with
hj+1 := 1 denoting a reference allele. The reconstructed haplotypes are shown as locations
of alternative alleles across the two chromosome copies and as numerical representation.

Examining the reconstructed haplotypes confirmed these expectations. The haplotypes

generated using the neighbour phasing approach show the lowest switch error rate (SER)

of only 0.76 % (Fig. 4.15 A), describing errors in the assigned haplotype relation (stay or

flip) between phased adjacent variants. This does not only demonstrate the strong local

haplotype fidelity stored in GAM data, but also that it is possible to leverage this information

for haplotype reconstruction. However, using the strict neighbour phasing approach, the

haplotype information is fragmented into numerous individual haplotype blocks, on average

79,965 blocks per chromosome. These blocks connect on average less than 11 subsequent
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variants (S50, 0.00188 % of phaseable variants) and span less than 742 bp (N50, 0.00063 % of

the phaseable chromosome, see Fig. 4.15 C). Although over 95 % of input variants were phased

into haplotype blocks with a minimum size of 2, due to the high amount of independent blocks,

many transitions between neighbouring variants were not determined. Taking into account

that only 83.02 % of possible transitions were phased (Fig. 4.15 D), I decided to calculate an

adjusted version of the SER metric, where each unphased transition between neighbouring

variants is penalized with 0.5 switch error. Adjusted for the incompletely reconstructed

haplotype, the SER value increased to 6.61 %, demonstrating the drastic lack of haplotype

information between small blocks (Fig. 4.15 A). While the SER is a local measure of accuracy,

the global accuracy is not trivial to assess given the fragmented result. In general, due to the

complementary nature of haplotypes of a diploid genome, the global accuracy of haplotype

assignments can never be lower than 50 %. If so, the complement of the generated haplotype

is more similar to the benchmark and is used for comparison. If we consider each generated

haplotype block individually and compare the result (or its complement) to the benchmark

haplotype, the average global accuracy is over 99 %. However, this comparison based on

individual adjustments of blocks is impractical, as haplotype blocks are not used individually,

but in combination and in a specific arrangement along the chromosome. Each leftmost

variant per block was arbitrarily set to start as reference allele and subsequent variants in

the same block are phased with respect to this leftmost variant (as shown in Fig. 4.8). As

the leftmost variant of the next, independent block is again set to start as reference allele,

phase relations between individual blocks are fixed. Thus, a chromosome-wide haplotype

assignment can be compared to the full benchmark haplotype independent of separate blocks

(see Fig. 4.9).
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Figure 4.9. Chromosome-wide global accuracy of haplotypes reconstructed using
the neighbour phasing approach
The haplotype agreement between assigned haplotypes and the benchmark haplotypes is
visualized in 1Mb windows across all chromosomes of mESC F123. Black windows indicate
high accuracy, while red windows mark disagreements in the haplotype assignment. White
windows did not contain phased variants and no statement can be made. Percentages on the
right show the block-independent accuracy per chromosome.
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Here, the global accuracy is reduced to an average of 85.87 %, which still seems very high

despite the low completeness and contiguity of the reconstructed haplotypes. However, this

result depends heavily on the arbitrary start assignment of each block and is highly sensitive

to the true distribution of alternative alleles over the parental haplotypes. In the F123

benchmark, 87 % of alternative alleles reside on the CAST haplotype. A naive phasing

algorithm, which places all alternative alleles on one haplotype would thus yield a global

accuracy of 87 %, which puts the seemingly high chromosome-wide global accuracy of the

fragmented neighbour phasing results in perspective. I decided not to concentrate on or

visualize this global accuracy in Fig. 4.15 B, as the values are highly dependent on the

arbitrary relation of small individual blocks, each of which could be flipped with respect to

other blocks. Still, the high per-block local and global accuracy show the great potential for

haplotype reconstruction from GAM data.

4.2.2 Graph phasing

In order to build on the promising results of the simple neighbour phasing approach with the

aim to connect the small individual haplotype blocks and increase completeness, I considered

the haplotype information between all co-observed variants for haplotype reconstruction. To

integrate all the pairwise phase information, I chose a graph-based approach as described

in Section 4.1. However, in the interest of computational efficiency, the graph is not build

between all variants of the genome or chromosome. The variant set of length M is divided

into windows of a fixed number of variants L, with half a window size overlap (Fig. 4.10).

The default window size is set to 20,000 variants, but the effect of other window sizes is

discussed in Section 4.2.5. Haplotypes are computed separately in each of the overlapping

windows and joined for the final, chromosome-spanning result. As the haplotype information

is strongest and most reliable for sequentially close variants, the separate calculation in

windows does not diminish the accuracy of the results, but actually reduces possible noise

between variants with very long genomic distances.

Starting from the reduced N x L input matrix D, the L x L co-observation matrix A is

derived per window. This evidence matrix A, which stores the co-observation frequencies of

variant pairs j and k as |Ajk| and relations between variant pairs j and k as sign(Ajk), is

the foundation for the graph-based algorithm.

An undirected weighted graph with L vertices is induced by A. Here, non-zero entries

Ajk ̸= 0 indicate co-observations of variants j and k and thus induce an edge with weight

Ajk between the respective vertices in the graph. If Ajk = 0, variants j and k were either

never captured in the same nuclear slice, or they were co-observed equally often in stay

and flip relations and thus do not confer haplotype information. In that case, no edge is

drawn between j and k, however the variants can still be connected through longer paths

via other shared co-observed variants. For direct edges as well as for longer paths between

variant pairs, the number of negative edges (flip relations) along the path between vertices j

and k determines their haplotype relation (as previously explained in Section 4.1, see again

Fig. 4.3). If there are no negative edges or an even number of negative edges, variants j and

k reside on the same haplotype (hj = hk). An odd number of negative edges, on the other

hand, determines hj = −hk. If no path exists between variant pairs j and k, they are located
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in two different connected components of the graph and no statement can be made about

their haplotype relation. On the other hand, if multiple paths exist between variant pairs j

and k, conflicting haplotype assignments can occur. In order to achieve unique paths and

thus unambiguous phase information between variants, the graph is reduced to a spanning

tree, or a forest in case the graph contains multiple connected components. A spanning tree

is a subgraph that includes all connected vertices of the graph without any cycles. As we

want to concentrate on the most reliable haplotype information to ensure accurate results, we

aim to maximize the edge-weights of the spanning tree. The absolute values of |Ajk| give the

co-observation frequency and thus the strength of the haplotype information stored in the

sign of Ajk. Using the Kruskal’s algorithm, a maximum spanning tree (MaxST) is calculated

from the original co-observation graph based on its absolute edge weights |Ajk|, such that

the weight of the path’s edges among all possible paths between j and k is maximized (Hu

1961). Thus the haplotype information of the most frequent co-observations is considered

and contradictory information with lower absolute edge weights is eradicated. The computed

MaxST then determines the haplotypes (or set of haplotype blocks in case of a forest of

MaxSTs) for the current window.

Finally, the individual haplotypes computed per overlapping windows are joined to achieve

chromosome-spanning haplotypes. To this end, all MaxSTs are joined into a chromosome-

wide graph with M vertices and a union of all edges. Because each node is in at most two

MaxSTs, the number of edges in the union graph is bounded by 2(M − 1). In order to solve

possible disagreements stemming from the results of overlapping windows in this sparse graph,

we again determine a MaxST to obtain a unique path between any two variants. The final

haplotypes then consist of haplotype blocks derived from independent connected components

in the union graph. Again, the haplotype of the first variant (with the smallest genomic

coordinate) in each block is arbitrarily set to h1 := 1. The phase of following variants hj are

determined according to the number of negative-weighted edges on the chromosome-spanning

MaxST path between the first variant and j, as previously explained.

Compared to the haplotypes generated from the neighbour phasing approach, the haplotypes

derived with the graph phasing approach are expected to be considerably more comprehensive,

albeit marginally less accurate due to the inclusion of slightly less reliable phasing information

stemming from more distant variants. Additionally, due to the graph structure, haplotype

blocks are not strictly sequential, but can be nested.
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Figure 4.10. Schematic overview of the graph phasing algorithm
The location of alternative alleles (red) of heterozygous variants on the two parental chromo-
somes describes the true haplotypes (top). Alternative (red) and reference (blue) variant
alleles captured in 4 nuclear profiles (NPs) are sparse local samples of the true haplotype
structure. In overlapping windows, graphs of co-observed variants are built over all NPs.
Edges indicate either stay (orange) or flip (black) relations. Edge weights correspond to the
co-observation frequency (line width). A set of variants that is itself never co-observed with
other variants in the same window forms its own connected component in the graph (e.g.
variant 4 and variant 5 in NP 3, window 1). MaxSTs (forests in case of multiple connected
components) are calculated per window and combined to yield a sparse but chromosome-
spanning graph. The MaxST of this sparse graph is used to assign alternative alleles to
the final reconstructed haplotypes (bottom). Connected components in the final MaxST
form separate, possibly nested haplotype blocks (shades of red), whereby each independent
block is started with hj+1 := 1 denoting a reference allele. The reconstructed haplotypes are
shown as locations of alternative alleles across the two chromosome copies and as numerical
representation. All variants within the two haplotype blocks are correctly phased relative
to each other, showing high local phasing accuracy. However, as the leftmost variants of
each separate haplotype blocks are always assigned to the same haplotype, the light red
block (variants 4 and 5) is assigned to the correct haplotype, while the dark red block is
assigned to the opposite haplotype. The complement to the dark red block is equivalent to
the benchmark haplotype. Figure adapted from Markowski et al. 2021.

Comparing the haplotypes derived from the graph phasing approach to the benchmark

showed that including the additional higher-order phasing information substantially improves

the completeness of the reconstructed haplotypes (Fig. 4.15 C). Over 99.9 % of input variants

were phased into haplotype blocks, with over 99.9 % of them into one main haplotype

block (S50), which constitutes a drastic improvement over the highly fragmented results

of the simple neighbour phasing approach. Graph-phasing-based haplotypes span more

than 99.99 % of the phaseable genome (N50) and phase 99.96 % of transitions between

observed adjacent variants (Fig. 4.15 D). Since haplotype information was compiled in a

graph structure, emerging haplotype blocks can be nested, meaning that either unphased
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variants or even other haplotype blocks can be located within the span of larger blocks

without being connected to it. Adjusting the span of the largest block by the fraction

of variants phased within shows that the adjusted span is still high with 99.94 % (AN50,

Fig. 4.15 C). The graph phasing algorithm thus reconstructs highly complete and very dense

chromosome-spanning haplotypes.

Considering larger windows of variants for haplotype reconstruction increases the risk

of integrating incorrect phasing information from co-observed variant pairs located on

homologous chromosome copies. The sparsity of GAM data and the consequentially low

co-observation frequencies can lead to situations where random decisions between many

edges with identical absolute weight but possibly contradicting phase information are made

in the process of reducing the dense graph to a tree. Consequently, the local accuracy of

the reconstructed haplotypes is lower compared to the strict neighbour phasing. The graph

phasing approach yielded results with 5.42 % SER (Fig. 4.15 A), which did not noticeably

change upon adjusting for unphased transitions with the 0.5 switch error penalty (5.43 %).

However, the mean and median global accuracy increased to 95.13 % (Fig. 4.15 B), showing

very consistent results across chromosomes (Fig. 4.11).
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Figure 4.11. Chromosome-wide global accuracy of haplotypes reconstructed
using the graph phasing approach
The haplotype agreement between haplotypes assigned using the graph phasing approach and
the benchmark haplotypes is visualized in 1 Mb windows across all chromosomes of mESC
F123. Black windows indicate high accuracy, while red windows mark disagreements in the
haplotype assignment. White windows did not contain phased variants and no statement can
be made. Percentages on the right show the block-independent accuracy per chromosome.
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4.2.3 Proximity scaling

In order to improve haplotype accuracy resulting from the graph phasing approach, I aimed

to reintroduce the focus on the highly reliable short-range haplotype information seen in the

neighbour phasing results by increasing the signal-to-noise ratio of co-observed variants in

GAM data (Fig. 4.12).

Figure 4.12. Proximity scaling
A) The original data-derived, weighted graph includes contradictory phase information. Thus,
the inferred haplotype is incomplete (red question mark). B) Multiple MaxSTs with equally
high scores (4) exist for the graph in (A) due to many edges with identical edge weight.
These two possible MaxSTs result in the same correct and complete inferred haplotype.
C) This MaxST shows the same optimal score (4), but contains the edge between SNV 1
and 4 with incorrect phase information (dashed line). Consequently, the inferred haplotype
is complete, but incorrect. D) Proximity scaling emphasizes the observed phase relation
between sequentially close variants in the original graph (A). Thus the edge weight between
adjacent SNVs 3 and 4 is higher than the edge weight between the further apart SNVs 1
and 4. Although weighted differently, the conflicting phase information still persists in the
graph, thus the inferred haplotype is still incomplete. E) Proximity scaling of edge weights
reduces the number of possible MaxSTs with equally optimal scores. The MaxST through
the proximity-scaled graph (D) focuses on the more reliable phase information between
close-by variant pairs. The haplotype inferred from the MaxST of the proximity-scaled graph
is complete and correct.

To this end I fitted an exponential model to the previously observed fraction of reliable

phasing information stored in GAM data depending on the genomic distance between co-

observed variants (Fig. 4.13). In this model, the empirical probability p of two variant

alleles j and k originating from the same haplotype based on their genomic distance djk is

defined as p = C · e−λ(djk). Here, C is set to 1 as the scaling factor for the closest possible

variant pairs. From the model fit, the exponential decay parameter lambda was calculated

as λ = 3.173 · 10−7.
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Figure 4.13. Proximity scaling model fit
The fraction of correct phasing information decreases exponentially with increasing genomic
distance between co-observed variant pairs of the F123 1NP GAM dataset. The fit of the
exponential curve to the fraction of correct phasing information of variant pairs with genomic
distance between 1 bp and 10 Mb is shown in red. The inset shows the decrease of correct
phasing information on a logarithmic scale. Figure as published in Markowski et al. 2021.

With this exponential model, co-observation frequencies in Ajk can be scaled according to

the sequential proximity djk of variant pairs j and k. Dmin and Dmax were set as thresholds,

such that haplotype information of all variant pairs closer than Dmin is trusted fully (scaled

by 1), and information from variant pairs with a genomic distance larger than Dmax is

discarded (scaled by 0) leading to Ajk = 0 and thus no edge between variants j and k in

the graph induced by A. If this model for proximity scaling is applied, A represents the

proximity-scaled co-observation matrix from which the graph is derived and edge weights

in the graph are scaled accordingly. Thus, when the MaxST is computed from the dense

graph, sequentially closer variants with more reliable phasing information are chosen over

less reliable information from distant variant pairs for haplotype reconstruction.

Haplotypes derived using the proximity-scaled graph phasing approach are expected to be

equally comprehensive as results from the basic graph phasing approach, but show improved

accuracy.

In line with my expectations, neither completeness nor contiguity changed due to the

proximity scaling and reconstructed haplotypes were just as dense and chromosome-spanning.

However, the accuracy improved noticeably, as haplotypes derived from proximity-scaled

graphs showed a reduced SER of 2.09 % and increased median global accuracy of ∼ 98 %

(Fig. 4.15 A and B) with the exception of a few outliers (Fig. 4.14), bringing the mean global

accuracy down to 94.28 % with a very high standard deviation of 8.45 %. When investigating

the cause of the reduced global accuracy in some of the chromosomes, it showed that the

outliers are caused by a single switch error occurring within a haplotype block, which inverts

the assignment of subsequent alleles, formally reducing global accuracy while maintaining

SER and high, reliable local accuracy (see Fig. 4.14, e.g. chromosome 17 around genomic

position 70 Mb, where a single switch error inverts the haplotype assignment of all following

variants, thus decreasing the global accuracy). Here, the location of the switch error on the
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chromosome is critical for the impact on global accuracy, as switch errors at the beginning or

towards the end of a chromosome induce lower reductions compared to switch errors located

near the center of the chromosome. Despite these single switch errors, the overall accuracy

drastically increased upon proximity scaling. Since the graph phasing resulted in highly

complete haplotypes with a very low number of haplotypes blocks (on average 76 blocks per

chromosome), the SER adjusted for unphased transitions (2.10 %) only showed negligible

changes compared to the unadjusted SER.

In conclusion, the proximity-scaled graph phasing algorithm shows the best performance

overall and successfully leverage haplotype fidelity stored in GAM data to reconstruct

accurate, chromosome-spanning haplotypes.
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Figure 4.14. Chromosome-wide global accuracy of haplotypes reconstructed
using the graph phasing approach including proximity scaling
The haplotype agreement between haplotypes assigned using the graph phasing approach
including proximity scaling and the benchmark haplotypes is visualized in 1Mb windows across
all chromosomes of mESC F123. Black windows indicate high accuracy, while red windows
mark disagreements in the haplotype assignment. White windows did not contain phased
variants and no statement can be made. Percentages on the right show the block-independent
accuracy per chromosome.
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4.2.4 Side-by-side comparison of haplotype quality from all GAMIBHEAR

algorithms

The haplotypes generated using the simple neighbour phasing, the more involved graph

phasing and the final proximity-scaled graph phasing showed increasing completeness and

accuracy. To be able to directly compare the results, I here present the previously described

quality measures of the haplotypes derived from the three increasingly complex haplotype

reconstruction algorithms combined.

Table 4.1 shows the completeness and contiguity measures as well as accuracy measures of the

haplotypes generated with the neighbour phasing, the graph phasing and the proximity-scaled

graph phasing algorithms. Since the results, especially in terms of completeness, differed

so drastically between the neighbour phasing and the graph-based algorithms, I decided to

report these measures as absolute values and in percent. The absolute values allow for a

better assessment of the neighbour phasing results as haplotype blocks are consistently small

independent from chromosome size and reporting only percentages would impede an intuitive

understanding of their size and span. The graph-based algorithms, however, consistently

generated chromosome-spanning results, which have a drastic standard deviation in absolute

numbers caused only by the vast differences in size between the chromosomes. Here, a report

in percent from the phaseable chromosomes size is much more intuitive to interpret. Since

the proximity scaling did not impact the completeness of haplotypes, both graph-based

approaches show the same results in this quality category.

Please note that haplotype blocks generated by the neighbour phasing algorithm are always

by definition intervals. Since these haplotype blocks end as soon as the next adjacent variant

is not co-observed with its predecessor, the blocks can not span unphased variants or even

nested blocks. Thus, the N50 is equal to the AN50 value.

Not only the completeness of haplotypes was drastically improved by the graph-based phasing

approach, from on average 11 variants per haplotype block using the neighbour phasing ap-

proach to chromosome-spanning haplotypes, also the global accuracy increased from 85.87 %

to 95.13 %. Although the neighbour phasing yielded extremely high local accuracy (low

SER of 0.76 %), a substantial fraction of phasing information was missing between the short

haplotype blocks as shown by the low percent of phased transitions (83.02 %). And although

the haplotype assignments within blocks was highly accurate as well, the fact that all small

blocks could arbitrarily change relation to each other is reflected in the low overall global

accuracy, which is also highly dependent on the consistent assignment of the first variant

within the block to the same haplotype.

Combining the phase information into chromosome-spanning haplotypes by the graph phasing

approach directly shows an increase in global accuracy, although the SER increased as well

(5.42 %). Investigating the global accuracy along the chromosomes showed that switch errors

caused an overall decrease in accuracy without a concentration in specific regions. Refining

the selection of captured haplotype information by proximity scaling improved the SER

in general (2.09 %), however caused few situations where a single switch error flipped the

haplotype assignment within the major block and thus caused a decrease in global accuracy

measure. However, after the erroneous flip the haplotype assignment is consistently highly
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similar to its direct complement, as supported by the low SER, and thus locally still highly

accurate.

Table 4.1. Quality of haplotypes generated using different reconstruction ap-
proaches.
Comparison of quality measures for haplotypes reconstructed using the neighbour phasing
algorithm, the basic graph phasing algorithm and the proximity-scaled graph phasing algo-
rithm from the full F123 1NP GAM dataset. The mean of per-chromosome values is reported,
standard deviation is given in brackets. Percent phased variants and transitions are reported
in relation to variants observed in the dataset. Table as published in Markowski et al. 2021.

Neighbour phasing Graph phasing
(basic)

Graph phasing
(proximity-scaled)

% phased variants 95.94 % (± 0.25) 99.97 % (± 0.004)
% phased transitions 83.02 % (± 0.575) 99.96 % (± 0.00602)

S50 absolute 10.84 variants (± 0.5) 617,561.5 variants (± 149,018)
S50 percent 0.00188 % (±

0.00062)
99.94 % (± 0.010)

N50 absolute 741.74 bp (± 40.54) 126,454,374 bp (± 32,645,641)
N50 percent 0.00063 % (±

0.00021)
> 99.99 % (± 0.00003)

AN50 absolute 741.74 bp (± 40.54) 126,374,367 bp (± 32,623,080)
AN50 percent 0.00063 % (±

0.00021)
99.94 % (± 0.010)

Global accuracy 85.87 % (± 3.53) 95.13 % (± 0.57) 94.28 % (± 8.45)
SER 0.76 % (± 0.13) 5.42 % (± 0.50) 2.09 % (± 0.26)

Adjusted SER 6.61 % (± 0.18) 5.43 % (± 0.50) 2.10 % (± 0.26)

I additionally investigated the impact of sample size on the performance of the three phasing

algorithms (see Fig. 4.15). The neighbour phasing algorithm showed rather consistent SER

and adjusted SER values, with a small decrease of the latter with increasing sample size

(Fig. 4.15 A). For the graph-based approaches, the SER and adjusted SER overlap, due to

the high completeness of haplotypes (99.96 % transitions phased). The basic graph phasing

algorithm shows a drastically high SER with small sample sizes (12.01 % at 200 NPs), which

decreases with more information stored in larger sample sizes, however, still is very high

when considering the full dataset (5.42 % at 1123 NPs). Proximity scaling has a high impact

on the SER already at low sample sizes (3.50 % at 200 NPs), but still slightly improves with

increasing number of samples (2.09 % at 1123 NPs).

Since the global accuracy of haplotypes generated by the neighbour phasing approach is

extremely arbitrary and dependent on the initial assignment of the leftmost variants in

the blocks, it does not well reflect the quality of the generated haplotype. High values

could be strongly influenced by chance and are additionally dependent on the distribution

of alternative alleles across the true parental haplotypes. Thus, the global accuracy of the

neighbour phasing results was not included in this comparison. To minimize the impact of

outlier values, the median values of global accuracy of the basic and the proximity-scaled

graph phasing results are plotted in Figure 4.15 B. Results from both approaches increase

drastically with increasing sample size and seem to plateau at around 600 samples, while

they become very precise with at least 900 samples. The proximity scaling also improves the

graph-based results in terms of global accuracy (median unscaled: 95.20 %, median scaled:

97.89 %).

Figure 4.15 C shows the adjusted genomic range as a measure for completeness for the
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haplotypes derived from the neighbour phasing algorithm and the graph-based algorithms,

which do not show differences in completeness. The sample size does not seem to drastically

impact the completeness of results, even with low sample sizes the tendency of small blocks

is shown for the neighbour phasing approach, while the graph-based approach generates

chromosome-spanning haplotypes already from 100 GAM samples.

As previously described, the fraction of phased transitions is considerably larger using

the graph-based approaches compared to the neighbour phasing approach (Fig. 4.15 D).

Throughout different sample sizes, graph phasing continuously phases close to all possible

transitions between observed variants, while neighbour phasing distinctly stays below that

level.

In conclusion, the simple neighbour phasing algorithm showed as a proof of principle that

the haplotype fidelity of GAM data can be successfully leveraged for accurate haplotype

reconstruction, however the resulting completeness was not sufficient. Integrating higher-

level haplotype information into a graph structure drastically improved the completeness

of reconstructed haplotypes, albeit at the expense of some accuracy due to considering less

reliable haplotype information. Introducing a GAM-specific scaling approach improved the

selection of haplotype information and refined the accuracy of reconstructed haplotypes

without impeding the completeness. In summary, with GAMIBHEAR I have developed GAM-

specific phasing algorithms that are able to reconstructs accurate, chromosome-spanning

haplotypes directly from GAM data.
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Figure 4.15. Quality of reconstructed haplotypes
Results from neighbour phasing (orange), basic graph phasing (light blue) and proximity-
scaled graph phasing (blue) are shown, calculated from an increasing number of GAM samples.
Lines show the median value, shaded areas indicate the interquartile range of results across all
chromosomes. A) Local accuracy (SER): In graph phasing, SER decreases with an increasing
number of NPs as more information becomes available. Neighbour phasing in contrast shows
a low SER independent of sample size (dashed orange line) due to a small number of phased
transitions which are accurate. Adjusted SER penalises unphased transitions and shows this
difference: neighbour phasing performance (solid orange line) is substantially lower, graph
phasing performance is unchanged (SER and adjusted SER lines overlap). Proximity-scaled
graph phasing shows lowest adjusted SER overall. B) Global Accuracy (haplotype agreement)
improves with increasing sample size and proximity scaling further improves performance.
C) Completeness (AN50): Graph phasing reconstructs dense, nested chromosome-spanning
blocks even for low sample sizes (top), independent of proximity scaling. Neighbour phasing
yields a large amount of small unconnected adjacent blocks, which are never nested, thus
N50=AN50 (bottom). D) Completeness (% transitions phased): Percentage of transitions
phased relative to all known variants (red) and all variants observed at least once in the F123
1NP GAM dataset (black). The number of observed variants and thus phaseable transitions
increases with increasing number of samples (dashed black line). Graph phasing predicts
99.96 %, neighbour phasing predicts 83.02 % of observed transitions. Figure as published in
Markowski et al. 2021.
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4.2.5 Effect of window size in graph phasing approach

In order to ensure successful completion of calculations without exceeding time and memory

limits, the graph-based algorithms calculate haplotypes in overlapping windows of L variants

instead of genome-wide. The previously reported results are haplotype reconstructions

using default parameter settings of L = 20, 000 variants per window. I tested the impact

of changing window sizes on the quality of reconstructed haplotypes as well as time and

memory usage from a minimum of 10,000 variants to a maximum of 40,000 variants per

window (Table 4.2).

Table 4.2. Comparison of performance at different window sizes L.
Runtime (in wall clock time), memory consumption of the algorithm, as well as completeness
and accuracy of reconstructed haplotypes are compared. Proximity-scaled graph phasing
was used to reconstruct haplotypes from the full F123 1NP GAM dataset.

Metric L = 10K L = 20K L = 30K L = 40K

Runtime 02:50 h 05:09 h 07:55 h 10:31 h
Memory consumption 20 GB 30 GB 62 GB 106 GB
Mean number of blocks 119 76 57 46

% SNVs phased in largest block 99.90 % 99.94 % 99.95 % 99.96 %
Global Accuracy 94.29 % 94.28 % 94.28 % 94.27 %

SER 2.07 % 2.09 % 2.10 % 2.11 %

Reducing or increasing the window size only marginally affected the performance of the

proximity-scaled graph phasing algorithm in terms of completeness or accuracy. Although

the accuracy is marginally increasing with lower L, the completeness is decreasing. However,

changing the window size shows a definite impact on the runtime and memory usage. Thus,

adjustments to the default window size should be made with care under consideration of

local memory capacity.

4.2.6 GAMIBHEAR package

The haplotype reconstruction algorithms presented in this chapter were published in an

R Package called GAMIBHEAR. GAMIBHEAR can be used as a command line tool, but

individual functions based in the programming language R can also be used independently.

Besides the core haplotype reconstruction algorithms, GAMIBHEAR also includes preprocess-

ing functions to read in, filter and transform GAM data, as well as suitable output functions

(see Fig. 4.16). First, previously called heterozygous variants observed in GAM samples

are read in and preprocessed, such that only phasing-relevant observations of variants are

kept. For subsequent whole-genome haplotype reconstruction, GAMIBHEAR offers three

different approaches, which are based on frequent co-observations of heterozygous variants,

indicating their co-localization on a chromosome. Finally, the reconstructed haplotype can

either be integrated into the original GAM data or written as one haplotype VCF of the

target genome.
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Figure 4.16. GAMIBHEAR workflow
The GAMIBHEAR package contains functions in three areas, first to read in, filter and
transform GAM variant data. Second, to reconstruct haplotypes using (i) neighbour-phasing,
(ii) graph-phasing or (iii) graph-phasing including proximity scaling. Lastly, reconstructed
haplotypes can be written out in a simple VCF format or added to individual GAM sample
files.

Data preprocessing

To reconstruct haplotypes from GAM datasets, a VCF storing known variant positions of the

genome of interest, preferably but not necessarily genotyped, is needed as input next to the

GAM data. Based on the known variant positions, GAM reads covering each heterozygous

allele are counted using bcftools mpileup, (H. Li 2011; Danecek et al. 2021).

The resulting files are first read in and then filtered using the GAMIBHEAR preprocessing

functions. Here, the pileup data in form of single VCFs per GAM sample, is transformed

and simplified into a dataframe of observed alleles. INDELs, uncovered variants and variants

where both alleles were observed in the same sample are removed, since they contain no

phasing information.

The transformed and filtered dataframe is then passed to the phasing functions of GAMIB-

HEAR.

Haplotype reconstruction

The three approaches neighbour phasing, graph phasing and proximity-scaled graph phasing

are implemented in GAMIBHEAR with customizable parameters of window size L, minimal

and maximal distance thresholds Dmin and Dmax and the number of cores to compute

haplotypes in parallel.

Output

Two output functions are provided in GAMIBHEAR. Haplotypes can either be added to the

variant observations in individual GAM sample files, or be written as a haplotype VCF for

the respective genome.
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4.2.7 Haplotype reconstruction in human variant density

The developed graph phasing algorithm with proximity scaling shows great performance on

GAM data of the variant dense mESC line F123. To see if the novel algorithm is theoretically

suitable for application on human GAM data, I down-sampled the F123 variant set to human

variant density (approximately 1 variant per 1 kb, 1000 Genomes Project Consortium et al.

2015), adapted the F123 1NP GAM dataset accordingly, applied the haplotype reconstruction

algorithm to the reduced dataset and evaluated the resulting haplotypes.

In order to obtain an average human variant density I retained 2,462,745 (13.57 %) out of the

full F123 variant set (18,150,228) in the 2.46 billion bp mm10 mouse reference genome. The

distribution of variants along the parental chromosomes remained constant (full variant set:

87.11 % CAST, 12.89 % J129; subsampled: 87.14 % CAST, 12.86 % J129). As variants were

sampled at random and independent of their observation in the GAM dataset, 64.66 % of

the down-sampled variants were observed in the reduced dataset, comparable to the 64.69 %

in the full dataset (Fig. 2.2 B).

Despite the drastically lower variant density and thus increased genomic distance be-

tween co-observed variants, the novel graph-based algorithm reconstructed accurate, dense,

chromosome-spanning haplotypes from the reduced F123 dataset. 99.96 % of input variants

were phased into haplotype blocks, with on average 99.95 % of those included in the main,

chromosome-spanning haplotype block, spanning 100 % of the phaseable genome. In terms

of accuracy, the mean global accuracy was reduced to 87.46 %, however, a high standard

deviation of ± 15.21 % indicates a large span in the results. The median global accuracy of

96.64 % and the SER of 4.84 % (± 0.6 %) show the consistent high quality of reconstructed

haplotypes in an organism with lower variant density and support that the algorithmic

approach is seemingly robust to differences in variant density and thus applicable to human

data.

4.2.8 Comparison of GAMIBHEAR and HaploSeq

Chromatin conformation was previously successfully exploited for haplotype reconstruction.

In 2013, Selvaraj et al. presented HaploSeq, a method combining the experimental part

of Hi-C, which captures haplotype information through ligation of spatially close genomic

regions, with the algorithmic tool HapCUT (Bansal and Bafna 2008), which extracts and

filters this information to predict the most likely haplotypes of the organism of interest.

With GAMIBHEAR, I developed a novel computational tool to, for the first time, leverage

haplotype fidelity of GAM data for reconstructing accurate haplotypes genome-wide. Since

HaploSeq, as well as GAMIBHEAR, was developed and validated on the mESC line F123,

their results are in principle comparable. However, it needs to be pointed out that motivations

of the two methods differ slightly. While HaploSeq was promoted as a tool to generate full

haplotypes of the genome of interest from Hi-C data, GAMIBHEAR was primarily developed

to enable subsequent haplotype-specific analysis of chromatin contacts derived from the same

GAM dataset without the need of further experiments. Thus, only variants observed in the

sparse GAM dataset are phased, as additionally efforts to phase unobserved variants would

not improve the generated haplotype-specific chromatin contact matrices. Therefore, quality
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metrics were mostly presented for the whole reconstructed haplotypes with regard to the

phaseable (observed) set of variants, and the phaseable genome, defined as the range between

the leftmost and the rightmost variant per chromosome. In F123, the phaseable genome

constitutes 97.58 % of the mm10 reference genome. The authors of HaploSeq, however,

present quality metrics of the largest haplotype block, defined as the block with the most

variants phased (MVP block), with respect to the full variant set of F123. To enable direct

comparison between the approaches, I report here the same metrics as reported by Selvaraj

et al. 2013.

In terms of completeness, GAMIBHEAR and HaploSeq both predict chromosome spanning

haplotypes, extending over 99.99 % of the phaseable genome. Using GAMIBHEAR, over

99.9 % of the observed variants were phased into the largest haplotype block, while Selvaraj

et al. 2013 report phasing about 95 % of variants in the MVP block.

This improvement of the GAM-based GAMIBHEAR over the Hi-C-based HaploSeq approach

could be explained by the higher connectedness of haplotype information between variants

co-observed in GAM NPs. Hence the probability to connect separate haplotype blocks and to

link individual variants to the main block is higher compared to the limited pairwise phasing

information stored in Hi-C data. Additionally, true intrachromosomal long-range interactions

are underrepresented in Hi-C data, while GAM can identify long-range contacts across tens

of megabases (Kempfer and Pombo 2020). This long-range phasing information can help

connecting distant haplotype blocks to create chromosome spanning haplotypes. However,

although GAMIBHEAR’s haplotypes show high completeness given the input data even at

low coverage, the sparsity of the GAM data itself hinders overall completeness regarding

the full F123 variant set. As previously shown in Fig. 2.2 B, only 64.69 % of variants were

observed in the F123 1NP GAM dataset, while Selvaraj et al. 2013 reports 99.6 % of variants

observed in their Hi-C dataset with much higher coverage.

Regarding the accuracy of the reconstructed haplotypes, Selvaraj et al. 2013 reports > 99.5 %

accurately phased variants, while GAMIBHEAR shows a comparable median accuracy of

approximately 98 %. Likewise, the SER of ∼ 2 % is comparable to the ∼ 1.4 % obtained

with Hi-C (Selvaraj et al. 2013; Chaisson et al. 2019).

HaploSeq was also applied to a reduced F123 dataset to investigate the quality of reconstructed

haplotypes on data resembling human variant density. While a low density of variants did

not affect completeness or accuracy, with haplotypes spanning > 99.2 % of the phaseable

genome and showing a high accuracy of 98.9 %, it did substantially reduce the resolution

of chromosome-spanning haplotypes, with only a strikingly low ∼ 32 % of input variants

phased.

In contrast, GAMIBHEAR was able to phase 99.96 % of downsampled input variants, of

which 99.95 % are contained within the main, chromosome-spanning haplotype block. This

block spans 100 % of the phaseable genome with a comparable global accuracy of 96.64 %.

The high resolution of haplotypes reconstructed using GAMIBHEAR points towards the

different data structure of the two approaches. As GAM data stores not only pairwise

information, but captures and connects multiple genomic regions in close spatial proximity,

it contains haplotype information within a larger genomic span, through which the phase of

alleles can be predicted more easily.
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4.3 Discussion

With recent increasing focus on haplotype-specific analysis of chromatin conformation and

other genomic mechanisms, experimental methods and computational tools emerged to assem-

ble haplotypes (Garg 2021, see also Section 1.3) and resolve superimposed chromatin contacts

from homologous chromosomes (J. Li et al. 2021). It has been shown that chromosome

organization itself provides haplotype information, as chromosomes occupy distinct territories

and intermingle rarely, whereby the vast majority of chromatin contacts are intrachromosomal

and intrahomologous. Previously, Selvaraj et al. 2013 exploited the existence of chromosome

territories to reconstruct chromosome-spanning haplotypes from Hi-C data.

By capturing genomic regions in close spatial proximity in nuclear slices, GAM data also

provides local haplotype fidelity next to chromatin contacts. Here, I have presented GAMIB-

HEAR, a computational tool that leverages haplotype fidelity stored in GAM data to

accurately reconstruct complete haplotypes in order to enable the generation of haplotype-

specific chromatin contact matrices from the same GAM dataset without the need for

additional costly, labor-intensive, and time-consuming experiments.

I have shown that GAMIBHEAR algorithms successfully leverage the local haplotype fidelity

of GAM data and reconstruct highly accurate, dense, chromosome-spanning haplotypes.

Additionally, very little input material is required for the haplotype reconstruction using

GAMIBHEAR, as only a few hundred nuclear slices are needed to generate highly accu-

rate results. In a variant-dense genomic background, the accuracy and completeness of

GAMIBHEAR’s results are well comparable to the Hi-C-based HaploSeq method, whereby in

variant-sparse genomes, GAMIBHEAR clearly outperforms HaploSeq due to exceeding con-

nectivity of haplotype information stored in GAM data compared to the pairwise haplotype

information of Hi-C data.

Although the graph-based GAMIBHEAR algorithms generate accurate and chromosome-

spanning haplotypes from GAM data, GAMIBHEAR in its current form has limitations

that can be improved upon. First of all, GAMIBHEAR was developed with a focus on

1NP GAM samples, as the haplotype fidelity is a direct consequence of the proximity of

chromatin captured in a single cell. As 3NP GAM samples are more efficient and less costly

to generate than 1NP samples, GAMIBHEAR could be optimized for its use in 3NP GAM

data by adjusting for the artificially introduced phase information between variants which

were captured in different nuclear slices and combined into the same 3NP sample.

For further improvements, it is important to consider that GAM data is sparse by design,

and thus genomic variants are often only captured once or twice, some not at all. Multiple

limitations arise from this characteristic which is inherent to the concept of the method.

Firstly, while the subsets of variants co-observed in the same nuclear slice show a high

connectivity (all vs all) in the generated co-observation graph, the general low observation

frequencies of SNVs directly restrict the connections to other variants and lead to low

total co-observation frequencies. Consequently, due to these low co-observation frequencies,

multiple edges acquire identical (unscaled) low absolute weights in this sparse graph. In

order to infer accurate haplotypes from this co-observation graph, we use the calculation of a

MaxST as a heuristic to find a high scoring, non-conflicting subgraph in the co-observation
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graph. The MaxST might not be an optimal solution to our problem, however, it is a good

approximation which guarantees a cycle-free and thus conflict-free graph (tree) with the

highest possible score. The employed Kruskal’s algorithm always finds an optimal solution

for a MaxST. It is a greedy algorithm, that gradually adds edges from a weight-sorted list of

all available edges in the graph to the MaxST, unless the addition of an edge would create

a cycle. However, since multiple edges have identical absolute weights, multiple optimal

solutions to the MaxST exist. The Kruskal’s algorithm makes a choice which edges with

the same absolute weight to keep and which to discard, depending on their position in the

sorted list. If all edges store agreeing haplotype information, the results are robust and

this choice does not affect the final haplotypes. However, if the observed phase relations

between connected variants contradict each other, but show the same edge weight, the choice

of edges to include in the MaxST impacts the accuracy of the final result. Switch errors

are the manifestations of this incorrect haplotype information as they erroneously flip the

haplotype assignment of all subsequent variants in the same block, thus affecting the global

accuracy while maintaining high local accuracy. As the local haplotype fidelity decreases

over large genomic distances, the proximity-scaled version of the haplotype reconstruction

algorithm scales the haplotype information before MaxST computation and thus improves

the local accuracy. However, few bp difference in genomic distance between variant pairs do

not impact the accuracy of the observed phase relation and thus their phase information

could be valued similarly. Currently, the Kruskal’s algorithm provides an optimal solution

to the MaxST, however, only one of many possible optimal solutions, which could result in

haplotypes of different accuracy. To bring a higher level of robustness to GAMIBHEAR’s

results and to achieve potential improvements in the reconstructed haplotypes, an iteration

step could be introduced at the MaxST computation. Here, a permutation in the rank order

of equally weighted edges leads to different edge choices by the Kruskal’s algorithm and

thus contributes to a different, but still optimal MaxST in each iteration. Then haplotypes

are built from the phase information stored in the edges of the individual optimal MaxSTs

and the the inferred haplotype with the highest level of support is chosen as result. This

additional step might reduce the occurrence of switch errors, and thus increase local and

global accuracy of GAMIBHEAR results.

As noted before (see Section 4.1) , the assignment of alternative and reference alleles in

haplotype reconstruction is conceptually equivalent to the NP-hard problem of finding the

optimal spin configuration in a one-dimensional, binary Ising model, the minimal form of the

spin-glass problem. Under the given circumstances that the allocation of variant alleles on

the chromosome copies is not influenced by external forces, the problem can be equivalently

formulated as a Max-Cut problem, which in turn can be solved by optimization approaches

such as determining a minimum (in this case maximum) spanning tree in the graph. However,

although the Kruskal’s algorithm finds optimal solutions for the MaxST in the sparse graph

derived from GAM data, finding an MaxST may not necessarily be the optimal solution to

extract the most accurate haplotypes from the graph (see Section 4.1). Alternatively, the

goal to reconstruct the most accurate haplotypes from the phasing information provided by

the GAM dataset could be formulated as an integer linear programming (ILP) problem and

tackled with existing solvers. This approach would still be graph-based, however, instead of

aiming to find an MaxST in order to solve the optimization problem, it could be formulated

to take all edges into consideration, sum weights of agreeing edges and paths, and subtract

88/134



weights of contradictory edges and paths, instead of randomly choosing between them. This

ILP-based approach has the potential to reconstruct more robust and accurate haplotypes

from the phase information stored in the underlying graph by integrating all captured phase

relations. However, especially in variant-dense genomes, but also in variant-sparse genomes

such as the human genome, the definition of the ILP would be extremely large and thus

impracticable and even if possible, the runtime for the optimal haplotype calculation would

be infeasible.

Currently, and even considering the so far presented improvement suggestions, GAMIBHEAR

reconstructs haplotypes purely de novo, without any outside information. In the future, in

order to increase robustness and possibly accuracy of resulting haplotypes, GAMIBHEAR

could be extend by a statistical phasing step which leverages population-level information

from well studied genomes, such as the human genome, as prior information to enhance

GAMIBHEAR-derived haplotypes.

In addition to strengthening the reconstructed haplotypes, this promising advancement of

including a statistical phasing step would counteract a second limitation caused by GAM’s

sparsity, which is the comparably high percentage of unobserved variants (> 35 % in the

1NP mESC F123 GAM dataset). Although, the resolution of haplotypes reconstructed by

GAMIBHEAR is very high with regard to the observed input variants (99.9 %, independent

of variant density of the genome of interest), naturally, variants which are not observed in the

GAM dataset can not be phased. For the goal to employ GAMIBHEAR-derived haplotypes

to phase GAM data, the haplotype reconstruction from observed variants of the same GAM

dataset is sufficient. Including unobserved variants would not increase read phasing efficiency,

as no reads cover these unobserved variants to begin with. However, GAMIBHEAR-derived

haplotypes can not only be used to phase GAM data, but all sequencing-based data of the same

target organism or individual. Haplotype-resolved data on epigenetic marks, transcription

factor binding, or gene expression adds valuable information to unveil the interplay of

chromatin conformation and gene expression regulation in individual chromosomes, and

improves our understanding of allelic imbalances in gene expression and mechanisms of

chromosome folding. To this end it would be advantageous, even necessary, to include

variants, which are known but unobserved in the GAM dataset, to the haplotype backbone

using statistical phasing approaches.

Similarly, statistical phasing was employed by Selvaraj et al. 2013 to improve the resolution

of HaploSeq-derived haplotypes in variant-sparse genomes. Here, however, 99.6 % of variants

were observed in their input Hi-C dataset, but only approximately 22 % of them could

be integrated by HaploSeq into a chromosome-spanning haplotype. Thus, the individual

haplotype blocks built by HaploSeq were used as seeds for local conditional phasing to increase

resolution to 81 %. Dixon et al. 2015 later employed HaploSeq for haplotype reconstruction

of hESC line H1 for haplotype-resolved genomic analysis. Additional to Hi-C data, the

authors integrated whole-genome sequencing data of H1 and used HaploSeq’s haplotype

blocks as seeds for subsequent local conditional phasing using population sequencing data to

increase the resolution of generated haplotypes.

In conclusion, I have shown that chromatin conformation data from GAM experiments and

its captured haplotype fidelity is sufficient for the reconstruction of highly accurate, dense,
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chromosome-spanning haplotypes, independent of the variant density of the target genome.

With GAMIBHEAR, I have provided the necessary algorithmic advances to compute reliable

haplotypes from GAM data in an easy-to-use publicly available tool.

Although expandable in the future, for now, reconstructed haplotypes derived by GAMIB-

HEAR are a valuable and important foundation for the generation and analysis of haplotype-

resolved chromatin contact matrices of genomes with previously unknown haplotypes. Thus

GAMIBHEAR will play a vital part in shedding light on differences in chromatin folding

between homologous chromosomes.
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4.4 Data and Methods

Application of GAMIBHEAR to the F123 1NP GAM dataset

The haplotype reconstruction algorithms of GAMIBHEAR were developed using the F123

1NP GAM dataset. Using the graph-based approaches, the default parameters of window

size L = 20, 000 variants, Dmin = 0 bp and Dmax = 10 Mb were employed. The resulting

reconstructed haplotypes of all approaches were compared to the benchmark haplotype of

F123 (see Section 2.5).

In order to investigate the impact of sample size on haplotype reconstruction, the GAM

dataset was randomly subsampled such that 100, 200, ..., 1100, and the full dataset of 1123

samples were considered. Haplotypes were reconstructed using this increasing number of

GAM samples. This approach was repeated 10 times and the average or distribution of

resulting performance metrics is presented in Section 4.2.4.

In order to test the impact of changing window sizes on the quality of reconstructed haplotypes,

as well as time and memory usage, GAMIBHEAR was applied to the full F123 1NP GAM

dataset with changing window sizes L from a minimum of 10,000 variants to a maximum of

40,000 variants per window. Results are reported in Section 4.2.5.

Transforming mESC F123 GAM data to reflect human variant densities

In order to test GAMIBHEAR’s performance on human variant densities, the full F123

variant set was down-sampled to a density of approximately 1 variant per 1 kb (1000 Genomes

Project Consortium et al. 2015). The F123 1NP GAM dataset was adapted accordingly.

The best-performing proximity-scaled graph phasing algorithm was applied to the reduced

dataset and results were evaluated based on the down-sampled F123 benchmark haplotypes.

Results are reported in Section 4.2.7.
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4.4.1 Performance measures

The overall quality of well reconstructed haplotypes is assessed via multiple metrics. Not

only local and global accuracy, but also completeness as in contiguity, density and resolution

are important features of well reconstructed haplotypes. I here provide details about the

employed measures of completeness and accuracy of the reconstructed haplotypes. An

overview of the considered measures is shown in Figure 4.17. The measures were chosen to

allow comparison between the conceptually different neighbour and graph phasing algorithms

and to allow comparison with results of existing methods. I calculated all variant-based

metrics per chromosome, relative to the number of phaseable variants Mc on chromosome

c, i.e. the number of heterozygous variants observed at least once in all 1123 samples of

the 1NP F123 GAM dataset. Analogously, I calculated all metrics based on genomic range

(in bp) relative to the phaseable genome per chromosome (linear distance between leftmost

variant and rightmost variant in bp). I omit chromosome index c for brevity in the definitions

below and report means and standard deviations of all measures across chromosomes in the

results Section 4.2.4.

Completeness and contiguity measures

From the field of genome assembly multiple metrics evolved that aim to provide a sense

of completeness of the assembled genomes, which are broadly used as standard metrics

to evaluate the quality of reconstructed haplotypes. Metrics of contiguity and density of

haplotypes assess the genomic distances over which heterozygous variants were phased and

the proportion of all heterozygous variants that have been phased, respectively. As a first

measure of completeness I report the proportion of heterozygous variants and the proportion

of neighbouring transitions that have been successfully phased. Because these measures do

not take the contiguity of the phased blocks into account, I additionally employ metrics that

assess the size of the reconstructed haplotype blocks: the S50 (Lo et al. 2011), N50 (first

described in the context of genome assembly in Lander et al. 2001) and AN50 (Lo et al.

2011) metrics. A graphical explanation of the completeness measures S50, N50 and AN50 is

shown in Figure 4.17 A.

Number of phased variants / transitions

The absolute number of phased variants mphased and its relative counterpart pphased =

mphased/M give a general overview of phasing completeness. In the case where phasing

yields a large number K of small, disconnected haplotype blocks, the number of phased

variants will be high, but the phase between these independent blocks is unknown. To

account for this fragmentation, I report tphased, the frequency of phased transitions between

adjacent variants. As the number of transitions is equal to the number of variants M − 1

and each additional block beyond the first incurs one unphased transition, this yields:

tphased = (M − 1)− (K − 1) = M −K.

S50

S50 (Lo et al. 2011) is a measure of contiguity, i.e. of the size distribution of phased haplotype

blocks. To obtain the S50 value, all phased haplotype blocks are sorted by their size (number

of variants phased in the block), and the S50 value is the size of the block at which 50 % or
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more of variants are phased. For example, an S50 value of 1000 variants would mean that 50

% of all variants are contained in haplotype blocks of size 1000 variants or larger.

N50 / AN50

Analogously to the S50 metric, to obtain the N50 contiguity metric (Lander et al. 2001), the

phased haplotype blocks are sorted by their genomic span (in bp) to determine the span at

which 50 % or more of the phaseable genome is phased. To correct for cases where isolated

haplotype blocks are contained within larger blocks spanning them (see Fig. 4.17 A), I also

report the adjusted N50 (AN50, (Lo et al. 2011)), where the genomic span of the block is

adjusted by the fraction of variants phased within. Since haplotype blocks reconstructed by

the neighbour phasing approach are never nested (Fig. 4.17 B), N50 = AN50 for neighbour

phasing results.

In haplotype reconstruction, a large haplotype block span (N50) and a large number of

phased variants (S50) are desirable, however, these measures can hardly be compared between

different species, since the genome size and number of heterozygous variants, setting the

results in perspective, vary. Therefore, I additionally report the N50 as percent of the

phaseable genome (range between leftmost variant and rightmost variant per chromosome)

and S50 as percent of phaseable variants (number of input variants). All metrics are calculated

per chromosome and the mean value and standard deviation are reported.

Accuracy measures

To assess the accuracy of the reconstructed haplotypes I compare GAMIBHEAR estimates

with the haplotypes of the F123 mouse embryonic stem cell (mESC) line obtained from

whole-genome sequencing of the parental mouse strains (see Section 2.2 ‘Cell line F123’). Two

measures are considered: the global haplotype agreement calculated by direct comparison

of the reconstructed and true haplotypes (i.e. alt-ref configurations) as a global measure of

accuracy, and the Switch Error Rate (SER) as a local measure of accuracy (see also Fig. 4.17

B). The spatial distribution of switch errors along the haplotype greatly influences the global

accuracy, since one switch error in the middle of an otherwise perfectly phased haplotype

block causes half of the variants in the block to be incorrectly phased in terms of global

accuracy. Thus, the global accuracy metric is the most stringent accuracy metric evaluating

reconstructed haplotypes.

Global haplotype accuracy

I report as global haplotype accuracy the overall agreement between haplotypes assigned

to variants after phasing and their true assignment (Fig. 4.17 B). Let ĥ ∈ {−1, 1}M be

the inferred haplotype assigned to a variant position i and let h ∈ {−1, 1}M be the true

haplotype assignment. The phasing error e is then defined as:

e =
1

M

M∑
i=1

1

2
|hi − ĥi|

Since the true parent of origin of a variant cannot be identified, haplotypes are equivalent to

their full complement in terms of phasing accuracy (for example h = (−1, 1,−1) is equivalent

to h′ = (1,−1, 1)). Global accuracy can thus never drop below 50% and the final global
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haplotype accuracy G is thus:

G = max(e, 1− e)

As the first variant of every haplotype block is arbitrarily set to h1 = 1, global accuracy for

phasing results with many blocks is highly sensitive to the true distribution of alternative

alleles over the parental haplotypes.

Switch Error Rate (SER)

I report the Switch Error Rate (SER, Fig. 4.17 B) as a local accuracy metric. Analogous

to the global haplotype accuracy, the SER is defined as the proportion of adjacent variant

pairs that were phased incorrectly out of all phased variant pairs. For each haplotype block

k ∈ {1, ..,K} I transform the inferred and true haplotype vectors ĥ(k) ∈ {−1, 1}Mk and

h(k) ∈ {−1, 1}Mk into the inferred vector t̂(k) ∈ {−1, 1}Mk−1 and true transition vector

t(k) ∈ {−1, 1}Mk−1 , where 1 and -1 correspond to stay and flip transitions, respectively.

The SER across all haplotype blocks k is thus

SER =
1

M −K

K∑
k=1

Mk−1∑
i=1

|t(k)i − t̂(k)i|

, with: M =
∑K

k=1 Mk (total number of phased variants). The factor 1/(M −K) makes the

SER relative to all phased transitions.

Adjusted SER

Transitions without phasing information that are arbitrarily assigned a stay or flip state

have a 50 % chance of being correct, irrespective of the true distribution of alternative alleles

over the parental haplotypes. To account for this, I add a SER penalty of 0.5 per unphased

transition to define the adjusted SER:

SERadj =
1

M − 1
(0.5(K − 1) +

K∑
k=1

Mk−1∑
i=1

|t(k)i − t̂(k)i|)
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Figure 4.17. Performance measures of haplotype reconstruction.
A) Completeness: a schematic graph phasing result consisting of 3 nested haplotype blocks
(red, blue, purple). Size (number of variants), genomic span and genomic span adjusted by
the fraction of phased variants within were calculated for the 3 blocks respectively. When
ordering the blocks by size, the red block contains more than 50 % of the variant set and thus
its size corresponds to the reported S50, N50, AN50 respectively. B) Accuracy: a schematic
neighbour phasing result is shown, consisting of multiple non-overlapping haplotype blocks.
Switch Error Rate (SER) is calculated for the presented haplotype reconstruction, one out
of 7 phased transitions is incorrect (circled, marked with a red X). The SER is adjusted
by unphased transitions (marked as ?), which are penalized by 0.5 switch errors. Global
comparison of assignments of alternative alleles to parental haplotypes shows 9 concordant
(=) and 6 dissenting (x) assignments, resulting in a global accuracy of 60 %. Figure as
published in Markowski et al. 2021.
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Chapter V - High-resolution haplotype-specific contact

matrices from GAM data

Contribution

The idea and concept behind the project presented in this chapter has been conceived and

developed by my supervisor Roland Schwarz and me. The project was realized and advanced

in close collaboration with Alexander Kukalev from the Pombo Lab at MDC, with great input

and supervision from group leaders Roland Schwarz and Ana Pombo. Quality controlled

GAM data was provided by the Pombo Lab. This project profited greatly from the experience

and expertise in GAM data handling and generation of chromatin contact matrices on the

part of the Pombo Lab. I have been majorly involved in the design of the Co-Phasing

concept, the implementation and application of the core Co-Phasing algorithm, as well as the

technical and biological validation of the Co-Phasing approach. Alexander Kukalev provided

window phasing efficiencies (visualized in Figures 5.7, 5.14), genome sampling quality scores

(Figures 5.2, 5.15) and was closely involved in the quality control of co-phased matrices

(Figures 5.8, 5.9). He also helped to generate unphased and haplotype-specific chromatin

contact matrices (Figures 5.1, 5.6 and 5.13) and calculated AB compartments.

Teresa Szczepińska from the Centre of New Technologies at the University of Warsaw has

kindly provided curated publicly available H1 data for its use in biological validation.

The work presented in this chapter has partly been presented at international conferences

and the manuscript for publication of the GAM-based Co-Phasing method is in progress.

5.1 Motivation

Complete and accurate haplotypes reconstructed from GAM datasets by GAMIBHEAR

are a crucial first step towards the analysis of haplotype-specific chromatin contacts. The

haplotypes allow for read phasing of GAM data, as sequencing reads overlapping heterozygous

variants can be assigned to their homologous chromosome of origin. Haplotype-resolved

chromatin contact matrices can then be generated from the two sets of phased reads.

With the haplotypes of the F123 benchmark genome available, reads of the F123 1NP GAM

dataset were phased to generate haplotype-specific chromatin contacts matrices (Fig. 5.1

A). Due to the high variant density of the F123 genome, with an average distance of 132

bp between variants and a median distance of 56 bp, an average of 36 % of GAM reads

overlapped heterozygous variant positions and could thus be assigned to their parental

chromosome. This read phasing efficiency is comparable to results from Giorgetti et al. 2016,

who performed Hi-C experiments on the female hybrid mESC cell line F121.6, which is also

a cross of CAST (♂) x S129 (♀). The authors reported to phase between 25 % and 38 % of

contacts in Hi-C experiments, with a framework where at least one read mate must overlap

a heterozygous variant in order for the paired end read to be uniquely phased.

Since chromatin contact matrices derived from GAM follow a window-based approach,

the 36 % of phased GAM reads were further used to phase genomic windows. Here, we
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achieved a high window phasing efficiency of ∼ 70 %. Our resulting haplotype-specific

chromatin contact matrices of F123 show high saturation, are detailed and clearly show

differences in chromatin conformation between homologous chromosomes (Fig. 5.1 A). Not

only close-range contacts are captured, which are shown along the diagonal of the matrices,

but also long-range information is available in detail in the haplotype-resolved matrices. The

diploid genome is sampled sufficiently, as a high percentage of window pairs over all genomic

distances has been observed. Co-segregation values show exactly how often two genomic

windows were co-observed, whereby window pairs who are significantly often co-observed

constitute a chromatin contact. Good quality contact maps show a Poisson distribution of

co-segregation values (Fig. 5.2). However, matrices of lower quality are characterized by an

overrepresentation of very low co-segregation values, showing insufficient detection of window

pairs.

Figure 5.1. Phased chromatin contact matrices from mESC F123 and hESC H1
Generation of haplotype-specific chromatin contact matrices from GAM datasets. The upper
matrices show the unphased chromatin contacts derived from all reads of the mESC F123
(A) and hESC H1 (B) GAM datasets. The two lower matrices each are derived from phased
reads and thus show haplotype-specific chromatin contacts. All depicted matrices show a
10 Mb genomic region in 50 kb resolution.

While the phased contact matrices of the F123 GAM data showed high overall quality, the low

variant density in a human genome impedes the generation of haplotype-specific chromatin

contact matrices using this standard phasing approach (Fig. 5.1 B). With an average genomic

distance of 1 kb between neighbouring variants (1000 Genomes Project Consortium et al.

2015), the variant density of humans is an order of magnitude lower compared to the mESC

F123 genome (132 bp). The hESC H1-specific variant set shows an even higher mean genomic

distance of 1710 bp and a median genomic distance of 548 bp between neighbouring variants.

Due to the low variant density in the H1 genome, only an average of 4.6 % of GAM reads in

the H1 dataset overlapped heterozygous variant positions and could thus be phased, yielding

a drastically low window phasing efficiency of ∼ 17 % (Fig. 5.1 B). Although the main

diagonal of the contact matrices are captured, the majority of off-diagonal window pairs over

increasing genomic distances (matrix values further away from the main diagonal) are not

detected, revealing a very low quality of genome sampling (Fig. 5.2).
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Figure 5.2. Quality of genome sampling after standard phasing in F123 and H1
The distribution of co-segregation values is shown for haplotype-resolved chromatin contact
matrices of F123 (red) and H1 (green) GAM data generated by standard phasing. Parental
genomes are distinguished by solid and dashed lines. The data is based on a window size of
50 kb as shown in Fig. 5.1.

Low variant density poses a challenge to haplotype-specific analysis of chromatin conformation,

as a substantial fraction of sequencing reads that normally convey important information

about chromatin contacts are lost in the phased approach, as they can not be uniquely

assigned to their parental chromosome copy and are thus discarded.

To tackle this problem, Tan et al. 2018 developed an optimized single-cell chromatin con-

formation capture method, termed Dip-C, whose median number of contacts captured per

cell exceeds those of existing single-cell Hi-C-based methods by a factor of ∼ 5. Since Dip-C

provides contact information for each analyzed cell separately, the authors were able to

develop an algorithm that leverages observed haplotypes of phased contacts to impute the

haplotypes linked by a nearby unphased contact. While this algorithm focuses primarily

on imputing haplotypes of interchromosomal contacts, the imputation of intrachromosomal

contacts was simplified such that unphased read mates are assigned to the haplotype of

their respective phased read mate if they are mapping within 10 Mb genomic distance. For

larger genomic distances the previously described algorithm is used, but interhomologous

imputations are only considered if the read mates are separated by ≥ 100 Mb. Human

chromosomes 15 - 22 are smaller than this threshold, thus rendering the imputation of

interhomologous contacts by default impossible, demonstrating the limits of this simplified

approach. Paired end reads in which no read mate is overlapping a heterozygous variant

resulting in both haplotypes being unknown, are not imputed. With the combination of the

optimized single cell experimental approach and the method-specific algorithm, the authors

are phasing up to 67 % of contacts in human cell lines, however, with a strong focus on

interchromosomal contacts.

Lindsly et al. 2021 have tried to adapt the concept of Tan et al. 2018 and translate it to bulk

Hi-C data with limited success, as the essential feature of the possibility of imputing the

haplotypes of contacts by genomic proximity in a single-cell setting does not hold true in

bulk settings.
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Although chromatin conformation is being studied extensively in different model organisms,

cell cycle stages, environments, and many other settings, it is still unclear whether homologous

chromosomes show identical patterns or clear differences in chromatin folding.

Dixon et al. 2015 used the standard phasing approach for haplotype-specific analysis regarding

hESC H1. In a resolution of 1 Mb windows, compartments were calculated from very sparse

haplotype-resolved contact matrices derived from Hi-C experiments. Based on these sparse

matrices the authors found that haplotype-resolved A/B compartment patterns were highly

similar, with only 1.3 % of compartments changing between homologous chromosome copies.

Thus the authors concluded that the global folding patterns of homologous chromosomes are

highly similar.

By investigating the compartment changes between homologous chromosomes in their bulk

Hi-C-based haplotype-resolved data, Lindsly et al. 2021 on the other hand, found small

changes in the transition areas between A and B compartments, as well as variable TAD

boundaries, especially in the vicinity of genes with mono-allelic or allele-specific expression.

Using Dip-C, Tan et al. 2018 showed that folding differences exist in regions containing

imprinted genes and regarding X chromosome inactivation, as expected. When investigating

differences in chromatin compartments, the authors found that compartments fluctuated

around the genomic region’s mean compartment status almost independently in homologous

chromosomes, but also between single cells. Unfortunately, neither Tan et al. 2018 nor Lindsly

et al. 2021 provide numerical values of similarities and differences in chromatin conformation

between chromosome copies.

This wide range of conclusions shows that there is a need for more detailed haplotype-specific

analysis of chromatin conformation. In order to enable this focus on folding differences

between homologous chromosomes, specialized methods and algorithms for the generation of

conclusive, detailed, haplotype-resolved chromatin contact matrices need to be developed.

Here, we propose a novel phasing strategy to overcome the problem of extensive information

loss through discarded reads that don’t overlap phased variants. With our approach we aim

to increase the read and window phasing efficiency in genomes with low variant density such

as the human genome, to create detailed and accurate haplotype-specific chromatin contact

matrices from GAM data.

In this chapter, I will first describe the idea and implementation of our novel phasing strategy

in detail, before demonstrating the accuracy and efficiency of the approach. I present highly

improved haplotype-resolved matrices in the human genome and finally provide evidence for

substantial heterogeneity in chromatin folding between homologous chromosome pairs.
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5.2 Generating haplotype-specific contact matrices from GAM data

5.2.1 Co-Phasing concept

The foundation of any read-based haplotype-specific analysis is the efficient assignment

of sequencing reads to the homologous chromosome they originated from. As homologous

chromosomes are sequentially almost identical and can only be differentiated at heterozygous

variant positions, a read needs to cover at least one such genomic variant in order to be

phaseable. In this standard read-phasing approach visualized in Figure 5.3 A, the majority

of reads can not be uniquely assigned to a chromosome copy and is thus not informative

and effectively lost for subsequent haplotype-specific analysis. On the level of window-based

data structures such as chromatin conformation matrices, only genomic windows containing

sufficient coverage from phased reads can be uniquely assigned to a parental haplotype. This

standard phasing approach can yield promising results in variant-dense organisms and cell

lines such as the mESC line F123 and with high-coverage data, but it is especially inefficient

in already sparse data combined with genomic backgrounds with low variant density.

We are aiming to substantially increase the read and thus also window phasing efficiency

(WPE) of GAM data by leveraging GAM’s local haplotype fidelity. As shown in Figure 2.5

GAM data stores local phasing information as sequentially close variants captured in nuclear

slices are likely to originate from the same chromosome copy. Although this haplotype fidelity

decreases with increasing genomic distance between co-observed variants, it is exceptionally

strong for adjacent variants as shown by the highly accurate neighbour phasing results. While

useful for phasing heterozygous variants (Section 4.2), this GAM-specific characteristic to

catch local phasing information holds true in close sequential proximity independent of the

presence of genomic variants. It can thus be translated from the variant level to the read

level, and used to increase read phasing efficiency and to generate detailed haplotype-specific

chromatin contact matrices.

Instead of discarding all reads originating from genomic regions identical between homologous

chromosomes, haplotype fidelity of GAM data conceptually allows for the co-assignment of

those reads to the observed haplotype of phaseable reads in the vicinity. In order to maintain

accuracy in this novel ”Co-Phasing” approach, only reads within a chosen distance threshold

around covered variants are assigned to the observed haplotype and genomic windows are

phased accordingly (Fig 5.3 B). Thus, based on the GAM-specific local haplotype fidelity,

chromosome copies can be distinguished in a larger range around observed heterozygous

variants, leading to a drastic increase of phaseable reads. As distance thresholds around

observed genomic variants are independent from the boundaries of genomic windows, even

windows which do not contain heterozygous variants can potentially be phased using the

Co-Phasing approach. With an elevated fraction of phased reads and windows we are then

able to create detailed haplotype-specific chromatin contact matrices for genomes of low

variant density such as the human genome.
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Figure 5.3. Schematic presentation of the Co-Phasing concept
A) Standard phasing. Reads overlapping heterozygous variant positions (yellow and
magenta points) are assigned to their haplotype of origin (yellow and magenta reads). Reads
that are not overlapping variant positions can not be phased (grey reads). Genomic windows
are phased according to the assigned haplotype of phased reads in their span (yellow and
magenta areas). B) Co-Phasing approach. Based on the high local haplotype fidelity of
GAM data, reads within a defined distance cut-off (shaded area) around observed heterozygous
variants (yellow and magenta points) can confidently be assigned to the haplotype observed
at the variant position. Reads with a larger genomic distance to observed variant positions
are not phased (grey reads) to avoid incorrect phasing and ensure accurate results. Genomic
windows are phased according to the assigned haplotype of phased reads in their span (yellow
and magenta areas). Distance cut-offs are independent of the size and boundaries of genomic
windows.
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5.2.2 Co-Phasing algorithm

Figure 5.4. Co-Phasing workflow

The core Co-Phasing method that distin-

guishes this approach from the standard se-

quencing read-based phasing approach con-

sists of two successive novel modules that are

followed by the established process of gener-

ating haplotype-specific chromatin contact

matrices from phased GAM data. Refer-

ence genome, haplotypes and GAM data of

the organism of interest are input to the

Co-Phasing algorithm (Fig. 5.4 grey box).

First, within the individual samples of the

GAM dataset, the closest observed variant

is determined for each read (Fig. 5.4 yellow

box). Second, if the genomic distance be-

tween read and variant is below or equal

to the chosen distance threshold, the read

is assigned to the haplotype of its closest

observed variant and thus ”co-phased” with

the read overlapping said variant (Fig. 5.4 or-

ange box). Reads whose distance to the clos-

est observed variant exceeds the Co-Phasing

distance threshold are not phased. Then coverage tables are calculated based on the chosen

resolution for the unphased GAM dataset and the two sets of co-phased reads (Fig. 5.4 red

box). Afterwards the WPE and quality of genome coverage is calculated and haplotype-

specific chromatin contact matrices are generated from the co-phased reads (Fig. 5.4 purple

box). Detailed information for individual steps is described in the Method section 5.5 at the

end of this chapter.
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5.2.3 Application of the Co-Phasing strategy to mESC GAM data

First, we applied the Co-Phasing algorithm to the F123 GAM dataset. Since, so far, read

phasing always relied on reads directly overlapping variants, no benchmark data exists for

reads that were assigned to their parental haplotype without overlapping heterozygous variant

positions. However, we developed a specific validation framework in the variant-dense F123

genome. To this end, we defined standard phased chromatin contact matrices of F123 as

a benchmark, which were derived from the F123 1NP GAM dataset based on the full set

of heterozygous variants (see Fig. 5.5 A). Next, we down-sampled the full F123 variant set

to much lower human variant density (mean genomic distance of 1 kb between variants),

and applied our Co-Phasing approach to the same F123 1NP GAM dataset based on the

down-sampled variant set (see Fig. 5.5 B), using different distance thresholds. In this setting,

we compared the co-phased chromatin contact matrices to those phased using the traditional

concept, where only variant-overlapping reads are considered. This framework allowed us to

employ the benchmark data for technical validation of our novel phasing strategy, and thus

to demonstrate that the Co-Phasing method can precisely reproduce the detailed differences

in chromatin folding observed in the standard phased F123 matrices, in a genome with low

variant density. We also investigated the potential of the Co-Phasing method for improving

phasing efficiency, determined the accuracy of co-phased matrices, and explored the limits of

our approach.
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Figure 5.5. Schematic presentation of the technical validation in F123 GAM data
A) Standard phasing of GAM reads. Reads overlapping heterozygous variant positions
(yellow and magenta points) of the variant-dense F123 genome are assigned to their haplotype
of origin (yellow and magenta reads). Reads that are not overlapping variant positions
can not be phased (grey reads). Genomic windows are phased according to the assigned
haplotype of phased reads in their span (yellow and magenta areas). B) Co-Phasing of GAM
reads using a down-sampled variant set. Reads within a defined distance threshold (shaded
areas) around observed heterozygous variants (yellow and magenta points) are assigned to
the haplotype observed at the variant position. Reads with a larger distance to observed
variant positions are not phased (grey reads). Genomic windows are phased according to
the assigned haplotype of phased reads in their span (yellow and magenta areas). Distance
thresholds are independent of the size and boundaries of genomic windows.
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The standard phased chromatin contact matrices of F123 serve as a benchmark (Fig. 5.6 left),

while the standard phased matrices of the down-sampled F123 variant set show a baseline

result (Fig. 5.6 middle). The phased matrices based on the human variant density are very

sparse, show no detail especially in long-distance contacts, and are, as expected, unsuitable for

haplotype-specific analysis. Using our novel Co-Phasing approach on the same down-sampled

F123 variant set (Fig. 5.6 right), however, generates haplotype-specific contact matrices in

such a great detail as it was previously only achievable in the variant-dense genome (Fig. 5.6

left). This side-by-side visual comparison shows remarkably strong similarities between the

phased (left) and co-phased (right) chromatin contact matrices. Long- and short-range

contacts, as well as overall structures, domains and patterns, are accurately reproduced

by the Co-Phasing method in great detail. On the other hand, the pronounced differences

between phased matrices of homologous chromosomes (Fig. 5.6, upper vs lower panels) are

clearly visible and defined in the co-phased matrices as well.

Figure 5.6. Comparison of phased and co-phased F123 contact matrices
Haplotype-specific chromatin contacts of a 10 Mb region of mouse chromosome 7 (48 Mb
- 58 Mb) are shown at 50 kb resolution. Matrices were derived from the F123 1NP GAM
dataset. Matrices on the left were phased using the full F123 variant set as shown in Fig. 5.5
A. Matrices in the middle were phased based on the down-sampled F123 variant set with
human variant density. Matrices on the right were generated using the Co-Phasing approach
based on the down-sampled F123 variant set with human variant density and a Co-Phasing
distant threshold of 100 kb (Fig. 5.5 B).
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After generating the benchmark, baseline and co-phased matrices, we first investigated the

gain in window phasing efficiency (WPE) enabled by the Co-Phasing approach compared to

the standard phasing approach in genomes with sparse variant density (baseline, Fig. 5.6,

middle vs right panels). Employing the Co-Phasing method with a distance threshold of

0 bp is equivalent to the standard phasing approach, as only reads directly overlapping

heterozygous variants from the down-sampled variant set were phased. This produced a

baseline WPE of 30 % (Fig. 5.7), which is comparable to the ∼ 17 % WPE of the initial

attempt to phase H1 data presented in Section 5.1. As the mean genomic distance between

H1 variants is approximately double the genomic distance of the down-sampled F123 variant

set used in this technical validation, we expected approximately double the WPE.

A Co-Phasing distance threshold of 50 kb already drastically increases the WPE to 64 %,

almost reaching the WPE level of the benchmark F123 matrices based on the full variant

set (70 %). Further increasing distance cut-offs allows for even higher WPE up to > 98 %

when all reads are co-phased. Noticeably, equal proportions of windows were assigned to

the parental haplotypes and the percentage of positive windows that could not be uniquely

assigned to a parental chromosome copy due to ambiguous phase information from contained

co-phased reads is consistently low across all distance thresholds. Both these findings show

generally high conformity provided from co-phased reads and indicate high quality co-phasing

results.

0 bp 50kb 100kb 200kb no cut−off
Distance threshold

Pe
rc

en
t o

f p
os

iti
ve

 w
in

do
w

s

0

20

40

60

80

100

0.35 1.64 1.68 1.7 1.72
15.21

32.21
37.25 39.47

48.87
15.29

32.41

37.51
39.76

49.25

Dual
Parent 1
Parent 2

Figure 5.7. Co-Phasing enhances window phasing efficiency
Window phasing efficiency of the co-phased mESC F123 1NP GAM dataset based on the
down-sampled F123 variant set is shown for different distance thresholds. Yellow and magenta
bars show the percentage of uniquely phased positive windows per parental haplotype, while
grey bars show the percentage of positive windows that had ambiguous phase information.

Next, in order to assess the accuracy of our Co-Phasing algorithm, we investigated the extent

of incorrectly co-phased windows on a GAM sample level. To this end, for each F123 1NP

GAM sample the haplotype assignments derived from the standard phasing approach based

on the full variant set (benchmark) and the Co-Phasing approach based on the down-sampled

variant set were compared. Genomic windows assigned to the CAST haplotype in one and
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the S129 in the other and vice versa are declared incorrectly co-phased windows. Figure 5.8

shows these Co-Phasing errors over increasing distance thresholds per haplotype and window

size. As expected, no errors occurred with 0 bp distance (Fig. 5.8 all panels, light blue

rows) as this resembles the standard phasing approach on the down-sampled variant set

(baseline). In general very few windows are co-phased incorrectly with on average 0.04 %

using 50 kb distance threshold and 50 kb resolution (Fig. 5.8 A and B, second rows) up to on

average 0.19 % at 200 kb resolution and no distance cut-off (dark blue rows in Fig. 5.8 E and

F). A slight increase in the percentage of incorrectly co-phased windows can be seen over

the chosen distance threshold as well as resolution, which is expected as (i) the probability

of incorrectly co-phasing reads increases with increasing distance thresholds following the

exponential haplotype fidelity relationship previously introduced in Chapter2.3, Figure 4.13,

and (ii) the absolute number of genomic windows decreases with increasing window size and

thus a single incorrectly co-phased window has more impact on the percent values. However,

co-phasing errors are extremely rare and seem mostly dependent on individual samples rather

than on the other mentioned factors. In conclusion, the haplotype assignments of genomic

windows based on co-phased reads is extremely accurate.

Figure 5.8. Percent of incorrectly co-phased windows
The heatmaps show the percentage of incorrectly co-phased windows in all F123 samples
depending on different distance thresholds (10 iterations each). Samples are sorted along the
x-axis according to increasing error rate when no distance threshold is used. Co-Phasing
distance thresholds are colour-coded in different shades of blue from 0 bp distance resembling
the standard phasing in light blue, to no distance threshold where all reads are co-phased in
dark blue (y-axis). A, C, E show data from the CAST-specific co-phased windows while B,
D, F show the S129-specific data. A and B refer to 50 kb window size; C and D to 100 kb
window size; E and F to 200 kb window size.
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While a clear statement can be made about the correctness of co-phased windows that have

also been phased using the standard read-phasing approach (benchmark), the co-phased

matrices show a gain of phase information that has not been available in the benchmark

data. Figure 5.9 shows the percentage of gained co-phased windows over increasing distance

thresholds per haplotype and window size similar to Figure 5.8. Here, all genomic windows

which could not be assigned to a parental chromosome copy by standard phasing in each

sparse GAM sample constitute 100 %, respectively. It is worth noting, that each nuclear slice

contains approximately 8 % of the diploid genome (Beagrie et al. 2017) and thus many of

those windows are not covered by GAM reads because the respective genomic regions were not

captured in the specific nuclear slice. As expected, no additional haplotype-resolved windows

are gained with the 0 bp distance threshold (baseline), however, gains already broadly increase

throughout the GAM dataset with 50 kb distance threshold over all resolutions, with on

average 0.26 % at 50 kb window size (Fig. 5.9 A and B). Percentages of additionally co-phased

windows keep increasing with growing thresholds and growing window sizes with on average

1.24 % gained co-phased windows without a distance threshold at 200 kb window size (dark

blue rows in Fig. 5.9 E and F). With regard to the very sparse GAM data, the amount of

phased windows gained through Co-Phasing is impressive. The gain of phase information

is much higher compared to known incorrectly co-phased windows, occurs much broader

throughout the dataset and is much less sample dependent. Given the large difference in

size of the underlying variant sets, these findings show the great potential of Co-Phasing for

gaining haplotype information in genomic regions void of heterozygous variants.

Figure 5.9. Percent of gained co-phased windows
The heatmaps show the percentage of gained co-phased windows, which could not be phased
using the standard phasing approach and are thus not verifiable. Colour-codes as in Fig. 5.8.
Samples are sorted along the x-axis by increasing values when no distance threshold was
used.
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Finally, in order to objectively measure the similarity between the haplotype-specific chro-

matin contact matrices derived from the Co-Phasing approach and the standard phasing

benchmark, we employed the structural similarity index (SSIM). Although the SSIM was

originally developed for image quality assessment (Z. Wang et al. 2004), it has recently been

applied to Hi-C derived contact matrices (Galan et al. 2020) to identify similarities and

differences in chromatin contact data. SSIM is based on three separate measurements of

luminance, contrast and structure, and values range between 0 and 1, with 0 indicating no

structural similarity, while 1 is only achieved when comparing identical entries (for more

details please see Section 5.5.2).

For each pairwise matrix comparison we removed undetected windows to prevent high simi-

larity values caused by missing data in unphased regions. As a baseline similarity value, we

randomized the haplotype-specific contact matrices derived from the standard phasing ap-

proach along the off-diagonals, such that features of chromatin architecture are not violated.

First, we compared the benchmark phased matrices with these randomized matrices to

determine a baseline SSIM value (Fig. 5.10), which was low as expected (mean = 0.06, stan-

dard deviation (sd) = 0.01). Comparing phased and co-phased matrices (Fig. 5.10) revealed

consistently high similarity across all chromosomes with SSIM values up to 0.81 (mean = 0.78,

sd = 0.01). Strikingly, phased matrices of homologous chromosomes show a mean similarity

of 0.43 (sd = 0.04), indicating strong differences in chromatin contacts between chromosome

copies but no completely independent folding. The Co-Phasing approach matches these

interhomologous SSIM values, showing high phasing accuracy and supporting the finding

that chromatin conformation is replicated in detail, despite the drastic reduction in available

heterozygous variants as phasing anchor.
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Figure 5.10. Structural similarity of phased and co-phased F123 contact matrices
The structural similarity of various contact matrices is shown per chromosome (black points)
and in summary (boxplots). As baseline, phased matrices were compared to randomised
matrices (boxplots 1,2). Phased and co-phased matrices of the same homologous chromosomes
show very high similarity (mean = 0.78, boxplots 3,4). Haplotype-specific matrices generated
using the standard phasing approach show an average SSIM of 0.43 between homologous
chromosomes (boxplot 5). The Co-Phasing approach replicates these differences in chromatin
contacts between the homologous chromosomes, also showing a mean SSIM of 0.43 between
chromosome pairs (boxplot 6).
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As described above, the SSIM integrates three separate measurements important for compar-

ing images: luminance, contrast, and structure (Z. Wang et al. 2004). To confirm that the

SSIM values presented above are based on structural differences between matrices and do not

present technical artifacts, I investigated each measure separately. Figure 5.11 shows that

the SSIM values solely capture biological signal in terms of structural differences between

matrices and are not influenced by technical artifacts, as the luminance and contrast are

identical between compared matrices.

Figure 5.11. SSIM values show structural differences
The differences and similarities of compared haplotype-specific chromatin contact matrices
are not based on differences in luminance (A), or contrast (B), as matrices are identical in
these features, but are indeed based on structural differences in the matrices (C).

Additionally, we investigated the impact of different Co-Phasing distance thresholds on the

similarity between phased and co-phased matrices (Fig. 5.12). In line with the moderate

improvements in WPE considering different Co-Phasing distance thresholds, the similarity

between phased and co-phased matrices does improve but does not drastically change with

different cut-offs. Co-phased matrices generated with different distance cut-offs are also

highly similar, showing that the Co-Phasing method robustly generates accurate results.

Figure 5.12. SSIM depending on Co-Phasing distance threshold
Phased and co-phased matrices are compared over increasing distance thresholds (boxplots
1-3) as well as co-phased matrices generated using different distance thresholds (boxplots
4-6).
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The comprehensive technical validation in the F123 benchmark genome demonstrated that

our novel Co-Phasing approach enables the generation of highly accurate, detailed, robust

haplotype-specific chromatin contact matrices with much improved phasing efficiency and

minimal incorrect phasing in a genome with low variant density. The generated high-resolution,

haplotype-resolved contact matrices reliably capture the similarities and differences in

chromatin conformation of homologous chromosome copies over varying distance thresholds

and, moreover, allow for unprecedented information gain in regions void of sequential

differences.
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5.2.4 Detailed haplotype-specific contact matrices from human GAM data

After validating our Co-Phasing approach in the benchmark F123 genome, we applied the

novel phasing method to the available 3NP GAM data of the hESC cell line H1. Compared to

matrices derived from the initial standard phasing approach (Fig. 5.13 A), the H1 haplotype-

specific chromatin contact matrices generated with the Co-Phasing method (Fig. 5.13 B) are

greatly improved. Here, chromatin contacts are shown in high detail, with defined signal

along the diagonal, but also distinct long-range contact patterns. The haplotype-resolved

matrices clearly show previously unappreciated differences in the spatial organization of

human chromosome copies.

Figure 5.13. Phased and Co-Phased hESC H1 chromatin contact matrices
Haplotype-specific chromatin contact matrices were generated from the H1 GAM dataset (A)
using the standard phasing and (B) the novel Co-Phasing approach with a distance threshold
of 200 kb. All depicted matrices show a 10 Mb genomic region on human chromosome 3
(175 Mb - 185 Mb) at 50 kb resolution.
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Co-Phasing of the H1 GAM data substantially increased the read and window phasing

efficiency in this variant-sparse genome compared to the standard phasing approach. Already

with a small Co-Phasing distance cut-off of 1 kb around observed variants, > 20 % of reads

and > 23 % of genomic windows could be uniquely assigned to their parental chromosome copy

(Fig. 5.14). With increasing distance cut-offs of 50 kb, 100 kb, 200 kb, and unlimited distance,

49.8 %, 60.6 %, 72 % and 100 % of reads were co-phased, respectively. Due to the high local

haplotype fidelity of GAM data even in 3NP samples, the WPE drastically increased with

larger Co-Phasing distance thresholds, while the amount of genomic windows that contained

phased reads from both homologous chromosomes, which could consequently not be uniquely

phased, is consistently small (below 2 %, see Fig 5.14). Homologous chromosomes were

observed in equal proportions in GAM data, as shown by the continuous 1:1 ratio of windows

assigned to parental haplotypes.
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Figure 5.14. Elevated window phasing efficiency over increasing Co-Phasing
distance thresholds
WPE of the co-phased hESC H1 3NP GAM dataset at 50 kb resolution is shown depending
on increasing distance thresholds between observed variants and co-phased reads. Without
Co-Phasing (0 bp threshold) only 17 % of positive genomic windows can be uniquely assigned
to their haplotype of origin (yellow, magenta). WPE increases with larger cut-offs until
almost all windows detected in the datasets (98 %) can be uniquely assigned to their parental
chromosome if no distance cut-off is used. Continuously, over increasing distance thresholds,
only few windows contain reads from both homologous chromosomes and cannot be phased
(grey).
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The quality of genome sampling also showed a great improvement when applying the Co-

Phasing approach. Figure 5.15 shows the comparison of co-segregation values of phased and

co-phased H1 chromatin contact matrices using the best performing distance threshold of

200 kb. Although on average still 12.7 % of window pairs are not detected in the co-phased

matrices, the distribution of co-segregation values resembles the desired Poisson distribution

much more closely compared to the standard phasing approach (τ = 0.94).
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Figure 5.15. Quality of genome sampling after standard phasing and co-phasing
of H1 GAM data
The distribution of co-segregation values is shown for haplotype-resolved chromatin contact
matrices derived from standard phasing (dark green) and co-phasing (light green) of H1
GAM data. Parental genomes are distinguished by solid and dashed lines. The data is based
on a window size of 50 kb and a Co-Phasing distance cut-off of 200 kb as shown in Fig. 5.13.
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Finally, we assessed the similarity of chromatin contacts of the

homologous chromosome copies. Calculating the structural

similarity between co-phased matrices of H1 confirms the dis-

tinct differences as all homologous chromosome pairs show a

consistent degree of dissimilarity with an average SSIM of 0.59

(Fig. 5.16).

In conclusion, using our novel Co-Phasing approach we are

able to leverage the haplotype fidelity stored in GAM data to

assign previously unphaseable reads to their haplotype of origin

and thus increase the phasing efficiency in genomes with low

variant density such as H1. We derived detailed and accurate

haplotype-specific chromatin contact matrices from human

GAM data which show clear and unprecedented differences

between the folding of homologous chromosomes.
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Although the technical validation of the Co-Phasing method in the F123 genome showed

compelling results, we developed a framework for an additional level of validation to support

the accuracy of our co-phased H1 chromatin contact matrices. To this end, we biologically

validated the integrity of the haplotype-resolved chromatin contact matrices by comparing

levels of genome activity in form of chromatin compartments derived from co-phased matrices

and transcriptional activity from two independent experimental methods.

Chromatin compartments can be derived from chromatin contact matrices and indicate

the activity and accessibility of genomic regions. Hereby A compartments are associated

with active and open chromatin while B compartments are associated with transcriptionally

inactive and condensed genomic regions (see Section 1.2.2.3). First, we calculated haplotype-

specific chromatin compartments from co-phased chromatin contact matrices to demonstrate

the independent activity of the respective genomic regions on the homologous chromosome

copies. The same genomic region on homologous chromosomes can either be in an active

compartment in both (AA), in an active compartment in one while in an inactive compartment

in the other (AB, BA), or in inactive compartments in both chromosome copies (BB).

Next, we examined transcriptional activity of genomic regions as concordantly indicated by

two independent experimental approaches. We processed GRO-Seq data, which captures

nascent transcription activity, such that read counts are summarized in genomic windows.

Additionally, poly-A enriched RNA-Seq data was used to calculate gene expression.

Finally, transcriptional activity was compared between AA, AB and BB compartments.

We propose a higher transcriptional activity in regions that are active in both homologous

chromosomes (AA) compared to regions that are active in one chromosome copy and inactive

in the other (AB, BA), while the lowest transcriptional activity is predicted for regions that

are inactive in both homologous chromosomes (BB). The concept of this biological validation

is visualized in Figure 5.17.

Figure 5.17. Schematic presentation of biological validation in the H1 genome
Transcriptional activity is compared to haplotype-specific chromatin compartments derived
from co-phased contact matrices. A high level of expression in AA compartments, moderate
expression in AB compartments and a low level of expression in BB compartments conceptually
supports the accuracy of co-phased matrices.
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First, we derived haplotype-specific chromatin compartments from co-phased chromatin

contact matrices of H1. 59.94 % of derived compartments agreed between the homologous

chromosomes, with 32.75 % matching A compartments and 27.18 % matching B compartments.

Yet, 40.06 % of compartments differed, meaning that the respective regions were considered

A compartment on one chromosome copy and B compartment on the other. These results are

in line with the previously calculated similarity of 0.59 between chromatin contact matrices

of homologous chromosomes.

Next, we gathered information on transcriptional activity with respect to two different

aspects, first, nascent transcription as detected by GRO-Seq experiments and second, gene

expression as obtained from poly-A enriched RNA-Seq, whereby we restricted our analysis

to protein coding genes. In both datasets, low expression values were not removed on order

to not bias the analysis towards expressed genes and regions, but instead to include inactive

regions associated with B compartments.

Both nascent and gene expression show bimodal distributions (Fig. 5.18), supporting the

presence of actively transcribed regions and inactive regions with a background level of

transcription. 63.64 % of protein coding genes were expressed in the H1 dataset (Fig. 5.18

B).
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Figure 5.18. Transcriptional activity in hESC H1
(A) Histogram of nascent expression from GRO-Seq data with read counts summarized in
50 kb windows. Values with added pseudocount were log10 transformed. (B) Histogram of
gene expression of protein coding genes in log10(TPM +1), calculated from poly-A enriched
RNA-Seq data. Vertical line shows the threshold of TPM=1 at which genes are declared
expressed.

Finally, we investigated the transcriptional activity in the previously obtained chromatin

compartments. Figure 5.19 shows nascent (A) and gene expression (B) in the respective

haplotype-specific compartment combinations AA, AB and BB. Nascent transcription shows

a bimodal distribution across all compartments(Fig. 5.19 A), but with significant differences

between the three compartment combinations. AA compartments include more regions

with increased nascent transcription, as indicated by the more pronounced peak in the

high expression mode, while the low level of background expression is more frequent in BB

compartments. Although we expected to find that unphased nascent transcription shows
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a r e d u cti o n i n bi m o d al p e a k s t o w ar d s m or e pr o n o u n c e d m e a n v al u e s, w e f o u n d t h at t h e

t w o m o d e s i n di c ati n g a cti v e a n d b a c k gr o u n d n a s c e nt tr a n s cri pti o n ar e r at h er b al a n c e d t h a n

mi x e d i n A B c o m p art m e nt s.

R e g a r di n g t h e e x pr e s si o n of pr ot ei n c o di n g g e n e s ( Fi g. 5. 1 9 B), 3 5. 4 9 % of e x pr e s s e d

g e n e s ar e l o c at e d i n A A c o m p art m e nt s, 3 9. 1 3 % i n A B c o m p art m e nt s a n d 2 5. 3 8 % i n B B

c o m p art m e nt s. T h e s e r e s ult s ar e cl o s e t o t h e fr a cti o n s of A A ( 3 2. 7 5 %), A B ( 4 0. 0 6 %) a n d

B B ( 2 7. 1 8 %) c o m p art m e nt s i n t h e H 1 c ell s pr e s e nt e d a b o v e. H o w e v er, pr ot ei n c o di n g g e n e s

s h o w si g nifi c a ntl y hi g h er tr a n s cri pti o n al a cti vit y i n A A c o m p ar e d t o A B a n d B B r e gi o n s.

A s d e s c ri b e d pr e vi o u sl y i n S e cti o n 1. 2. 2. 3, tr a n s cri pti o n al a cti vit y i n c o m p art m e nt s i s n ot

p e rf e ctl y bi m o d al w h er e B c o m p art m e nt s ar e stri ctl y sil e n c e d a n d A c o m p art m e nt s ar e

c o n st a ntl y tr a n s cri b e d. I n d e e d, A a n d B c o m p art m e nt s d o g e n er all y c orr el at e wit h o p e n,

a c c e s si bl e, a n d a cti v e r e gi o n s o n t h e o n e h a n d, a n d h et er o c hr o m ati c r e gi o n s, o n t h e ot h er

h a n d. H o w e v er, n ot all g e n e s i n A c o m p art m e nt s ar e al w a y s e x pr e s s e d a n d h et er o c hr o m ati n

d o m ai n s al s o c o nt ai n a cti v e sit e s. G e n e e x pr e s si o n r e g ul ati o n i s c o m pl e x a n d i nfl u e n c e d b y

v a ri o u s m e c h a ni s m s t h at c a n a ct m or e s p e cifi c a n d t ar g et e d b e si d e t h e l o c ati o n i n A or B

c o m p art m e nt s i n t h e n u cl e u s.

****

****

****

0

2

4

6

A A A B B B

C o m p art m e nt L e v el

l
o
g
1
0(

N
as

c
e
nt
 

Ex
pr

es
si

o
n)

* *

* * *

n s

0

1

2

3

4

5

A A A B B B

C o m p art m e nt L e v el

 l
o
g
1
0(

G
e
n
e 

Ex
pr

es
si

o
n)

A B

Fi g u r e 5. 1 9. Tr a n s c ri p ti o n al a c ti vi t y a c r o s s diff e r e n t c h r o m a ti n c o m p a r t m e n t s
N a s c e nt e x pr e s si o n ( A) a n d e x pr e s si o n of pr ot ei n c o di n g g e n e s ( B) ar e si g nifi c a ntl y hi g h er i n
A A c o m p a rt m e nt s c o m p ar e d t o A B a n d B B c o m p art m e nt s.

I n c o n cl u si o n, t h e g e n er al tr a n s cri pti o n al a cti vit y a s i n di c at e d b y c hr o m ati n c o m p art m e nt s

d e ri v e d f r o m c o- p h a s e d c hr o m ati n c o nt a ct m atri c e s w a s s u p p ort e d b y t w o i n d e p e n d e nt

e x p eri m e nt al d at a s et s pr o vi di n g n a s c e nt e x pr e s si o n a n d g e n e e x pr e s si o n i nf or m ati o n. I n

b ot h a p pr o a c h e s, si g nifi c a nt diff er e n c e s i n tr a n s cri pti o n al a cti vit y b et w e e n c o m p art m e nt s

w er e d et e ct e d. A s a pr o of of pri n ci pl e, t hi s d e m o n str at e s t h at c o- p h a s e d m atri c e s r e pr e s e nt

v e rifi a bl e c h r o m ati n c h ar a ct eri sti c s t h at a gr e e wit h i n d e p e n d e nt e x pr e s si o n d at a a n d, t h u s,

t h at o ur n o v el p h a si n g a p pr o a c h i s bi ol o gi c all y v ali d.
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5.3 Discussion

The aim of haplotype-specific analysis in general is to disentangle the signal superimposed

from homologous chromosomes, often to investigate differences between them. To this end,

sequencing reads must be uniquely assigned to their homologous chromosome of origin. In

standard phasing approaches, only reads covering heterozygous variant positions contain

haplotype information. They can be uniquely assigned to their parental chromosome copy

according to the observed variant allele and are informative for haplotype-specific analysis.

Reads originating from genomic regions that are sequentially identical in both homologous

chromosomes and thus indistinguishable, can not be uniquely assigned to their chromosome

copy of origin without further information and are thus discarded.

As homologous chromosome copies are, however, almost identical in sequence and differ only

in a very small amount of bases, a large quantity of reads which are highly informative in

an unphased setting, are discarded for haplotype-specific analysis, leading to a significant

loss of valuable information. Consequently, low variant densities in genomes of interest pose

a challenge to haplotype-specific analysis, as very few heterozygous positions exist where

homologous chromosomes can be distinguished, thus causing the majority of reads to be

discarded.

In the presented initial attempt of creating haplotype-resolved chromatin contact matrices

from the H1 GAM dataset, the phaseable fraction of reads was too low to generate informative

matrices. Using the standard phasing approach in this human genome with low variant

density, over 95 % of reads were discarded. The remaining low fraction of phased reads led

to low window phasing efficiency in individual samples, and an insufficient saturation of

haplotype-specific contact matrices of the whole dataset, thus preventing haplotype-specific

analysis of chromatin conformation in this variant-sparse genome.

To overcome this problem of extensive information loss in standard phasing, we developed

Co-Phasing, a new innovative phasing algorithm which drastically increases read phasing

efficiency by assigning reads in variant-free regions of the genome to their haplotype of origin.

Our novel Co-Phasing algorithm leverages the local haplotype fidelity unique to GAM data to

”co-phase” reads in a justified range around a covered variant allele to the observed haplotype.

The haplotype information of the target genome is the only requirement for Co-Phasing and

as this can be directly reconstructed from the same GAM dataset using GAMIBHEAR, no

additional experiment or input data is needed. With this novel phasing approach we can

exhaust the available information on chromatin folding for haplotype-specific analysis even in

genomes with low variant density and create haplotype-resolved chromatin contact matrices

from GAM data in unprecedented detail.
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As this innovative algorithm is the first to enable phasing of reads in the variant-free regions

of the genome, the accuracy of the resulting matrices is not trivially verifiable due to missing

benchmark datasets. Therefore, we introduced two independent validation approaches to

confirm and support the Co-Phasing results from a technical and a biological perspective.

Using a custom framework for technical validation we were able to demonstrate that co-

phased matrices derived from variant-sparse genomes are accurately and robustly reproducing

haplotype-specific differences in chromatin conformation, previously only detectable in variant-

dense genomes. This setting allowed us to validate the correct haplotype assignment of

over 99.9 % of co-phased windows in high-resolution chromatin contact matrices. Beyond

that, our Co-Phasing strategy is also able to assign haplotypes to genomic windows that

were not phaseable using the standard phasing approach, either due to existing variants

being unobserved, due to an insufficient coverage of variants or due to a complete lack of

genomic variants in the specific windows. Our Co-Phasing method sufficiently improved the

window phasing efficiency, but naturally, with no phased windows available for comparison,

these additionally gained haplotype assignments are unfortunately not directly verifiable.

Nonetheless, they demonstrate the immense gain of haplotype-specific information provided

by our innovative approach.

Taking our efforts further, the Co-Phasing approach is not limited to variant-sparse genomes,

but can also be applied in variant-dense genomes to enhance the read phasing efficiency and

thus allow for the generation of haplotype-specific matrices in much higher resolution. Being

able to assign up to 100 % of reads uniquely to their parental chromosome copies and thus

also phase variant-free genomic windows would entirely prevent the information loss caused

by standard phasing and allow for complete, detailed, haplotype-specific views on chromatin

folding in all species.

Attempts to leverage publicly available data on gene expression and nascent expression for

biological validation of our Co-Phasing strategy showed promising results. The significant

expression differences supported the haplotype-specific compartment assignments based

on co-phased matrices, however, the results were expectedly not as clear and explicit as

results from the technical validation. This is not surprising as gene expression regulation is

a complex system in which (i) a multitude of mechanisms next to chromatin conformation

is influencing gene expression, (ii) not all regions in active chromatin compartments are

constantly transcribed just as not all regions in inactive compartments are completely silent,

and (iii) compacted, inactive regions of the genome still show a base level of transcription,

which is necessary to sustain and stabilize the intense compaction. Our results of the

biological validation are thus in line with previous observations describing that differences in

the chromatin conformation of homologous chromosomes often, but not necessarily correlate

with gene expression differences between the respective alleles (Rivera-Mulia et al. 2018).

For direct validation of differential chromatin contacts revealed by Co-Phasing, DNA-FISH

would be an interesting and suitable experimental approach to visualize and thus verify the

allelic changes in genome folding.

In summary, the successful technical and biological validation approaches have supported and

verified the accuracy of the presented Co-Phasing strategy and demonstrated its power to

generate highly detailed and informative haplotype-resolved chromatin contact matrices from
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variant-sparse genomes. Despite these successes, the robustness of the inferred haplotype-

specific matrices remains an open question. Here, a jackknife resampling step is conceivable.

By repeatedly creating co-phased matrices from subsamples of the GAM dataset, the

jackknife method would provide an estimator for co-phased windows and thus haplotype-

specific contacts or folding patterns. With this additional step, the reliability and robustness

of the co-phased matrices could be assessed, spurious contacts could be filtered out, and the

resulting contact matrices could possibly be enhanced.

With our novel Co-Phasing method, we have generated for the first time, detailed haplotype-

specific chromatin contact matrices from human data. Co-phased chromatin contact matrices

derived from the H1 GAM dataset revealed intricate details of haplotype-specific chromatin

folding that have previously been inaccessible due to low variant densities in the human

genome. Comparing contact matrices of homologous chromosomes revealed substantial

differences in allele-specific chromosome topologies, as matrices only share ∼ 0.6 structural

similarity and derived haplotype-specific chromatin compartments also only agreed to ∼ 60 %.

Our findings are in contrast to previous assessments on the similarity of chromatin folding of

homologous chromosomes in the human genome.

Using in situ Hi-C in human GM12878 B-lymphoblastoid cells, S. S. P. Rao et al. 2014 build

unphased chromatin contact maps with resolutions up to 1 kb by capturing over 4.9 billion

pairwise contacts. After phasing 9,377,353 of these chromatin contacts using the 1,787,252

phased SNPs of GM12878, the authors found that homologous chromosomes show highly

correlating (R > 0.998) intrachromosomal contact profiles, indicating very similar chromatin

folding. However, at the level of chromatin loops, differences between chromosome copies

were found at imprinted genes. Although the high resolution of unphased chromatin contact

matrices generated by S. S. P. Rao et al. 2014 is striking, the actual resolution of haplotype-

resolved matrices was not provided but must be restricted already by the low variant density

of human genomes, as read pairs could only be phased if both mates overlap variant positions.

Interestingly, using different experimental methods such as ChIA-PET (Tang et al. 2015)

and H3K27ac Hi-ChIP (Mumbach et al. 2017), other authors found various differences in

chromatin looping between homologous chromosomes. Additionally, differentiated cells such

as GM12878 might show different compartmentalization than stem cells such as hESC H1.

Analyses in mice have shown that compartmentalization of homologous chromosomes differs

at early embryogenesis, but becomes more similar during development (Du et al. 2017; Ke

et al. 2017).

Dixon et al. 2015 investigated the changes of chromatin architecture during stem cell

differentiation based on hESC H1 and H1-derived lineages using Hi-C. The authors found

striking changes in compartmentalization with up to 36 % of compartments changing during

differentiation. In this context, the authors also briefly examined haplotype-specific differences

in chromatin organization. After reconstructing haplotypes of hESC H1 using HaploSeq

(Selvaraj et al. 2013), Hi-C reads were phased and chromatin compartments were called in

1 Mb resolution. Unfortunately, the authors did not present the fraction of phased reads or

allelic coverage and have also not provided haplotype-specific chromatin contact matrices.

However, they found that haplotype-resolved A/B compartment patterns were highly similar

across lineages, with only 1.3 % of compartments changing between homologous chromosome
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copies in hESC H1. The authors also noticed that regions with disagreeing haplotype-specific

compartments (AB) are neither associated with nor enriched for imprinted genes or genes

showing allele-specific expression. Although compartments might contribute to specific gene

expression patterns, more local acting mechanisms such as loops or epigenetic modifications

have a higher impact. Thus Dixon et al. 2015 concluded that the global folding patterns of

homologous chromosomes are highly similar. However, given the variant-sparse genome of

H1 combined with the low phasing efficiency of Hi-C data provided by the standard phasing

approach, these conclusions should be interpreted with caution as Dixon et al. 2015 generated

lower resolution and potentially lower quality haplotype-resolved information, limited to

single variant positions.

Although methods like HiCHap (Luo et al. 2020) were developed to generate, correct and

handle haplotype-specific Hi-C data affected by biases due to variable variant density across

the genome, phasing efficiency could not be increased and analysis was often restricted

to compartments and domains as refined assessments such as directly measuring matrix

similarities between haplotype-resolved Hi-C contact matrices is impeded by the sparsity

of phased data. However, the authors presented considerably differences in chromatin

conformation of homologous chromosomes of GM12878 after correcting contact matrices for

biases. These differences were associated with allele-specific epigenetic marks and chromatin

modeling, DNA-binding proteins such as CTCF and Rad21.

In order to improve phasing efficiency for haplotype-specific analysis of chromatin confor-

mation based on 3C-derived experimental methods, Tan et al. 2018 developed a single cell

chromatin conformation capture method called Dip-C, which enables the imputation of

haplotypes of unphased read pairs surrounding a phased contact. Conceptually, the anchor

chromatin contact with known haplotypes physically connects the contacting chromatin

regions and unphased read pairs mapping to the same regions are likely to belong to the same

contact and thus the same haplotypes. This approach is based on (i) the single cell setting

and (ii) the assumption that homologous chromosomes are engaging in different chromatin

contacts, such that the anchor contact the imputations are based on is not identical between

homologous chromosomes. However, as Tan et al. 2018 mostly focused on interchromosomal

contacts between non-homologous chromosomes, the haplotype imputation of intrachromo-

somal contacts is simplified in such a way that the haplotypes of read pairs with no read

mate overlapping a heterozygous variant are not imputed and in cases where one read mate

does overlap a variant, the other mate is assigned to the same haplotype as the contact is

assumed to be intrahomologous. Thus, the phasing efficiency regarding intrachromosomal

contacts is increased, but contact information of the majority of read pairs is still lost for the

haplotype-resolved analysis. Unfortunately, the authors do not provide numbers for phasing

efficiency after haplotype imputation. Using imputed haplotypes from Dip-C, Tan et al. 2018

investigated differences of homologous chromosomes in single cells. Without providing direct

measurements, compartments calculated in 20 kb window size were found to be regularly

similar between chromosome copies. However, the authors did find variations in chromatin

folding which were of similar extend between cells as well as within cells, whereby fluctuations

were independent between homologous chromosomes. Differences in chromatin folding were

found to be especially prevalent in regions containing imprinted genes.

Based on the single-cell-dependent method proposed by Tan et al. 2018, Lindsly et al. 2021
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recently developed HaploHiC, a method that likewise aims to impute haplotypes of un-

phaseable chromatin contacts, however, from bulk Hi-C data. The underlying hypothesis for

the haplotype prediction of unphased reads is again that homologous chromosomes could be

differentiated if they fold into different 3D structures. The algorithm imputes the haplotypes

of read pairs by taking into account the observed haplotypes of phased read pairs in the same

restricted local region. While first only haplotypes of read pairs with one phased read mate

are imputed based on observed haplotypes of fully phased, surrounding read pairs (0.44 % of

all reads), these are later used to also predict the haplotypes of read pairs where no read mate

covers a heterozygous variant, thus phasing up to 99.13 % of all read pairs. To investigate the

interhomologous differences in chromatin folding in human B-Lymphocyte cells GM12878,

the authors compared haplotype-resolved chromatin contact matrices of 1 Mb resolution

and found large structural differences between homologous chromosomes. However, when

analyzing chromatin compartments derived from those contact matrices, compartmentaliza-

tion was found to be overall similar. Only slight changes in compartments were detected

between chromosome copies, whereby the majority of those changes was found in border

areas between compartment types. These border areas were not enriched for imprinted genes

or genes with allele-specific expression. Although allele-specific gene expression was found

on all chromosomes, the positive correlation of 0.3 between interhomologous differences

in chromatin folding and gene expression was not significant in autosomes. The authors

concluded that, although not identical, parental chromosomes show very similar structure

and compartmentalization.

While this concept of local haplotype imputation is theoretically valid in single cells using

Dip-C, it does not hold true for bulk Hi-C data. Findings of within-cell and between-cell

local fluctuations in chromatin folding presented by Tan et al. 2018, as well as the poor

validation results of HaploHiC of around 42 % support the concept that local haplotype

information can be captured within intrachromosomal read pairs, but it is not stored between

read pairs in bulk Hi-C data as previously explained in Fig. 3.1. Additionally, while all

Hi-C-based haplotype imputing methods so far found that the chromatin conformation of

homologous chromosomes is very similar, they are based on the assumptions that the 3D

structure and contacts differ between parental chromosome copies in order to be able to

differentiate between them and correctly assign haplotypes to unphased contacts.

Although our novel Co-Phasing approach is based on captured 3D proximity of genomic

regions in the nucleus, similar to Hi-C-based approaches, its innovative concept of exploiting

local haplotype fidelity captured in individual samples is specific to GAM and thus can not be

adapted to other existing methods that capture spatial chromatin organization. The exploited

haplotype fidelity stored in GAM samples is achieved due to the unique experimental concept

of capturing chromatin fragments in nuclear slices, and the resulting structure of GAM

data as discussed in Section 3.2.1. In brief, while Hi-C data is limited to storing phase

information in a pairwise manner between read mates from paired-end sequenced chimeric

DNA fragments, GAM samples store much more extensive phase information between many

reads. Here, all reads located in spatial and sequential proximity likely originate from the

same physical chromosome and can be co-phased accordingly within a justified genomic

range, thus drastically improving read phasing efficiency.

By leveraging this valuable phasing information captured in GAM data, our innovative Co-
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Phasing method overcomes the limitations of standard phasing, especially in, but not limited

to, genomes with very low variant density. It allows, for the first time, a highly detailed and

accurate view into the individual chromatin conformation of homologous chromosomes of

the human genome, especially in variant-free genomic regions surrounding phaseable anchor

positions.

Our results derived from detailed co-phased chromatin contact matrices contradict the

findings of Hi-C-based methods, as we have discovered substantial differences in chromatin

folding between homologous chromosomes, even on the level of compartmentalization. As

other methods are generally limited to rare single variant positions and thus neglect the

majority of the genome, the haplotype-resolved contact matrices are often sparse and of low

resolution and quality. Co-Phasing exceeds phasing information from variant positions and

can uncover refined differences of haplotype-specific chromatin folding in variant-free genomic

regions that have previously been inaccessible due to drastic loss of information caused by

standard phasing. However, further research is needed to systematically uncover detailed

changes in homologous chromosome folding and their integration into functional contexts.

In order to enhance our understanding of the mechanisms of chromatin organization and

the interplay with gene expression regulation, our detailed, co-phased chromatin contact

matrices can build a solid base for integration of further haplotype-resolved data providing

information about other characteristics of the genome, such as radial positioning, epigenetic

features or transcription.

In conclusion, the developed Co-Phasing approach presents a novel phasing strategy for

deriving, for the first time, detailed and accurate haplotype-specific chromatin contact

matrices especially in, but not limited to, genomes with low variant density.
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5.4 Data

mESC F123 data

Phasing and Co-Phasing approaches were applied to the F123 1NP GAM dataset using the

benchmark F123 haplotypes described in Section 2.2. For technical validation, the full F123

variant set was down-sampled from 18,150,228 variants to 2,462,745 variants (13.57 %) to

achieve a human variant density with a mean genomic distance of 1 kb between variants. This

random down-sampling was performed 10 times and all iterations were used for subsequent

co-phasing.

hESC H1 data

Phasing and Co-Phasing approaches (see Section 5.2.1) were applied to the H1 3NP GAM

dataset using the processed H1 haplotypes, described in Section 2.2. For biological validation,

expression of protein coding genes (TPM) was calculated from poly-RNA-Seq data (ENCODE

ENCSR670WQY), and GRO-Seq data (Sigova et al. 2013, GEO accession nr GSE41009)

was processed to match the window-based framework. Chromatin compartments were called

using PC1 on the co-phased H1 contact matrices at 200 kb resolution for more robust results.

5.5 Methods

5.5.1 Co-Phasing

Identifying the closest covered variant to each read

In each sample of the GAM dataset, covered genomic variants and the respective observed

haplotype are identified using bcftools mpileup version 1.9 (H. Li 2011; Danecek et al. 2021)

with the reference genome and haplotype of the target organism or cell line as additional

input and AD values as additional output. Observed variants are saved as variant seeds per

sample for subsequent steps using an in-house script.

In order to identify the closest observed variant for each read in the GAM dataset, .bam files

storing reads are converted to .bed files using bedtools bamtobed version v2.26.0 (Quinlan

and Hall 2010). Using bedtools closest version v2.26.0 (Quinlan and Hall 2010) with the

previously saved variant seeds and the reads per GAM sample as input, the nearest variant

observed in the same sample is identified for each read and their genomic distance is stored.

Assigning reads to parental haplotypes of closest observed variant

Reads within a distance threshold (we used 1 kb, 50 kb, 100 kb, 200 kb) around observed

variants are assigned the observed haplotype of their closest variant using an in-house script.

Reads are then sorted into two haplotype-specific files using picard FilterSamReads version

2.23.8 (Picard toolkit 2019).

Calculating unphased and haplotype-specific coverage

The genome is separated into fixed sized, non-overlapping windows using bedtools makewin-

dows version v2.26.0 (Quinlan and Hall 2010) with the chromosome sizes of the reference
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genome and the desired resolution of the contact matrices (eg 50 kb, 100 kb, 200 kb) as

input.

To be able to later differentiate between genomic windows that were not covered in the

GAM dataset and those that were covered but could not be phased, the coverage of each full,

unphased GAM sample is calculated in a given resolution using bedtools coverage version

v2.26.0 (Quinlan and Hall 2010). Files per sample are then combined into a coverage table

storing coverage values of all samples across all genomic windows for a given resolution. The

coverage tables for both phased read sets are calculated accordingly.

Calculating window phasing efficiency and quality of genome sampling

Using in-house scripts, the WPE is calculated based on the coverage tables of the sets of

all unphased and co-phased reads. Thus non-positive windows in the co-phased set can be

distinguished between windows that are negative in the unphased GAM dataset as well and

those that are positive in the unphased set but were not phased. Additionally, windows

containing reads assigned to both haplotypes are examined and integrated into the WPE

accordingly. The quality of genome sampling is assessed by measuring the fraction of observed

window-pairs over all intrachromosomal distances (sometimes restricted to 4 Mb or 10 Mb),

as well as inspecting the distribution of those co-segregation values. The distribution of

co-segregation values should resemble a Poisson distribution in good quality matrices. In

order to test how similar the distribution is to a Poisson distribution, Kendall’s τ correlation

coefficient is computed, whereby 1 denotes identical distributions and 0 shows no correlation.

If τ is > 0.95, a sufficient quality of genome sampling is achieved.

Generating haplotype-specific chromatin contact matrices

Chromatin contact matrices of co-phased reads are generated identically to matrices derived

from phased and unphased GAM datasets as described in Winick-Ng et al. 2021. All results

shown in this chapter are based on unphased, phased and co-phased matrices of 50 kb

resolution, except stated otherwise.

5.5.2 Technical validation

Down-sampling of F123 variant set

The random down-sampling of the full F123 benchmark variant set to human variant density

was performed 10 times and haplotype-specific matrices were generated using the Co-Phasing

approach for different distance thresholds (0 bp, 50 kb, 100 kb, 200 kb, no cut-off) for each

iteration.

Structural similarity

The SSIM function from the R-package SpatialPack (Vallejos et al. 2020) was used to

compute the structural similarity index as proposed by Z. Wang et al. 2004, which is defined

as follows.

Given the two matrices x and y, their SSIM is defined as

SSIM(x, y) =
(2µxµy + c1)(2σxy + c2)

(µ2
xµ

2
y + c1)(σ2

xσ
2
y + c2)
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with µ as average, σ2 as variance and c1, c2 based on the dynamic range of entries in the

respective matrices.

The SSIM is based on three separate measurements:

• luminance l defined as

l(x, y) =
2µxµy + c1
µ2
xµ

2
y + c1

• contrast c defined as

c(x, y) =
2σxσy + c2
σ2
xσ

2
y + c2

• and structure s defined as

s(x, y) =
σxy +

c2
2

σxσy +
c2
2

The weighted combination of l, c and s in form of

SSIM(x, y) = l(x, y)α · c(x, y)β · s(x, y)γ

with α, β and γ set to 1 gives rise to the formula above.
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Chapter VI - Final remarks

In this closing chapter of my thesis, I will briefly summarize the research questions and

overarching objective of my work, and conclude and contextualize the presented algorithms

and findings. Finally, I want to give an outlook on possible future use cases and interesting

next steps for GAMIBHEAR and the Co-Phasing algorithm.

6.1 Conclusion

Dynamics in the hierarchical organization of chromatin in the nucleus play a key part in the

spatio-temporal orchestration of gene expression. Chromatin conformation has shown to

be highly complex, with various interconnected mechanisms at work. Functional enhancer-

promoter interactions, co-regulation of genes in nuclear hubs, or the organization of chromatin

into active and inactive chromatin compartments are often cell-type specific. The complex

folding of chromatin is disease-relevant at all levels and disruptions of these specialized

interactions can give rise to a variety of different diseases.

In order to increase our understanding of the genomic mechanisms at hand, which impact

not only the folding of chromatin, but also its accessibility and function, the diploid nature

of our genome needs to be acknowledged. Haplotype-resolved analyses aim to discern the

homologous chromosome copies and are invaluable in genomic and medical research. However,

the haplotype-specific viewpoint, while important, is not trivial to achieve.

Dedicated approaches to determine haplotypes either involve further experiments and are thus

costly, laborious, time-consuming, and require additional biological material, or depend on

population-based inference and are thus incomplete as only common variants are considered.

Ideally, haplotypes can be reconstructed from existing datasets of interest. In all cases,

haplotyping efforts require tailored bioinformatics methods specific to the target data. Each

experimental method, even standard WGS, generates data which has different inherent

error modalities and specific characteristics. Tailored algorithms are needed to extract the

haplotype information stored in these data and to account for errors and minimize their

impact on the final results.

Due to the spatial organization of chromosomes into distinct chromosome territories and the

anti-pairing of homologous chromosomes in the nucleus, data on chromatin conformation

inherently also provides phase information. HaploSeq (Selvaraj et al. 2013), a combination

of Hi-C on the experimental side and HapCUT on the algorithmic side, was developed in

this regard to exploit chromatin conformation data for haplotype reconstruction.

The novel, ligation-free GAM method infers chromatin conformation through 3D proximity

of chromatin in the nucleus and presents several advantages compared to 3C-based methods

(discussed in Section 1.2.2.5). In addition to the spatial proximity of genomic regions, GAM

data informs about their compaction and radial positioning as well. In this work, I aimed

to harness the inherent phasing information of spatial chromatin organization captured by

GAM to directly decipher haplotypes from GAM data.
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The overarching objective of this thesis and my work in the past years was to provide

bioinformatics algorithms to enable haplotype-specific analyses of chromatin conformation

derived from GAM data. To this end, I investigated and leveraged GAM’s potential for

haplotype reconstruction and developed GAMIBHEAR, a novel phasing algorithm tailored to

GAM data characteristics. Building on GAMIBHEAR, I developed the Co-Phasing strategy

to enhance the generation of haplotype-resolved chromatin contact matrices, especially

in genomes with low variant density. More precisely, I generated a novel, GAM-specific

phasing strategy which improves the phasing efficiency of GAM data and thus provides

high-resolution, haplotype-resolved chromatin contact matrices.

I first characterized GAM data with regard to genomic variants and its ability to capture

phase information. This work provides the first proof that GAM stores valuable haplotype

information, albeit local and in different form than other experiments or data types, which

makes existing bioinformatics tools not suitable for leveraging this information for haplotype

reconstruction. With GAMIBHEAR, I provide tailored algorithms to leverage this valuable

phase information to derive highly accurate, complete, chromosome-spanning haplotypes

from GAM data, easily usable by the genomics and bioinformatics community.

At this stage, only reads overlapping phased, heterozygous variant positions could be uniquely

assigned to their homologous chromosome copy. The remaining majority of reads mapping

to homologous regions could so far not be phased. Especially genomes with low variant

density pose problems as the resulting phasing efficiency is too low to generate informative

haplotype-resolved chromatin contact matrices. To overcome this problem, I developed the

Co-Phasing algorithm, a novel phasing strategy which substantially increases the phasing

efficiency of GAM data. By exploiting the previously demonstrated local haplotype fidelity

of GAM, Co-Phasing enables the co-assignment of homologous, previously unphaseable

reads to the observed haplotype of variant-overlapping reads in the vicinity. This novel,

improved phasing strategy goes far beyond currently available read phasing approaches. Thus

Co-Phasing enables the generation of detailed, high-resolution, haplotype-resolved chromatin

contact matrices from GAM data, especially in, but not limited to, genomes with low variant

density.

With the algorithms of GAMIBHEAR and the Co-Phasing strategy, I provide the first

bioinformatics tools that enable complete haplotype reconstruction, enhanced read phasing,

and the generation of detailed, informative haplotype-resolved chromatin contact matrices

entirely from the same input GAM dataset.

In comparison with the Hi-C-based HaploSeq, GAMIBHEAR was able to generate comparably

accurate but much more complete haplotypes from the input data, especially in variant-sparse

settings such as the human genome. The pairwise phasing relations captured in Hi-C data

provide limited opportunities to combine haplotype blocks into complete haplotypes. GAM,

on the other hand, frequently captures multiple variants and their phase relation in nuclear

slices, which increases their connectivity and thus also the likelihood of connecting variants

into complete chromosome-spanning haplotypes.

Contextualizing our findings enabled by Co-Phasing is not trivial, as it is the first algorithm

to phase reads that do not directly overlap genomic variants. Some similarities exist to the

Hi-C-based single-cell approach Dip-C (Tan et al. 2018, see Chapters 1.2.2.5 and 5.3), but
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Dip-C cannot impute haplotypes of intrachromosomal read pairs that do not overlap genomic

variants. Haplotype-specific chromatin contact matrices generated by Dip-C found few

differences between homologous chromosomes and variations mostly at imprinted sites, in line

with previous findings (S. S. P. Rao et al. 2014; Dixon et al. 2015, discussed in Section 5.3).

In contrast, contact matrices derived from GAM data using our Co-Phasing strategy shed

light on previously unappreciated differences in chromatin folding of chromosome copies.

6.2 Outlook

The novel, GAM-tailored haplotype reconstruction algorithms in GAMIBHEAR and the

innovative Co-Phasing strategy presented in this work enable the generation of highly detailed

haplotype-specific chromatin contact matrices, which are a fundamental instrument to address

a wide range of biological questions.

First of all, GAMIBHEAR and Co-Phasing provide great potential to examine the extent

and specifics of differences in chromatin conformation between homologous chromosome

copies. The detailed contact matrices also allow for investigations into circumstances of

frequently observed aberrations. Gene density, variant density, fragile sites and other factors

such as GC content or repetitive elements could influence the local variability in genome

folding. Comparing different cell types and different organisms would shed light on the

variability and conservation of haplotype-specific chromatin contacts, especially with a focus

on multiway contacts detectable in GAM-derived matrices. Given that genomic variants

can impact and disturb chromatin folding, it would also be interesting to examine if variant-

dense genomes show a higher divergence in genome folding of chromosome copies than

variant-sparse genomes, now that Co-Phasing enables detailed analysis in both. Thus, the

presented bioinformatics tools will play an important role in understanding the effect of

genetic variation on chromatin conformation.

Furthermore, GAMIBHEAR and Co-Phasing provide exciting possibilities to investigate

the interplay of chromatin organization, chromatin state, and gene expression regulation

in greater detail and thus to enhance our understanding of the underlying mechanisms.

With haplotype knowledge harnessed by GAMIBHEAR and detailed haplotype-resolved

chromatin contact matrices generated using Co-Phasing, haplotype-specific differences in

genome architecture and chromatin folding can be investigated in unprecedented detail.

However, haplotypes derived by GAMIBHEAR can not only be used to phase GAM data,

but also to phase further sequencing-based data providing information on transcription,

epigenetics and more. GAMIBHEAR-derived haplotypes enable the analysis of haplotype-

specific differences in gene expression, nascent transcription, histone modifications, DNA

methylation, DNA accessibility, binding of transcription factors and chromatin remodelers,

association to nuclear landmarks, and numerous other characteristics. The integration of

this plethora of haplotype-resolved information on factors that impact and are impacted by

gene expression with 3D genome architecture information offers a unique opportunity to

enhance our current understanding of the mechanisms of gene expression regulation and the

impact of spatial chromatin organization.
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While GAM is already employed in brain research regarding autism and epilepsy, in the

future it could also be relevant to study other diseases such as cancer. As previously discussed

in Section 1.3, germline as well as somatic variants can lead to disease-causing changes in the

hierarchical chromatin architecture. However, in order to examine chromatin conformation

in a clinical setting, often orthogonal data from cell lines is needed (Akdemir et al. 2020).

Since GAM only requires a few hundred cells for the generation of detailed chromatin contact

matrices, it is particularly suited for the analysis of sparse patient material, eg tumour

biopsies, especially considering that intra-tumour heterogeneity complicates the integration

of findings from different samples (Watkins et al. 2020). In order to get a full overview of

potential genomic causes for disrupted or ectopic, disease-causing chromatin contacts, not

only SNVs, but larger structural variants (SV), copy number variants (CNV), aneuploidies,

and whole-genome doubling events need to be considered. Here, information on the parental

chromosome-of-origin is crucial to elucidate the interplay of heterozygous germline and

somatic variants, to inspect their cis and trans acting relations, and to detect copy-number

neutral loss-of-heterozygosity and whole-genome doubling events, which are of great clinical

importance (Quinton et al. 2021). However, these aberrations not only impact chromatin

conformation, but also confound their analysis, as they can lead to erroneous contact signals

(Wu and Michor 2016; Rhie et al. 2019). Thus, the analysis of CNV profiles and chromatin

conformation data from the same tumour samples need to be conducted simultaneously, but

disentangled. While attempts to detect SVs and CNVs from Hi-C data have been made

(Taberlay et al. 2016; Harewood et al. 2017), they are limited to large-scale variations and

not haplotype-specific.

Preliminary analysis of GAM data on this topic revealed that the window detection frequen-

cies in GAM correlate with total copy-number (data not shown). Building on GAMIBHEAR

and the Co-Phasing strategy, a haplotype-specific, GAM-based CNV-calling algorithm could

be developed. Here, differences in genome coverage from co-phased reads could be exploited

to generate haplotype-specific CNV profiles. Chromatin contacts could then be adjusted for

the detected copy number aberrations to normalize the additional chromatin interactions.

Furthermore, a novel algorithm could be developed to detect SVs from GAM data. To this

end, the highly detailed, haplotype-specific co-phased chromatin contact matrices could be

scanned for atypical interaction patterns such as stripes, sharp edges, bow ties and strong

isolated contacts far from the diagonal which constitute ectopic contacts and are indicative of

genomic rearrangements, including copy-number-neutral SVs such as balanced translocations

and inversions.

Thus, in the future further GAM-specific bioinformatics tools could be developed to readily

identify CNVs, SVs and aberrant, disease-causing chromatin contacts in a haplotype-specific

manner from limited input material such as cancer biopsies. These advances would enable

haplotype-specific studies of the interplay of large scale genomic variants and chromatin con-

formation, which are necessary to fully unravel their functional effects in disease phenotypes.

In the long term, GAM and GAM-specific bioinformatics tools could even play an important

part as disease applications in a clinical setting.

In conclusion, GAMIBHEAR and Co-Phasing constitute a big step towards haplotype-specific

analysis of chromatin conformation, especially in variant-sparse genomes. Considering the

previously often unacknowledged diploid nature of our genome will provide a full picture
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on 3D chromatin organization. The presented bioinformatics tools enable investigations

into differential chromatin contacts in an unprecedented level of detail, even in previously

indistinguishable homologous genomic regions. By providing accurate, complete haplotypes,

GAMIBHEAR also offers the possibility to phase other sequencing-based data, which, in

integration with the haplotype-specific chromatin contacts, will play a key part in enhancing

our understanding on mechanisms of gene expression regulation. Thus my work provides the

basis to elucidating and highlighting the direct link of dynamics in genome topology and

gene expression.
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Rabl, C. (1885). “Über Zelltheilung”. In: Morphologisches Jahrbuch 10, pp. 214–330.

Rada-Iglesias, A. (2018). “Is H3K4me1 at enhancers correlative or causative?” In: Nat. Genet.

50.1, pp. 4–5.

Rada-Iglesias, A., F. G. Grosveld, and A. Papantonis (2018). “Forces driving the three-

dimensional folding of eukaryotic genomes”. In: Mol. Syst. Biol. 14.6, e8214.

Rada-Iglesias, A. et al. (2011). “A unique chromatin signature uncovers early developmental

enhancers in humans”. In: Nature 470.7333, pp. 279–283.

Raney, B. J. et al. (2011). “ENCODE whole-genome data in the UCSC genome browser

(2011 update)”. In: Nucleic Acids Res. 39.Database issue, pp. D871–5.

Rao, S. S. P. et al. (2014). “A 3D map of the human genome at kilobase resolution reveals

principles of chromatin looping”. In: Cell 159.7, pp. 1665–1680.

Rao, W. et al. (2013). “High-resolution whole-genome haplotyping using limited seed data”.

In: Nat. Methods 10.1, pp. 6–7.

Reddy, K. L. et al. (2008). “Transcriptional repression mediated by repositioning of genes to

the nuclear lamina”. In: Nature 452.7184, pp. 243–247.

Reiff, S. B. et al. (2021). “The 4D Nucleome Data Portal: a resource for searching and

visualizing curated nucleomics data”.

Rhie, S. K. et al. (2019). “A high-resolution 3D epigenomic map reveals insights into the

creation of the prostate cancer transcriptome”. In: Nat. Commun. 10.1, pp. 1–12.

Richmond, T. J. et al. (1997). “Crystal structure of the nucleosome core particle at 2.8
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