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Zusammenfassung

In dieser Arbeit versuche ich, den neuronalen Code, d. h. die Art und Weise,
wie die Nervenzellen des Gehirns Informationen in ihrer Aktivität übertragen
und verarbeiten, besser zu verstehen, indem ich die Kodierung von Stimuli
in neuronalen Systemen untersuche. Zu diesem Zweck analysiere ich die
Veränderungen in der Dynamik von neuronalen Standardmodellen, die im
Rahmen der statistischen Physik entwickelt wurden, in Bezug auf Veränder-
ungen der Parameter und der Konnektivität bei Vorhandensein bzw. Fehlen
eines Reizes. Ich verwende informationstheoretische Maße, um die Fähigkeit
neuronaler Populationen, empfangene Informationen durch ihren Output zu
übertragen, zu quantifizieren. Die vorgestellten Ergebnisse bauen auf einer
Vielzahl früherer Studien über unverbundene und rekurrente neuronale Pop-
ulationen auf. Einige dieser Studien heben zwei neuronale Code-Kandidaten
hervor, die unterschiedliche Profile der Informationsfilterung aufweisen: einen
Integrationscode, der als Tiefpass-Informationsfilter fungiert, und einen Syn-
chroniecode, der als Bandpassfilter fungiert. Das Ziel der vorliegenden Arbeit
ist es, die Ergebnisse dieser Studien auf Netzwerke mit einem höheren Kon-
nektivitätsgrad, wie er im Kortex beobachtet wird, auszuweiten.

Im ersten Teil vergleiche ich einen ‘Synchrony Code’ mit der Koinzidenz-
erkennung durch eine postsynaptische Zelle, und zeige, dass beide eine ähn-
liche Parametrisierung aufweisen. Ich präsentiere eine Theorie für die spek-
tralen Maße und die Informationskodierung eines gesamten zweistufigen Sys-
tems, bestehend aus einer unverbundenen kodierenden Population und einer
postsynaptischen Zelle, die den Output der Population empfängt. Die The-
orie reproduziert die Bandpass-Informationsfilterung, wie sie in Neuronen
beobachtet wird, welche für gleichzeitige Spiking-Ereignisse empfindlich sind.
Die Informationsübertragung bei niedrigen Frequenzen hängt nachweislich
stark von der Gleichförmigkeit der synaptischen Gewichte zwischen den Stufen
ab. Sind alle Gewichte identisch, kann die von einer Integratorzelle erwartete
hohe Zuverlässigkeit der Informationsübertragung bei niedrigen Frequenzen
reproduziert werden. Im Gegensatz dazu führen Zufälligkeit und Hetero-
genität in den Synapsen zu einem effektiven weißen Rauschen, das vor allem
bei niedrigen Frequenzen einen Informationsverlust zur Folge hat.

Im zweiten und dritten Teil untersuche ich die Informationsübertragung
in einem lokal rekurrenten Netzwerk mit spärlicher und zufälliger Konnek-
tivität. Im zweiten Teil untersuche ich die Auswirkungen rekurrenter In-
puts auf die stationäre Dynamik des Netzwerks. Ich prüfe die Gültigkeit
der näherungsweisen Beschreibung der stationären Komponenten des rekur-
renten Netzwerkinputs in Anwesenheit eines gemeinsamen Stimulus durch
Gauß’sches weißes Rauschen, welche erfüllt ist, wenn der Stimulus den Strom
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im Gegensatz zur Rauschintensität moduliert. In Weiterverfolgung des Kon-
zepts der Rekurrenz als Quelle weißen Rauschens zeige ich, dass die Erhöhung
synaptischer Konnetivität zu überschwelliger stochastischer Resonanz in der
Enseble Kodierung führt. Ein weiterer Vorteil des synaptischen Rauschens
zeigt sich in bistabilen neuronalen Modellen, wo es die Zustände destabilisiert
und die Übergangsraten zwischen ihnen erhöht. Sind beide Zustände gleich-
wahrscheinlich, so führt eine Erhöhung der Übergangsraten zu einer Reduk-
tion der exorbitant großen Varianz in der Anzahl von Spikes und verbessert
die Reizkodierung, da das Netzwerk besser auf externe Eingaben reagiert.

Im dritten und letzten Teil befasse ich mich mit den zeitlichen Komponen-
ten des Netzwerkinputs. Es wird gezeigt, dass der Netzwerkinput den Strom
und die Rauschintensität moduliert, und es wird eine neue Näherung für die
Suszeptibilität abgeleitet, die diese Modulationen berücksichtigt. Ich adap-
tiere einen linearen Reaktionsansatz, um die Kreuzkorrelationen zwischen den
Neuronen im Netzwerk genauer zu erfassen. Diese Korrelationsnäherung,
zusammen mit einer angepassten Formulierung der Suszeptibilität, erlaubt
eine gute Schätzung der spektralen Dichten: das Kreuzspektrum von Stimulus
und Output, das Leistungsspektrum des Netzwerkoutputs und die Kohärenz-
funktion. Ich verwende die neue Näherung der Kohärenzfunktion, um zu
zeigen, dass stärkere Konnektivität in Netzwerken mit mäßigem intrinsischem
Rauschen meist nachteilig für die Informationsübertragung ist, aber bei der
Präzisierung des Synchrony Codes helfen kann. Ich zeige auch, dass das Gle-
ichgewicht und die Stochastizität in den synaptischen Gewichten die Netzw-
erkaktivität und ihre Beziehung zur Synchronitätsschwelle beeinflussen, und
dadurch die Maximalamplitiude der Kohärenzfunktion; insbesondere können
zufällige Gewichte die Maximalamplitiude im Vergleich zu festen Gewichten
erhöhen. In ähnlicher Weise kann das Verhältnis zwischen der Aktivität und
der Synchronisationsschwelle auf der postsynaptischen Seite bestimmt wer-
den, wodurch der Typ des Informationsfilters und seine Wirksamkeit aus-
gewählt werden.
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Abstract

In this thesis I attempt to better understand the neural code, or the way in
which the nerve cells of the brain transmit and process information in their
activity, through the investigation of stimulus encoding in neural systems. To
this end, I analyze changes in the dynamics of standard neuronal models, de-
veloped in the framework of statistical physics, to variations in parameters and
connectivity in the presence versus the absence of a stimulus. In conjunction,
information theoretical measures are utilized to quantify the ability of neu-
ronal populations to transmit received information through their output. The
presented results build upon a multitude of previous studies of both uncon-
nected and recurrent neural populations. Some of these studies highlight two
neural code candidates that have distinct information filtering profiles: an in-
tegration code that acts as a low-pass information filter and a synchrony code
that acts as a bandpass filter. In the following, synaptic connectivity is added
in diverse ways in order to extend results of these studies to networks with a
higher level of connectivity, as observed in the cortex.

In the first part, I compare a synchrony code with coincidence detection
by a postsynaptic cell and both are shown to be similarly parameterized. A
theory is developed for the spectral measures and information encoding of
an entire two-stage system consisting of an unconnected encoding population
and a postsynaptic cell that receives the population’s output. The theory repro-
duces the bandpass information filtering observed in neurons that are sensitive
to coincident spiking events. Information transmission at low frequencies, on
the other hand, is shown to strongly depend on the uniformity in the synap-
tic weights between the stages. If all weights are equal, the high fidelity in
low-frequency information transmission expected of an integrator cell can be
reproduced. In contrast, randomness and heterogeneity in the synapses results
in an effective white noise that causes a loss in information, particularly at low
frequencies.

In the second and third parts, I investigate the information transmission
in a locally recurrent network with sparse and random connectivity. In the
second part, the effects of the recurrent input on the network’s stationary
dynamics are examined. I test the validity of approximating the stationary
components of the recurrent network input in the presence of a common stim-
ulus with Gaussian white noise, which holds if the stimulus modulates the
current as opposed to the noise intensity. Further pursuing the conception of
the recurrence as a white noise source, I demonstrate a type of suprathreshold
stochastic resonance in the ensemble encoding as the synaptic connectivity is
increased. Another benefit of synaptic noise is demonstrated in bistable neu-
ral models: it destabilizes the states and increases the transition rates between
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them. An increase in the transition rates where the two states are equiprob-
able reduces the exorbitantly large variance in the spike count and improves
stimulus encoding by making the network more responsive to external input.

In the third and final part, I tackle the temporal characteristics of the net-
work input. The network input is shown to modulate the current and noise
intensity and a new approximation for the rate response that includes these
modulations is derived. I adapt a linear response approach to more accurately
capture the cross-correlations among the neurons in the network. This corre-
lation approximation, along with the updated rate response, is used to give a
good estimate of the spectral densities: the cross-spectrum between output and
stimulus, the power spectrum of the network output, and the coherence func-
tion. I use the newly approximated coherence function to show that stronger
connectivity in a network with a moderate amount of intrinsic noise is mostly
detrimental to information transmission, but may aid in sharpening synchrony
encoding. I also show that the balance and stochasticity in the synaptic weights
influence the network activity and its relation to the synchrony threshold, thus
affecting the peak amplitude in the coherence function; in particular, random
weights can increase the peak’s magnitude in comparison to fixed weights. In a
similar manner, the relation between the activity and the synchrony threshold
can be determined on the postsynaptic side, which selects for the information
filter type and how effective it will be.
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Chapter 1

Neuronal Encoding

In the pursuit of self-discovery, there are many approaches humans take to bet-
ter understand what it is that defines us and causes us to act the way we do. In
comparison to other fields such as philosophy or art, the biological sciences ap-
ply a more material definition of what it is to be a human by investigating the
body and its components. With our current scientific understanding, although
the body acts in some sense as a federation of individual organs that have
complex interactions, it is believed that the brain is the organ that computes
and directs the body’s coordinated operations. This amount of coordination
is required to maintain corporeal function and to perform the sophisticated
actions and reactions that encompass behavior. Behavior must be considered in
the context of an agent’s environment, from which the brain receives informa-
tion that it must perceive in order to direct the proper response. This perception
of our surroundings is accompanied, for humans at least, by an experience of
what it is like to be alive. To better comprehend this feeling of experience,
sometimes referred to as the (possibly emergent) property of consciousness, is
the goal of many a scientific, artistic, and humanistic undertakings.

Although the ultimate goal may be to have a holistic theory of the brain
and its functions, we lack a comprehensive understanding of its mechanics,
or hardware, let alone the information content, or software, that the hardware
is processing. It is evident that sensory information about the environment
is being received by the modalities (visual, auditory, tactile/somatosensory,
olfactory, and gustatory), and that certain environmental situations elicit pre-
dictable behavior, meaning that some calculation and processing of informa-
tion must be taking place between receiving a sensory cue and the response to
it. The sensory organs are all routed to the brain, making it the prime suspect
for the locus of computation.

Upon opening the skull, however, what is found is a very compact and
convoluted mass of interconnected fibers and nerve cells (neurons), as shown
in Fig. 1.1. Their extensive connectivity, microscopic size, and sheer number
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Figure 1.1: Pyramidal neurons in the mouse visual cortex. 200 pyramidal
neurons spanning multiple cortical layers from the cortical surface (top) to the
white matter (bottom). The neuronal meshes were extracted from the MICrONS
dataset [see Appendix B] .

makes the measurement of neuronal activity no small feat. It has proved chal-
lenging to measure large arrays of cells simultaneously, and thus it is difficult
to piece together how they may be responding in concert and how they in-
fluence one another. For this reason, much experimental attention has been
lavished on the parts of the brain that are at the periphery and most immedi-
ately connected to the sensory modalities. These sensory processing areas are
more accessible, their constituent neurons are largely unconnected with one
another, and their functions are easier to fathom because they receive a clear
sensory input. Experiments in these regions have helped to elucidate the role
of individual nerve cells arranged in unconnected populations in processing
sensory information.

Building upon these insights into the role and behavior of individual neu-
rons, archetypal physical (mathematical) models have been developed to emu-
late their dynamics with varying degrees of complexity and biological realism.
These models have been used to investigate stimulus encoding in unconnected
populations and convincingly explain biological data on sensory encoding. In
this thesis I will continue the theoretical analysis of this type of signal encod-
ing, i.e., the transduction and transmission of stimulus information, in the out-
put of neural populations with two types of connectivity: between two neural
populations in Chapter 2 and within a single, recurrent encoding population
in Chapters 3 and 4.



3 CHAPTER 1. NEURONAL ENCODING

In this introductory chapter, I will begin in Sect. 1.1 by reviewing key fea-
tures of the biological neural systems that I will model. Subsequently, I define
the measures, assumptions, and argumentation I will employ throughout to
quantify and approximate their output. In Sect. 1.2, I will review the type
of connectivity that will be explored, and finally in Sect. 1.3 I will introduce
the single-neuron, synapse, and network models that will be used to simulate
and approximate neuronal dynamics. This introductory chapter is mostly a
review of techniques and results for unconnected cells that will provide im-
portant context for the remaining chapters, where I will discuss my findings
for two-stage and recurrent networks. In all chapters, the objective will be to
better understand the impact of synaptic connections on neuronal informa-
tion encoding, such that the results and insights from previous studies for the
populations near the sensory modalities might be extrapolated to more inter-
connected regions deeper in the brain. The ultimate goal is thus to contribute
insights into what exactly this highly entangled mass of cells called the brain
is perceiving and calculating, and how it produces behavior.

1.1 Pursuing the neural code

1.1.1 Components of a neuron

The primary computational units in the nervous system are the nerve cells, or
neurons, which are distinguished from the other prevalent cell type, the glial
cells or glia, by their excitability in response to input and their connections to
other cells, called synapses. Because the synapses separate two distinct cells,
neurons are believed to be atomic units of signaling, a principle of neuro-
science called the neuron doctrine (Shadlen and Kandel, 2021). In the cerebral
cortex, a highly laminar structure believed to play an important role in cog-
nition and behavior, the predominant type of cell associated with information
processing is the pyramidal neuron. Its name is derived from the shape of
its cell body (soma) as first described by Ramón y Cajal (1909); two pyramidal
neurons imaged from mouse visual cortex are shown in Fig. 1.2.

Pyramidal neurons are members of a broader class of neurons that are
asymmetric, or multipolar, meaning the electrical signals only flow in one
direction (Shadlen and Kandel, 2021). Their complex structure can be con-
ceptually reduced to reach a simplified understanding of the neuron’s main
function: (1) the dendrite, which is the highly ramified body typically located
closer to the cortical surface and itself has two distinct parts, the apical and
basal dendrites, receives and integrates synaptic input and transmits it to the
soma; (2) the soma performs a nonlinear operation on the input, namely de-
tects the crossing of a threshold, and initiates an output; (3) the output is
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Figure 1.2: Synaptic connection between two pyramidal neurons. A pyrami-
dal neuron (cyan) from the visual cortex of a mouse is plotted and annotated,
alongside one of its presynaptic source neurons (red). The synapse location is
highlighted in gold and a cartoon depiction is shown in the left inset, where
important synaptic characteristics are labelled. The right inset depicts a proto-
typical action potential (‘spike’) measurement in the axon. The neuronal meshes
were obtained from the MICrONS dataset [see Appendix B].

propagated along all branches (collaterals) of the axon, which acts like the out-
put channel (Dayan and Abbott, 2001; Gerstner et al., 2014). The output of the
neuron along the axon has a prototypical shape, as shown in the cartoon inset
in the bottom right corner of Fig. 1.2, that is a relatively gradual depolarization
from the resting voltage (around -70mV), followed by a very large, abrupt di-
version, an even sharper decrease, which overshoots the resting potential, and
a gradual relaxation to the resting potential. Each time the cell fires, this shape
is repeated with very little deviation, which is why it is taken as a single event,
called an action potential or spike, followed by a span of reduced activity called
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the refractory period.
The axon makes many synaptic connections to other neurons along and at

the end of its branches. In vertebrates these synapses are commonly chemi-
cal synapses (Gerstner et al., 2014), meaning that the end of the axon, called
the axon terminal, contains synaptic vesicles, which are pouches that contain
a chemical substance called a neurotransmitter. When the action potential
reaches the axon terminal, an intake of calcium causes the synaptic vesicles to
fuse with the membrane, thus releasing the neurotransmitter molecules into
the small gap between the two neurons, called the synaptic cleft, as illustrated
in the inset in the top left corner of Fig. 1.2. The neuron which transmits the
signal from its axon is called the presynaptic neuron (red cell) and the neuron
which receives the signal on its dendrite, soma, or axon is called the postsynap-
tic neuron (cyan cell).

This thesis will treat neurons primarily as firing units, focusing on the
timing and number of spikes and neglecting most spatial aspects. Abstracting
away spatial information, which will be discussed when introducing the neural
models in Sect. 1.3.1, will allow us to focus on the dynamical output of the
neurons and how to measure the stimulus information it may contain, as is
discussed in the rest of this section. Once these measures are established,
we will return to synaptic connections, which reintroduce spatial relations
to the system. Understanding how the encoding and information measures
introduced in the following change with synaptic connectivity is the main
objective of this thesis.

1.1.2 Quantifying neuronal output and stimulus response

Action potentials are such a prominent characteristic of neuronal activity that
they are doubtless essential to the neural code. Experiments with single neu-
rons in vivo and in vitro have shown that a noticeable response to stimuli is a
change in the spiking rate, for instance in proportion to the stimulus strength
or for a specific orientation of an object in the visual field. One such study
was conducted by Lord Adrian and described in his book The Basis of Sensa-
tion, in which he stimulated a frog muscle and took measurements from the
attached nerve. He observed that a series of ‘impulses’ (which we now know
as action potentials) was produced by stretching the muscle, and, although the
impulses did not change in shape, their frequency changed with the strength
of the stimulus (Adrian, 1928). It is then reasonable to think that, in some
cases, the number of spikes within a given time period and the regularity of
spiking might represent the presence or property of a stimulus.

A confounding factor, however, is that neural populations fire spontaneously
and the spiking responses of neurons, even to repetitions of the same stimulus,
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have been shown to be variable (Calvin and Stevens, 1968; Softky and Koch,
1993; Shadlen and Newsome, 1994, 1998; Kara et al., 2000; Compte et al., 2003;
Nawrot et al., 2008) [see also Gerstner et al. (2014) for a general introduction].
This stochasticity has been attributed to many sources, including (Tuckwell,
1988; Destexhe and Rudolph-Lilith, 2012; Lindner, 2018): (i) membrane noise
from the flow of discrete charges across the membrane and the finite-size ef-
fects of the probabilistic opening of ion channels; (ii) synaptic unreliability
due to the complex chemical nature of synaptic transmission, including spon-
taneous postsynaptic potentials; (iii) quasi-random input from many uncorre-
lated cells, which acts as a type of background noise [see Sect. 1.3.4]. Therefore,
it is important to distinguish this spontaneous firing from the response to a
perturbation, so as to establish a reference point of chance firing, in relation to
which the purposeful neural code can be defined. To that end, this section will
introduce measures that can be applied to the spiking output of neurons to de-
tect changes in response to a stimulus, and I will present an example of how I
applied these measures to neural data from the mouse visual cortex. I will use
these same measures throughout this thesis, in conjunction with the measures
and approximations presented in the following two sections, to analyze the
output responses of neural populations to stimuli.

In the following, the output of a neuron will be represented by the times of
its spikes. The sum of all such spike times constitutes a neuron’s output spike
train

x(t) = ∑
j

δ(t − tj), (1.1)

in which δ(t) is the Dirac delta function [see, e.g., Dayan and Abbott (2001) for
its properties] and tj represents the jth spike time. There are a few commonly
used measures to quantify the randomness and regularity of spiking in neural
systems. The values of these measures applied to a given neural output will be
compared to the output that would be expected from random spiking, in other
words, from a Poisson process. The events of a Poisson (point) process, in this
case the spike times, are independent from each other and occur stochastically
at a given rate, rp(t). For a homogeneous Poisson process, this rate is constant
in time, rp(t) = rhp, and the probability of a spike occurring in a small time
window (∆t → 0) is given by (Gerstner et al., 2014)

php(t; t + ∆t) = rhp∆t. (1.2)

The first output measure, as alluded to above, is the spike count, or number
of spikes over a measurement period T,

n(T) =
∫ T

0
x(t′)dt′. (1.3)
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A homogeneous Poisson process has the expected value of〈
nhp
〉
= rhpT, (1.4)

and the distribution of the spike count within any interval of length T follows
a Poisson distribution with this expected value as the mean, hence the name
of the process. The variability in the spike count n of a point process can be
quantified by means of the Fano factor (Gerstner et al., 2014; Lindner, 2018)

F =

〈
(∆n)2〉
⟨n⟩ , (1.5)

which relates the variance in the spike count to its mean. A Poisson process
has a Fano factor of one.

In addition to the number of spikes, the spike timing might also carry infor-
mation. It is therefore helpful to measure the distribution of the gaps between
spikes, or the interspike interval (ISI) distribution. From the ISI distribution
the variability in the timing of the spikes can be quantified by means of the
coefficient of variation (Dayan and Abbott, 2001; Gerstner et al., 2014),

CV =

√
⟨(∆ISI)2⟩
⟨ISI⟩ , (1.6)

which is a measure of the standard deviation compared to the mean and is the
interval counterpart to the spike count Fano factor. In fact, the Fano factor of
any renewal process will approach the value C2

V as the measurement window
increases (Dayan and Abbott, 2001).

Another measure relating the timing of spikes between two spike trains
x(t) and y(t) is the spike-train correlation function, defined here as (Lindner,
2018)

Cxy(t1, t2) = ⟨x(t1)y(t2)⟩ − ⟨x(t1)⟩ ⟨y(t2)⟩ , (1.7)

where ⟨⟩ is an average over many trials or realizations. If the measurement
time T is made sufficiently long (T → ∞) and x and y are assumed to be sta-
tionary processes, then the spike-train correlation function can be considered
to provide information about the (joint) probability of finding a spike from x
at time t1 and a spike from y at t2, or for stationary processes simply the joint
probability for some time difference τ = t2 − t1. In this case, the stationary
spike-train correlation function can be written

Cxy(τ) = ⟨x(t)y(t + τ)⟩ − ⟨x(t)⟩ ⟨y(t + τ)⟩ , (1.8)

and if y= x, eq. (1.7) and eq. (1.8) are the autocorrelation functions.
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As stated above, the spike times of a Poisson process are drawn randomly
at a certain rate rhp, which is reflected in its autocorrelation function (Gerstner
et al., 2014; Lindner, 2018)

Chp(τ) = rhpδ(τ) + r2
hp. (1.9)

(In the following, the convention will be to distinguish particular measures,
such as the correlation function of the homogeneous Poisson population Chp,
with a regular text subscript, from the general versions, such as Cxy, which
use an italic font.) The first term on the r.h.s. reflects that only at zero lag
can anything definitive be said about the timing, namely that on average there
will be rhp spikes, which is the case per definition. In other words, having a
reference spike is uninformative. The second term on the r.h.s. of eq. (1.9) is
simply the joint probability of two independent spikes occurring at rate rhp,
that is p(spike 1 at t, spike 2 at t+ τ) = p(spike 1 at t)p(spike 2 at t+ τ) = r2

hp.
With the spike measures and their values for Poissonian firing established

above, the properties of spontaneous neural activity can be established as a
baseline. A widely observed (spontaneous) state in cortical networks is the
asynchronous irregular (AI) state (Renart et al., 2010; Harris and Thiele, 2011),
in which the firing is chaotic, characterized by an absense of correlations within
and among spike trains (except the delta correlation at zero lag) as well as a
Fano factor and a CV close to one. The AI state thus has similar statistics to
an ensemble of Poisson processes, although the neurons are not Poissonian,
due at least in part to the refractory period. It is believed that the AI state
might be useful in that it allows the system to be in an agitated but mostly
subthreshold state, such that it can nimbly react to incoming stimuli and pro-
cess information efficiently. Discussions of results in the following chapters
will remain largely agnostic concerning the function of the AI state, except in
its possible usefulness in linearizing the network dynamics, and instead treat
it as a reference state against which perturbation responses can be compared.

With the introduction of a stimulus, the activity transitions from a chaotic
to a more structured state, such that the values of the measures should diverge
from those of a Poisson process. It is to be expected that such regularity will be
reflected, for instance, in a narrower ISI distribution, which might also possibly
shift to smaller interval values. The Fano factor should either decrease from
one (the value of a Poisson process), indicating increased regularity in the
firing because the variance is small compared to the mean, or increase above
one, which is indicative of neurons firing in bursts. Regular firing would
increase the value of the autocorrelation as well, and any oscillatory firing
would cause peaks at nonzero lags.

These expectations of the statistics of spontaneous activity and changes in
the spiking measures in response to a stimulus were fulfilled when I applied
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Figure 1.3: Change in firing statistics and correlation in the mouse visual
cortex in response to a visual stimulus. A: Spiking data (raster plots; black
points) of 52 units (suspected neurons) measured in primary visual cortex
(VISp) without a stimulus (spontaneous activity, top; gray area shows a small
section of the total spontaneous period, which was approximately 300s) and
in response to a drifting grating stimulus (bottom; blue area shows the total 2s
stimulus presentation period; inset shows an example stimulus with the drift
direction indicated by the arrow). B: The interspike interval (ISI) distribution,
with the mean, ⟨ISI⟩, provided in the legend. C: The Fano factor (FF) of the
spike count in eq. (1.5), with the mean, ⟨FF⟩, provided in the legend. D: The
autocorrelation averaged across all units. E: The cross-correlation averaged
across all unit pairs. B-E: Spontaneous (spont): black; drifting gratings (drift):
blue. All statistics collected and averaged over all spontaneous periods or
drifting grating presentations from a single session. See Appendix C for more
details about the data set and the calculation of the statistics.

the measures to electrophysiological recordings obtained with Neuropixels
probes in the mouse primary visual cortex, as shown in Fig. 1.3 (see Appendix
C for details about the data set and how the statistics were calculated). With-
out a stimulus the spiking behavior is quite chaotic, as is apparent by the raster
plot in the top panel of Fig. 1.3A, which is a plot of the spike times of multiple
units. There does not appear to be much structure in the firing across neu-
rons, and there are even large periods of quiescence where few neurons fire.
Some of the neurons appear to fire very regularly, even showing bursting-type
behavior, but many of them show irregular firing. Therefore, some of the mea-
sured neurons seem to be firing in an asynchronous regular, and some in an
asynchronous irregular, fashion.
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In contrast, the activity in response to the presentation of a drifting grat-
ing (see, for example, the inset in the top right corner of the bottom panel of
Fig. 1.3A) is heightened and shows much more structure. The neurons ap-
pear to fire at a higher rate and more regularly, which is also confirmed in the
reduction of the width of, and a shift in, the ISI (Fig. 1.3B) and Fano factor
(Fig. 1.3C) distributions (blue) compared to the spontaneous condition (black).
The average Fano factor in the stimulus condition is much closer to one, which
may seem puzzling, since this would be the same value as the random firing
of a Poisson process. However, one part of the population appears to fire more
regularly than other neurons, which was also observed in the spontaneous
activity, and therefore these may be recordings from two disparate popula-
tions. The heightened activity causes a boost in the autocorrelation at nonzero
lags (Fig. 1.3D), as expected. In addition, although there are no overwhelming
signs of oscillations, there is a boost in the average pairwise cross-correlation
(Fig. 1.3E), which might indicate coincident spiking corresponding to the stim-
ulus. As an interesting side note, the changes in the variability measures show
similar trends as those observed in Fig. 2 of Litwin-Kumar and Doiron (2012),
which compared the statistics of low and high activity states of a cluster of
neurons in a theoretical neural network.

The observations in Fig. 1.3 can serve as inspiration and provide context to
better understand how the firing rate, spike count and timing, and correlations
in the network change in response to stimuli. These time-resolved statistics are
certainly helpful and informative, but can be complemented by concurrently
viewing the system output from another perspective: its response to stimuli
at certain frequencies. In the next section, frequency-resolved measures will
be defined that will be used in the section thereafter to quantify the amount
of information about the stimulus that is contained in the system output, such
that the effectiveness of using the firing statistics of a population of neurons
for encoding can be systematically evaluated.

1.1.3 Firing rate measures

1.1.3.1 Single-neuron statistics

Because single neurons have a high degree of variability in their responses,
it is not always clear what can be extracted from their responses in a single
trial. Instead, statistics are gathered from many trials with different (natural)
stimuli in order to generalize the range and nature of responses. To account
for the response variability, neurons are often modelled using stochastic dif-
ferential equations, discussed later in Sect. 1.3.2, and, if the neuronal dynam-
ics are treated probabilitistically, methods from the field of statistical physics
can be applied to analyze their behavior. This section is a review of com-
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mon neuronal firing statistics, including the stationary firing rate, the linear,
frequency-specific rate response, and second-order statistics such as the power
and cross-spectra.

The (time-dependent) instantaneous firing rate of a neuron for a fixed stimu-
lus s(t) is given by the ensemble average (average over intrinsic noise samples
ξ) of its spike train x(t) [eq. (1.1)],

r(t; s) = ⟨x(t; s)⟩ξ , (1.10)

which can be averaged over all stimuli to give the (stimulus-averaged) instan-
taneous firing rate

r(t) = ⟨x(t; s)⟩ξ,s . (1.11)

If the average of the instantaneous firing rate in eq. (1.10) is taken over time
instead, it gives the time-averaged rate in response to the stimulus

r(s) = ⟨r(t; s)⟩t = ⟨x(t; s)⟩ξ,t . (1.12)

The stationary rate (or time-independent rate) is then given by taking the ensem-
ble average of the time-averaged rate over all possible stimuli {s}, or equiva-
lently [due to the ergodic hypothesis; see, e.g., Greiner et al. (1995)] by averag-
ing the stimulus-averaged rate over time,

r0 := ⟨r(s)⟩s = ⟨r(t)⟩t = ⟨x(t; s)⟩ξ,s,t . (1.13)

The stationary firing rate is a very important and useful statistic, which forms
the basis of, and reference point for, other measures, some of which are time-
dependent.

Throughout this work, the linear-response ansatz will be used to approxi-
mate the instantaneous firing rate response to an external driving signal s(t)
(Knight, 1972; Lindner and Schimansky-Geier, 2001; Fourcaud and Brunel,
2002; Gerstner and Kistler, 2002),

r(t; s) = ⟨x(t; s)⟩ξ ≈ ⟨x(t)⟩ξ

∣∣∣s(t)≡0︸ ︷︷ ︸
:=ν0(t)

+
∫ t

−∞
H(t − t′)s(t′) dt′ (1.14)

= ν0(t) + [H ∗ s](t).

The second term on the r.h.s. adds a linear correction, formed from the con-
volution [signified by the ∗ in eq. (1.14)] of the signal with a first-order causal
filter H(t), to the unperturbed instantaneous rate ν0(t) := ⟨x(t)⟩ξ

∣∣∣s(t)≡0 [time-
dependent rate without a signal, i.e. s(t) = 0]. For a spike generating system
as in eq. (1.14), this linear response is attempting to correct a nonlinear system
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(spike generation) with a mean value (the kernel), which is an approxima-
tion that is justified when the system contains enough intrinsic noise that it
linearizes the dynamics [see Lindner et al. (2005b) for a discussion]. By us-
ing the Fourier transform of the filter, or susceptibility χ( f ) = F{H(t)}, the
convolution in eq. (1.14) can also be written in the frequency domain as

F{r(t; s)} = r̃( f ; s) = ⟨x̃( f ; s)⟩ξ ≈ ν̃0( f ) + χ( f )s̃( f ). (1.15)

The susceptibility is a complex function that dictates the change in the rate
(magnitude and phase) due to a perturbation by a stimulus at a given fre-
quency f . For instance, if the stimulus is sinusoidal, s(t) = ε cos(2πi f t), then
the time-dependent firing rate will be approximated by

r(t; s) ≈ ν0(t) + ε|χ( f )| cos[2πi f t − ϕ( f )]. (1.16)

At f =0, the susceptibility is the change of the stationary rate due to a change
in the (time-independent) base current µ,

χ(0) =
dr0

dµ
. (1.17)

For the stochastic LIF neuron model with intrinsic Gaussian white noise in
eq. (1.49), there is an analytical solution for the stationary rate in eq. (1.13),
namely rGN in eq. (A.1), as detailed in Appendix E.1. If the stimulus that
is presented to the neuron is also a Gaussian white noise (or a broadband
Gaussian noise with such a high cutoff frequency in comparison to the internal
dynamics of the neuron that it is effectively a white noise), its mean and noise
intensity can simply be added to the intrinsic bias µ and noise intensity D,
respectively, as was done for the diffusion approximation in Sect. 1.3.4: µtotal=
µintrinsic+µexternal+µstimulus and Dtotal = Dintrinsic+Dexternal+Dstimulus. Because
a white noise process has a mean of zero [µstimulus = ⟨s(t)⟩= 0; see eq. (1.46)],
the bias is unaffected. The stationary firing rate of an LIF neuron with intrinsic
and external biases and white Gaussian noise sources, including the stimulus,
is then given by

r0 = rGN(µtotal, Dtotal). (1.18)

In addition, because the stimulus is Gaussian, according to the Novikov-
Furutsu Theorem [Furutsu (1963); Novikov (1965); see also Lindner (2018) for
a detailed discussion of the application to the neural systems] the linear re-
sponse theory in eq. (1.14) can be applied even for strong signals, whereas
the usual requirements of such a perturbation theory dictate that the stimulus
should be weak in comparison to the internal dynamics of the perturbed sys-
tem. The weak stimulus requirements can be relaxed for a Gaussian process
because it can be decomposed into subprocesses with variances that sum to
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the total variance of the original process. One of these subprocesses can then
be made arbitrarily weak in order to fulfill the traditional requirements of the
linear response theory. This weak subprocess is then designated as the sig-
nal and the remaining subprocesses are relegated to additional, uncorrelated
background noise. In this way it can be seen that a Gaussian white noise stim-
ulus is not only analytically convenient, allowing the use of the exact solution
of the firing rate and the linear response ansatz, but it also serves as biasing
background noise that contributes to existing sources of stochasticity, which
in some cases can linearize the system and thus aid in its own encoding. This
type of application of the Novikov-Furutsu Theorem will appear in multiple
forms throughout this text.

As stated in Sect. 1.1.2 when discussing the Poisson process, a spike train
can be thought of as the probability of firing within some time bin ∆t, in which
case the firing rate is a first-order statistic (its first moment: mean or expected
value), or generally r = ⟨x⟩. The correlation measure discussed in the previous
section is a second-order statistic between two time series X(t) and Y(t). Using
the definition of the one-sided Fourier transform over a trial period T, outside
of which the time series X(t) and Y(t) are zero,

X̃T( f ) =
∫ T

0
e2πi f tX(t)dt, (1.19)

which over an infinite trial period can be expressed as

lim
T→∞

X̃T( f ) = X̃( f ). (1.20)

Using eq. (1.20), the Fourier transformation of the correlation function in eq.
(1.8) gives the cross-spectrum between X and Y,

SXY( f ) = lim
T→∞

〈
X̃T( f )Ỹ∗

T( f )
〉

T
, (1.21)

where the average is an ensemble or trial average, and the asterisk ∗ denotes
the complex conjugate. (The T subscript of the one-sided-Fourier-transformed
processes will be omitted going forward for convenience.) Calculating the cor-
relation of a process X(t) with itself yields the autocorrelation CX(τ), and,
according to the Wiener-Khinchen theorem, the Fourier transform of the autocor-
relation describes the distribution of power present in X(t) across frequencies,
or its power spectrum, (Risken, 1984; Gardiner, 1985)

SX( f ) = F{CX(τ)} =
∫ ∞

−∞
e2πi f τCX(τ)dτ, (1.22)
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which can also be written directly in terms of the one-sided Fourier transform
of the process itself as in eq. (1.21),

SX( f ) = lim
T→∞

〈
X̃( f )X̃∗( f )

〉
T

. (1.23)

If the intrinsic noise of a neuron is statistically independent from the stim-
ulus (which is done here by design), the averages over the intrinsic noise can
be applied directly to the spike train (⟨xs⟩ξ,s = ⟨⟨x⟩ξs ⟩s). In that case, the
cross-spectrum between the spike train output of a neuron x and the stimulus
s can be expressed in terms of the linear response ansatz

Sxs( f ) = lim
T→∞

〈
x̃( f ; s)s̃∗( f )

〉
ξ,s

T
= lim

T→∞

〈 eq. (1.15)︷ ︸︸ ︷
⟨x̃( f ; s)⟩ξ s̃∗( f )

〉
s

T
(1.24)

≈ lim
T→∞

〈[
ν̃0( f ) + χ( f )s̃( f )

]
s̃∗( f )

〉
s

T

= lim
T→∞

⟨ν̃0( f )s̃∗( f )⟩s
T︸ ︷︷ ︸

0

+ lim
T→∞

⟨χ( f )s̃( f )s̃∗( f )⟩s
T

= χ( f ) lim
T→∞

⟨s̃( f )s̃∗( f )⟩s
T︸ ︷︷ ︸

Ss [cf. eq. (1.23)]

= χ( f )Ss( f ),

which yields another useful relation: χ( f ) = Sxs( f )/Ss( f ). A second conse-
quence of the independence of the signal and intrinsic noise is that any cross
terms between the signal and the unperturbed output ν̃0 are zero, as shown
by the first term on the third line of eq. (1.24). Therefore, the linear response
of the system to the stimulus seen in the cross-spectrum is simply the power
spectrum of the stimulus, Ss, amplified by the susceptibility, χ.

The stimulus power spectrum of a white noise process as defined in eq. (1.46)
and with intensity Ds, for instance, is according to the Wiener-Khinchin theo-
rem

Ss( f ) = F{Cs(τ)} = F
{〈[√

2Dsξ(t)
] [√

2Dsξ(t′)
]〉}

(1.25)

= 2DsF
{〈

ξ(t)ξ(t′)
〉}

= 2DsF [δ(t − t′)] = 2Ds,

using the fact that the Fourier transform of the delta function is one: F {δ(t)} =∫ T
0 ei2π f tδ(t − 0)dt = e0 = 1 . Therefore, the power spectrum of the white noise

is constant for all frequencies (‘flat’) as expected. Similarly, for the homoge-
neous Poisson process with rate rhp defined in eq. (1.2), whose autocovariance
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is given by eq. (1.9) with the mean r2
hp subtracted, the power spectrum is

Shp( f ) = F{Chp − r2
hp} = rhp. (1.26)

Eq. (1.26) gives an interesting property of a homogeneous Poisson process,
which is that its power spectrum is flat (constant across frequencies) and as-
sumes the value of its rate, rhp.

The linear ansatz for the spike train power spectrum is

Sx( f ) = lim
T→∞

〈
x̃( f ; s)x̃∗( f ; s)

〉
ξ,s

T
(1.27)

≈ lim
T→∞

〈[
x̃0( f ) + χ( f )s̃( f )

][
x̃0( f ) + χ( f )s̃( f )

]∗〉
ξ,s

T

= lim
T→∞

⟨
indep. of s︷ ︸︸ ︷

x̃0( f )x̃∗0( f )⟩ξ,s

T
+ lim

T→∞

〈[
χ( f )s̃( f )

][
χ( f )s̃( f )

]∗〉
s

T

= lim
T→∞

⟨x̃0( f )x̃∗0( f )⟩ξ

T︸ ︷︷ ︸
S0

+ |χ( f )|2︸ ︷︷ ︸
χχ∗=|χ|2

lim
T→∞

⟨s̃( f )s̃∗( f )⟩s
T︸ ︷︷ ︸

Ss

= S0( f ) + |χ( f )|2Ss( f ).

where it was again used that the cross terms ⟨x̃0( f )s̃∗( f )⟩ξ,s and ⟨x̃∗0( f )s̃( f )⟩ξ,s
are zero. In addition, because both x̃0( f ) and χ( f ) are independent of the stim-
uli, they can be moved outside of the average over s. The result in eq. (1.27)
makes an additive correction to the unperturbed, single-neuron power spec-
trum S0, for which there is an analytical solution in the case of an LIF neuron
driven by Gaussian white noise, SGN defined in eq. (A.2), and which can be
found numerically for many models using the threshold integration method
[see Richardson (2008) and Appendix E.2]. In the second line of eq. (1.27), a
linear response approximation similar to that for the firing rate in eq. (1.15)
was made, but instead for the spike train output. Although the spiking output
is nonlinear, it is assumed here that with sufficient noise it will be linearized,
and thus the susceptibility (linear transfer function) can be used to estimate
the power spectrum (a second-order statistic); a discussion of the limitations
of this approximation can be found in Lindner et al. (2005a,b).

Another useful result of the Wiener-Khinchen theorem is that the variance
of the output x can be found if its power spectrum is known. The theorem is
applied to find the correlation function

Cx(τ) =
∫ ∞

−∞
e−2πi f τSx( f )d f , (1.28)
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which contains the variance at zero lag, τ=0:〈
(∆x)2

〉
= Cx(0) =

∫ ∞

−∞
e0Sx( f )d f =

∫ ∞

−∞
Sx( f )d f . (1.29)

In other words, the variance is simply the integral of the power spectrum over
all frequencies.

Analytical approximations for the statistics introduced above, i.e., rGN and
SGN, were derived through a drift-diffusion model of the subthreshold volt-
age and by solving a partial differential equation known as the Fokker-Planck
equation. This equation and a review of some existing analytical and numer-
ical solutions that are relevant to the model presented here are discussed in
further detail in Appendix E. I will directly address the Fokker-Planck equa-
tion in Sect. 4.1.2, where I numerically solve for the susceptibility of a locally
connected (recurrent) neural network.

1.1.3.2 Population statistics

Because the neurons are members of a population, the collective activity will
also be shown to be important in its own right; it is not always a simple multi-
ple of the single-neuron statistics. For a given population of NA neurons, their
all-spike output X(t) is defined as the sum of the outputs xi(t) of the individual
neurons

X(t) =
NA

∑
i=1

xi(t). (1.30)

Building from the results for the individual spike trains, the collective rate
response and spectral densities (cross- and power spectra) can also be found.
Starting with eq. (1.15)

r̃pop( f ; s) =
〈

X̃( f ; s)
〉

ξ
=

〈
NA

∑
i=1

x̃i( f ; s)

〉
ξ

=
NA

∑
i=1

⟨x̃i( f ; s)⟩ξ (1.31)

≈
NA

∑
i=1

[ν̃i,0( f ) + χi( f )s̃( f )] ,

where the rate statistics ν̃i,0( f ) and χi( f ) can differ for each neuron because
they are dependent on the bias and individual noise intensity. If the population
is homogeneous such that the individual (single-neuron) rate statistics are the
same for all neurons, ν̃i,0( f ) = ν̃0( f ) ∀i and χi( f ) = χ( f ) ∀i, the population
rate is then the response of any single neuron multiplied by the size of the
population

r̃hom pop( f ; s) = NAr̃( f ; s) ≈ NA [ν̃0( f ) + χ( f )s̃( f )] . (1.32)
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From eq. (1.32) it can be seen that the susceptibility of a homogeneous popu-
lation of unconnected neurons is a multiple of the individual susceptibility

χpop( f ) = NAχ( f ). (1.33)

The same argument can be made for the cross-spectrum of the all-spike out-
put with the signal, the derivation of which follows the pattern of eq. (1.24),
yielding (Ostojic et al., 2009; Vilela and Lindner, 2009)

SXs( f ) = lim
T→∞

〈
X̃( f ; s)s̃∗( f )

〉
ξ,s

T
≈ χpop( f )Ss( f ) = NASxs( f ). (1.34)

The all-spike power spectrum is a bit more complicated, because the cross
terms between the neurons themselves (not only with the signal) are now con-
sidered:

SX( f ) = lim
T→∞

〈
X̃( f )X̃∗( f )

〉
T

=
NA

∑
i

NA

∑
j

lim
T→∞

〈
x̃i( f )x̃∗j ( f )

〉
T

(1.35)

= NASii( f ) + NA(NA − 1)Sij( f ).

The top line of eq. (1.35) is the general expression of the population power
spectrum, and the bottom line is specific to a homogeneous population and is
composed of a term resulting from the single-neuron autocorrelations (power
spectra), Sii, and the cross-spectra between the neurons, Sij. From the first to
the second line it was assumed that the neurons are homogeneous such that
they all share the same power spectrum Sii and cross-spectrum Sij, and the
sums over all neurons and pairs is then equivalent to multiplying Sii by the
number of neurons and Sij by the number of pairs NA(NA − 1).

Using the results of eq. (1.27) for the single-neuron power spectrum, Sii =
Sx, a linear response ansatz for the power spectrum can also be derived for a
population of unconnected neurons,

SX( f ) ≈ NA

[
S0( f ) + |χ( f )|2Ss( f )

]
(1.36)

+NA(NA − 1) lim
T→∞

⟨χ( f )s̃( f )χ∗( f )s̃∗( f )⟩
T︸ ︷︷ ︸

|χ( f )|2Ss( f )

= NAS0( f ) + N2
A|χ( f )|2Ss( f ).

Because the neurons are unconnected and the intrinsic noise is independent,
the cross-spectrum Sij from eq. (1.35) is exclusively a result of the common
signal s(t) (this will not be the case in later chapters when the neurons in
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the population are connected with one another). If the signal is removed in
eq. (1.36) [i.e., s(t) = 0], there will be no correlation term and the all-spike
power spectrum will be the individual, unperturbed power spectrum S0 mul-
tiplied by the size of the population NA.

1.1.4 Information theoretical measures

With the methods to quantify neuronal output established in the previous
subsections, in this subsection I will present the methods used in this thesis to
investigate the effectiveness of neural encoding. As described and illustrated
in Sect. 1.1.2, spiking frequency and regularity change with the presentation
of a stimulus, leading to an assumption that information about the stimulus
is somehow encoded in the spiking of the neurons and is contained in the
spike-time probability distribution as a function of the stimulus. Because the
correlations between the spikes accounts for a small percentage of the total
information contained in a single spike train (Dayan and Abbott, 2001), the
spikes can be treated as independent from one another, such that the main
carrier of information is the rate, which is commonly referred to as a rate code.
The firing rate measures defined in the previous section [Sect. 1.1.3] can thus
be used as a foundation to explore neural encoding.

Although the correlation among the spike times of a given spike train are
discounted, that does not mean that the correlations among neurons should
be. Pairwise correlations between neurons play an important role in encod-
ing, particularly because they are in part induced by the stimulus, and can
even dominate the dynamics, as foreshadowed by the cross-correlation term
that is multiplied by the square of the population size in the linear response
approximation of the power spectrum in eq. (1.35). The approximation for an
unconnected population in eq. (1.36), assumes the exclusive source of correla-
tion among the neurons is the common stimulus, an assumption that is only
valid for an unconnected population. In Ch.3 and Ch.4 of this work, correla-
tions among neurons from synaptic connectivity will also be investigated and
shown to be quite informative for some aspects of the population response.

Whether there is connectivity or not, the reception of a common stimulus
by all members of the population correlates their firing in a way that is likely
purposeful for encoding, and therefore deserves closer scrutiny. In both the
sensory periphery as well as in the cortex, populations receive input from a
common stimulus as a portion of their total input, for instance from an over-
lap in receptive fields as observed in auditory (Kandel et al., 2000), olfactory
(Wilson, 2013), and electrosensory (Maler, 2009) systems. They also respond to
common properties of stimuli, such as the orientation of visual stimuli (like the
drifting grating used in Fig. 1.3) in primary visual cortex (Hubel and Wiesel,
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1962). Because the stimulus is common to all neurons in the population, it
causes them to fire at similar points in time when they are driven particu-
larly effectively; in other words, a common stimulus synchronizes the firing of
a population. Coincident spiking is observed by an increase in the pairwise
cross-correlations (Schneidman et al., 2006; Shlens et al., 2006), which could
be a factor in the increased correlations observed in Fig. 1.3E. This type of
synchronous stimulus response, in which the timing of the spiking output is
important, is generally referred to as a temporal code.

Synchronous firing is widely observed in the cortex (Dan et al., 1998; Dies-
mann et al., 1999; Anderson et al., 2000; Salinas and Sejnowski, 2001; Reyes,
2003; Buzsáki and Draguhn, 2004; Ermentrout et al., 2008; Tan et al., 2014) as
well as in sensory afferents (Benda et al., 2005, 2006; Walz et al., 2014; Grewe
et al., 2017) and the hind and midbrain (Marsat et al., 2009; Vonderschen and
Chacron, 2011) of weakly electric fish. Synchronous spiking is postulated to
have several uses, including the encoding of high frequency stimuli, and is
investigated in multiple forms, including the narrowing and propagation of
pulse packets (Diesmann et al., 1999; Mehring et al., 2003; Kumar et al., 2008,
2010) and as unitary events (Grün et al., 2002).

Although there is evidence of distinct roles for rate and synchrony coding
(Riehle et al., 1997; Rostami et al., 2017), they are not always clearly delin-
eated, and a rate code in one context might be considered a temporal code in
another. A temporal code would most likely require precise (fast) spike timing
in comparison to some reference, whereas slow firing is likely to indicate a
rate code. However, this distinction may not be that informative, considering
that neurons have been shown to multiplex disparate streams of information
concurrently, for instance in single spikes versus bursts (Naud and Sprekeler,
2018).

If the assumption is that information in the brain is encoded in changes in
the spiking patterns of neurons, it is perhaps more informative to measure the
effectiveness of each type of code in transmitting information about the stimu-
lus, in order to compare and evaluate them. For instance, if the neural system
is assumed to be approximately linear, its response to a sinusoidal stimulus at
a single frequency can be measured in its power spectrum. The process is re-
peated in order to create a profile of the response to stimuli across frequencies,
which highlights the frequencies at which a stimulus is best transmitted. This
method is illustrated in Fig. 1.4B, where a zero-mean sinusoidal input (black,
dashed lines; scaled and shifted for illustration purposes) at two frequencies,
fs = 0.4 and fs = 0.8 (in units of the inverse of the membrane time constant),
was used to stimulate an unconnected population with unperturbed stationary
activity shown in the top panel of Fig. 1.4A (see Sect. 1.3 for model details). The
unperturbed activity is chaotic, appearing to be in the asynchronous irregular
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regime, with a time-dependent activity (blue, solid line: population-averaged
activity; blue area: standard deviation across populations) which oscillates
very little around the time-independent average activity (blue, dashed line).

It can be seen when comparing the stationary and perturbed activity in
Fig. 1.4A with the perturbed activity in Fig. 1.4B, that the time-independent
average activity changes little, but the time-dependent activity begins to os-
cillate at the stimulus frequency and reproduces the stimulus quite well, with
slight phase differences. This is reflected in the power spectrum in Fig. 1.4E,
where the unperturbed and perturbed power spectra are very similar, with
very broad peaks around the stationary rate (r0 is nearly the same in all three
cases). Where they differ is at the stimulus frequency and its harmonics, where
the perturbed spectrum shows pronounced peaks. There is a larger response
to the slower stimulus (blue), owing to the characteristic low-pass filtering of
neurons (Fourcaud-Trocmé et al., 2003; Vilela and Lindner, 2009). The slower
stimulus also causes long periods of quiescence, resulting in lower overall
power at lower frequencies. At higher frequencies, however, all spectra be-
come flat and converge to the firing rate (NAr0 ≈ 250 · 0.45 = 112.5) due to the
Fourier transform of the delta spikes of the spike trains. It should be noted
that the stimulus amplitude used in Fig. 1.4B is quite strong, as evidenced by
peaks in the power spectra at harmonics of fs, and therefore may not meet the
requirement of linear response theory of a stimulus that is weak compared to
the internal dynamics.

The sinusoidal inputs used in Fig. 1.4B (representing, e.g., visual gratings
with a single sinusoidal spatial frequency or auditory input at a single pitch)
are conceptually simple, but perhaps overly so. Even at the sensory periphery,
for example, the input from the environment is a mixture of many different
stimuli. In addition, the signals that are encoded in the action potentials of
sensory afferents would become less cleanly sinusoidal and subsequent pop-
ulations would receive them through a bombardment of incoming spikes. To
model this time-dependent spiking input, an inhomogeneous Poisson process
can be used with a time-varying rate given by

rp(t) = 1 + cos(2π fst), (1.37)

with an offset of 1 to avoid negative rates. A network size of Np =10, 000 was
chosen to model the input from a large population, possibly a cortical column
[see Ch.3]. Using a synaptic amplitude of Jp = 0.01 results in peaks of com-
parable power to the sinusoidal signal, as shown in Fig. 1.4C. The activity in
the unperturbed network still follows the signal well, resulting in large peaks
in the power spectrum at the signal frequency. However, the additional noise
from transducing the sinusoidal stimulus [the time dependent rate, rp(t)] into
the stochastic spike timing of the inhomogeneous Poisson process makes the
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Figure 1.4: Network responses to different signal types. A-C: The raster
plot (gray dots) and activity (blue solid line and area are the time-dependent
average and standard deviation of the population activity, respectively; blue,
dashed line is the time-independent average activity) from 250 observed neu-
rons in an unconnected network for a selected time period. The scaled and
shifted signal is plotted by a thin, gray, solid line (A, bottom panel) or black,
dashed line (B and C) for reference. A: Unperturbed (σs = 0; top panel) and
broadband signal with cutoff frequency fc =15 and σs =0.3 (bottom panel). B:
Sinusoidal signal s(t) with amplitude σs =0.3 at two frequencies fs =0.4 (top),
fs = 0.8 (bottom). Unique parameters: T=100; 100 trials. C: Inhomogeneous
Poisson input with sinusoidal rate function [eq. (1.37)]. Unique parameters:
T=100; 100 trials; Jp=0.01; Np=10,000; σs = 0. D-F: Power spectra for the un-
perturbed activity (σs=0, black curve; corresponding to the activity in the top
panel of A; same in all plots) and in response to stimuli. In all plots, r0 is
the average firing rate of the network receiving the signal (with fs =0.8 where
applicable), not from the unperturbed network. D: The power spectra in re-
sponse to a broadband stimulus (s ̸= 0; red), corresponding to the activity in
the bottom panel of A, and of the synchronous output with threshold ϕ= 0.2
and activity bin ∆=0.5 (pink). E: Power spectra for fs =0.4 (blue) and fs =0.8
(red), corresponding to the activities in B. F: Power spectra for fs = 0.4 (blue)
and fs = 0.8 (red), corresponding to the activities in C. The synchronous out-
put power spectra (with ∆ = 0.5 and ϕ = 0.2) are superimposed for fs = 0.4
(light blue) and fs = 0.8 (pink). Parameters: T = 1000, dt= 0.001, NE = 10, 000,
NI = 2, 500, τm = 1, τref = 0.1, vT = 1, vR = 0, µ = 1.1, D = 0.01, NA = 250, 1000
trials.

activity noisier. In addition, it heightens the average activity, which can be
seen by the increase in the time-independent average activity of the top panels
as well as in the shift of the power spectral peak at the firing rate. One effect
of the increase in the noise and the rate is a decrease in the quiescent periods,
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such that the activity for both stimulus frequencies is less synchronous and
more chaotic. These changes can also be seen in the power spectra of the stim-
ulated populations, which are increased across the spectrum, r0 (first broad
peak) is now higher as stated above, and the peaks at higher harmonics of fs
are less pronounced, indicating that the stimulus is now ‘weaker’ compared to
the other dynamics influencing the neuron.

Thus far, the total activity and its power spectra have been shown, which
more closely resemble a rate code, but a temporal code can also be investigated
by applying a synchrony threshold [the details of the synchrony measure are
given in Sect. 2.1 at the beginning of the next chapter], which have power
spectra shown by the pink ( fs = 0.8) and light blue ( fs = 0.4) curves in the
bottom panel of Fig. 1.4C. The synchrony window and threshold have no dis-
cernible effect on the peak at fs, and instead increase the power at frequencies
up to 1/∆ (where ∆ is the bin size over which the synchrony was measured),
particularly at low frequencies.

Figures 1.4B and 1.4C serve to illustrate how a frequency response profile
might be created by measuring the height of the power spectral peak at the
stimulus frequency compared to the power immediately surrounding it, or
noise floor, a measure known as the signal-to-noise ratio (SNR). For both types of
input, the sum of the population output transmits stimuli at lower frequencies
(blue) with more power compared to the noise floor than for stimuli with
higher frequencies (red). The result of the extra power from the synchrony
filter (which is a measurement effect, not a result of the encoding population
itself) is that the SNR decreases significantly, in some cases by an order of
magnitude (notice the log scale). The SNR will be discussed in more detail
and used to quantify the driving of a bistable network in Sect. 3.5.

The frequency response as quantified by the SNR assumes that stimulus
features do not interact, such that the response to a mixture of two frequen-
cies is equal to the sum of the responses to each alone. An alternative is to
use a stimulus with equal power at all frequencies that is also uncorrelated in
time (delta correlated); in other words, a Gaussian white or broadband noise
process [see eq. (1.46)]. Because this stimulus has Gaussian statistics, the infor-
mation theory for Gaussian channels pioneered by Claude Shannon (Shannon,
1948, 1949; Cover and Thomas, 1991) can be used to quantify the capacity
of a population’s coding scheme to convey information, as though it were a
communication channel. Although it may be counterintuitive to use a noisy
stimulus to investigate encoding, information theoretical measures can indeed
be used to ask how informative the output of a system is about a possible stim-
ulus in neural systems while remaining agnostic to the exact details of the real
stimulus. The goal is not to ask about the content of the stimulus, but instead
to ask whether information about a time-dependent stimulus at a particular
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frequency could theoretically be encoded in the time-dependent output of the
neural system.

There are multiple methods to measure the information in this way [see
Rieke et al. (1997)], but the method used in this thesis is the spectral coherence
function

CAs( f ) =
|SAs( f )|2

SA( f )Ss( f )
, (1.38)

which is a frequency-resolved measure of the linear correlations between the
input of the system s and its output A. The coherence functions can assume
values between zero (no correlation) and one (perfectly correlated) at each fre-
quency. It can also be reconciled with other common information-theoretical
measures used elsewhere. For instance, if the stimulus has Gaussian statistics,
which it does in the above case, then the lower bound on the mutual informa-
tion rate is given by (Gabbiani, 1996; Borst and Theunissen, 1999)

ILB = −
∫ fC

fL

log2[1 − C( f )]d f (1.39)

[see Lindner et al. (2005a) for a succinct survey of information measurements
and a justification of the use of the coherence function.]

The spectral coherence in eq. (1.38) requires knowing the cross-spectrum
between A and s, which is normalized by the power of the output and stim-
ulus. This is an important aspect, because the power spectrum of the system
in response to a broadband stimulus is somewhat uninformative, as shown in
shown in Fig. 1.4D, where the noisy stimulus seems to just shift the unpur-
turbed power spectrum by an order of magnitude or more. However, when
comparing the raster and activity plots in panels Figs. 1.4A and 1.4D, the per-
turbed system shows more structure. As with the inhomogeneous Poisson
input, the application of the synchrony threshold increases the power at low
and moderate frequencies significantly, which will enter into the denomina-
tor of eq. (1.38) and lower the information transmission. Therefore, as will
be shown repeatedly in the coming chapters, it is the interplay between the
change in character of the population’s power and its cross-spectrum that will
determine the information encoding capabilities of a neural system.

Finally, in order to compare the overall information transmission more eas-
ily, for instance for different parameter regimes, a point estimate can be ob-
tained from the coherence, known as the coding fraction (Gabbiani, 1996)

Γ = 1 −

√√√√√√√
∫ ∞

−∞
Ss( f )[1 − CAs( f )]d f∫ ∞

−∞
Ss( f )d f

= 1 − ϵ

σs
. (1.40)



1.1. PURSUING THE NEURAL CODE 24

It is a measure of the encoding fidelity of a system, which is quantified by
the standard deviation of the estimation error ϵ of the optimal linear recon-
struction of the stimulus from the output of a system, relative to the stimulus
amplitude σs. The term ϵ/σs can be see as the inverse of the SNR, such that
smaller errors in the estimation (noise) result in larger coding fraction values.
If the coherence is one at all frequencies, the term under the square root in
the numerator of eq. (1.40), which is the variance in the reconstruction error
across frequencies, will be zero, and the coding fraction will equal one, indi-
cating flawless information transmission and stimulus reconstruction. On the
other hand, if the coherence is zero at all frequencies, the entire term under
the square root will be one and the coding fraction will be zero, indicating that
any correlation between the original signal and its reconstruction is a chance
resemblance.

The coherence function and related information theoretical techniques have
been used to measure encoding in many neural systems, including in the au-
ditory (Rieke et al., 1995; Marsat and Pollack, 2004), visual (Warland et al.,
1997; Reinagel et al., 1999; Passaglia and Troy, 2004), and vestibular (Sadeghi
et al., 2007; Massot et al., 2011) systems, as well as in the electrosensory sys-
tems of weakly electric fish (Chacron et al., 2003; Oswald et al., 2004; Chacron,
2006; Middleton et al., 2009). These studies show that neural systems display
information filtering, through which stimulus information in some frequency
ranges (or ‘bands’) is retained in the output of the system, while information
in other bands is rejected, or filtered out. While some systems preferentially
encode high frequency information and thus show high-pass information fil-
tering, others have low-pass or bandpass filtering profiles with information
mostly retained at low and moderate frequencies, respectively. Because neu-
rons have been shown to multiplex disparate information streams and respond
differently to different types of stimuli, it is also possible for neurons in the
same population to display different encoding profiles depending on the situ-
ation, as has been observed in the weakly electric fish Apteronotus leptorhynchus
(Chacron et al., 2003).

One possible explanation for the difference seen in the filtering profiles
is the use of alternative encoding strategies, with integrated (rate-coded) in-
formation being encoded at low frequencies and coincident spiking encoding
information at higher frequencies (synchrony or temporal code). Postsynap-
tic cells that preferentially sum information over longer time periods, or inte-
grators, will thus display low-pass information correlations with the stimulus,
whereas those that are sensitive to precise spike timing in the presynaptic pop-
ulation, or coincidence detectors, will display bandpass or high-pass information
filtering (Benda et al., 2006; Middleton et al., 2009; Sharafi et al., 2013; Ratté
et al., 2013). This idea of disparate roles of integrators versus coincidence de-
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tectors (König et al., 1996; Ratté et al., 2013) will be explored extensively in the
coming chapters.

1.2 Synaptic connectivity

The methods presented in the previous section to quantify neural encoding
and information transmission have been successfully used previously to de-
scribe stimulus processing in unconnected populations of neurons, both exper-
imentally and theoretically. Such feedforward populations model relay cells in
the sensory periphery, for instance, which project to later processing stages, for
instance in cortex, where the neurons are locally connected with one another
in recurrent networks.

The objective of this thesis is to extend the results for feedforward popu-
lations to these later stages. I will apply the same methods of the previous
section and extend theoretical approximations in order to capture the effects
of the synaptic projections from the sensory periphery as well as the local
synaptic connectivity within those target populations on the transmission of
stimulus information. The next section will introduce key synaptic terminol-
ogy and in Sect. 1.2.2 I will introduce the locally recurrent topology that I
study in Ch.3 and Ch.4 using the model presented in Sect. 1.3.5.

1.2.1 Synaptic input

When modelling the complicated chemical synapses illustrated in Fig. 1.2, it
is helpful to first reduce them such that their contributions to the dynamics
are informative enough to produce interesting responses while being simple
enough to not hinder tractability. As stated in Sect. 1.1.1, synaptic transmis-
sion involves releasing neurotransmitters from the presynaptic neuron into
the synaptic cleft, where they diffuse and bind to the receptors (transmitter-
activated channels) in the postsynaptic membrane, causing channels to open
and a change of conductance, resulting in a postsynaptic transmembrane cur-
rent. Because the conductance is variable in this case, the current will be de-
pendent upon the voltage differential across the membrane. Receptors which
are sensitive to the γ-aminobutyric acid (GABA) neurotransmitter have a dis-
tinctly negative reversal potential, such that when they open they tend to cause
hyperpolarization of the membrane potential. In other words, the reception of
GABA leads to a negative transmembrane current, and thus this type of synap-
tic connection is referred to as an inhibitory synapse. Other receptors, which
are sensitive to glutamate, have a reversal potential that is more positive than
both the inhibitory and the typical resting potentials. Presynaptic spikes that
lead to the opening of glutamate channels cause a depolarization of the post-
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synaptic membrane potential with a positive transmembrane current; this type
of connection is referred to as an excitatory synapse.

There are many chemo-mechanical details that could be included in a
synaptic model, for instance conductances that are dependent on the trans-
mitter concentrations, but this would quickly become cumbersome, especially
with large populations of neurons. Instead, for the purposes of examining the
population dynamics, it will be assumed that the time-dependent change in
the conductance, if the dynamics are stationary and chaotic, can be approxi-
mated by an effective current, which leads to a change in the voltage of the
postsynaptic membrane, or postsynaptic potential (PSP). [Including the conduc-
tance details would mainly shorten the effective membrane time constant; see
(Gerstner et al., 2014).] Only considering the PSP is thus a gross simplifica-
tion of the synaptic dynamics, and any nonlinear effects at synapses, such as
adaptation or the interaction of concurrently arriving spikes [see Gerstner et al.
(2014) for a discussion], are neglected.

Estimates of the strength of synaptic weights (PSP amplitudes) vary and
depend on species and brain region. Average amplitudes are typically found
in the range 0.5–1.0 mV (Sanzeni et al., 2022), but can be higher, such as 1.3
mV in young rat somatosensory cortex (Markram et al., 1997), or lower, such
as 0.1mV in the hippocampus of guinea pigs (Sayer et al., 1990). These values
should be taken in the context of a firing threshold around 20-30mV above the
resting potential, and will also depend on the membrane voltage and location
of the synapse along the dendrite (Gerstner et al., 2014). It should also be noted
that these are average values, and the measured values have been shown to be
exponentially (Lefort et al., 2009) or even lognormally (Song et al., 2005; Sarid
et al., 2007; Ikegaya et al., 2013; Buzsáki and Mizuseki, 2014) distributed.

1.2.2 The cortical column

Areas of the cortex and many other portions of the brain receive not only
strong bottom-up (excitatory, feedforward) input, but also strong top-down
(recurrent) input from later processing stages, which may be predominantly
inhibitory [see, e.g., Doiron et al. (2003)]. Neurons in these regions also share
connections with their neighbors, meaning a local population’s activity is fed
back to its own constituents as input, and this type of population is therefore
referred to as a recurrent network. It is estimated that cortical neurons receive on
average thousands, or even tens of thousands, of inputs (White, 1989; Abeles,
1991; Braitenberg and Schüz, 1998), and each diverse source of input (e.g.,
the signal versus global inhibition) potentially induces correlations in the local
recurrent network, presenting a challenge to analytical tractability for these
models. A graver issue is that a recurrent network’s own activity can cause
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feedback loops if the connectivity is too strong, an issue which biology has
dealt with and yet still confounds theoreticians.

The make up of the approximately 10,000 inputs is unclear and likely varies
from region to region, but there are rules of thumb that guide the estimation
necessary to build a network model. One such rule refers to the role that a neu-
ron plays within a given network. If the action potential of a neuron causes
positive PSPs in its synaptic targets, driving them to fire, it is referred to as an
excitatory neuron, whereas if it depresses the activity with negative PSPs, it is
referred to as inhibitory. Dale’s Law says that a neuron releases the same type
of neurotransmitter(s) at all of its axon terminals, which has the implication
that it always acts either as an excitatory or inhibitory presynaptic source to all
of its targets, but never both (Dale, 1934). In the cortex in general, 80–90% of
the neurons have been found to be excitatory and 10–20% inhibitory (Shadlen
and Newsome, 1994; Gerstner et al., 2014), but this can vary depending on
the region and the cortical layer (Lefort et al., 2009). The inhibitory neurons
are fewer but typically have higher average firing rates and a stronger impact
on the postsynaptic membrane potential and the PSPs of both excitatory and
inhibitory have been shown to occur concurrently, leading to the belief that
the average postsynaptic influences from both populations in some cases ef-
fectively cancel each other, which is referred to as the balanced regime (Shadlen
and Newsome, 1994, 1998; de La Rocha et al., 2008; Barral and Reyes, 2016). It
is also believed that the excitatory-inhibitory balance decorrelates the neuronal
activity and is responsible for the chaotic firing measured in cortex known as
the asynchronous irregular regime (Renart et al., 2010; Barral and Reyes, 2016),
which was discussed in Sect. 1.1.2.

Neurons in the layers below a small section of the (sensory) cortical surface
(pia) to the bottom layer (white matter, so named because it is mostly composed
of myelinated axons, the myelin of which appears white) are wired into canon-
ical circuits that route information through and within the layers. Because
neurons in these circuits are selective to similar stimulus features, the idea has
arisen that this interconnected population forms a cortical column, which is it-
self an atomic processing unit for one or more sensory features (Hubel and
Wiesel, 1962; Mountcastle, 1997; Bressloff and Cowan, 2002; Lund et al., 2003;
Lefort et al., 2009; Gerstner et al., 2014). The diameter of cortical columns has
been estimated to be approximately 300µm (Lund et al., 2003; Lefort et al.,
2009). The exact number of constituent neurons in a cortical column may vary,
but it is estimated to be several thousand and in network models is typically
taken to be around 10,000 (Gerstner et al., 2014), of which 8,000 are excitatory
and 2,000 are inhibitory, preserving the ratio found above.

As stated previously, the density of connectivity within the network will
impact the dynamics. If it is too strong, the network may oscillate autonomous-
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Figure 1.5: Estimating connectivity within a cortical column from electron
microscopy data. A: A postsynaptic pyramidal neuron (PSC; red) is visual-
ized along with two highlighted presynaptic pyramidal neurons [blue: within
column (< 150µm); green: outside column (≥ 150µm)]. Arrows indicate the
synapse locations. The axis is indicated as −y because the positive y-axis is
measured across lamina from the top (pia) to the bottom (white matter) of the
section. B: The same neurons from A are plotted in the x,y- (left) and x,z-
planes (right) with all presynaptic neurons to the PSC with identified soma.
Within the column [the border is demarcated by the light blue, dashed line(s)]:
light blue points; outside the column: gray points. Inset legend: correspon-
dence of axes and anatomy: y-axis across layers; x,z-plane parallel to visual
(VIS) cortical surface (VISp: primary; VISrl: rostrolateral; VISal: anterolateral;
VISlm: lateromedial). C: Excitatory (green) and inhibitory (red) synapses from
sources within the column are marked on the PSC (gray; black arrow indicates
axon). D: Excitatory (left) and inhibitory (right) synaptic distances from the
soma (along the arbors, not Euclidean). Green and red histograms: synapses
in C. Black histograms: synapses from sources outside the column in B [if the
cell type (exc. vs. inh.) was known]. Purple histogram: all synapses of the
PSC, whether the source soma was identified or not (including data from the
other histograms); same in both left and right plots. Further details about the
figure and the MICrONS dataset are provided in Appendix B.

ly and be unresponsive to external input, hindering computation. Braitenberg
and Schüz (1998) identified the synapses onto pyramidal neurons from other
pyramidal neurons and stellate cells, and noted that the ratio was about pro-
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portional to the amount of pyramidal and stellate cells in the vicinity of the
measurement. This is in agreement with what they term Peter’s rule, which
states that neurons receive inputs proportional to the types of cells available
around the neuron, and the postsynaptic targets of a given cell have a makeup
proportional to the cells available around where its axon ramifies (they also
discount some exceptions, which they term White’s exceptions, as not negating
Peter’s rule in general). They also found that the probability that two pyrami-
dal cells within 0.3mm (i.e., the diameter of the cortical column) of one another
share one synapse is 0.09, and 0.004 for two synapses, whereas the probability
of not having a common synapse is 0.9, such that the connectivity within a col-
umn is very sparse [Braitenberg and Schüz (1998); see Fig. 80 on pp.186-187].
In a cortical column with 10,000 neurons and four times as many excitatory
neurons, a connection probability of pc ≈ 0.1 means each neuron receives
about 1,000 inputs that preserve the excitatory-to-inhibitory ratio of 4:1 (800

excitatory and 200 inhibitory). A 10% connection probability may seem high,
but it is unlikely that all presynaptic sources are active concurrently, and this
is therefore probably an overestimation of the number of effective, functional
inputs (Gerstner et al., 2014).

In an attempt to verify these numbers and for illustration purposes, an
arbitrary excitatory pyramidal neuron was chosen from the MICrONS elec-
tron microscopy dataset [MICrONs Consortium et al. (2021); see Appendix
B], which is a 3D reconstruction of a section of mouse visual cortex, and its
incoming synaptic connections were analyzed. The dataset provides somatic
identification, with spatial position and type (neuron or not, excitatory or in-
hibitory), as well as a tracing of dendrites, axons, and synapses, although not
for all neurons (only 78 excitatory neurons had been completely segmented in
the dataset used here). In Fig. 1.5A the neuron is shown in red, along with
two presynaptic sources: one within 150µm (blue), a potential cortical column
member, and one at a distance much further than 150µm (green). All such
presynaptic sources of this same neuron that could be identified are plotted
on 2D axes in Fig. 1.5B (the x,z-plane is along the cortical surface and the y-
axis is across cortical layers). Those within the cortical column radius in the
x,z-plane are marked blue, and outnumber those outside the column (gray)
approximately twofold (230:106). Given that this neuron lies most likely in
rostrolateral visual cortex (VISrl) and receives very few synapses from neu-
rons in primary visual cortex (VISp), this could possibly indicate a preference
for a distance-dependent connectivity with its neighbors over feedforward in-
put from a previous processing stage, supporting the idea of a cortical column.
However, this is purely observational and an in-depth analysis is limited be-
cause only about 10% of the synapses of this neuron could be traced back to
the soma of origin, either due to incomplete or erroneous tracing within the
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section or because the soma lie in another region outside the section and the
synapses are the terminals of their recurrent connections (Harris et al., 2019).

Focusing on the synapses originating from sources within the column,
which are marked on the postsynaptic neuron in Fig. 1.5C, a few observations
can be made. The first is that they are distributed across the dendritic arbors
[and a few on the axon (black arrow)], but congregated relatively close to the
soma (most are within 250µm), as shown in Fig. 1.5D (the purple histogram
shows the distribution of arboral distances for all 10,074 synapses irrespective
of obtainable somatic information). This is something to keep in mind, because
the neurons that are used in the models here and in many other theoretical
studies are point neurons that disregard spatial aspects of the cell body. If all
synapses were very close to the soma, the role of the dendrite in computation
for inputs originating in the column may be dismissed as minor or mitigated,
in which case disregarding them would not be a bad approximation [although
this would not rule out backpropagating action potentials; see, e.g., Larkum
et al. (1999)]. However, there does seem to be some spatial differentiation be-
tween excitatory and inhibitory inputs, in that some inhibitory synapses are
close to or on the soma, where there are no excitatory synapses. Therefore,
using a single-compartment model ignores topological details which may play
a decisive role in computation [see, e.g., Schmidt et al. (2017)].

Also noteworthy is that there are almost three times as many inhibitory
than excitatory synapses. This seems to contradict Peter’s rule, which would
predict a 4:1 excitatory-to-inhibitory ratio in inputs due to the same ratio being
found around the neuron. However, as stated previously, this is likely due to
many excitatory soma not being found in the column, as excitatory connec-
tions tend to be sparser and extend further, whereas inhibitory connections
tend to be denser over a shorter distance (Karnani et al., 2014). Although there
are more inhibitory synapses, they originate from only 105 unique presynaptic
soma, such that the ratio of observed inhibitory versus excitatory sources is only
slightly over one (105/91 ≈ 1.15). Although the typical inhibitory-to-excitatory
ratio of γ = 1/4 used in models is not justified for this particular neuron (as
assessed by the available data!), the models do not take the number of inputs
in isolation, but instead consider how the number works in concert with the
strengths of the synapses. A common choice in theoretical models is a relative
inhibitory strength of four or five times greater than that of the excitatory in-
puts [see, e.g., Brunel (2000)], such that the total influence of both input types
is on average similar, or balanced as described above. Dividing the number of
measured synapses in Fig. 1.5 by the number of unique sources gives effective
connection strengths from both input types (excitatory: 120 synapses/91 neu-
rons ≈ 1.3; inhibitory: 337 synapses/105 neurons ≈ 3.2), the ratio of which,
3.2/1.3 ≈ 2.4, gives an estimate of the relative inhibitory ‘strength’. This could
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be further refined by accounting for the volume of the synapses (the excitatory
synapses are on average 1.5 times larger in volume for this neuron, lowering
the estimate of the relative inhibitory strength) as well as by repeating the anal-
ysis on all 12,111 neurons found within this ‘cortical column’ volume, across
all layers, and for all such cortical columns in the entire volume.

Of the 12,111 neurons in the columnar vicinity of this postsynaptic neuron,
only 230 unique presynaptic neuron sources could be identified that synapse
onto it, giving a connection probability of 230/12,111=0.019, which is about
one fifth of that predicted by Braitenberg and Schüz (1998) and others. Note
that when modelling this type of recurrent network in the following, popula-
tion sizes of around 10,000 excitatory and 2,500 inhibitory neurons are used,
which is fairly close to the total number measured in Fig. 1.5, and the measured
connection probability also lies in the pc=0.01 − 0.1 range used throughout.

The calculations above provide a very cursory estimate for illustration pur-
poses (these numbers are unpublished and have not been peer reviewed),
whereas the actual ‘effective strength’ of a synapse is functionally dependent,
mutable, and fluctuating, eluding measurements by means of a purely struc-
tural, static method as used here. However, they demonstrate the types of
analyses and quandaries encountered when searching for functional connec-
tivity in the neuronal tissue that is being modelled, and what types of general-
izations and assumptions are being made. This rudimentary attempt lays bare
the complications in reducing biology to tractable models and underscores the
value of the insights and sophisticated analyses of neurobiologists. However,
despite (or even perhaps due to) their simplicity and assumptions, recurrent
network models composed of leaky integrate-and-fire neurons can be inves-
tigated in order to form intuitions about the dynamics and computations of
biological neural populations. Reducing the networks to only the essential dy-
namical elements will help us in the next two chapters to focus on how aspects
of the network encapsulated in the model parameters impact its behavior and
response to stimuli.

1.3 Modelling neuronal systems

The spiking, rate, and information measures introduced in Sect. 1.1 are gen-
eral and can be applied to both experimental and simulation data. The bio-
logical examples shown thus far were for illustration purposes; the ‘data’ that
I present in the following chapters will be collected from Monte Carlo sim-
ulations of neural models developed using methods from statistical physics.
The ‘theory’ that I utilize to fit this data (which is itself theoretical, of course)
consists of analytical approximations of the measures in Sect. 1.1 tailored to
the model system.
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In this section, I will introduce the models used for the simulations and
for which the analytical approximations were derived. The single-neuron
model, which is a further reduction of the neuronal components discussed
in Sect. 1.1.1, will be introduced in Sect. 1.3.1. In order to account for the re-
sponse variability discussed in Sect. 1.1.2, the model will be outfitted with a
noise source in Sect. 1.3.2, making it stochastic. In Sect. 1.3.3, I will explain
the way in which I encorporate the synapses introduced in Sect. 1.2 in the
model, and a very useful approximation of the synaptic input that will be
used throughout the thesis will be demonstrated in Sect. 1.3.4. That approxi-
mation will prove particularly useful when I investigate recurrent networks in
Ch.3 and Ch.4, the model of which I present in Sect. 1.3.5.

1.3.1 Reducing physiological complexity

The neuronal systems in Fig. 1.1 and Fig. 1.2 show a rich morphological struc-
ture and spatial arrangement, the fine detail of which can be incorporated
into very sophisticated models. However, key features and dynamics of single
neurons, that are necessary for the measures in Sect. 1.1, can be reproduced
within an acceptable error tolerance by models with greatly reduced complex-
ity. These models have the advantage that they are faster to simulate and more
tractable analytically.

One instance of a very complex component of single neurons that can be
modelled simply is the lipid bilayer, or membrane, which isolates the inner
components of the neuron from the environment. It is largely impermeable
to large molecules, including charged particles, such that a voltage v builds
across it from the inside of the cell in relation to the external fluid (Dayan and
Abbott, 2001). The excess charge Q that builds inside the cell is related to the
voltage through the capacitor equation Q = Cmv, with membrane capacitance
Cm. The membrane is also perforated with many ion channels that allow ions
to flow into the cell, altering the conductance and creating a current.

Instead of modelling these details explicitly, a single point within the soma
can be chosen at which the voltage is taken to be representative for the entire
cell, abstracting away all other spatial details (the dendrite and axon, the ion
channels, etc.). This point neuron has no structure; it has a single ‘compartment’
with a single state, the time-dependent voltage, described by the following
simple dynamics

Cm
dv
dt

=
dQ
dt︸︷︷︸

current across
the membrane

. (1.41)

Eq. (1.41) relates the change in voltage inside the membrane (l.h.s.) to the rate
of charge accumulation inside the cell (r.h.s.), which may come from channel or
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synaptic conductances. Because there are many channels that are continually
opening and closing, even if there are no active conductances such as synaptic
transmission, there is a passive conductance across the membrane, leading to
what is called a leak current with conductance gL. The leak current leaves the
membrane and is thus represented through negative term ineq. (1.41), leading
to the passive or leaky integrator model

Cm
dv
dt

= −gL(v − EL), (1.42)

where the leak current is the product of the leak conductance and the voltage
differential from the neuron’s resting potential, EL.

After abstracting away the morphology and microdynamics (e.g., channel
function), a second simplifying assumption concerns the action potential. Be-
cause the action potential has a prototypical shape, it is believed that its shape
carries little, if any, information. Instead, what is important is the spike tim-
ing. The time trace for the action potential shown in the inset of Fig. 1.2 can
be modelled by a fire-and-reset condition,

if v(t f ) ≥ vT, v(t f ) → vR, (1.43)

which simply states that when the voltage reaches the threshold voltage value
vT at a firing time t f , it is reset to vR, where it remains for an absolute refractory
period τref. The spike at time t f is registered in the neuron’s spike train, as
defined in eq. (1.1).

The fire-and-reset rule in eq. (1.43) together with the differential equation
for the voltage in eq. (1.41) constitute the integrate-and-fire model (Lapicque,
1907). If the dynamics are leaky, dividing eq. (1.42) by the leak conductance
(the inverse of the membrane resistance Rm),

RmCm︸ ︷︷ ︸
τm

dv
dt

= −v + EL, (1.44)

and combining it with the reset rule yields a common form of the leaky integrate-
and-fire (LIF) model. In eq. (1.44), the product of the membrane resistance and
capacitance, τm = RmCm, is an ‘RC time constant’ called the membrane time con-
stant, which determines how quickly the voltage relaxes to its resting potential
EL; because it is a homogeneous differential equation, the relaxation will be
exponential. There are of course more complicated integrator models which
describe the subthreshold dynamics more precisely, including active conduc-
tances, but the passive model, despite its simplicity, is able to mimic key neural
properties, including an all-or-none spike due to a well-defined threshold [see
Izhikevich (2007) for a survey of single-neuron models].



1.3. MODELLING NEURONAL SYSTEMS 34

Looking again at Fig. 1.2, it is clear that eq. (1.44) neglects many of the mor-
phological details. The integration by the dendrite is simply lumped into the
single compartment, the complex but uninformative spike-generating mecha-
nism was replaced by a hard threshold (nonlinearity), and the molecular bi-
ological channel and membrane details were brazenly captured by a single
time constant and a resting potential. Simplifications were made in order to
focus on the firing dynamics of the neuron; these other elements are in ef-
fect considered to be insignificant to the firing statistics. However, there are
other properties of neurons that have not yet been captured by the model in
eq. (1.44), which cause variability in the dynamics of neurons and have a pro-
found impact on their firing statistics, as discussed next.

1.3.2 Neuronal variability and the Langevin equation

The variability in neural responses discussed in Sect. 1.1.2 cannot be captured
by the LIF model in eq. (1.44), even with random initial conditions. For this
purpose, the LIF model is transformed into a stochastic differential equation
developed in the field of statistical physics by Langevin (1908). The classic
form of the stochastic differential equation, known as the Langevin equation,

τmv̇ = −v + EL +
√

2Dτmξ(t), (1.45)

can be used to describe the variable dynamics of the LIF neuron, because it
now contains an additive Gaussian white noise ξ(t), which has zero mean and
is delta correlated (Gardiner, 1985; Lindner, 2009)

⟨ξ(t)⟩ = 0 and
〈
ξ(t)ξ(t′)

〉
= δ(t − t′). (1.46)

Because the delta correlation means the variance of the white noise is in-
finite, it is parameterized by its noise intensity D, which can be defined gen-
erally as the integral of the stationary autocovariance function [eq. (1.8)] over
time (Lindner, 2009; Longtin, 2010)

D =
∫ ∞

0
C(τ)dτ. (1.47)

The intensity of the entire fluctuating term in eq. (1.45) can be adjusted as
required for the model by means of D (Longtin, 2010), which consequently
drives the voltage dynamics at an amplitude with standard deviation σv =√

2D. The intensity of the intrinsic noise will be crucial in the following, in
that it will help define background stochasticity and voltage dynamics against
which input strengths can be compared, such as the amplitudes of the external
stimulus and, in the last two chapters, the network input. The correlation
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function of the entire fluctuating force term is scaled by the variance in the
voltage amplitude and the time constant (Gerstner et al., 2014),〈√

2Dτmξ(t)
√

2Dτmξ(t′)
〉
= 2Dτmδ(t − t′) = σ2

v τmδ(t − t′). (1.48)

The Ornstein-Uhlenbeck process that results from the integration of the Lange-
vin equation in eq. (1.45), on the other hand, has an exponentially decaying cor-
relation with time constant τm (Gardiner, 1985; Longtin, 2010; Gerstner et al.,
2014).

In summary, the model for the subthreshold voltage dynamics used in this
text is the stochastic leaky integrate-and-fire neuron described by the following
Langevin equation

τmv̇ = −v︸︷︷︸
subthreshold voltage

leak term

+ µ︸︷︷︸
constant bias

drift/deterministic term

+
√

2Dτmξ(t)︸ ︷︷ ︸
intrinsic noise

fluctuating/random term

, (1.49)

including a constant bias term µ (modelling, for instance, experimentally in-
jected current), the appropriate fire-and-reset rule with threshold and reset
voltages vT and vR, respectively, and an absolute refractory period τref.

Note: In the interest of more general applicability to experimental data and for
comparison with results from other models, in much of the following a version
of the Langevin equation (1.49) will be used in which the variables are dimen-
sionless. This is done by measuring time in units of the membrane time constant
τm,

t
τm

= t̂ =⇒ d
dt

7→ d
τmdt̂

, (1.50)

and therefore the time constant will cancel (can be set to one) and any frequencies
will be measures in units of [1/τm]. The white noise term will also be affected by
any scaling in time according to ξ(at) = ξ(t)/

√
a, such that scaling time by τm

will also affect the amplitude (i.e., a = 1/τm). However, this factor will cancel
when the equation is integrated. The cancellation of the time constant due to the
scaling in time is one reason for the choice of including the time constant under
the square root in the white noise prefactor in eq. (1.49). In addition, voltages are
normalized by the distance from reset to threshold, vT − vR, which is particularly
helpful in providing a reference point for determining the strength of an input. A
common parameter choice is then to set the resting and reset potentials to zero,
EL=vR=0, and the threshold to one, vT =1.

1.3.3 Modelling synaptic input

Instead of the entire temporal profile of the voltage change during a PSP as
described in Sect. 1.2.1, the effect of incoming spikes on the voltage dynamics
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will be modelled as discrete jumps with particular amplitudes called synaptic
weights. For example, if the kth spike from presynaptic neuron j is fired at time
tj,k, it will cause a PSP in its postsynaptic target i that is simply added to the
voltage dynamics

τmv̇ = −v + µ +
√

2Dτmξ(t) + τm Jij,kδ(t − tj,k − τd,ij), (1.51)

where Jij,k is the (spike-specific) synaptic weight. The synaptic input is multi-
plied by the membrane time constant in eq. (1.51), such that a displacement of
Jij,k is experienced in the voltage trace v(t) after integration. The term τd,ij in
eq. (1.51) is the synaptic delay between j and i, and accounts for propagation
delays along the presynaptic axon to the synapse and from the synapse along
the postsynaptic dendrite to the soma, as well as the release, diffusion, and
reception of the neurotransmitters (Bernardi, 2019). In the synaptic model in
eq. (1.51), the only information captured about the synapse is the timing and
the synaptic weight (which also marks the existence of a pairwise connection,
which is information about the architecture).

Thus far variability has been incorporated into the model in eq. (1.49), but
the ‘quasi-random’ synaptic input from other neurons has not been addressed
explicitly. This input may serve an unknown purpose, but for simplicity when
studying the response of a neuron or population of neurons to a specific stim-
ulus, it is helpful to relegate the unrelated inputs from other, unobserved neu-
rons to an effective background noise. The background activity from the ex-
ternal sources can be included in the neuronal dynamics using the model of a
single synaptic input spike in eq. (1.51). A common way to model this uncor-
related input is to generate spike trains [eq. (1.1)] from homogeneous Poisson
processes [eq. (1.2)] acting as uncorrelated neuronal sources. The spike times
of the external neuronal sources are independent from each other (within the
same process and among processes), such that the postsynaptic cell experi-
ences discrete jumps in its subthreshold voltage that are randomly timed, re-
ferred to as shot noise.

The Poisson spike trains from each source p in the external Poisson popu-
lation Php with spike-specific synaptic weights Jp,k are added to the dynamics
of the Langevin equation in eq. (1.49)

τmv̇ = −v + µ +
√

2Dτmξ(t) + τm ∑
p∈Php

∑
k

Jp,kδ(t − tp,k). (1.52)

The Poisson input may have a nonzero mean value, in which case it will also
contribute to the resting potential set by the bias term µ. (Notice that no delay
term was used for the Poisson input.) In Sect. 1.3.4, an alternative way of
modelling uncorrelated background input will be presented that approximates
the Poisson shot noise as a Gaussian white noise process. Both shot noise and



37 CHAPTER 1. NEURONAL ENCODING

the Gaussian white noise approximation will be used to model synaptic input
in this thesis.

1.3.4 Approximating synaptic input as diffusive noise

If the synaptic input to a neuron discussed in Sect. 1.2.1 and Sect. 1.3.3 meets
the following conditions:

• i) there are weak correlations in the spike times, such that the statistics
resemble a Poisson process

• ii) the input rate is high compared to the speed with which the neuron
integrates, determined by the membrane time constant, such that many
such spikes are able to influence the subthreshold dynamics of the neu-
ron before it can respond by decaying back to its resting potential

• iii) the amplitude of the postsynaptic potential resulting from each spike
is small relative to the distance from reset to threshold, such that many
such spikes are necessary to drive the cell to fire

then the barrage of small (and partially annihilating given positive and neg-
ative weights) voltage kicks can be approximated by a Gaussian white noise
process through the so-called diffusion approximation (Treves, 1993; Abbott and
van Vreeswijk, 1993; Amit and Brunel, 1997a; Brunel, 2000). Given that the
above requirements are fulfilled, the approximation of the input from a popu-
lation of size N at time tk within (integrated over) a small time interval δt (and
using the dimensionless dynamics with τm=1) has the form

I(tk) =
∫ tk+δt

tk
∑
i∈N

xi(t)dt ≈ lim
δt→0

µIδt +
√

2DI︸ ︷︷ ︸
σI

γtk

√
δt, (1.53)

where γtk is a Gaussian random variable with unit variance. The approximated
variance in the input is given by σ2

I = 2DI , which describes the amplitude of
the fluctuations around a mean value, µI . In eq. (1.53), xi(t) is the spike train
of input neuron i, modelled as a homogeneous Poisson process with time-
averaged, single-neuron firing rate rhp [see eq. (1.2)]. The approximation in
eq. (1.53) has the same form as the Langevin equation, and thus will also
result in an Ornstein-Uhlenbeck process when integrated. Once the mean µI
and the noise intensity DI are found, the approximating noise process can be
substituted for the spike train input in eq. (1.52).

The mean input can be found by averaging I(tk) over all independent
presynaptic sources xi and stimuli, such that the mean within a time bin δt
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is

µI(tk) =
⟨I(tk)⟩i,s

δt
=

1
δt

〈∫ tk+δt

tk
∑
i∈N

xi(t)dt

〉
i,s

(1.54)

=
1
δt

∫ tk+δt

tk
∑
i∈N

⟨xi(t)⟩i,s︸ ︷︷ ︸
rhp

dt =
1
δt

∫ tk+δt

tk
∑
i∈N

rhp︸ ︷︷ ︸
Nrhp

dt

=
1
δt

Nrhp

∫ tk+δt

tk

dt︸ ︷︷ ︸
δt

= Nrhp.

Because the input sources are assumed to be homogeneous with common in-
put rate rhp, the mean will be time-independent, µI(tk)=µI .

For the variance of the input,〈
[∆I(tk)]

2
〉

i,j,s
=

〈[
I(tk)− ⟨I(tk)⟩i,s

]2
〉

i,j,s
=
〈
[I(tk)]

2
〉

i,j,s
− ⟨I(tk)⟩2

i,s , (1.55)

only the second moment,
〈

I2〉, remains to be found. The spike trains are
assumed to be Poissonian and uncorrelated with one another (there is no com-
mon source or signal), meaning that the correlation between two spike trains
from the input is (Lindner, 2018) [see eq. (1.9) and surrounding discussion]

Cij(t2 − t1) =
〈

xi(t1)xj(t2)
〉

i,j,s = r2
hp + rhp δij︸︷︷︸

indep.
trains

δ(t2 − t1)︸ ︷︷ ︸
Poissonian
assumption

of spike indep.

, (1.56)

where δij is the Kronecker delta ensuring independence between spike trains.
Using this relation, the second moment is

〈
[I(tk)]

2
〉

i,j,s
=

〈(∫ tk+δt

tk
∑
i∈N

xi(t1)dt1

)(∫ tk+δt

tk
∑
j∈N

xj(t2)dt2

)〉
i,j,s

(1.57)

=
∫ tk+δt

tk

∫ tk+δt

tk
∑
i∈N

∑
j∈N

〈
xi(t1)xj(t2)

〉
i,j,s︸ ︷︷ ︸

Cij(t2−t1) [eq. (1.56)]

dt1dt2

=
∫ tk+δt

tk

∫ tk+δt

tk
∑
i∈N

∑
j∈N

[
r2

hp + rhpδijδ(t2 − t1)
]

dt1dt2

=
∫ tk+δt

tk

∫ tk+δt

tk
∑
i∈N

∑
j∈N

r2
hp dt1dt2
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+
∫ tk+δt

tk

∫ tk+δt

tk
∑
i∈N

∑
j∈N

rhpδijδ(t2 − t1) dt1dt2.

Because t2 is being integrated over the interval [tk, tk + δt], integrating δ(t2 − t1)
with respect to t1 over the same interval will give a constant factor of one,

〈
[I(tk)]

2
〉

i,j,s
= r2

hp ∑
i∈N

∑
j∈N︸ ︷︷ ︸

N2

∫ tk+δt

tk

dt1︸ ︷︷ ︸
δt

∫ tk+δt

tk

dt2︸ ︷︷ ︸
δt

(1.58)

+ rhp ∑
i∈N

∑
j∈N

δij︸ ︷︷ ︸
N

∫ tk+δt

tk

∫ tk+δt

tk

δ(t2 − t1)dt1︸ ︷︷ ︸
1

dt2

= (Nrhpδt︸ ︷︷ ︸
⟨I⟩i,s

)2 + Nrhpδt.

Inserting this result into eq. (1.55) gives〈
[∆I(tk)]

2
〉

i,j,s
= ⟨I⟩2

i,s + Nrhpδt − ⟨I⟩2
i,s = Nrhpδt, (1.59)

which is also time-independent. The variance of the input within a small time
bin δt is therefore

σ2
I =

〈
[∆I]2

〉
i,j,s

/δt = Nrhp. (1.60)

Using the relation σI =
√

2DI , the noise intensity of the white noise approxi-
mation in eq. (1.53) is

σ2
I = Nrhp = 2DI =⇒ DI =

Nrhp

2
. (1.61)

An example subthreshold voltage trajectory receiving homogeneous Poisso-
nian input versus one driven by a white noise process that approximates the
Poissonian input using eq. (1.54) and eq. (1.61) is shown in Fig. 1.6, where it
can be seen that their voltage distributions are quite similar (right panel).

The results of the diffusion approximation are easily incorporated into any
Langevin equation, where the mean is added to the other bias or constant
terms and the fluctuating Gaussian term can be combined with existing zero-
mean Gaussian white noise sources, the result of which will be an aggregate
Gaussian white noise source with a power spectrum equal to the sum of the
spectra of the constituent processes. In the case of a white noise, this means
that the intensities can be summed [see eq. (1.25)].
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Figure 1.6: Diffusion approximation of Poissonian synaptic input. A sam-
ple of the Poisson input’s postsynaptic effect on the subthreshold voltage
v(t) (black curve) over 100 arbitrarily chosen time steps, with a realization
of the diffusion approximation’s (DA) input to the voltage in magenta. On
the right, the voltage distributions are shown from both processes, with their
means (triangles) and standard deviations (bars connected to the means with
dashed lines). Parameters: T=1000, ∆t=0.01, N=1000, rhp=5 × 10−3, µI=Nrhp,
DI=Nrhp/2.

1.3.5 Recurrent network model

The network model shown on the left of Fig. 1.7 is used in Ch.3 and Ch.4 to
model the type of recurrent network found in cortical columns as described in
Sect. 1.2.2. It is composed of leaky integrate-and-fire neurons [cf. eq. (1.49)],

τv̇i = −vi + µi +
√

2Diτξi(t) + s(t) + RIi(t), (1.62)

with a common external stimulus s(t) received by all neurons in the network,
which are similar to those in the feedforward population in eq. (2.8), but with
an additional network input RIi(t). The intrinsic noise, ξi(t), is a Gaussian
white noise with intensity Di as described in Sect. 1.3.2. All neurons are as-
sumed to have equal parameters, unless stated otherwise [e.g., Sect. 3.5], such
that the network is homogeneous. Therefore all membrane time constants have
the same value, τm,i = τ ∀ i, which is used as the unit of time (with the excep-
tion of Sect. 3.5). This means that τ = 1 and the frequencies of the observed
phenomena are presented relative to the internal dynamics of the single units
of the network.

In addition, in much of the following the bias will be fixed at µi = 1.1 ∀ i,



41 CHAPTER 1. NEURONAL ENCODING

0

1

0

1

Figure 1.7: Recurrent network model and measurements of the population
output. Left: The network (green (excitatory) and red (inhibitory) circles)
is composed of leaky integrate-and-fire neurons with voltage dynamics de-
scribed by eq. (1.62). Each neuron receives a common stimulus, s(t) (eq. (1.64)),
and input from a fixed number of neurons in the network, RIi(t) (eq. (1.65)).
Right: To quantify the full, all-spike output, X(t) (black; eq. (1.30)), of a pop-
ulation of NA neurons in the network, the spike trains (top; eq. (1.63)) of the
neurons are summed to form a single time series. The activity, A(t) (blue;
eq. (2.1)), is found by counting the number of spikes in X(t) within a time
bin ∆. The partial synchronous output, Φ(t) (magenta; eq. (2.6)), is a binary
measure of the time points at which the activity is greater than or equal to the
synchrony threshold, ϕ. Fig. 1 in Knoll and Lindner (2022).

such that, with the threshold and reset voltages set to vT =1 and vR=0, respec-
tively, all neurons are in the so-called suprathreshold (or mean-driven) regime
[µi > (vT − vR)] and fire spontaneously. This type of slow, spontaneous fir-
ing mimics the behavior often measured in cortex (Margrie et al., 2002). The
output spike train [eq. (1.1)] of each neuron is denoted by

xi(t) = ∑
k

δ(t − ti,k), (1.63)

and after each spike the voltage is held at the reset voltage for an absolute
refractory period of τref=0.1.

All neurons in the network receive a common, time-dependent stimulus,
s(t). This stimulus is a broadband Gaussian process with zero average, vari-
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ance σ2
s , and power spectrum

Ss( f ) =
σ2

s
2 fc

Θ( fc − | f |), (1.64)

which is flat up to its cutoff frequency fc. Unless otherwise noted, the cutoff
frequency is set to fc = 15, which is well above the average firing rate (see
Sect. 3.4, Fig. 3.12 and Sect. 3.5, Fig. 3.15).

As shown on the left of Fig. 1.7, the neurons in the network described
by eq. (1.62) can be categorized into two subnetworks depending on whether
they have an excitatory (E with size NE = 10, 000) or inhibitory (I with size
NI =2, 500) effect on postsynaptic targets. The network input to each neuron,

RIi(t) = τ ∑
j∈PE(i)

Jij ∑
k

δ
(
t − tj,k − τd,ij

)
︸ ︷︷ ︸

excitatory spike trains

+ τ ∑
l∈PI(i)

Jil ∑
m

δ (t − tl,m − τd,il)︸ ︷︷ ︸
inhibitory spike trains

(1.65)

with synaptic weights Jij and Jil and synaptic delays τd,ij and τd,il, contains
a fixed number of inputs (fixed in-degree) from the excitatory [CE randomly
chosen inputs from E unique to neuron i, denoted by PE(i)] and inhibitory [CI
from I in subpopulation PI(i)] populations, which makes the network input
for all neurons equivalent and, therefore, the network is homogeneous even
in this respect. In Sect. 3.4 and Ch.4, the input size is fixed at CE = 800 and
CI = 200 for a network with NE = 10, 000 and NI = 2, 500, giving an input
probability of pc = CE/NE = CI/NI = 0.08. In Sect. 3.5, CE = 1000 and CI =
250, but NE and NI (and therefore pc) are varied. The synaptic delays are
taken to be uniformly distributed between 0.05 and 0.2. For simplicity, in this
and the following chapter all excitatory weights are equal and assume a fixed
value Jij = J ∀ i, j if j ∈ E, unless otherwise indicated. The single exception
is in Sect. 4.2.3, where, inspired by the results of Sect. 2.3, the weights are
drawn from exponential distributions with average J̄ in order to explore the
implications for information transmission. Inhibitory synaptic weights are set
relative to the excitatory weights using the relative inhibitory strength g, such
that for fixed weights Jil = −gJ ∀ i, l if l ∈ I, and for random weights the
average is −gJ̄.

Throughout the following, no matter whether the weights are fixed or ran-
domly distributed, the inhibitory-to-excitatory ratio in the network and in the
network input will be held constant at γ = NI/NE = CI/CE = 0.25, such that
the activity regime can be manipulated by changing the strength of the inhibi-
tion via g. If g= 1/γ= 4, the network will be in the balanced regime, meaning
that the recurrent inhibitory efficacy (number of inputs multiplied by their
synaptic strengths) will equal and cancel the efficacy of the excitatory inputs
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on average (Shadlen and Newsome, 1994, 1998), thus cancelling a mean contri-
bution from recurrence, making the network fluctuation-driven. This regime is
of particular theoretical significance, first gaining prominence in the study by
van Vreeswijk and Sompolinsky (1996), because networks in this regime can
exhibit asynchronous irregular (AI) activity like that observed in the cortex
(Renart et al., 2010; Harris and Thiele, 2011) [for theoretical studies using net-
works of LIFs, see also Amit and Brunel (1997a); Brunel (2000); Sanzeni et al.
(2022)]. However, (AI) activity is not exclusive to balanced networks; it can
also be found in networks in which the neurons, on average, receive more neg-
ative inhibitory input (Brunel, 2000; Ostojic, 2014). For the model studied here,
this would correspond to g > 4 and is referred to as the inhibition-dominated
regime.

In each simulation trial a new network topology [connections (and synaptic
weights in the random case) and delays] is drawn and held fixed throughout
the trial period (no synaptic plasticity rules are used). In addition, in each trial
the intrinsic noise terms are drawn anew, a unique stimulus is presented, and
the NA neurons of each readout population are arbitrarily selected. Therefore,
averages over trials, ⟨·⟩ = ⟨⟨⟨⟨⟨·⟩ξi⟩Jij⟩τd,ij⟩s⟩NA , constitute averaging over all
these values (as well as the initial conditions).

1.4 Thesis overview

In this thesis I will attempt to better understand signal encoding in the brain,
which is one possible component of the neural code that may underlie behav-
ioral responses to environmental stimuli. Because the brain is a very com-
plicated bundle of interconnected neurons, I reduce the physiological and
topological complexity of neural networks by using models developed in the
framework of statistical physics. I will use the single-neuron and recurrent
network models presented in Sect. 1.3.1, Sect. 1.3.2, and Sect. 1.3.5 to simulate
and analytically approximate neuronal dynamics.

Information transmission in spiking networks has received a lot of attention
in the theoretical literature, particularly over the last couple of decades. The
methods to quantify neuronal output and information transmission that I re-
viewed in Sect. 1.1 have been applied for unconnected populations to success-
fully describe biological data on sensory encoding. Analytical results for the
stationary and time-dependent rate responses and information transmission
in unconnected populations have been obtained previously, some of which,
particularly the stationary statistics, have already been extended to recurrent
networks [see Sect. 3.1].

The goal of this thesis is to explore the effects of synaptic coupling [Sect. 1.2]
between and within populations on the activity and information transmission
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of neuronal systems. In Ch.2, synaptic transmission of the output of an encod-
ing population to a postsynaptic target will be investigated. In this case, the
synaptic models presented in Sect. 1.3.3 will be used to investigate the effects
of the stochasticity in synaptic weights. In the remaining two chapters, locally
recurrent connectivity [Sect. 1.2.2] will be explored using the model defined in
Sect. 1.3.5 and will lean heavily on the diffusion approximation that was intro-
duced in Sect. 1.3.4. In those chapters I will show that the recurrent network
input can be well approximated by Gaussian white noise, which improves en-
coding in some cases and is detrimental in others. In the process, I will extend
the analytical results and observations for feedforward networks that model
afferents in the sensory periphery so as to better understand computation in
the recurrently connected cortex.

Throughout, I also focus on two candidate neural codes: a rate code, which
is a simple integration of the number of spikes over a given time and can
be read out by a postsynaptic integrator cell, and a synchrony code, which
is believed to contain high-frequency information in the coincident spikes of a
population that can be decoded postsynaptically by a coincidence detector cell.
In Ch.2, the coherence function introduced in Sect. 1.1.4 will be used to match
the information filtering of a population’s synchronous output with that of
coincidence detection, in contrast to integration. In Ch.3, stimulus encoding in
a recurrent network’s output will be investigated. I will focus in particular on
the impact of stimulus and connectivity correlations on activity and encoding.
In that context and after considering other sources of correlation, synchrony
coding will again be compared to an integration code in Ch.4, which references
the results in Ch.2 to postulate implications for postsynaptic cells.



Chapter 2

Postsynaptic Readout from an
Unconnected Population

As stated in Sect. 1.1.4, synchronous activity is a widely observed phenomenon
throughout the brain: in the feedforward populations of the sensory periphery
as well as in the highly interconnected cortex. It has been postulated to play
different roles in neural computation, but it is clear that a synchrony code can
only be useful if there are readout cells which are selective to it. That is why in
this chapter the focus will be on potential recipients of such a synchrony code,
postsynaptic cells (PSCs) [Sect. 2.2.2], and how their properties determine the
type of information to which they are most receptive [Sect. 2.2.3]. A PSC may
be selective to synchronous activity from a population (coincidence detector,
CD) or integrate all of its input (integrator, INT) (König et al., 1996; Middleton
et al., 2009; Ratté et al., 2013), and therefore the information transmission in
both of these modes will be investigated and compared in Sect. 2.2.4. I will
demonstrate in Sect. 2.3 that the synaptic connections between the stages can
limit how effective the PSC is in each role if they inject stochasticity into the
information pipeline. This chapter is a summary of, and in some cases an
elaboration on, the results laid out in Bostner (2019) and Bostner et al. (2020)
and the references therein.

2.1 Synchrony coding in feedforward populations

In the sensory periphery, stimuli of a sensory modality (e.g., an odor, a sound,
or a chirp in a generated electric field) are first transduced (encoded in an
electrochemical signal composed of action potentials) by sensory receptors
and transmitted to a second processing stage of projection neurons, which
mostly transmit the information to higher stages without much further pro-
cessing other than encoding (feedforward). The neurons in these feedforward
populations have little if any connections with each other (collateral or locally

45
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recurrent connections) and encode information from disparate but overlapping
receptive fields, providing amplification and redundancy in the signal detec-
tion pipeline. A single projection neuron receives input from many receptor
neurons, meaning there is a high level of convergence from the first to the
second stage, and some of the receptor neuron inputs are common to multiple
projection neurons, which accounts for the overlapping receptive fields, all of
which aids in detecting weak signals (Olsen et al., 2010).

In Kruscha (2017), the work upon which Bostner (2019) and Bostner et al.
(2020) (and therefore this chapter) are based, biological examples of sensory
periphery processing pipelines were given, in which convergent and redun-
dant encoding by feedforward populations project to populations of integra-
tors or coincidence detectors in later processing stages. Instances of these first
two stages can be found in the olfactory receptor neuron and projection neuron
populations in rodents (in the olfactory epithelium and olfactory bulb, respec-
tively) and insects (in the antenna and antennal lobe, respectively) (Wilson
and Mainen, 2006). The output of the projection neurons is received by a third
processing stage of coincidence detecting cells (e.g., in the olfactory cortex in
rodents or the mushroom body in insects). In the auditory system of mice
there is a similar processing pipeline. Hair cells in the first stage innervate the
non-interacting (feedforward) spiral ganglion neurons, which send projections
in the auditory nerve to the cochlear nuclei, where the information is either
integrated [e.g., by stellate cells (Young et al., 1992)] or where synchronous
events may be detected [e.g., by octopus cells (Golding et al., 1995)]. In the
electrosensory system of weakly electric fish, e.g., Apteronotus leptorhynchus,
active tuberous (P-unit) and passive ampullary electroreceptors have overlap-
ping receptive fields [(Krahe and Maler, 2014); an example of convergence and
redundancy] due to their topographic arrangement and the spatial distribu-
tion of the signal. These afferents project to targets in multiple areas of the
electrolateral line lobe (ELL), some of which act as integrators and others as
coincidence detectors (Chacron et al., 2003). The electroreceptor afferents lack
lateral connections (Carr et al., 1982), and thus act as both the first and second
stages of processing.

As stated above, the results of this chapter build on previous theoretical re-
sults for a single encoding population without a PSC, including from Kruscha
(2017). There the electrosensory periphery was the main model system, and
thus a single population of unconnected neurons was used as the feedforward
receptor-projection stage, which receives a common, partially (spatially) corre-
lated stimulus. As a proxy for postsynaptic cell, Sharafi et al. (2013), Kruscha
and Lindner (2016) and Kruscha (2017) focused on the possible synchronous
content in the output of a feedforward population (unconnected ensemble) of
neurons (see for example Grewe et al. (2017), where a synchrony code was
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investigated in biological data from P-units and ampullary afferents without
considering the postsynaptic targets in the ELL). Doing so avoids the complica-
tions of choosing a postsynaptic cell model and its respective parameters and
instead specifically addresses the synchrony code itself. A synchrony code re-
quires the definition of a time window within which the coincident spikes are
detected. Therefore, the spike trains of the population were convolved either
with a smoothing filter, as in Sharafi et al. (2013), or an activity time window,
as in Kruscha and Lindner (2016) and Kruscha (2017). In the following, the re-
sults of the latter will be used, with the population activity in a time window
∆ defined as (Gerstner et al., 2014; Kruscha and Lindner, 2015)

A(t; ∆) =
1

NA

NA

∑
i=1

∫ t

t−∆
xi(t′)dt′ =

B∆(t) ∗ X(t)
NA

. (2.1)

The activity in eq. (2.1) is a sum of the spikes in the activity window for NA
spike trains xi(t), normalized by the size of the population NA, such that it is a
measure of the proportion of the population active within the activity window
around time t, thus ranging from zero and one. As shown by the term on the
right, it is also equivalent to convolving the all-spike output in eq. (1.30) with
the boxcar function

B∆(t) = Θ(t)− Θ(t − ∆), (2.2)

where Θ(t) is the Heaviside step function. It is useful to derive the boxcar
function’s Fourier transform, such that convolutions with it can be written as
simple products. Beginning with an alternative representation of a general
boxcar function with amplitude a,

B∆(t) =

a, −∆
2 < t < ∆

2

0, otherwise
, (2.3)

it can be seen that the function is zero outside the range denoted by ∆, and
therefore the limits of integration in the Fourier transform can be simplified to
this range, giving

F [B∆(t)] = B̃∆( f ) =
∫ ∞

−∞
B∆(t)ei2π f tdt (2.4)

=
∫ ∆/2

−∆/2
aei2π f tdt =

a
i2π f

[
ei2π f ∆

2 − ei2π f (−∆
2 )
]

=

(
∆
∆

)
a

π f

[
eiπ f ∆ − e−iπ f ∆

2i

]
︸ ︷︷ ︸

sin(∆π f )
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a a a

Figure 2.1: On the left, the boxcar function in eq. (2.3) is shown, which is
parameterized by its width ∆ and amplitude a. Its Fourier transform (eq. (2.4))
is shown in the middle panel and its absolute value in the right panel.

= a∆
[

sin(∆π f )
∆π f

]
The boxcar function and its Fourier transform given by eq. (2.4) are shown

in Fig. 2.1. Notice that B̃∆( f ) has a zero-crossing at multiples of 1/∆, and its
absolute value goes to zero at those points, such that when it is applied to a
signal it acts as a low-pass filter with an imperfect cutoff at 1/∆.

Using the definition of the sinc function which does not normalize by π,
sinc(x) = sin(x)/x, and with x 7→ ∆π f and a = 1, the Fourier transform of
the boxcar function in eq. (2.2) used throughout the paper is then

B̃∆( f ) = ∆sinc(∆π f ). (2.5)

Note: There is a second definition of the sinc function, referred to as the ’normal-
ized’ sinc function, sinc(x) = sin(πx)/(πx), used in signal processing. This
form is commonly used in programming packages, including numpy. The mp-
math package uses the unnormalized (mathematics) version.

The partial synchronous output (PSO) can be found by applying a threshold
ϕ to the activity in eq. (2.1) (Kruscha and Lindner, 2016; Kruscha, 2017):

Φ(t; ∆, ϕ) = Θ
(

A(t; ∆)− ϕ +
1

2NA

)
. (2.6)

When the PSO is equal to one at time t it indicates that at least a certain
percentage of the population was active within the activity window ∆ at that
time, with the bias factor 1/(2NA) ensuring that an activity exactly at the
threshold is counted as synchronous. If the activity is not above the threshold,
the PSO is zero. These conditions are summarized in the following:

Φ(t; ∆, ϕ) =

1, fraction of neurons that fired within [t − ∆, t] is ≥ ϕ

0, otherwise
(2.7)
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2.2 Estimating the response of a two-stage neural
system

2.2.1 Presynaptic population model

The PSO was introduced as a proxy to the PSC, the validity of which can be
assessed by a direct comparison of the two, as illustrated in Fig. 2.2. A weak
common stimulus s(t) is encoded by an unconnected, or feedforward, popu-
lation of N = 100 LIF neurons (NA = N = 100 for eq. (2.1) in the following).
Each neuron i = 1 . . . N in the population has a subthreshold voltage vi gov-
erned by the stochastic differential equation

τPOP v̇i = −vi + µPOP + s(t) +
√

2(1 − c)Dξi(t), (2.8)

with the same membrane time constant τPOP and constant bias current µPOP
for all neurons. In this chapter the parameters of the population are fixed

0

1

0

1

Figure 2.2: System diagram of the model comparing the synchrony mea-
sure’s output with the output of a postsynaptic coincidence detector. The
voltage dynamics of all N neurons in the encoding population on the left are
described by equation eq. (2.8), with intrinsic Gaussian white noise ξi(t), bias
µi and output spike train xi(t). The population neurons receive a common,
continuous input stimulus s(t). The population spike trains are summed to-
gether to form the all-spike output X(t), which provides input to a postsynap-
tic cell (PSC) with dynamics v described by eq. (2.10). The output of the PSC,
y(t), is compared to the partial synchronous output Φ(t) in eq. (2.6), obtained
by applying threshold ϕ to the activity A(t) in eq. (2.1), which is the all-spike
output summed and normalized within an activity window ∆. Adapted from
Bostner et al. (2020) Fig. 1.
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in order to isolate the effectiveness of the postsynaptic measures. For conve-
nience, time is measured in units of the population membrane time constant,
such that τPOP = 1. The population neurons are given a suprathreshold bias
current (µPOP = 1.2 > vT), such that they are in the mean-driven regime and
therefore have a baseline firing rate even without a signal.

When the voltage in eq. (2.8) reaches a given threshold voltage vT,POP = 1,
it is set to the reset voltage vR,POP = 0 (there is no refractory period) and a
spike is registered. All spike times of a given neuron constitute its output
spike train

xi(t) = ∑
j

δ(t − ti,j), (2.9)

in which ti,j represents the jth spike time of neuron i.
Each neuron is also endowed with an intrinsic Gaussian noise source ξi(t)

with amplitude
√

2(1 − c)D, such that, with the common external stimulus
s(t) =

√
2cDξc(t), the total noise of each neuron has an intensity D. The

mixing parameter c controls what percentage of the noise is correlated among
the neurons: when c = 0, all neurons are completely independent and receive
no signal; when c = 1 all neurons are equivalent (there is no intrinsic noise)
and share the same dynamics except for their initial conditions (Doiron et al.,
2004; de la Rocha et al., 2007). In this chapter, D = 0.01 with a low mixing
value, c = 0.1, such that the signal is weak.

2.2.2 Postsynaptic detector model

As shown in Fig. 2.2, the output spike trains of all neurons given by eq. (2.9)
are summed to give the all-spike output X(t) given by eq. (1.30), which is then
used to calculate the activity and PSO in eq. (2.1) and eq. (2.6), respectively,
or can drive a PSC. The chosen PSC model is a simple leaky integrate-and-fire
model without intrinsic noise, the subthreshold voltage v of which is given by

τv̇ = µ − v + τ ∑
k

akδ(t − tk), (2.10)

with membrane time constant τ, mean bias current µ, and its own threshold
(vT) and reset (vR = 0) voltages. The PSC also has no refractory period. In
this case, there is only a single PSC and therefore no index on the parameters.
The last term on the right hand side of eq. (2.10) is a sum over the spikes of
the all-spike output, each of which has an individual synaptic influence on the
PSC, denoted by the synaptic weight ak. The output spike train of the PSC is
y(t) and is a sum of delta functions like xi(t) in eq. (2.9), as shown in orange
in Fig. 2.2.
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In the following, the parameters of the PSC (except vR) will be varied in
order to better understand their influence on the role of the cell as an inte-
grator or coincidence detector, and to test the robustness of theoretical results.
In particular, τ and vT will determine the type of input to which the cell re-
sponds most. A short membrane time constant and a relatively large thresh-
old will make the PSC sensitive to coincident spiking in the population output,
whereas a long membrane time constant will make it sensitive to slower trends.
During the comparison with the PSO and when developing the theory, the bias
µ is set to zero and exponentially distributed weights ak are assumed, the lat-
ter of which is not only biologically realistic (Song et al., 2005; Lefort et al.,
2009), but also makes the spectral density theory analytically tractable. Once
the theory is developed, µ is varied in order to show that the theoretical results
are unaffected by the bias or operating regime of the PSC, and the effect of the
random weights on the role of the PSC are shown by comparing them to the
case with a constant weight.

2.2.3 Relating the synchronous and postsynaptic cell outputs

Because the roles of the PSO as an information filter proxy of the PSC in coinci-
dence detector (CD) mode was to be assessed, it makes sense to compare their
coherence functions directly and adjust the synchronous output parameters to
minimize the difference. The difference was measured by the relative squared
deviation

ϵ(CCD, CSO) =

∫ fsim
0 (CCD( f )− CSO( f ))2d f∫ fsim

0 C2
CD( f )d f

. (2.11)

where fsim defines the largest frequency of the comparison. In the following,
fsim was set to the cutoff frequency of the noise sources fc. Setting fc = 4, the
signal and intrinsic noise sources are broadband with power spectra

Sξc( f ) = Sξi( f ) =

1, − fc < f < fc

0, else
(2.12)

although fc is high enough that they are approximately white Gaussian pro-
cesses. Using the error function in eq. (2.11), a grid search was performed over
the PSO (ϕ, ∆) parameter space to find the optimal values, ∆opt and ϕopt, that
minimize ϵ for a given pair of CD parameters τ and vT. As shown in Fig. 2.3,
there is very good agreement between the two coherence functions, especially
around the peak.

The same approach can be repeated for many pairs of CD parameters as
shown in Fig. 2.4A in order to get an understanding of the relation between
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Figure 2.3: Matching the coherence functions of the two output measures.
The activity window ∆ and threshold ϕ of the synchronous output (SO; purple)
are adjusted such that its coherence matches that of the postsynaptic cell acting
as a coincidence detector (CD; black). For the CD, the membrane time constant
is short (τ = 0.1) and the voltage threshold is high (vT = 10). The optimal
synchrony parameters giving the best match in coherence functions are ∆opt=
0.18 and ϕopt=0.19. Fig.2 in Bostner et al. (2020).

them and the optimal parameters of the PSO. In Fig. 2.4B, a single CD param-
eter is varied while the other is held fixed. In the left column, the membrane
time constant is fixed at τ = 0.1 and vT is varied. In this case, ϕopt increases
approximately linearly, while ∆opt is mostly constant, especially at larger vT
values. Vice versa, when the voltage threshold is fixed at vT = 10 and τ is var-
ied, as in the right column, it is the time window ϕopt which increases some-
what linearly and ∆opt which is mostly stagnant. Therefore the two threshold
parameters ϕ and vT are related and the two integration time windows ∆ and
τ are also related, lending supporting evidence that the PSO is indeed a good
proxy for a postsynaptic coincidence detector. For further details on the pa-
rameter grid search and relations for other values of the CD parameters, see
Bostner (2019) and Bostner et al. (2020).

The usefulness of the PSO proxy will become apparent in Ch.4, where a
theory for the spectral densities and information transfer of a more general
network will be presented without the need for an explicit PSC model.

2.2.4 Linear approximation of PSC power spectrum

Thus far the PSC’s role as a coincidence detector has been tested by comparing
it to a proxy measure: the partial synchronous output. It is, however, possible
to derive analytical approximations for the spectral densities of the two-stage
network composed of the population and PSC presented in Sect. 2.2.2.
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Figure 2.4: Revealed relations between synchrony and coincidence detector
parameters. A: The coherence functions of the CD for a selection of parameter
pairs (black: vT varied, τ = 0.1; gray: τ varied, vT = 10) are plotted along with
the match PSO coherence functions with optimal parameters (blue, purple,
pink: vT varied; seafoam green, orange: τ varied). B: Optimal PSO parameters
(top row: ϕopt; bottom row: ∆opt) for different CD parameter pairs. In the left
column, τ = 0.1 and the threshold vT is varied. In the right column, vT = 10
and the membrane time constant τ is varied. Filled, colored points correspond
to the coherence curves in A. Adapted from Fig.4 in Bostner et al. (2020).

Starting with the population in the first stage, the all-spike measures from
Sect. 1.1.3 for a homogeneous and unconnected population can be used, where
the output of the first stage is the all-spike output given in eq. (1.30). Because
the signal is a Gaussian white noise (or broadband with such a high cutoff
frequency that it is effectively a white noise) with zero mean (⟨s(t)⟩ = 0) and
intensity Dc, its power spectrum is given by Ss( f ) = 2Dc. This stimulus power
will contribute to the stationary dynamics and influence the stationary firing
rate [see eq. (1.18)]

rPOP = rGN(µPOP, Dtotal), (2.13)

with Dtotal = (1 − c)D + cD = D. The firing rate of the entire population is a
multiple of the single-neuron rate, RPOP = NrPOP, since this is a specific case
of the general homogeneous, unconnected population rate in eq. (1.32). For
the parameters given above, the population rate is approximately rPOP ≈ 0.6.

The susceptibility is also parameterized by both the intrinsic and signal
means and intensities,

χPOP( f ; µPOP, Dtot) = NχGN( f ; µPOP, Dtot), (2.14)

where χGN is the susceptibility of a single LIF neuron with Gaussian white
noise given in eq. (A.4). Using eq. (1.34), the cross-spectrum between the all-
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spike output and the signal is

SXs( f ) ≈ χPOP( f ; µPOP, Dtot)Ss( f ) = 2DcNχGN( f ; µPOP, Dtot), (2.15)

and the population’s power spectrum can be found with the help of eq. (1.36):

SX( f ) ≈ NSGN( f ; µPOP, Dtot) + 2DcN2|XGN( f ; µPOP, Dtot)|2. (2.16)

The analytical expression SGN in eq. (A.2) was used for the unperturbed,
single-neuron power spectrum, which is again parameterized by the total bias
and noise intensity resulting from the signal itself, a la Novikov-Furutsu.

The second stage of the model is the PSC, receiving as its input the pop-
ulation’s output with the statistics described in eqs. (2.13) - (2.16). The PSC,
however, does not have an intrinsic noise source; it has only a bias and the
synaptic input. Therefore, the analytical expressions requiring Gaussian white
noise used for the population neurons do not apply. Instead, the synaptic
input itself, with its discrete postsynaptic voltage kicks caused by the presy-
naptic spikes, acts as a Poissonian noise source, or shot noise. As in the case of
the population’s Gaussian stimulus, this shot-noise synaptic input to the PSC
with rate RPOP acts as a bias and stimulus concurrently, influencing the firing
regime while perturbing it. This happens to an even greater extent in the PSC
than in the population, where in the latter the signal noise was a small percent-
age of the total noise intensity experienced by each neuron and the neurons
received a suprathreshold bias current, causing them to fire even in the absence
of a signal. In contrast, the PSC may not fire at all without synaptic input, for
instance if µ = 0. In that case, the synaptic input kicks the neuron into action
(and if the rate is high enough, linearizes its dynamics) and drives its own
encoding. For this reason, the shot noise statistics are dependent not only on
the PSC parameters, but also on the population rate and synaptic weights.

Analytical expressions for the firing statistics of an LIF neuron receiving
Poissonian shot noise also exist (Richardson and Swarbrick, 2010; Droste, 2015;
Droste and Lindner, 2017b) and are provided in Appendix D for reference.
Among them is the stationary firing rate, rSN in eq. (A.6). One important detail
is that the weights in the existing theories are assumed to be exponentially
distributed and drawn randomly for each spike time in the population all-
spike output according to

p(ak) = Prob(a < ak < a + da) =
1
ā

exp
{
− a

ā

}
da, (2.17)

where in the following the average synaptic weight is set to ā ≡ 1. Note
also that for an exponential distribution, the standard deviation is equal to the
mean (σak = ⟨ak⟩ = ā). In the following, the shot-noise firing rate of the PSC is
calculated as

rPSC ≈ rSN(ā, RPOP), (2.18)
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Figure 2.5: Shot-noise theory for PSC firing rate is more accurate than the
diffusion approximation. The shot-noise (SN, eq. (A.6): solid lines) and diffu-
sion approximation (DA, eq. (A.1) with µeff = āτRPOP and Deff = ā2τ2RPOP/2:
dashed lines) theories for the stationary firing rate of the PSC, rPSC, are com-
pared to the average firing rate measured from simulations (points) as a func-
tion of the membrane time constant τ. The comparison is made at three dif-
ferent values of the threshold vT, which determines how important each spike
with a fixed average synaptic weight ā = 1 is in driving spiking. Parameters:
single trial, T = 103, dt = 10−3, Tinit = 200, fc = 4. Population parameters as in
Sect. 2.2.1. Adapted from Bostner (2019).

which is parameterized by the average population rate RPOP as well as the
average synaptic weight.

In Fig. 2.5, the shot-noise rate in eq. (2.18) is compared with the diffusion
approximation (Gaussian white noise) rate, rGN in eq. (A.1), and the measured
average PSC rate from simulations for the model parameters given above.
The diffusion approximation was calculated by modeling the input from the
population as Gaussian white noise with mean µeff = āτRPOP and intensity
Deff = ā2τ2RPOP/2 (cf. Sect. 1.3.4 for details on the diffusion approximation).
The rates are plotted as a functions of τ for three different threshold values.
For a very high threshold (e.g. vT = 35) compared to the average synaptic
weight value ā=1, both the white and shot noises approximate the measured
rate well across the wide range of membrane time constant values, although
the shot noise performs better. As a reminder, a coincidence detector would
generally have a small time constant (e.g. τ = 0.1) and a moderately large
threshold (e.g. vT =10), whereas an integrator would have a much larger time
constant (e.g. τ = 10) and even higher threshold (e.g. vT = 20). With that
in mind, for an integrator the diffusion approximation or shot noise theories
are appropriate (pink points and curve in Fig. 2.5). However, the smaller the
threshold, the more poorly the white noise theory is able to capture the mea-
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sured firing rate, which is not a problem for the shot noise theory. Therefore,
the assumption above that the input from the population more closely resem-
bles shot noise is substantiated.

Moving beyond the steady-state statistics, the theory for the shot noise
susceptibility, χSN in eq. (A.11), was derived as a response to a Poissonian in-
put with a time-varying rate (inhomogeneous), which can be negative if both
excitatory and inhibitory inputs are considered (Richardson and Swarbrick,
2010). This was done by first finding the steady-state generating function and
probability density in the presence of a homogeneous Poisson input, and then
using them to find the steady-state firing rate rSN discussed above as well
as the power spectrum SSN. Once the steady-state statistics are found, the
time-varying rate of the Poisson input is handled as a modulation around the
average (homogeneous) rate, which in turn modulates the probability density
and output firing rate (susceptibility) of the PSC. As stated above, in a fash-
ion similar to the Novikov-Furutsu Theorem, the steady-state statistics of the
input itself thus bias and influence the encoding of the non-stationary (inho-
mogeneous) dynamics.

Concretely addressing the two-stage system discussed here, the output of a
population of LIF neurons is not a homogeneous Poisson process, particularly
here, where the population is in the suprathreshold regime and shows regular
firing. Instead, the dynamics are more akin to an inhomogeneous Poisson pro-
cess (Bostner, 2019). A similar perturbation ansatz for the theory mentioned
above, in which an inhomogeneous Poisson input was (artificially) split into
a steady-state rate and a modulated rate, can therefore be applied to the first
stage. The average population rate, RPOP = NrGN, is already known and its
influence on the PSC can be modelled as a homogeneous Poisson process with
the same steady-state rate, such that the PSC susceptibility

χPSC ≈ χSN( f ; ā, RPOP) (2.19)

is also parameterized by RPOP and the average weights ā.
Given that the output of the population is the input to the PSC, the linear

response approximation of the population’s cross-spectrum with the signal in
eq. (2.15) can be expanded by multiplying it with the PSC’s susceptibility (i.e.,
convolving with the PSC kernel), which treats the two systems as stackable
linear modules, resulting in

Sys ≈ χPSC( f ; ā, RPOP)χPOP( f ; µPOP, Dtot)Ss( f ) (2.20)
≈ 2DcNχSN( f ; ā, RPOP)χGN( f ; µPOP, Dtot).

The cross-spectrum in eq. (2.20) gives a measure of the correlation between the
output of the entire two-stage system (population and PSC) and the common
input to the first stage, s(t).
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For the power spectrum, a novel linear response is made that approximates
the ‘inhomogeneous’ input as a perturbation in the power spectrum (a second-
order statistic) around the homogeneous Poisson spectrum. This is not how the
theory is derived in Richardson and Swarbrick (2010), where the perturbation
is made in the incoming firing rate (a first-order statistic) at a single frequency.
However, because the power spectrum of a homogeneous Poisson process is
flat for all frequencies with an amplitude equal to the rate, ShP( f ) = RPOP ∀ f , a
sufficiently slow change in the rate will directly influence the power spectrum.
Using this logic and given the output power spectrum of the population, SX,
the estimate for the power spectrum resulting from the modulation of the
population’s firing rate around its average rate, RPOP, is then

SihP( f ) ≈ SX( f )− ShP. (2.21)

With these results, the novel linear ansatz is

Sy( f ) ≈ SSN( f ; ā, RPOP)︸ ︷︷ ︸
from ShP

+| χSN( f ; ā, RPOP)︸ ︷︷ ︸
from ShP

|2 [SX( f )− ShP]︸ ︷︷ ︸
SihP

(2.22)

≈ SSN( f ; ā, RPOP)

+N|χSN( f ; ā, RPOP)|2
[
SGN( f ) + N|χGN( f )|2Ss − rGN

]
,

which estimates the PSC power spectrum as the sum of a steady-state power
spectrum SSN, parameterized only by the steady-state (average) population
dynamics, and an effective ‘signal’, which is amplified by the square of the sus-
ceptibility (also dependent on ShP), in an approach which looks very similar to
the linear response ansatz from eq. (1.27) (Bostner (2019); Bostner et al. (2020);
for a more detailed derivation, see Bostner (2019)). The right side of eq. (2.22)
bears a resemblance to eq. (2.20), except that the population’s unperturbed
dynamics, NSGN are included along with the encoded signal, N2|χGN|2Ss, in
the inhomogeneous input if they diverge from the steady-state firing rate, rGN,
and are amplified by the PSC’s susceptibility. In conclusion, although the input
power spectrum is known instead of the time-dependent rate, the connection
between the power spectra and rates of Poisson processes was used to apply
the linear response theory in a novel way. This all hangs from the assumption
that the output power spectrum of a population of LIF neurons can indeed
be approximated by an inhomogeneous Poisson process, that this process can
be successfully separated into an unperturbed, homogeneous Poisson process
and a linear correction due to the signal, and that the power spectra are simi-
larly perturbed in a linear manner, at least at the low frequencies of interest.

With the results for the power and cross-spectra, the coherence function
can also be found:

CPSC,s( f ) =
|Sys( f )|2

Sy( f )Ss( f )
(2.23)
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≈ N2|χSN( f )χGN( f )|2Ss( f )
SSN( f ) + N|χSN( f )|2(SGN( f ) + N|χGN( f )|2Ss( f )− rGN)

.

The theory for the PSC spectral densities is compared with simulations in

CD INT

Figure 2.6: Spectral densities of a coincidence detector and an integrator.
The PSC theory (magenta) for the spectral densities is compared to simula-
tions (gray) for a coincidence detector (CD, left column: τ = 0.1, vT = 10) in
the fluctuation-driven regime and an integrator (INT, right column: τ = 10,
vT = 20) in the mean-driven regime. Top: Squared magnitude of the cross-
spectrum between the PSC and common stimulus s(t) normalized by the sig-
nal power spectrum, given by eq. (2.20). Middle: Power spectrum of the PSC
from eq. (2.22) with a common stimulus (c > 0; simulations in gray and theory
in magenta) and without (unperturbed population with c = 0; simulations in
light blue and theory in blue). For reference, the theory from eq. (A.8) for the
power spectrum of an LIF neuron receiving true Poissonian input is plotted
in black. Bottom: Coherence function of the PSC with the common stimulus.
1000 simulations, T = 1000, dt = 10−3, ⟨ak⟩ = 1, µ = 0. Fig.6 in Bostner et al.
(2020).
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Fig. 2.6 for both the coincidence detector (CD) and integrator (INT) modes. A
coincident detector is distinguished by its short membrane time constant τ,
such that the postsynaptic effect of input is quickly forgotten, and a threshold
which is high enough that the average of the input does not cause the cell
to fire (⟨ak⟩ NrPOPτ + µ < vT). The neurons with these properties fire only
with large volleys of input and are said to be in the fluctuation-driven regime,
which is the case in the left column of Fig. 2.6, where τ = 0.1 and vT =
10. An integrator, in contrast, has a larger membrane time constant and can
therefore sum its activity over longer periods of time. It is mean-driven, in that
the average input is enough to cause it to fire (⟨ak⟩ NrPOPτ + µ > vT), and
it sums all incoming activity, including coincident events. An example of an
integrator is shown in the right column of Fig. 2.6, which differs from the CD
only in its membrane time constant (τ = 10) and voltage threshold (vT = 20).
The vT of the integrator (which is less sensitive to variations) was chosen such
that its firing rate, rINT = 2.7, was comparable to the CD firing rate, rCD = 1.5.

As seen in the top row of Fig. 2.6, the theory for the cross-spectrum between
the PSC output and the signal, Sys, from eq. (2.20) matches the simulations very
well at low frequencies for both the CD and INT. (The displayed frequencies
are limited to a range around the firing rate of the population to focus on
characteristic features of the spectra.) The squared magnitude of the cross-
spectrum normalized by the signal power spectrum Ss is shown such that it
can be more readily compared to the other spectra. The shape for both PSC
types is similar, with a distinct peak at the single-neuron firing rate of the
population rPOP.

The middle row of Fig. 2.6 shows the PSC power spectrum in the case of
the population receiving a signal (c > 0 and Sy) and when the population is
unperturbed (c = 0 and Sy,0), in which case it is providing spontaneous in-
put to the PSC. The case of a PSC receiving purely homogeneous Poissonian
shot noise with an equivalent rate as the population stationary rate rPOP is
also shown for reference (SSN). Comparing first Sy,0 and SSN, it can clearly be
seen that even the population’s unperturbed output deviates from Poissonian
statistics (otherwise it would overlap the black curve perfectly). Most notably
there is a peak at the population’s single-neuron rate rPOP, but there is also a
decrease in power at lower frequencies, which is a sign of greater regularity in
the firing. The lower power can be realized in the theory through the subtrac-
tive correction term in eq. (2.22), SX − ShP, which can be negative. As f → ∞
(not shown), the population output approaches a constant at NrPOP due to the
nature of Fourier transforming delta spikes, which is a trait shared by homoge-
neous Poisson processes. In the high frequency limit these two types of input
are then equivalent, which is why the blue and black curves begin to overlap
as the frequency increases.
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A B

Figure 2.7: The theory for the PSC firing rate and spectral densities is robust
to changes in the bias current µ. The PSC rate rPSC (A) and spectral densities
(B) for different bias currents µ measured from simulations (gray squares) is
compared to the theory for the stationary rate of an LIF neuron receiving shot
noise from eq. (2.18). Parameters otherwise same as in Fig. 2.6. Adapted from
Fig.7 and Fig.11 in Bostner et al. (2020).

If the population receives a white noise signal (c > 0 and Sy in the middle
panels of Fig. 2.6), the PSC power spectrum undergoes a positive shift, par-
ticularly around f ≈ rPOP. This is unsurprising given that the linear ansatz
in eq. (2.16) predicts an additive correction from the signal which can only be
positive and the signal is a white (or broadband) process with a flat power
spectrum. For both the CD and INT, the Sy and Sy,0 theories match the sim-
ulations quite well. In the mean-driven regime (INT) when c > 0, there are
greater discrepancies at higher frequencies. Overall the theory works quite
well, however, despite multiple assumptions and linear approximations.

Given that the coherence is the normalized squared magnitude of the sig-
nal cross-spectrum (top panel) divided by the power spectrum (middle panel)
and that the theory captured both of these spectral densities well, it is un-
surprising that it also describes the coherence very well (bottom panel). The
coincidence detector (CD; left) acts as an information bandpass filter, in that
it has reduced information at all frequencies except around a non-vanishing
frequency, which in this case is dictated by rPOP. The integrator (INT; right),
on the other hand, retains much more information at low frequencies and dis-
cards high-frequency information, which is typical of a low-pass information
filter. However, for the model used in Fig. 2.6 the INT is an imperfect low-pass
filter, in that it still has a peak at rPOP with a magnitude greater than the val-
ues at vanishing frequencies. The reason for this is due to a particularity of
the model and will be explained in the Sect. 2.3.
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The results presented in Fig. 2.6 assume no intrinsic bias for the PSC,
which was a simplifying but arbitrary decision. By setting µ = 0, the CD
with τ = 0.1, vT = 10 and ⟨ak⟩ = 1 is in the fluctuation-driven regime
(⟨ak⟩ NrPOPτ + µ ≈ 6 < vT = 10). To test whether the theory is robust to
the operational point set by the bias, the threshold was reduced to vT = 7.5
and µ was varied as shown in Fig. 2.7. First the shot-noise theory for the PSC
from Richardson and Swarbrick (2010) was updated to include a bias, which
can be done simply enough by subtracting it from the threshold and reset
voltages (vT − µ and vR − µ) everywhere where they appear in the derivation
(which was denoted explicitly in eq. (A.6)). As shown in Fig. 2.7, the the-
ory agrees with the measured firing rate (A) and the spectral densities (B) at
multiple values of the bias. This is true whether the PSC is in an extremely
fluctuation-driven regime (µ = −3.75; ⟨ak⟩ NrPOPτ + µ ≈ 2.25 < vT = 7.5) or
in a mean-driven regime (µ = 3.75; ⟨ak⟩ NrPOPτ + µ ≈ 9.75 > vT = 7.5).

In Fig. 2.7, it can be seen that all spectral densities increase with increas-
ing bias. The peak at rPOP is amplified for both the cross-spectrum (top) and
power spectrum (middle), such that it is present and discernible in the coher-
ence for all bias values. However, the peak’s height compared to the average
coherence around the peak changes. For µ = −3.75 (fluctuation-driven), the
peak is around 3 times larger than the surrounding frequencies and is nar-
rower, indicating good information bandpass filtering. At µ = 3.75, where the
neuron is in the mean-driven regime, there is much more total information
across frequencies and the peak is broader and less than twice as large as the
surrounding values. Therefore, even with the characteristic CD parameters
of a small time constant τ = 0.1 and a relatively high threshold, if the bias
puts the PSC into a mean-driven regime it becomes a less strict information
bandpass filter (synchrony detector).

2.3 Consequences of the synaptic weight distribu-
tion

As mentioned in the previous section, the PSC theory matches the spectral
densities, but the information filtering profile of the integrator still exhibits a
peak at the population rate, which has a magnitude significantly greater than
the magnitude at vanishing frequencies. The integrator was expected to be
a low-pass information filter, with a maximum in the coherence at vanishing
frequencies and a monotonic decline in information as the frequency increases.
This is surprising, because without the spike train input from the population,
the model presented in eq. (2.10) should be a prototypical leaky integrator.
The problem thus appears to lie with the synaptic weights ak, which dictate
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how the input impacts the PSC’s subthreshold dynamics and are the only
parameters that have thus far not been systematically investigated.

In accordance with the mentioned biological observations and shot-noise
theory, a new ak was drawn from an exponential distribution for each spike
time from the population, regardless of the population neuron of origin. This
source of stochasticity in the input can be expected to mix with the signal that
the population is attempting to convey. Although the synaptic weights are
a postsynaptic effect, it does not matter to the dynamics in eq. (2.10) whether
they are applied pre- or postsynaptically. Therefore, in order to isolate the
effect of the synaptic weight distribution from the dynamics of the PSC, in the
following the weights will be applied directly to the output of the population,
resulting in a weighted input I(t) to the PSC.

The coherence functions between the stimulus and the weighted input with
different, biologically plausible weight distributions will then be measured
from simulations, and subsequently derived, to quantify the information trans-
mission. By comparing the resulting coherence functions, the effect of stochas-
ticity in the synaptic transmission between the stages can be disentangled from
the rest of the two-stage system and better understood. Because the informa-
tion in the input is an upper bound for the amount of information that can
be eventually transmitted by the PSC, any information filtering found in the
input coherence will help to explain the PSC coherence results from the last
section.

In general, the weighted input has the form

I(t) =
N

∑
i

∑
k

aikδ(t − tik) =
N

∑
i

x̂i(t), (2.24)

in which the spike amplitudes, aik, can be specific to the presynaptic neuron
i and spike time k. Alternatively, the spike times from a neuron i with the
assigned weights aik can be collected in a new weighted spike train x̂i(t) as in
the last term. If the weight of each spike, regardless of the neuron of origin i, is
independent and identically, exponentially distributed (random scheme) such
that

p(a < aik < a + da) =
1
ā

exp
{
− a

ā

}
da, (2.25)

and the weighted spike train is

x̂i(t) = ∑
k

aikδ(t − tik), (2.26)

then the mean, mean square, and mean cross-correlation are as follows:

mean: ⟨aik⟩a = ⟨aik⟩ik = ā (2.27)
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mean square:
〈

aikajl
〉

a δijδkl =
〈
(aik)

2
〉

ik

mean cross-correlation:
〈

aikajl
〉

a (1 − δkl) = ⟨aik⟩ik
〈

ajl
〉

jl = ā2,

where δ is the Kronecker delta, ā is the given mean of the distribution, which
in the previous sections and in the following is set to one, ā ≡ 1, for all weight
distributions. Notice that (1− δkl) in the last line ensures that the same weight
is not compared with itself, as opposed to the mean square value in the second
line.

The other extreme would be to set all weights to a constant value regardless
of spike time or neuron of origin,

aik = ā, ∀ i, k, (2.28)

which is less biologically plausible and serves more as an overly simplified
contrast to the other schemes. The resulting weighted spike train and statistics
are

x̂i(t) = ā ∑
k

δ(t − tik) (2.29)

mean: ⟨aik⟩a = ⟨aik⟩ik = ā
mean square:

〈
aikajl

〉
a = ⟨aik⟩ik

〈
ajl
〉

jl = ā2, ∀ i, j, k, l,

which in the following will be referred to as the same scheme.
A third, idiosyncratic weight scheme assigns a fixed weight to all spikes

from a particular neuron. Although this is also somewhat simplified, it is in
keeping with the idea of neurons forming functional pairwise bonds, such that
each presynaptic neuron would have an influence on the postsynaptic target
that was formed without concern for other presynaptic connections. The fixed
weight could then be seen as the synapse being stable over some period of
time. In this case there are only N (the size of the population) weights applied
to their respective spike trains:

aik = ai ∀ k, p(a < ai < a + da) =
1
ā

exp
{
− a

ā

}
da. (2.30)

These weights can be pulled out of the sum in the weighted spike trains,

x̂i(t) = ai ∑
k

δ(t − tik).

The weight statistics,

mean: ⟨aik⟩a = ⟨ai⟩i = ā (2.31)

mean square: ⟨aikail⟩a =
〈

a2
i

〉
i
∀ k, l
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Figure 2.8: Input weighting schemes and the corresponding coherence func-
tions of the input I(t) with the stimulus. Top: The output of all neurons in
the population is represented in black by two example spike trains. The all-
spike output, I(t) = X(t), (the same scheme, green) is the number of neurons
which spike within a given bin (maximum N). The or scheme output (orange)
is a binary series that is an event detector: it is one if any neurons spike in
the bin and zero otherwise. Rand (purple) is the scheme used in the theory
(Sect. 2.2.4), which gives each spike its own weight drawn from an exponential
distribution. In contrast, the idio scheme (blue) assigns a fixed weight ai drawn
from an exponential distribution to every spike from neuron i. Bottom: The
coherence functions between the input to PSC I(t) and the stimulus s(t) for
the four weight schemes.

mean cross-correlation:
〈

aikajl
〉

a = ⟨aik⟩ik
〈

ajl
〉

jl = ā2, i ̸= j,

differ slightly from the rand case. The three weight schemes above, as well as
an additional or scheme which acts like a kind of ‘event detector’, are illus-
trated at the top of Fig. 2.8. The mean values and mean cross-correlation terms
of the weights in equations (2.25) - (2.31) are equal for all three schemes. There
is, however, a difference in their mean square values which accounts for the
marked differences in the coherence function of the input and signal, CIs( f ),
as shown for simulation results in the lower panel of Fig. 2.8.

The same scheme results in a low-pass information filter, as expected from
the population of LIF neurons. The or scheme is also very similar, but the
squashing of multiple events in a single bin into a binary output destroys
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some information at very low frequencies, albeit little. Increasing the ran-
domness slightly by allowing differing weights among the neuron spike trains
(but not within a single train), which is the idiosyncratic case, decreases in-
formation across the entire shown frequency range in a somewhat frequency-
independent manner. However, it is still qualitatively a low-pass information
filter, which transmits less overall information than the all-spike output. The
biggest change can be seen in the rand case, where randomness in the weights
is not only present among the spike trains, but also within them. Randomness
among the spike trains, which is also present in the idiosyncratic case, decreases
the overall information, and the coherence functions of the rand and idiosyn-
cratic cases are shown to overlap at higher frequencies. The extra randomness
within the spike trains makes a marked difference at lower frequencies, where
the loss of information is so strong that the coherence function resembles more
of a bandpass filter, as observed in the previous section.

In order to get a better understanding of how the weight schemes affect the
coherence function,

CIs( f ) =
|SIs( f )|2

SI( f )Ss( f )
, (2.32)

in the way they do, the theoretical coherence expression will be derived for
each of the same, rand, and idio cases. In order to evaluate eq. (2.32), it is
necessary to derive the cross-spectrum, SIs, between the input I(t) and the
signal s(t), as well as the power spectrum of the input, SI . The cross-spectrum
is the Fourier transform of the cross-correlation between the input and the
signal,

CIs(τ) =
〈
(I(t)− Ī ) (s(t + τ)− s̄)

〉
a,ξ,s

(2.33)

where it is known from equations 2.25, 2.29, and 2.31 above that the average
of the input for all weight schemes is Ī = Nār0, in that the N neurons of the
population produce input spikes at a rate of r0 and with mean weight ā. In
addition, the signal has a mean value of zero (s̄ = 0). Because the average Ī
is subtracted above, the linear-response ansatz for the average firing rate of a
neuron perturbed by a signal given in eq. (1.14) becomes

⟨xi(t)− r0⟩ξi
=

〈
∑
k

δ(t − tik)− r0

〉
ξi

≈ r0 + H ∗ s(t)− r0 = H ∗ s(t) (2.34)

for all N neurons, with linear response function H. Substituting eq. (2.24) for
I(t) and pulling − Ī into the sum over the N neurons, the cross-correlation in
eq. (2.33) becomes

CIs(τ) =

〈〈
N

∑
i

(
∑
k

aikδ(t − tik)− ār0

)〉
a,ξ

s(t + τ)

〉
s

(2.35)
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=

〈 N

∑
i

ā︸︷︷︸
⟨aik⟩a

⟨xi(t)− r0⟩ξi

 s(t + τ)

〉
s

≈
〈

āN
[
H ∗ s(t)

]
s(t + τ)

〉
s

= āN
[
H ∗

〈
s(t)s(t + τ)

〉
s

]
= āN

[
H ∗ Cs(τ)

]
,

in which Cs(τ) is the autocorrelation function of the signal and the indepen-
dence of the weights and intrinsic noise was employed from line one to two
to separate the averages. The weights are only applied to the spike trains, not
the signal, and therefore it is to be expected that the magnitude of the cross-
spectrum would be scaled by the mean value of the weight distribution for
all three schemes, but that its form would be unchanged. Because the weight
mean values in all three schemes are equal, their cross-correlations with the
signal, CIs in eq. (2.35), are also equal.

The autocorrelation function for the ensemble can be calculated similarly,
although the weight averages cannot necessarily be directly distributed as for
the cross-correlation function. First expanding the terms

CI(τ) =
〈
[I(t)− Ī][I(t + τ)− Ī]

〉
a,ξ,s

(2.36)

=

〈[
N

∑
i

(
∑

k
aikδ(t − tik)− ār0

)][
N

∑
j

∑
l

ajlδ(t − tjl + τ)− ār0

]〉
a,ξ,s

=
N

∑
i

〈(
∑

k
aikδ(t − tik)− ār0

)(
∑

l
ailδ(t − til + τ)− ār0

)〉
a,ξ,s︸ ︷︷ ︸

:=Ci(τ)

+
N

∑
i

∑
j ̸=i

〈(
∑

k
aikδ(t − tik)− ār0

)(
∑

l
ajlδ(t − tjl + τ)− ār0

)〉
a,ξ,s︸ ︷︷ ︸

:=Cij(τ)

.

The first term on the RHS of eq. (2.36) is the autocorrelation of the spike trains,
Ci(τ), meaning that j = i, such that one of the sums can be removed, but it
still includes all spike times, meaning that k is not necessarily equal to l. The
second term on the RHS is the cross-correlation between different spike trains
(j ̸= i), and there are therefore N(N − 1) pairs. In this case k ̸= l as well.

Because the second term deals with different spike trains and therefore the
weights are independent or constant in all weight schemes, it can be solved
in general. Again using eq. (2.34) and pulling the terms independent of the
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weight distribution out of the weight average ⟨⟩a,

Cij(τ) =

〈(
∑

k
⟨aik⟩a δ(t − tik)− ār0

)(
∑

l

〈
ajl
〉

a δ(t − tjl + τ)− ār0

)〉
ξ,s

(2.37)

=

〈
ā

〈
∑

k
δ(t − tik)− r0

〉
ξi

ā

〈
∑

l
δ(t − tjl + τ)− r0

〉
ξ j

〉
s

= ā2

〈[
H ∗ s(t)

][
H ∗ s(t + τ)

]〉
s

= ā2
[

H ∗ H ∗
〈

s(t)s(t + τ)
〉

s

]
= ā2

[
H ∗ H ∗ Css

]
where it was shown above that if k ̸= l and j ̸= i,〈

aikajl
〉

a = ⟨aik⟩ik
〈

ajl
〉

jl = ā2

for all weight schemes. The results in eq. (2.37) show that the mean value of
the weight distribution, which is the same in all three weight schemes, scales
the magnitude of the single-neuron, spike-train cross-correlation function by a
constant factor, but its shape is unchanged.

The individual spike-train autocovariance, Ci(τ), is more complicated be-
cause independence in the weights cannot be assumed and the different weight
schemes have differing mean squared values. In addition, the noise between
spike trains is no longer independent. The autocovariance can be further sub-
divided into a contribution by the covariance of a spike with itself (k = l) and
with other spikes in the same spike train (k ̸= l), resulting in

Ci(τ) =

〈(
∑

k
aikδ(t − tik)− ār0

)(
∑

l
ailδ(t − til + τ)− ār0

)〉
a,ξ,s

(2.38)

=

〈(
∑

k
aikδ(t − tik)

)(
∑

l
ailδ(t − til + τ)

)〉
a,ξ,s

+

〈(
− ār0

)(
∑

l
ailδ(t − til + τ)

)〉
a,ξ,s

+

〈(
∑

k
aikδ(t − tik)

)(
− ār0

)〉
a,ξ,s

+

〈(
ār0

)2
〉

a,ξ,s

=

〈(
∑

k
aikδ(t − tik)

)(
∑

l
ailδ(t − til + τ)

)〉
a,ξ,s

− 2(ār0)
2 + (ār0)

2

= ⟨aikail⟩a

〈(
∑

k
δ(t − tik)

)(
∑

l
δ(t − til + τ)

)〉
ξ,s

− (ār0)
2

=
〈

a2
ik
〉

a

〈
∑

k

(
δ(t − tik)

)(
δ(t − tik + τ)

)〉
ξ,s
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+ ⟨aikail⟩a

〈(
∑

k
δ(t − tik)

)(
∑
l ̸=k

δ(t − til + τ)
)〉

ξ,s

− (ār0)
2

where it was also used that〈(
∑

k
aikδ(t − tik)

)(
− ār0

)〉
a,ξ,s

= −ār0 ⟨aik⟩a︸ ︷︷ ︸
ā

〈
∑

k
δ(t − tik)

〉
ξ,s︸ ︷︷ ︸

r0

(2.39)

= −(ār0)
2

=

〈(
− ār0

)(
∑

l
ailδ(t − til + τ)

)〉
a,ξ,s

.

The first term can be further simplified by noting that the multiplication of
the two delta terms with the same spike time, δ(t − tik)δ(t − tik + τ), will only
be one if τ = 0, and therefore can be simplified to

δ(t − tik)δ(t − tik + τ) = δ(t − tik)δ(τ),

giving 〈
a2

ik

〉
a

〈
∑
k

(
δ(t − tik)

)(
δ(t − tik + τ)

)〉
ξ,s

(2.40)

=
〈

a2
ik

〉
a

〈
∑
k

δ(t − tik)

〉
ξ,s︸ ︷︷ ︸

r0

δ(τ) =
〈

a2
ik

〉
a

r0δ(τ)

The same simplification cannot be made for the second term to pull one of the
deltas out of the average such as to apply the linear response ansatz. Inserting
the results of eq. (2.40) into eq. (2.38) yields

Ci(τ) =
〈

a2
ik

〉
a

r0δ(τ)− (ār0)
2 (2.41)

+ ⟨aikail⟩a

〈(
∑
k

δ(t − tik)
)(

∑
l ̸=k

δ(t − til + τ)
)〉

ξ,s

At this point it doesn’t seem like much has been gained in comparison to the
start of eq. (2.38). However, the weight terms are now outside of the averages
over the intrinsic noise and signal and eq. (2.41) can be simplified further for
each of the weight schemes.

Starting with the case in which all spikes from the same neuron i have
equal weights (idiosyncratic scheme), aik = ail = ai. The term

〈
a2

ik
〉

a r0δ(τ) can
be pulled into the product, such that eq. (2.41) becomes

Cidio
i (τ) = −(ār0)

2 (2.42)
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〈
a2

i

〉
a

r0δ(τ) +
〈

a2
i

〉
a

〈(
∑
k

δ(t − tik)
)(

∑
l ̸=k

δ(t − til + τ)
)〉

ξ,s

=
〈

a2
i

〉
a

〈(
∑
k

δ(t − tik)
)(

∑
l

δ(t − til + τ)
)〉

ξ,s

− (ār0)
2

≈
〈

a2
i

〉
a

〈(
xi(t)− r0

)(
xi(t + τ)− r0

)〉
ξ,s︸ ︷︷ ︸

Csingle(τ)

.

The last line is an approximation, assuming
〈

a2
i
〉

a ≈ ā2, which allows r0 to be
pulled back into the product, resulting in Csingle, the unperturbed and unweighted
autocorrelation function of a single population neuron’s output.

Going forward, it is helpful to introduce another term ā2r0δ(τ)− ā2r0δ(τ) =
0,

Ci(τ) =

(〈
a2

ik

〉
a
− ā2

)
r0δ(τ) + ā2r0δ(τ)− (ār0)

2 (2.43)

+ ⟨aikail⟩a

〈(
∑
k

δ(t − tik)
)(

∑
l ̸=k

δ(t − til + τ)
)〉

ξ,s

=

(〈
a2

ik

〉
a
− ā2

)
r0δ(τ)− (ār0)

2

+ ⟨aikail⟩a

〈(
∑
k

δ(t − tik)
)(

∑
l

δ(t − til + τ)
)〉

ξ,s

,

the positive term of which is absorbed into the product as the k = l term by
using that ⟨aikail⟩a = ā2 and applying eq. (2.40) in reverse, as shown in the last
line. Because

〈
a2

ik
〉

a = ā2 in the same scheme, eq. (2.43) becomes

Csame
i (τ) =

(〈
a2

ik

〉
a
− ā2

)
︸ ︷︷ ︸

0

r0δ(τ)− (ār0)
2 (2.44)

+ ⟨aikail⟩a︸ ︷︷ ︸
ā2

〈(
∑
k

δ(t − tik)
)(

∑
l

δ(t − til + τ)
)〉

ξ,s

= ā2Csingle(τ).

Finally, in the rand case all weights are independent and identically dis-
tributed, such that ⟨aikail⟩a = ⟨aik⟩a ⟨ail⟩a = ā2. This means that the ā2r0δ(τ)
can again be pulled into the product as in eq. (2.43),

Crand
i (τ) =

(〈
a2

ik

〉
a
− ā2

)
r0δ(τ)− (ār0)

2 (2.45)
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+ā2

〈(
∑
k

δ(t − tik)− r0

)(
∑

l
δ(t − til + τ)− r0

)〉
ξ,s

= ā2C2
v(aik)r0δ(τ) + ā2Csingle(τ)

= ā2
(

C2
v(aik)r0δ(τ) + Csingle(τ)

)
,

but now the first term is nonzero. In the last step the coefficient of variation of
the individual weights was introduced

Cv(aik) =
std

mean
=

√〈
a2

ik

〉
a − ā2

ā
=⇒

〈
a2

ik

〉
a
− ā2 = ā2C2

v(aik). (2.46)

Returning to the input autocorrelation in eq. (2.36) and inserting the results
of eq. (2.37), the general form becomes

CI(τ) =
N

∑
i

Ci(τ) +
N

∑
i

∑
j ̸=i

Cij(τ) (2.47)

= NCi(τ) + N(N − 1)ā2
[

H ∗ H ∗ Css(τ)
]
,

because the single-neuron autocorrelation Ci(τ) and cross-correlation Cij(τ)
are the same for all neurons in the population for a given weight scheme.
There are N(N − 1) pairings of unlike spike trains, represented by the Cij
terms, and likewise there is a Ci term for each of the N neurons.

Taking the Fourier transform of the cross-correlation eq. (2.35)

SIs( f ) = āNF{H}F{Css(τ)} (2.48)
= āNχGNSs( f )

yields the signal cross-spectrum and the Fourier transform of the autocorrela-
tion in eq. (2.47) gives the power spectrum of input I(t),

SI( f ) = F{CI(τ)} (2.49)
= NSi( f ) + N(N − 1)ā2|χGN( f )|2Ss( f )

Ssame
i ( f ) = ā2SGN( f )

Srand
i ( f ) = ā2

(
SGN( f ) + C2

v(aik)r0

)
Sidio

i ( f ) ≈
〈

a2
i

〉
a

SGN( f ),

where in the third line (rand) the Fourier transform of the delta function,
F{δ(τ − 0)} = e0 = 1, was used. Note that the differences in the weight
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Figure 2.9: Spectral densities of the PSC input I(t) for three different synap-
tic weight distributions. The squared magnitude of the cross-spectrum with
the signal normalized by the signal power spectrum (top), the power spec-
trum (middle) and coherence with the signal (bottom) of the weighted input
to the PSC, I(t) from eq. (2.24), with three weight distributions p(aik): same
(eq. (2.29), green), random (’rand’, eqs. (2.25)-(2.27), purple), and idiosyncratic
(’idio’, eqs. (2.31)-(2.30), blue). Simulation data is shown by wavering lines;
theory is shown by dashed lines (cross-spectrum from eq. (2.48); power spec-
trum from eq. (2.49); coherence from eq. (2.50)). LIF population variables are
the same as given in Sect. 2.2.1. Augmented adaptation of Fig.8 in Bostner et al.
(2020).

distributions enter into the entire input power spectrum SI only through the
single-neuron power spectra Si, but not through the cross-terms, where only
the mean value is considered.
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Both spectral density theories are compared to simulations for the three
weight schemes in the top (cross-spectrum) and middle (power spectrum) pan-
els of Fig. 2.9. As expected, the cross-spectrum is unaffected by the weight
scheme, because it is simply multiplied by a constant factor, namely the mean
weight, which is identical in all schemes. Therefore, all theory lines are equiv-
alent and only a single black, dashed line is plotted in the top panel, which
agrees with the simulation results. The power spectra expressions in eq. (2.49)
also fit the data extremely well. Here the effect of the different weight distri-
butions on the power spectrum is clear. In comparison to the all-spike output
(same scheme, green), the idiosyncratic curve (idio, blue) contains more power
across frequencies and the discrepancy becomes larger at larger frequencies.
However, the shapes of the two power spectra are consistent. In contrast, the
random weight power spectrum (rand, purple) has a few key differences to the
other two. At very low frequencies there is much more power (around three
times higher; note the log scale), but at the peak the power does not actu-
ally scale as much as for the idiosyncratic case. Finally, at higher frequencies
the random power spectrum follows the idiosyncratic, as expected from their
overlapping coherence functions at higher frequencies as discussed previously.

Plugging the SI( f ) from eq. (2.49) and the signal cross-spectrum SIs( f )
from eq. (2.48) into eq. (2.32), the coherence between the common stimulus
and I(t) is (the frequency argument is omitted to simplify the notation)

CIs( f ) =
|āNχGN( f )Ss( f )|2

(NSi( f ) + N(N − 1)ā2|χGN( f )|2Ss( f ))Ss( f )

=

[
N − 1

N
+

Si( f )
ā2N|χGN( f )|2Ss( f )

]−1

. (2.50)

By writing Si in a more general way that includes the coefficient of variation
[as was already done for the random case in eq. (2.49)],

Si( f ) = ⟨aikail⟩a SGN( f ) + ā2C2
v(aik)rPOP. (2.51)

the coherence function in Eq. (2.50) can be written in a way that gives an intu-
ition for the effect of the weight distribution directly in the coherence function
itself:

CIs( f ) =

[
N − 1

N
+

⟨aikail⟩a SGN( f )
ā2N|χGN( f )|2Ss( f )

+
��̄a2 C2

v(aik)rPOP

��̄a2 N|χGN( f )|2Ss( f )

]−1

. (2.52)

In the same case, ⟨aikail⟩a = ā2 in the numerator and denominator of he
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second term cancel and Cv(aik) = 0, canceling the third term:

Csame( f ) =

[
N − 1

N
+

ā2︷ ︸︸ ︷
⟨aikail⟩a SGN( f )

ā2N|χGN( f )|2Ss( f )
+

C2
v(aik)rPOP

N|χGN( f )|2Ss( f )︸ ︷︷ ︸
0

]−1

(2.53)

=

[
N − 1

N
+

SGN( f )
N|χGN( f )|2Ss( f )

]−1

This means that the weights play no role in the coherence when they are all
equal, as shown by the green curve in the bottom panel of Fig. 2.9, which has
the desired low-pass profile typical of a population of LIF neurons.

In the idio case, Cv(aik) ≈ 0, such that the third term is small. When ⟨ai
2⟩a

is divided by ā2 in the second term, a different coefficient of variation emerges,
namely how the spike-train weights vary across (but not within) spike trains
[Cv(ai) instead of Cv(aik)]. Again using the trick of subtracting and adding the
same term in the numerator, this coefficient of variation is found to be〈

a2
i
〉

a − ā2 + ā2

ā2 =


√〈

a2
i
〉

a − ā2

ā

2

+
ā2

ā2 = C2
v(ai) + 1.

As a result, the coherence,

Cidio( f ) =

[
N − 1

N
+

⟨a2
i ⟩a︷ ︸︸ ︷

⟨aikail⟩a SGN( f )
ā2N|χGN( f )|2Ss( f )

+
C2

v(aik)rPOP

N|χGN( f )|2Ss( f )︸ ︷︷ ︸
≈0

]−1

(2.54)

=

[
N − 1

N
+
(

C2
v(ai) + 1

) SGN( f )
N|χGN( f )|2Ss( f )

]−1

,

has a multiplicative noise term, C2
v(ai) + 1, that amplifies the single-spike-train

power spectrum SGN in the numerator of the second term. The blue curves
in Fig. 2.9 show that this multiplicative noise to the power spectrum (denom-
inator in the coherence) causes a decrease in information transmission across
the spectrum relative to the green curve, with slightly more loss at higher
frequencies.

To see why the same and idio coherences should have a similar shape (mono-
tonically decreasing low-pass filter), their coherence functions can be general-
ized further,

C( f ) =

[
N − 1

N
+ αF( f )

]−1
N→∞∼ 1

1 + αF( f )
, α > 0, (2.55)
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with

F( f ) =
SGN( f )

N|χGN( f )|2Ss( f )
,

where αidio = C2
v(ai) + 1 ≥ αsame = 1 and therefore Csame ≥ Cidio. This is

plausible, because heterogeneity in the spike-train weights constitutes another
noise source that is unrelated to the signal. Taking the first and second deriva-
tives with respect to the frequency and setting them to zero and noting that
F( f ) > 0 (power spectra are strictly positive) and α > 0,

d
d f

C( f ) = − αF′( f )
(1 + αF( f ))2

!
= 0 =⇒ F′( f ∗) = 0

d2

d f 2 C( f )

∣∣∣∣∣
F′( f ∗)=0

= − αF′′( f ∗)
(A + αF( f ∗))2 ,

it can be seen from the first line that both coherence functions will have ex-
trema dictated solely by F( f ) and at the same frequency (or frequencies), f ∗,
irrespective of α. The nature of the extrema (whether they are maxima or
minima) also do not depend on α and so the weights do not influence the
coherence function qualitatively.

Finally, in the rand case the variance in the weights of a single spike train
can no longer be ignored. Substituting Srand

i ( f ) in eq. (2.49) for the general
form in eq. (2.51), the mean cross-correlation term cancels the squared mean
value in the denominator of the second term as in the same case,

Crand( f ) =

[
N − 1

N
+

ā2︷ ︸︸ ︷
⟨aikail⟩a SGN( f )

ā2N|χGN( f )|2Ss( f )
+

C2
v(aik)rPOP

N|χGN( f )|2Ss( f )

]−1

(2.56)

=

[
N − 1

N
+

SGN( f )
N|χGN( f )|2Ss( f )

+
C2

v(aik)rPOP

N|χGN( f )|2Ss( f )

]−1

.

The additive white noise C2
v(aik)rPOP remains (the coefficient of variation

for an exponential distribution is one: Cv(aik) = 1), which increases Si by a
constant factor at all frequencies, as shown by the purple curves in Fig. 2.9.
The positive shift in the power spectrum decreases the coherence likewise at
all frequencies. This relatively little extra noise in the peak around rPOP is
not enough to drown out the strong peak of the cross-spectrum there. At all
other frequencies, however, it has a strong detrimental effect to the information
transmission, giving the coherence function a bandpass character, as seen by
the purple curve in the bottom panel.

As before, the coherence can be generalized,

C( f ) ∼ 1
1 + αF( f ) + G( f )

, α > 0, (2.57)



75 CHAPTER 2. READOUT FROM A POPULATION

CD

co
h
e
re
n
ce

INT

Figure 2.10: Coherence functions of the PSC input I(t) and output y(t) with
the signal for constant and random synaptic weight schemes. The theoretical
results for the coherence function of the PSC input I(t) (eq. (2.24)) with the
signal for constant (I:same: eq. (2.53), green, dashed line) and random (I:rand:
eq. (2.56), purple, dashed line) weights are plotted with simulation results
for the coherence function of the PSC output y(t) with the signal for con-
stant (PSC:same: black) and random (PSC:rand: gray) weights. The constant
weights were set to aik ≡ 1∀i, k and the random weights were exponentially
distributed with mean ā = 1. The PSC voltage threshold vT and membrane
time constant τ are set such that it acts as either a coincidence detector (CD,
left panel) or integrator (INT, right panel). Parameters same as in Fig. 2.6.
Adapted from Fig.9 in Bostner et al. (2020).

where there are now two frequency-dependent functions, F( f ) (the same as
above) and

G( f ) =
C2

v(aik)rPOP

N|χGN( f )|2Ss( f )
.

The PSC input with random weights, therefore, has a coherence which is qual-
itatively different than the coherence of the same and idio cases in eq. (2.55).

With this insight, the problem encountered in the last section, that the PSC
in the integrator mode still had a somewhat bandpass coherence function, can
be understood. The information contained in the input is an upper bound
for the amount of information about the stimulus that can be transmitted by
the PSC. The randomness of the weights within the spike trains produces an
additive white noise in the input that results in a peak at a nonvanishing
frequency in its coherence. Therefore, even if the integrator PSC transmits
all of the information about the stimulus that it receives, its coherence in the
case of random weights will be peaked because the upper bound coherence is
peaked.

This can be clearly illustrated by plotting the input coherence, CIs( f ) from
Fig. 2.9, together with the PSC coherence, CPSC,s( f ), with random and con-
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stant (same) weights, as was done in Fig. 2.10. If the weights are randomly
distributed, as in Sect. 2.2.4, CIs( f ) (purple dashed line; reproduced in both
panels) already shows a peak at rPOP. The simulation results for the PSC with
random weights from Fig. 2.6 are plotted in gray, which show that when in co-
incidence detector (CD) mode, the PSC transmits less information and sharp-
ens the bandpass information filter already present in the input. In integration
(INT) mode with random weights, the PSC transmits as much information
as is present in the input at low frequencies and filters information further at
higher frequencies. Thus, the peak at nonvanishing frequencies seen in Fig. 2.6
is due to the weight randomness at the input side, and not a result of the PSC
threshold or time constant.

Were it not for the random weights, the PSC in INT mode would indeed
act as a low-pass information filter, as seen in the right panel, where simu-
lation results for the PSC with the same weight scheme are plotted in black.
Here, they transmit almost all information at low frequencies that is present
in the input (green, dashed line; reproduced in both panels). With increasing
frequencies above rPOP, the PSC in INT mode filters out ever more informa-
tion, the hallmark of a low-pass filter. With constant weights, the threshold
and membrane time constant parameters of the PSC are the decisive factors in
creating the bandpass filter, as shown in the left panel. In that case, although
there is a lot of low-frequency information (green curve), the PSC coherence
shows a clear peak at a nonvanishing frequency (black curve), almost as sharp
as in the rand case. It can therefore be concluded that the input weights and
PSC parameters work in concert to determine the information filtering profile
of the two-stage network.
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2.4 Summary

This chapter began with a verification that the activity and partial synchronous
output (PSO) can function as theoretical proxies for integrator and coincidence
detector (CD) postsynaptic cells (PSCs) that are targets of the projections of
sensory afferents. This was achieved by means of a grid search in the volt-
age threshold and membrane time constant parameter space of the PSC. A
matching PSO was found by minimizing the difference between its coherence
function and the PSC’s. The result was a mostly linear relation between inte-
gration window parameters, τ and ∆, and between the threshold parameters,
vT and ϕ, and a relatively low correspondence between the integration and
threshold parameters. It is thus asserted that existing theoretical results for
the activity and PSO can be used to study information transmission in PSCs
without having to explicitly model them: If the parameters are correctly ad-
justed, the observed responses of the activity and PSO can be extrapolated to
neurons in later processing stages.

For cases in which explicitly modelling the second stage is desired, I pre-
sented approximations for the spectral measures of the entire two-stage neural
system. This theory applies existing results for the encoding population in the
first stage, but proposes a novel approximation for the PSC power spectrum
that enabled us to also approximate the spectral coherence between the PSC’s
output and the encoding population’s input. Although the theory matched
the simulation results remarkably well and both could be used to demonstrate
the bandpass information filtering of a CD, neither was able to produce the
expected low-pass filtering of an integrator, in particular due to reduced infor-
mation transmission at low frequencies.

I isolated the cause of the poor low-frequency information transmission to
the randomly distributed synaptic weights where the input from the first stage
enters the PSC. To support this claim, I presented three alternative synaptic
weight scenarios, simulations of which confirmed that randomly distributed
weights result in an information bandpass filter already at the PSC input. I
derived an approximation for the coherence function between the stimulus
and the weighted PSC input for each weight scenario, which corroborated the
simulation evidence. In addition, the derivations helped to determine that
the random weights added an effective white noise that caused an increase in
the power spectrum and lead to lower information retention, particularly at
low frequencies, compared to the scenario in which all synaptic weights were
equal. The simulations and derivations thus gave a clear explanation for the
inability of the two-stage system with random synaptic weights to act as a
prototypical integrator with a low-pass information filter profile.



Chapter 3

Recurrent Networks: Synaptic
Input, Resonance, Bistability

The unconnected neural population model defined in Sect. 2.2.1 of the previ-
ous chapter is especially suitable for early stages of processing in the sensory
periphery, which have little or no lateral connectivity. The population was ho-
mogeneous such that each neuron had equivalent firing statistics. There was,
however, heterogeneity in the population dynamics provided by individual, in-
trinsic noise representing biological sources of stochasticity, such as disparate
portions of the receptive field, channel noise, and uncorrelated synaptic input.
The only source of correlation was the common stimulus, making the popu-
lation an effective ensemble of one equivalent neuron throughout many trials,
the firing statistics of which can in some cases be solved for exactly.

This chapter will focus on the uncorrelated, stationary components of the
network input of a recurrently connected population and their impact on the
activity and stimulus encoding. The next chapter will be dedicated to the
effects of the time-dependent and correlated aspects of the network input. The
recurrent network model used in both chapters was introduced in Sect. 1.3.5.
In the next section, Sect. 3.1, I will review the approach used by others (and
which I adopt) to apply the diffusion approximation from Sect. 1.3.4 to the
locally recurrent synaptic input. I will then follow this approach in Sect. 3.2
to test whether the diffusion approximation remains valid when a common,
correlating stimulus is presented: first for a current-modulating stimulus, and
thereafter in the case of external noise modulation. Once the conditions of the
diffusion approximation’s applicability to the model have been detailed, I will
review in Sect. 3.3 how it can be used to calculate the self-consistent, stationary
firing rate, a pivotal statistic that is a foundation for later approximations.

After these fundamentals have been established, I will begin to investigate
the effects of connectivity on stimulus encoding. In Sect. 3.4 I will demon-
strate a type of suprathreshold stochastic resonance from network noise that

78
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maximizes encoding at a finite level of connectivity and explore how this in-
formation transmission peak depends on the model parameters. In the last
section, Sect. 3.5, I will discuss stimulus encoding in a bistable network and
how it might also be improved with network noise.

3.1 Diffusion approximation for recurrent synaptic
input

The strategy outlined in Sect. 1.3.4 to approximate synaptic input as a Gaus-
sian white noise process through the diffusion approximation was successfully
used by Brunel (2000) in conjunction with a mean-field theory to approximate
the recurrent synaptic input from an excitatory-inhibitory network’s internal
connections. This stochastic mean-field theory demonstrated that a fixed, random
topology can generate chaotic activity even in a deterministic network (no in-
trinsic noise was used), which is a source of stochasticity, or deterministic noise,
on the single-neuron level (shown earlier by van Vreeswijk and Sompolinsky
(1996) for binary neurons; see Gerstner et al. (2014), Ch. 12.4 for a discussion).
In this section, I will demonstrate a derivation of the mean and noise inten-
sity of the recurrence approximation for the general, time-dependent case and
thereafter for the stationary statistics, which were derived in Brunel (2000). Al-
though these are well-known results, this section provides context for this very
important approximation that will be used frequently throughout the rest of
the thesis, and lays a foundation for later derivations, some of which are novel,
that build upon these results.

To approximate RIi(t) in eq. (1.65), it is not only the number of inputs and
their rates that must be accounted for in the approximation, as in eq. (1.53),
but also the difference in the number (CE and CI in this work) and strength of
excitatory and inhibitory inputs (J and −gJ) and the synaptic delay (τd). The
same assumptions hold as before: the incoming spike trains should have Pois-
sonian spiking statistics, the weights are small compared to the threshold, and
the rates are high. This approximation not only ignores any correlations be-
tween spike times, but also between the neurons which arise from the common
signal and from the finite network size, no matter how sparse the connectivity.
These correlations will be exacerbated as the synaptic strength increases. By
starting with a weak signal and minuscule connectivity, the correlations can
be assumed to be negligible at first in order to apply the diffusion approxima-
tion, and the mettle of the assumptions can be tested thereafter for stronger
connectivity.

As a reminder, the mean and variance of the purely Poissonian external in-
put within an incremental amount of time δt found in eq. (1.54) and eq. (1.59),
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respectively, were proportional to µI = Nrhp and σ2
I = Nrhp. Updating the

number and weights is straightforward, because the Poisson inputs used in
Sect. 1.3.4 had weights equal to one, which can be multiplied by J or −gJ, and
the number of excitatory and inhibitory spike trains are known. Considera-
tion also must be given to the membrane time constant τ of the postsynaptic
cell, but is simply a prefactor to the input. The delay, in contrast, is more
complicated.

The incoming spike trains multiplied by the synaptic weights and mem-
brane time constant, RIi(t), compose a voltage source. In order to determine
the amount of voltage that enters the neuron at time tk within a small time
window δt, the voltage is integrated,∫ tk+δt

tk

RIi(t)dt = RQi(tk; δt), (3.1)

which gives the amount of charge, Qi(tk; δt), that flows over the membrane
resistance within a period δt starting at tk. For example, assuming constant
weights (Jij = J ∀ j), the amount of excitatory charge that flows into the neuron
across the resistance R is given by

RQi,exc(tk; δt) =
∫ tk+δt

tk

τ ∑
j∈PE(i)

Jij ∑
l

δ
(
t − tj,l − τd,ij

)
︸ ︷︷ ︸

excitatory spike trains

dt (3.2)

=
∫ tk+δt

tk

τ J ∑
j∈PE(i)

∑
l

δ
(
t − tj,l − τd,ij

)
︸ ︷︷ ︸

xj(t−τd,ij)

dt

=
∫ tk+δt

tk

τ J ∑
j∈PE(i)

xj(t − τd,ij)dt.

For simplicity only the excitatory input is shown, which is the first term on
the r.h.s. of eq. (1.65), but the calculation is the same for the inhibitory input.
The average of eq. (3.2) gives the desired mean input

⟨RQi,exc(tk; δt)⟩j,ξ j,s
=

〈∫ tk+δt

tk

τ J ∑
j∈PE(i)

xj(t − τd,ij)dt

〉
j,ξ j,s

(3.3)

= τ J
∫ tk+δt

tk

〈
∑

j∈PE(i)

cf. eq. (1.11)︷ ︸︸ ︷〈
xj(t − τd,ij)

〉
ξ j,s

〉
j

dt

≈ τ J
∫ tk+δt

tk

〈
∑

j∈PE(i)
r(t − τd,ij)

〉
j

dt
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≈ τ J
∫ tk+δt

tk

(
CE

∫ τmax
d

τmin
d

r(t − τd)pd(τd)dτd

)
dt

r(tk)≈r(tk+δt)
≈ τ J

(
CE

∫ τmax
d

τmin
d

r(tk − τd)pd(τd)dτd

) ∫ tk+δt

tk

dt

= τ J
(

CE

∫ τmax
d

τmin
d

r(tk − τd)pd(τd)dτd

)
δt.

In order to make the step from the second to the third line of eq. (3.3), it
was noted that after averaging over all intrinsic noise sources and stimuli, the
input rates of all the network sources will be equal to the instantaneous firing
rate [eq. (1.11)]. However, this is only true for a homogeneous network with
infinitely sparse connectivity, such that the neurons are independent, but it is
assumed to be a reasonable approximation if the network is sparse. Once the
rate is substituted, the only remaining sources of individuality that need to be
averaged over in the third line are the uniformly distributed delays. To that
end, the step from the third to the fourth line makes this average explicit with
the expectation function over the synaptic delays, using the synaptic delay
probability distribution

pd(τd) =
1

τmax
d − τmin

d
. (3.4)

(This too is an approximation, which substitutes a more general expression
for the average over CE synaptic delays, which will be biased by the relatively
small sample size.) The final two lines of eq. (3.3) make the approximation
that the instantaneous firing rate changes negligibly within the vanishing time
window δt, allowing all terms to be considered constant with respect to the
integral over δt.

Repeating the process in eq. (3.3) for the inhibitory input and adding it to
the excitatory mean gives the average time-dependent input from the network
received by each neuron at time t (Brunel, 2000),

µR(t) =
⟨RQi(t; δt)⟩j,ξ j,s

δt
(3.5)

= τ JCE

∫ τmax
d

τmin
d

r(t − τd)pd(τd)dτd
✁
✁
✁δt

δt

−τgJCI

∫ τmax
d

τmin
d

r(t − τd)pd(τd)dτd
✁
✁
✁δt

δt

= τ J(CE − CI︸︷︷︸
γCE

g)
∫ τmax

d

τmin
d

r(t − τd)pd(τd)dτd︸ ︷︷ ︸
[r∗pd](t)

= τ JCE(1 − γg)[r ∗ pd](t)
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where the ratio of inhibitory-to-excitatory input γ was introduced and it is
noted that the expectation value over the synaptic delays can also be written
as a convolution, [r ∗ pd](t). By taking the Fourier transform of eq. (3.5), the
convolution becomes a multiplication,

µ̃R( f ) = F{τ JCE(1 − γg)[r ∗ pd](t)} = R̃µ( f )r̃( f ), (3.6)

showing that the mean synaptic input is a filtered version of the instantaneous
network rate r(t). In eq. (3.6),

R̃µ( f ) = τ JCE(1 − γg) p̃d( f ) (3.7)

is the synaptic filter containing the characteristic function of the synaptic delay
distribution (switching briefly to angular frequency ω = 2π f to simplify the
notation)

p̃d(ω) = F{pd(τd)︸ ︷︷ ︸
eq. (3.4)

} =
∫ ∞

−∞
eiωτd

1
τmax

d − τmin
d

dτd (3.8)

=
1

τmax
d − τmin

d

∫ τmax
d

τmin
d

eiωτd dτd

=
1

τmax
d − τmin

d

[
1

iω
eiωτd

]τmax
d

τmin
d

=
1

iω
eiωτmax

d − eiωτmin
d

τmax
d − τmin

d
,

which, after introducing the average delay τ̄d = (τmax
d + τmin

d )/2 and κ =
τmax

d − τ̄d = τ̄d − τmin
d such that τmax

d = τ̄d + κ and τmin
d = τ̄d − κ, becomes

1
iω

eiω(τ̄d+κ) − eiω(τ̄d−κ)

τ̄d + κ − (τ̄d − κ)
=

eiωτ̄d

iω
eiωκ − e−iωκ

2κ
(3.9)

=
eiωτ̄d

ωκ

eiωκ − e−iωκ

2i︸ ︷︷ ︸
sin(ωκ)

= eiωτ̄d
sin(ωκ)

ωκ︸ ︷︷ ︸
sinc(ωκ)

= eiωτ̄dsinc(ωκ).

The form used in eq. (3.7) is therefore

p̃d( f ) = ei2π f τ̄dsinc(2π f κ). (3.10)

To find the effective noise intensity resulting from the fluctuations, the same
approach as in eqs. (1.55)-(1.61) is used. The result has a similar form as
the mean value (the number of inputs, the network rate convolved with the
synaptic delay distribution, and the membrane time constant), except that the
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magnitude of the weights is squared because this is a variance in voltage. As
stated previously, the noise intensity is related to this voltage variance via
DR(t) = σ2

R(t)/2 and is given by (Brunel, 2000)

DR(t) =
1
2

τ J2CE(1 + γg2)[r ∗ pd](t). (3.11)

Taking the Fourier transform of eq. (3.11) again reveals a filtered version of the
rate

D̃R( f ) = R̃D( f )r̃( f ) (3.12)

resulting from a convolution with the (Fourier transformed) filter

R̃D( f ) =
1
2

τ J2CE(1 + γg2) p̃d( f ). (3.13)

The results of the mean-field approximation in eq. (3.5) and eq. (3.11) are
then used as the sufficient statistics to model the synaptic input current as a
Gaussian white noise process [see Sect. 1.3.2],

RIi(t) ≈ µR(t) +
√

2DR(t)τξR(t), (3.14)

with delta correlation, ⟨ξR(t)ξR(t′)⟩ = δ(t − t′). Because the fluctuations are
approximated by a Gaussian white noise, when substituting eq. (3.14) into the
subthreshold voltage dynamics the intensity DR can be summed together with
the intensities of any other Gaussian white noise terms.

In the stationary case, where r(t) ≈ r0, or when taking the time average,
⟨r(t)⟩t = r0, the synaptic delay will be unimportant such that [r ∗ pd](t) will
simplify to r0, making the stationary mean

µR0 = τ JCE(1 − γg)r0 (3.15)

and stationary variance

DR0 =
1
2

τ J2CE(1 + γg2)r0. (3.16)

These stationary stationary expressions are used in the following to find the
stationary firing rate numerically, in a self-consistent manner [see Sect. 3.3].

When applying the diffusion approximation to recurrent networks, some
caution should be used due to its assumptions and limitations. One very sig-
nificant assumption is that the input spike trains are independent, which will
almost necessarily be violated in recurrent network due to the output being
fed back as input to the neurons, thus acting as a source of correlation. This
means that there will often be strong temporal correlations that arise simply
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through the autonomous dynamics of the network (Lerchner et al., 2006; Dum-
mer et al., 2014; Wieland et al., 2015; Vellmer and Lindner, 2019), in addition
to any temporal smearing caused by synaptic filtering (Brunel and Sergi, 1998;
Lindner and Longtin, 2006; Moreno-Bote and Parga, 2010), which will cause
the network input, or network noise, to be colored, whereas the diffusion ap-
proximation assumes the input is Poissonian (white noise).

A second limitation is the assumption that the synaptic weights are small
compared to the distance from the reset voltage to the threshold, such that their
many contributions to the subthreshold voltage dynamics are approximately
Gaussian distributed. For large synaptic weights, the input does not neces-
sarily resemble a Gaussian process (Richardson and Gerstner, 2005; Wolff and
Lindner, 2008), which can have significant implications for the firing statistics
(Richardson and Swarbrick, 2010; Droste and Lindner, 2017a). Throughout this
work, the synaptic amplitudes will be chosen such that the second assumption
is not (or hardly) violated. However, as stated above, correlations within re-
current networks cannot be ignored and their impact on the dynamics and
information transmission will be one of the main focuses in the following.

3.2 Stationary statistics under a common stimulus

The diffusion approximation reviewed in the previous section was derived in
Brunel (2000) for an unperturbed, sparse network and thus assumes no cor-
relation among the spike trains composing the recurrent network input. This
flies in the face of the fact that there is a common stimulus in our model. In this
section, I will investigate the common stimulus’ effect on the input variance,
which is our own attempt to provide novel insight for a perturbed recurrent
network while following the example set by Brunel (2000) and others demon-
strated in the previous section. This will be done while continuing to neglect
the cross-correlations in the network input, as though each neuron were in
a feedforward population that received global feedback of the population’s
output that was temporally correlated by the stimulus.

We investigate the same homogeneous network of leaky integrate-and-fire
neurons from Sect. 1.3.5, but in order to give the intensity of the stimulus
context, it is made relative to the intrinsic noise intensity. To this end, the
voltage dynamics in eq. (1.62) will be reframed slightly using the intensity
mixing parameter c, as was done for the encoding population in eq. (2.8) in
Sect. 2.2.1. Each neuron has a fixed, total individual noise intensity Di, but a
portion c of that noise is from the common white-noise stimulus, ξc(t). This
amount is subtracted from the total noise intensity (which is possible for the
variances of Gaussian white noise processes), leaving Di(1 − c) for intrinsic
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noise:

τv̇i = −vi + µi +
√

2Dicτξc(t)︸ ︷︷ ︸
common stimulus, s(t)

+
√

2Di(1 − c)τξi(t)︸ ︷︷ ︸
intrinsic noise

+RIi(t). (3.17)

Because the network input RIi(t) is of particular interest, it is reproduced here

RIi(t) = τ J ∑
j∈PE(i)

xj(t−τd,ij)︷ ︸︸ ︷
∑
k

δ
(
t − tj,k − τd,ij

)
−τgJ ∑

l∈PI(i)

xl(t−τd,il)︷ ︸︸ ︷
∑
m

δ (t − tl,m − τd,il) (3.18)

with Jij = J ∀ j ∈ E and Jil = −gJ ∀ l ∈ I substituted immediately.
The input to a single (arbitrary) neuron i from the network within a small

time window δt can be related to the excitatory and inhibitory population
activities [cf. eq. (1.53) and eq. (2.1)],

Ai,P(t; δt) =
1

CP
∑

n∈Pα(i)

∫ t+δt

t
xn(t′ − τd,in)dt′︸ ︷︷ ︸

bn(t−τd,in;δt)

(3.19)

=
1

CP
∑

n∈Pα(i)
bn(t − τd,in; δt), α ∈ {E, I},

where Ai,E and Ai,I are the activities of the excitatory and inhibitory presy-
naptic subpopulations providing input from the network, PE(i) and PI(i), re-
spectively. Introducing the box trains

bn(t; δt) =
∫ t+δt

t
xn(t′)dt′ (3.20)

helps to reduce the notation. In addition, the box trains offer some analytical
convenience, as they are binary series if the bin size δt is small enough to
guarantee that only a single spike falls within a bin. If that is the case, they
only assume values of zero or one [the value of one comes from the integral
heuristic of the Dirac delta function:

∫ ∞
−∞ δ(t)dt = 1]. In terms of eq. (3.19), the

input at an arbitrary time tk used for the diffusion approximation is [omitting
the δt in the parameter list to simplify the notation]

RQi(tk) =
∫ tk+δt

tk

RIi(t)dt (3.21)

=
∫ tk+δt

tk

τ J ∑
j∈PE(i)

xj(t − τd,ij)dt +
∫ tk+δt

tk

τ(−gJ) ∑
l∈PI(i)

xl(t − τd,il)dt

= τ JCE Ai,E(tk)︸ ︷︷ ︸
:=RQi,E(tk)

+ τ(−gJ)CI Ai,I(tk)︸ ︷︷ ︸
:=RQi,I(tk)

.
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where the variables RQi,E(tk) and RQi,I(tk) were introduced to represent the
excitatory and inhibitory inputs, respectively. So far eqs. (3.18)-(3.21) look the
same as the equations in Sect. 3.1, and therefore it is expected that the average
will be the same as in eq. (3.5). However, I will repeat the derivations here with
an explicit dependence on the mixing parameter c. First, the linear response
introduced in Sect. 1.1.3.1 is reproduced here for the box train:

⟨bn(t; δt)⟩ξn
=

∫ t+δt

t

〈
xn(t′)

〉
ξn

dt′ (3.22)

≈
∫ t+δt

t
ν0(t′) + [H ∗ s](t′)︸ ︷︷ ︸

lin. resp.

dt′ = ν0(t)δt + Bδt ∗ H ∗ s(t),

where ν0(t) is the network rate which is biased by the noisy signal [Novikov-
Furutsu Theorem; see eq. (1.18)], but not modulated by it, and Bδt is the boxcar
function defined in eq. (2.2). Bδt ∗ H ∗ s(t) is the linear estimation of the rate
response to a given stimulus modulation at time t. It can be estimated by a
Gaussian stochastic process

√
cr̂(t) (Kruscha and Lindner, 2015, 2016; Kruscha,

2017), which has zero mean (⟨r̂(t)⟩t = 0) because the stimulus itself has a zero
mean [⟨s(t)⟩t = ⟨ξc(t)⟩t=0], giving:

⟨bn(t; δt)⟩ξn
≈ ν0(t)δt +

√
cr̂(t). (3.23)

If the box train is further averaged over the stimulus ensemble,

⟨bn(t; δt)⟩ξn,s =
〈
⟨bn(t; δt)⟩ξn

〉
s
≈ ⟨ν0(t)δt⟩s +

√
c ⟨r̂(t)⟩s︸ ︷︷ ︸

0

= ν0(t)δt (3.24)

only the network rate without the signal modulation, ν0(t), remains, and if
there is no recurrence (J=0) the average is proportional to the stationary rate,
r0δt, as in Sect. 1.3.4, eq. (1.54).

Using the results of eq. (3.23) when taking the average of eq. (3.21), the
average input from the network is

⟨RQi(tk)⟩j,ξ j,l,ξl
= ⟨RQi,E(tk)⟩j,ξ j

+ ⟨RQi,I(tk)⟩l,ξl
(3.25)

= τ JCE ⟨Ai,E(tk)⟩j,ξ j
− τgJCI ⟨Ai,I(tk)⟩l,ξl

= τ J✚✚CE

〈
1

✚✚CE
∑

j∈PE(i)
bj(tk − τd,ij; δt)

〉
j,ξ j

−τgJ��CI

〈
1

��CI
∑

l∈PI(i)
bl(tk − τd,il ; δt)

〉
l,ξl

= τ J

〈
∑

j∈PE(i)

eq. (3.23)︷ ︸︸ ︷〈
bj(tk − τd,ij; δt)

〉
ξ j

〉
j︸ ︷︷ ︸

[r∗pd](tk) [cf. eq. (3.5)]
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−τgJ

〈
∑

l∈PI(i)
⟨bl(tk − τd,il ; δt)⟩ξl

〉
l

= τ JCE(1 − γg)[ν0 ∗ pd](tk)δt︸ ︷︷ ︸
including stimulus bias

+ τ JCE(1 − γg)[
√

cr̂ ∗ pd](tk)︸ ︷︷ ︸
response to stimulus

.

The second term on the r.h.s. of Eq. (3.25) shows that the common stimulus has
a time-dependent contribution to the average network input by modulating the
neurons directly, in addition to its influence on the noise intensity (remember
that ν0 takes the full noise intensity Di = cDi + (1 − c)Di into account), which
is to be expected. By formulating the average input explicitly in terms of the
mixing coefficient c, as opposed to hiding it in r(t) as in eq. (3.5), the stimulus’
impact on the stationary firing rate approximation, r0, can be assessed. This
is a very important statistic upon which all other statistics of the network
are built, including how the network is modulated by the signal in a time-
dependent manner through the susceptibility. Therefore in the remainder of
this section, the stationary average of the network input in eq. (3.25) will be
found. The time-dependent aspects of the network response to the stimulus
will be addressed in Ch.4.

3.2.1 The stationary mean

Averaging over an ensemble of signals and over time, eq. (3.25) becomes

⟨RQi(tk)⟩j,ξ j,l,ξl ,s,t = τ JCE(1 − γg) ⟨[ν0 ∗ pd](tk)⟩s,t︸ ︷︷ ︸
r0

δt (3.26)

+τ JCE(1 − γg)
〈
[
√

cr̂ ∗ pd](tk)
〉

s,t︸ ︷︷ ︸
0

= τ JCE(1 − γg)r0δt = µR0δt
=⇒ µR0 = τ JCE(1 − γg)r0,

which is the same result found for the stationary mean input in eq. (3.15)
(Brunel, 2000). Therefore, the proportion of the intrinsic noise intensity origi-
nating from the signal, c, is unimportant in the stationary mean, given that the
total intrinsic noise intensity, Di, is fixed.

3.2.2 The stationary input variance

With the mean found in the previous subsection, only the variance is now
needed in order to define the Gaussian process for the diffusion approximation
of the stationary network input. The total current variance is generally defined



3.2. STATIONARY STATISTICS UNDER A COMMON STIMULUS 88

as 〈
[∆RQi(tk)]

2
〉

j,ξ j,l,ξl ,s,t
(3.27)

= ⟨[∆RQi,E(tk) + ∆RQi,I(tk)][∆RQi,E(tk) + ∆RQi,I(tk)]⟩j,ξ j,l,ξl ,s,t

=
〈
[∆RQi,E(tk)]

2
〉

j,ξ j,s,t
+
〈
[∆RQi,I(tk)]

2
〉

l,ξl ,s,t

+ 2 ⟨∆RQi,E(tk)∆RQi,I(tk)⟩j,ξ j,l,ξl ,s,t

where

∆RQi(tk) = RQi(tk)− ⟨RQi⟩ (3.28)
= [RQi,E(tk) + RQi,I(tk)]− ⟨RQi,E + RQi,I⟩
= [RQi,E(tk)− ⟨RQi,E⟩] + [RQi,I(tk)− ⟨RQi,I⟩]
= ∆RQi,E(tk) + ∆RQi,I(tk).

The variance in eq. (3.27) is composed of the sum of the two variances in
the excitatory and inhibitory inputs as well as a cross term. For c = 0 and
under the diffusion approximation (especially for a large, sparse network),
one would expect the cross term to be zero and for the variance to reduce to
DR0 in eq. (3.16). However, even without a signal and for sparse networks,
there can be non-negligible correlations between spike trains (Ostojic et al.,
2009; Trousdale et al., 2012). In the following, each of the terms on the r.h.s. of
eq. (3.27) will be calculated in order of appearance:

〈
(∆RQi,E)

2〉, 〈(∆RQi,I)
2〉,

and ⟨∆RQi,E∆RQi,I⟩.

3.2.2.1 Variance in the excitatory input

Firstly, by expanding the excitatory input variance〈
(∆RQi,E)

2
〉

j,ξ j,s,t
=

〈
(∆[τ JCE Ai,E(tk)])

2
〉

j,ξ j,s,t
(3.29)

= (τ JCE)
2
〈
[∆Ai,E(tk)]

2
〉

j,ξ j,s,t
,

it is clear that it is only necessary to focus on the variance in the activity, which
can then be multiplied by the weight and input number prefactor, (τ JCE)

2.
Continuing with the activity variance〈

[∆Ai,E(tk)]
2
〉

j,ξ j,s,t
=

〈
[Ai,E(tk)− ⟨Ai,E⟩]2

〉
j,ξ j,s,t

(3.30)

=
〈
[Ai,E(tk)− r0δt]2

〉
j,ξ j,s,t
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=

〈(
1

CE
∑

j∈PE(i)
bj(tk − τd,ij; δt)− r0δt

)

×
(

1
CE

∑
l∈PE(i)

bl(tk − τd,il; δt)− r0δt

)〉
j,ξ j,l,ξl ,s,t

where a different index l ∈ E was introduced and it was used that

⟨Ai,E⟩ =
1

CE

〈
∑

j∈PE(i)

r0δt (cf. eq. (3.24))︷ ︸︸ ︷〈
bj(t − τd,ij; δt)

〉
ξ j,s,t

〉
j

= r0δt. (3.31)

Proceeding by moving constants outside of the averages,

〈
[∆Ai,E(tk)]

2
〉

j,ξ j,s,t
=

1
C2

E

〈(
∑

j∈PE(i)
bj(tk − τd,ij; δt)− r0δt

)
(3.32)

×
(

∑
l∈PE(i)

bl(tk − τd,il; δt)− r0δt

)〉
j,ξ j,l,ξl ,s,t

and using (∑j aj)(∑l bl) = ∑j ∑l ajbl,

〈
[∆Ai,E(tk)]

2
〉

j,ξ j,s,t
=

1
C2

E

〈
∑

j∈PE(i)
∑

l∈PE(i)

(
bj(tk − τd,ij; δt)− r0δt

)
(3.33)

×
(

bl(tk − τd,il; δt)− r0δt

)〉
j,ξ j,l,ξl ,s,t

,

the expression can be further simplified by separating the cases where j = l
(which is possible because these are spike trains from the same subpopulation).
This gives

〈
[∆Ai,E(tk)]

2
〉

j,ξ j,s,t
=

1
C2

E

〈
∑
j=l

∑
l∈PE(i)

(
bj(tk − τd,ij; δt)− r0δt

)
(3.34)

×
(

bl(tk − τd,il; δt)− r0δt

)〉
j,ξ j,l,ξl ,s,t

+
1

C2
E

〈
∑

j∈PE(i)
j ̸=l

∑
l∈PE(i)

( 〈
bj(tk − τd,ij; δt)

〉
ξ j︸ ︷︷ ︸

(eq. (3.23))

−r0δt

)
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×
(
⟨bl(tk − τd,il; δt)⟩ξl

− r0δt

)〉
j,l,s,t

,

where for j ̸= l the averages over the intrinsic noise sources were distributed
inside the sums because ξ j and ξl are independent.

In the first line ∑j=l ∑l∈PE(i) = ∑j∈PE(i) and in the second line the linear
response ansatz from eq. (3.23) can be applied to give the following approxi-
mation,

〈
[∆Ai,E(tk)]

2
〉

j,ξ j,s,t
≈ 1

C2
E

〈
∑

j∈PE(i)

〈(
bj(tk − τd,ij; δt)− r0δt

)
(3.35)

×
(

bj(tk − τd,ij; δt)− r0δt

)〉
ξ j,s,t

〉
j

+
1

C2
E

〈
∑

j∈PE(i)
j ̸=l

∑
l∈PE(i)

〈(
ν0(tk)δt +

√
cr̂(tk)− r0δt

)

×
(

ν0(tk)δt +
√

cr̂(tk)− r0δt

)〉
s,t

〉
j,l

.

The product in the first term of eq. (3.35) simplifies to〈(
bj(tk − τd,ij; δt)− r0δt

)(
bj(tk − τd,ij; δt)− r0δt

)〉
ξ j,s,t

(3.36)

=

〈
b2

j (tk − τd,ij; δt)︸ ︷︷ ︸
b2

j =bj

〉
ξ j,s,t

− 2r0δt
〈
bj(tk − τd,ij; δt)

〉
ξ j,s,t︸ ︷︷ ︸

r0δt

+
〈
(r0δt)2

〉
ξ j,s,t︸ ︷︷ ︸

(r0δt)2

= r0δt − 2(r0δt)2 + (r0δt)2 = r0δt(1 − r0δt),

where it was used that a box train, as stated above, is simply a binary series
if δt is small enough such that at most one spike can fall within a single bin
and therefore multiplying it by itself simply returns the same box train, b2

j =

bj, meaning
〈

b2
j

〉
ξ j,s,t

=
〈
bj
〉

ξ j,st = r0δt. The product in the second term of

eq. (3.35), where j ̸= l, is〈(
ν0(tk)δt +

√
cr̂(tk)− r0δt

)(
ν0(tk)δt +

√
cr̂(tk)− r0δt

)〉
s,t

(3.37)



91 CHAPTER 3. SYNAPTIC INPUT, RESONANCE, BISTABILITY

=

〈(
ν0(tk)δt +

√
cr̂(tk)

)(
ν0(tk)δt +

√
cr̂(tk)

)〉
s,t

− 2r0δt

〈
ν0(tk)δt +

〈√
cr̂(tk)

〉
s︸ ︷︷ ︸

0

〉
t

+
〈
(r0δt)2

〉
ξ j,s,t︸ ︷︷ ︸

(r0δt)2

=
〈
(ν0(tk)δt)2

〉
s,t︸ ︷︷ ︸

(r0δt)2

+2
〈
ν0(tk)δt(

√
cr̂(tk))

〉
s,t +

〈
(
√

cr̂(tk))
2
〉

s,t

− 2r0δt ⟨ν0(tk)δt⟩t︸ ︷︷ ︸
r0δt

+(r0δt)2

=
✟✟✟✟(r0δt)2 + 2

〈
ν0(tk)δt

〈√
cr̂(tk)

〉
s︸ ︷︷ ︸

0

〉
t

+ c
〈

r̂2(tk)
〉

s,t

−✘✘✘✘✘2(r0δt)2 +
✟✟

✟✟(r0δt)2

= c
〈

r̂2(tk)
〉

s,t

(As a reminder, ν0(t) is independent of the specific instantiation of s(t), and
therefore ⟨ν0(t)δt⟩s = ν0(t)δt.) Substituting the results of eqs. (3.36)-(3.37) into
eq. (3.35):〈

[∆Ai,E(tk)]
2
〉

j,ξ j,s,t
≈ 1

C2
E

∑
j∈PE(i)︸ ︷︷ ︸

CE

⟨r0δt(1 − r0δt)⟩j (3.38)

+
1

C2
E

∑
j∈PE(i)

j ̸=l

∑
l∈PE(i)︸ ︷︷ ︸

CE(CE−1)

〈
c
〈

r̂2(tk)
〉

s,t

〉
j,l

=
CE

C2
E

r0δt(1 − r0δt) +
CE(CE − 1)

C2
E

c
〈

r̂2(tk)
〉

s,t
,

giving the final result〈
[∆Ai,E(tk)]

2
〉

j,ξ j,s,t
=

r0δt(1 − r0δt)
CE

+

[
CE − 1

CE

]
c
〈

r̂2(tk)
〉

s,t
, (3.39)

which was the result obtained by Kruscha and Lindner (2015). The activity is
the normalized sum of binary box trains, and if c = 0 (no correlation between
box trains is induced by the signal) the box trains can be seen as Bernoulli
random variables bi, where the probability to be one within a time bin δt is
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given by p(bi = 1) = r0δt. In this case, their sum is a binomial distribution
with average CEr0δt and variance CEr0δt(1 − r0δt). After normalization, this
sum is the activity with mean ⟨Ai,E⟩ = CEr0δt/CE = r0δt := R0 and variance
(normalized by C2

E) given by the first term on the r.h.s. of eq. (3.39).
With c > 0 the second term also plays a role, which is the variance of the

Gaussian-distributed variable introduced in eq. (3.23). The size of the pop-
ulation determines the balance between these two terms. If CE = 1, the sec-
ond term cancels (there can’t be correlation between neurons if there is only
one!), leaving the first term (the autocovariance resulting from the j = l term)
and the activity is again a binomial distribution. As CE → ∞, the first term
vanishes and the activity is approximated by a Gaussian distribution (from
the cross-covariance, i.e. j ̸= l), which agrees with the property of Binomial
distributions that they approach Gaussian distributions as N → ∞. The ap-
proximation breaks down as c → 1, of course, as the intrinsic noise vanishes
and all neurons become effectively the same. In this case, the activity is itself a
Bernoulli random variable, like a single box train (Kruscha and Lindner, 2015).

Finally, plugging eq. (3.39) into eq. (3.29) gives the variance of the excitatory
current:〈

(∆RQi,E)
2
〉

j,ξ j,s,t
= (τ JCE)

2
〈
[∆Ai,E(tk)]

2
〉

j,ξ j,s,t
(3.40)

= (τ J)2CE✚✚CE

(
r0δt(1 − r0δt)

✚✚CE
+

[
CE − 1

✚✚CE

]
c
〈

r̂2(tk)
〉

s,t

)
= (τ J)2CE

(
r0δt(1 − r0δt) + [CE − 1] c

〈
r̂2(tk)

〉
s,t

)
.

3.2.2.2 Variance in the inhibitory input

The derivation of the variance in the inhibitory input will differ from the exci-
tatory input through the prefactors and the activity, although both are trivial
differences. In particular, the activities differ only in their population sizes, CE
and CI , and therefore it is unnecessary to repeat the derivation of the last sec-
tion for

〈
[∆Ai,I(tk)]

2〉
l,ξl ,s,t. Instead, CE can simply be replaced by CI , resulting

in an inhibitory current variance of

〈
(∆RQi,I)

2
〉

l,ξl ,s,t
=

〈
(∆[τ(−gJ)CI Ai,I(tk)])

2
〉

l,ξl ,s,t
(3.41)

= (τgJCI)
2
〈
[∆Ai,I(tk)]

2
〉

l,ξl ,s,t

= (τgJ)2CI

(
r0δt(1 − r0δt) + [CI − 1] c

〈
r̂2(tk)

〉
s,t

)
.



93 CHAPTER 3. SYNAPTIC INPUT, RESONANCE, BISTABILITY

3.2.2.3 Covariance of excitatory and inhibitory inputs

The cross-covariance of the excitatory and inhibitory populations’ activities
proceeds similarly to their autocovariances. The main difference is that the
sums can no longer be separated into j = l and j ̸= l, because j will never be
equal to l. Therefore it is expected that a similar term as the covariance term
on the r.h.s. of eq. (3.39) will result. Starting with the cross-terms of the total
input,

⟨∆RQi,E∆RQi,I⟩j,ξ j,l,ξl ,s,t (3.42)

= ⟨(∆[τ JCE Ai,E(tk)])(∆[τ(−gJ)CI Ai,I(tk)])⟩j,ξ j,l,ξl ,s,t

= (τ JCE)τ(−gJ)CI ⟨∆Ai,E(tk)∆Ai,I(tk)⟩j,ξ j,l,ξl ,s,t

= −γg(τ JCE)
2 ⟨∆Ai,E(tk)∆Ai,I(tk)⟩j,ξ j,l,ξl ,s,t

and again isolating and expanding the activities

⟨∆Ai,E(tk)∆Ai,I(tk)⟩j,ξ j,l,ξl ,s,t (3.43)

=

〈(
1

CE
∑

j∈PE(i)
bj(tk − τd,ij; δt)− r0δt

)

×
(

1
CI

∑
l∈PI(i)

bl(tk − τd,il; δt)− r0δt

)〉
j,ξ j,l,ξl ,s,t

,

the similarities to the derivation for the excitatory population are already ap-
parent. Because this is a homogeneous network with fixed in-degree, there
is no difference in the firing statistics of the excitatory and inhibitory popula-
tions. Therefore, the derivation will be the same as in eq. (3.37) for the j ̸= l
case (the intrinsic noise terms are also independent here and therefore the
averages over ξ j and ξl can again be distributed to the respective box trains),

⟨∆Ai,E(tk)∆Ai,I(tk)⟩j,ξ j,l,ξl ,s,t (3.44)

=
1

CECI

〈
∑

j∈PE(i)
∑

l∈PI(i)

〈(
ν0(tk)δt +

√
cr̂(tk)− r0δt

)

×
(

ν0(tk)δt +
√

cr̂(tk)− r0δt

)〉
s,t

〉
j,l

=
1

CECI
∑

j∈PE(i)
∑

l∈PI(i)︸ ︷︷ ︸
CECI

〈
c
〈

r̂2(tk)
〉

s,t

〉
j,l
= c

〈
r̂2(tk)

〉
s,t

,
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except that now there are CECI terms instead of CE(CE − 1), and this prefactor
cancels the normalization term. As expected, the cross-covariance term has
the same form as the second term on the r.h.s. of eq. (3.39), but without the
prefactor:

⟨∆Ai,E(tk)∆Ai,I(tk)⟩j,ξ j,l,ξl ,s,t = c
〈

r̂2(tk)
〉

s,t
. (3.45)

This result agrees with the intuition that a covariance between the activities
is introduced by the signal, and that there is no autocovariance term because
all neurons are unique in this case. Plugging eq. (3.45) into eq. (3.42) gives the
total excitatory-inhibitory cross-covariance:

⟨∆RQi,E∆RQi,I⟩j,ξ j,l,ξl ,s,t = −γg(τ JCE)
2
(

c
〈

r̂2(tk)
〉

s,t

)
. (3.46)

It is interesting to note that, since g, γ, c, and the variance
〈
r̂2(tk)

〉
s,t are all

greater than zero, the signal also introduces a negative correction to the input
variance, due to the differing signs of the excitatory and inhibitory weights.

3.2.2.4 Total stationary input variance

Plugging the results of eq. (3.40), eq. (3.41), and eq. (3.46) into the total input
variance in eq. (3.27) and collecting common terms with or without c,〈

(∆RQi)
2
〉

j,ξ j,l,ξl ,s,t
(3.47)

=
〈
(∆RQi,E)

2
〉

j,ξ j,s,t
+
〈
(∆RQi,I)

2
〉

l,ξl ,s,t
+ 2 ⟨∆RQi,E∆RQi,I⟩j,ξ j,l,ξl ,s,t

= (τ J)2CE

(
r0δt(1 − r0δt) + [CE − 1] c

〈
r̂2(tk)

〉
s,t

)
+ (τgJ)2CI

(
r0δt(1 − r0δt) + [CI − 1] c

〈
r̂2(tk)

〉
s,t

)
+ 2

[
−γg(τ JCE)

2
(

c
〈

r̂2(tk)
〉

s,t

)]
=
(
(τ J)2CE + (τgJ)2 CI︸︷︷︸

γCE

)[
r0δt(1 − r0δt)

]
+
(
(τ J)2CE [CE − 1] + (τgJ)2CI [CI − 1]− 2γg(τ JCE)

2
)[

c
〈

r̂2(tk)
〉

s,t

]
,

the total variance can be expressed as a sum of a term resulting from the auto-
covariance of the spike trains themselves, and a correction for the correlation
introduced by the signal:〈

(∆RQi)
2
〉

j,ξ j,l,ξl ,s,t
= (τ J)2CE(1 + γg2)

[
r0δt(1 − r0δt)

]
︸ ︷︷ ︸

autocovariance of trains

(3.48)
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+ c
[
(τ J)2CE

(
[CE − 1] + γg2 [γCE − 1]− 2γgCE

) 〈
r̂2(tk)

〉
s,t

]
︸ ︷︷ ︸

correction due to correlation from signal

.

Another way of simplifying the variance would be to collect the terms with
respect to γg, which focuses on the relationship between excitatory and in-
hibitory input:

〈
(∆RQi)

2
〉

j,ξ j,l,ξl ,s,t
= (τ J)2CE

(
(1 + γg2)

[
r0δt(1 − r0δt)

]
(3.49)

+ c
(
[CE − 1] + γg2 [γCE − 1]− 2γgCE

) 〈
r̂2(tk)

〉
s,t

)

and focusing on the term within the parentheses of the second term:(
[CE − 1] + γg2 [γCE − 1]− 2γgCE

)
(3.50)

= CE − 1 + (γg)2CE − γg2 − 2γgCE

= CE + (γg)2CE − 2γgCE − (1 + γg2)

= CE

[
1 − 2γg + (γg)2

]
︸ ︷︷ ︸

(1−γg)2

−(1 + γg2)

= CE(1 − γg)2 − (1 + γg2).

Plugging this back into eq. (3.49) and collecting the (1 − γg)2 and (1 + γg2)
terms: 〈

(∆RQi)
2
〉

j,ξ j,l,ξl ,s,t
(3.51)

= (τ J)2CE

(
(1 + γg2)

[
r0δt(1 − r0δt)

]
+ c
(

CE(1 − γg)2 − (1 + γg2)
) 〈

r̂2(tk)
〉

s,t

)
= (τ J)2CE(1 + γg2)

[
r0δt(1 − r0δt)−c

〈
r̂2(tk)

〉
s,t︸ ︷︷ ︸

negative
correction

]

+ (τ J)2CE cCE(1 − γg)2
〈

r̂2(tk)
〉

s,t︸ ︷︷ ︸
excitatory-inhibitory

balance
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which gives a couple of insights. Firstly, the negative correction term noted
previously can be seen to decrease the variance of the autocorrelation terms,
because as c increases, the spike trains become decreasingly independent. Sec-
ondly, the last term on the r.h.s. of eq. (3.51) is a correction for the relation
between the excitatory and inhibitory inputs. In a balanced network where
g = 1/γ this term vanishes, but will grow as the network becomes increasingly
dominated by either excitation or inhibition. Even for networks which are
slightly unbalanced, this term is exacerbated by stronger correlations induced
by the stimulus, which can then have more influence through the stronger
population.

3.2.3 Corrections to the diffusion approximation

The diffusion approximation assumes input from uncorrelated sources in the
network and uses the mean and variance of the input to approximate it as a
Gaussian noise source. As we’ve seen, the signal introduces correlation in the
network input, which does not affect the stationary mean input, but does im-
pact the variance. In this section I will explore what consequences the change
in variance has on the diffusion approximation.

The first simplification arises by noticing that if δt is vanishingly small
(δt → 0), then the squared term is much smaller than the first-order term and
r0δt(1 − r0δt) ≈ r0δt, such that eq. (3.51) becomes〈

(∆RQi)
2
〉

j,ξ j,l,ξl ,s,t
(3.52)

≈ (τ J)2CE

(
(1 + γg2)

[
r0δt − c

〈
r̂2(tk)

〉
s,t

]
+ cCE(1 − γg)2

〈
r̂2(tk)

〉
s,t

)
.

If the signal is removed (c=0), the variance of the input within a small window
δt is

σ2
R0 = lim

δt→0

〈
(∆RQi)

2〉
j,ξ j,l,ξl ,s,t

∣∣∣
c=0

δt
= (τ J)2CE(1 + γg2)r0 (3.53)

and using the relation σ2
R = 2DRτ [see eq. (1.53)], the intensity of the network

noise source will be

DR0 =
σ2

R0
2τ

=
1
2

τ J2CE(1 + γg2)r0. (3.54)

This is the same result for the unpertubed network derived by Brunel (2000)
[cf. eq. (3.16)], which certifies that the above derivation did not introduce any
errors into the autocovariance terms.

However, the goal of this section is to investigate the impact of the cor-
rection term in eq. (3.48), or terms in eq. (3.51). One important thing to notice
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from the relation between the input variance and diffusion approximation vari-
ance in eq. (3.53) is that the input variance should be proportional to δt. If it
is not, then the diffusion approximation variance will explode when the input
variance is divided by δt and δt → 0. If the input variance is instead propor-
tional to δt2, after the division by δt the diffusion variance will still contain a δt
term, and as this vanishes, so too will the noise intensity. This is summarized
in the following table:

input variance
〈
(∆RQi)

2〉 relation to δt none ∝ δt ∝ δt2

behavior of σ2
R as δt → 0 → ∞ const → 0

With that in mind, when looking at the correction terms in eq. (3.52), there
is no mention of δt. Of course, the prefactors with c, CE, γ, and g are constants,
but the exact form of

〈
r̂2(tk)

〉
s,t, the estimated rate response variance, is thus

far unexplored and its relation to δt needs to be determined. Starting again
with the definition given above

r̂(t) =
1√
c
Bδt ∗ H ∗ s(t), (3.55)

with the Fourier transform given by

˜̂r( f ) =
1√
c
B̃δt( f )χ( f )s̃( f ), (3.56)

by integrating over its power spectrum,

Sr̂( f ) = lim
T→∞

〈
˜̂r ˜̂r∗( f )

〉
ξ,s

T
(3.57)

= lim
T→∞

〈
(B̃δtχs̃/

√
c)(B̃δtχs̃/

√
c)∗( f )

〉
ξ,s

T

=
1
c
|B̃δt( f )χ( f )|2 lim

T→∞

⟨s̃s̃∗( f )⟩ξ,s

T︸ ︷︷ ︸
Ss( f )

=
1
c
|B̃δt( f )χ( f )|2Ss( f ),

its variance can be found through use of the Wiener-Khinchin theorem [see
eq. (1.29)]: 〈

r̂2(t)
〉

s
=

∫ ∞

−∞
Sr̂( f )d f (3.58)

=
∫ ∞

−∞

1
c

∣∣∣ B̃δt( f )︸ ︷︷ ︸
eq. (2.5)

χ( f )
∣∣∣2 Ss( f )︸ ︷︷ ︸

2Dicτ

d f
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=
2Di✁cτ

✁c

∫ ∞

−∞
[δt sinc(δtπ f )]2|χ( f )|2d f

= 2Diτδt2
∫ ∞

−∞
sinc2(δtπ f )|χ( f )|2d f ,

which is the result given in Kruscha and Lindner (2015).
Notice that eq. (3.58) already has the form of the squared diffusion approx-

imation amplitude, σ2 = 2Dτ,〈
r̂2(t)

〉
s
= 2

(
Di

[
δt
∫ ∞

−∞
sinc2(δtπ f )|χ( f )|2d f

]
δt
)

τ, (3.59)

which can be used to solve for a new noise intensity resulting from this ef-
fective stimulus. The correlation correction on the r.h.s. of eq. (3.48) can be
plugged in for the variance as follows

DRc =
σ2

Rc
2τ

(3.60)

= lim
δt→0

(〈
(∆RQi)

2〉
j,ξ j,l,ξl ,s,t −

〈
(∆RQi)

2〉
j,ξ j,l,ξl ,s,t

∣∣∣
c=0

)
/δt

2τ

= c (τ J)2CE

(
CE(1 − γg)2 − (1 + γg2)

)
︸ ︷︷ ︸

:=Rc

〈
r̂2(t)

〉
s

2τδt

= cRcDi

[
δt
∫ ∞

−∞
sinc2(δtπ f )|χ( f )|2d f

]
✘✘✘2τδt
✘✘✘2τδt

= Rc

δt
∫ ∞

−∞
sinc2(δtπ f )|χ( f )|2d f︸ ︷︷ ︸

filter variance

 cDi︸︷︷︸
stimulus
intensity

.

The result is thus proportional to the signal intensity as expected. What this
says, in other words, is that the variance of the recurrent network input will
be altered by a filtered version of the input, with a filter composed of the rate
response of the neurons themselves to the input, which is then multiplied by
the number of synapses and their weights, Rc. In order for this intensity to
alter the diffusion approximation, the factor in square brackets must be non-
vanishing as δt → 0, as summarized in the table above.

The sinc2(δtπ f ) term from the box train should not affect the input variance
drastically, as this is an arbitrarily chosen artifact of the measurement and
δt → 0 anyway. As shown in Fig. 3.1, it is one for small values of f and
drops to zero steeply around f = 1/δt, acting like a reverse step function.
Because the susceptibility is multiplied by it, the squared sinc function selects
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Figure 3.1: The squared sinc function’s dependence on f and δt. At low
frequencies it is equal to 1 and drops quickly to 0 around 1/δt, with a steep
and narrow transition region. δt=0.5 (arbitrary).

the frequencies over which the squared susceptibility is integrated, i.e. from
f = 0 up to a cutoff frequency determined by δt. In this context, it is then
unsurprising that the integral over the squared sinc function is (Spiegel, 1979)

∫ ∞

−∞
sinc2(δtπ f )d f = 2

∫ ∞

0
sinc2(δtπ f )d f = 2

∫ ∞

0

sin2(δtπ f )
(δtπ f )2 d f (3.61)

=
2

(δtπ)2

∫ ∞

0

sin2(δtπ f )
f 2 d f︸ ︷︷ ︸

(δtπ)π/2

=
1
δt

✘✘✘2δtπ2

✘✘✘2δtπ2 =
1
δt

.

As δt → 0, this cutoff frequency will approach infinity, and therefore the
choice of bin size has been shown to be effectively negligible, because as long
as δt is chosen to be sufficiently small, the (lower) frequencies of interest will
be unaffected.

Given that the squared sinc term effectively selects the frequencies over
which the susceptibility is integrated, the last piece of the puzzle is the behav-
ior of |χ( f )|2, particularly as fcutoff = 1/δt → ∞. For argument’s sake, were
the susceptibility to be constant for all frequencies, it could be pulled out of
the integral, giving

DRc

∣∣∣χ( f )=χ∀ f
= Rc|χ|2

δt
∫ ∞

−∞
sinc2(δtπ f )d f︸ ︷︷ ︸

1/δt

 cDi = Rc|χ|2cDi, (3.62)

which would be the contribution of the signal correlation to the diffusion ap-
proximation. However, it is not the case that the susceptibility is constant across
frequencies. The signal is an amplitude-modulating stimulus, and therefore
the first type of susceptibility to investigate would be the current-modulated
susceptibility, χµ, given in eq. (A.4) (Lindner and Schimansky-Geier, 2001;
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Figure 3.2: The squared magnitude of the current-modulation susceptibil-
ity. The squared magnitude of the susceptibility (magenta) is plotted with the
sinc2 function from Fig. 3.1 (gray dotted line). The squared magnitude of the
susceptibility is constant at low frequencies and decreases with 1/ f as f → ∞.
Parameters: rGN = 0.31, µ = 1.056, D = 0.011, τ = 1, τref = 0.1, vT = 1, vR = 0,
δt=0.5 (arbitrary).

Brunel et al., 2001). As shown in Fig. 3.2, the squared magnitude of this sus-
ceptibility has a qualitatively similar dependence on f as the squared sinc
function, with a couple of key differences.

Assessing the behavior of these functions becomes easier if the integral in
eq. (3.60) is first split into contributions from lower frequencies and higher fre-
quencies, which can be done by again using the fact that the squared functions
are symmetric:∫ ∞

−∞
sinc2(δtπ f )|χ( f )|2d f = 2

∫ ∞

0
sinc2(δtπ f )|χ( f )|2d f (3.63)

= 2
∫ flow

0
sinc2(δtπ f )|χ( f )|2d f + 2

∫ ∞

flow

sinc2(δtπ f )|χ( f )|2d f .

At low frequencies up to some frequency flow (around f = 10−1 in Fig. 3.2),
the squared susceptibility takes on a constant value, and because the sinc2

function is also constant in this region, the integral over this region is a con-
stant as well and will have no appreciable influence when plugged into eq. (3.60).
Therefore the contribution to DRc from the lower frequencies is proportional
to δt,

DRc

∣∣∣
f< flow

∝ cDiδt, (3.64)

and becomes negligible as δt → 0.
The high-frequency behavior of the susceptibility is not constant, but is

instead inversely proportional to the square root of the frequency
(Lindner and Schimansky-Geier, 2001),

lim
f→∞

|χµ( f )| ∝ 1/
√

f . (3.65)
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Plugging this result into the second term in eq. (3.63) (which ignores the peaks
at moderate frequencies), the integral over the high frequencies can be approx-
imated as ∫ ∞

flow

sinc2(δtπ f )|χµ( f )|2d f ≈
∫ ∞

flow

sinc2(δtπ f )
f

d f . (3.66)

Because sinc2(δtπ f ) ≈ 0 ∀ f > 1/δt and is approximately equal to one oth-
erwise, the upper limit of integration can be changed to 1/δt and the sinc2

removed, giving

∫ ∞

flow

sinc2(δtπ f )
f

d f ≈
∫ 1

δt

flow

1
f

d f = ln
(

1
δt

)
− ln( flow). (3.67)

The second term is constant and can therefore be ignored for the same reasons
as the low-frequency integral term. Plugging the first term of eq. (3.67) [with
the 2 prefactor from eq. (3.63)] into eq. (3.60) gives

DRc

∣∣∣
f> flow

≈ Rc

[
δt2 ln

(
1
δt

)]
cDi = 2Rcδt [− ln(δt)] cDi. (3.68)

Using L’Hôpital’s rule, as δt → 0

lim
δt→0

δt [− ln(δt)]
(

1/δt
1/δt

)
= lim

δt→0

− ln(δt)
1/δt

(3.69)

=
− d ln(δt)

δt
d1/δt

δt

=
−1/δt

−1/(δt)2 = δt

and therefore
lim
δt→0

DRc

∣∣∣
f> flow

≈ 2Rc(δt)cDi ∝ cDiδt, (3.70)

which also vanishes. The results of eq. (3.64) and eq. (3.70) mean that the
extra correlation in the network input introduced by an additive, current-
modulating stimulus does not alter the diffusion approximation of the recur-
rent input, despite affecting its time-dependent variance as shown in eq. (3.52).
This can be understood more intuitively by remembering that integrate-and-
fire neurons act as low-pass filters of their input, as described in Sect. 1.1.4
and can be seen in the firing rate response in Fig. 3.2, such that any time-
dependent correlations that do not have infinite variance, like white or shot
noise, will vanish as the integration time step approaches zero.

Nonetheless, the results of this section are still informative in that they jus-
tify the use of the diffusion approximation to estimate the stationary statistics
of recurrent networks, even with explicit correlations from a common stimulus
that violate the assumption of no spatial (recurrent) nor temporal correlations
in the input of the neurons. This point is illustrated in Fig. 3.3 for a single set
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A B

Figure 3.3: Larger correlation from the stimulus synchronizes the activity,
increasing the variance and power spectrum of the synaptic input without
significantly affecting the mean activity. A: The raster plot (gray points) and
network activity (blue curves) of a subpopulation of NA=250 neurons plotted
for a period of T = 10 (in units of the membrane time constant τm). The
time-dependent average and variance over trials and subpopulations in the
network are shown by solid blue lines and blue areas, respectively. The time-
independent average activity, ⟨A⟩, is shown by the dashed blue line. B: The
power spectrum, Ssyn, of the synaptic input RQi [eq. (3.21) with δt= 0.5; blue
curves] is plotted with the respective diffusion approximation of its power
spectrum, SDA = 2DR (black dashed lines), with the stationary noise intensity
in eq. (3.16) used for DR. Parameters: NE = 10, 000, NI = 2, 500, T = 1000,
∆t = 10−3, τ = 1, τref = 0.1, vT = 1, vR = 0, µ = 1.1, Di = 0.01, J = 10−3, g = 5,
CE=800, CI =200, τd,ij ∈ [0.05, 0.2], δt=0.5

of parameters, including a suprathreshold bias [µi > (vT − vR)] and a moder-
ate amount of intrinsic noise (Di =0.01) that linearizes the neuronal dynamics.
Of course, if c = 0, the justification of the diffusion approximation is not in-
fluenced by the signal and the noise intensity is simply equal to eq. (3.16).
The top left panel of Fig. 3.3A shows that the unperturbed (c = 0) network
activity is chaotic and stationary, with only slight oscillations around the av-
erage, which is accurately described by the stationary rate multiplied by the
bin size, ⟨A⟩ = r0δt. The power spectrum of the synaptic input, Ssyn, for c=0
(darkest blue curve in Fig. 3.3B) is close to the diffusion approximation at high
frequencies, SDA = 2DR (dashed black line), but there is a reduction in power
at very low frequencies (notice the log scale) and a peak around the firing
rate (≈ 0.4 in Fig. 3.3B). These deviations from the expected flat spectrum of a
white noise process result from the (somewhat regular) mean-driven firing of
the single neurons, highlighting the partial incompatibility of approximating
such input by a Gaussian white noise.

At the other extreme, if c = 1 (bottom right panel of Fig. 3.3A and light-
est blue curve in Fig. 3.3B), the validity of the diffusion approximation may
be in jeopardy, depending on how strong the noise intensity Di (now com-
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pletely from the stimulus) is in comparison to the other factors determining
the network dynamics, specifically the bias µi and the network noise through
the random topology. If Di is very small in comparison to these other factors,
there may still be enough stochasticity in the network to warrant the diffusion
approximation. On the other hand, if Di is significantly large with c = 1, as
is the case in Fig. 3.3, the stimulus noise will dominate the network dynam-
ics. The diffusion approximation will break down in that case because the
independence assumption for the spike trains will become invalid. This may
cause drastic changes in the network activity, in which large gaps of quies-
cence separate regions of heightened, synchronous activity (see bottom right
panel of Fig. 3.3A). This type of nonlinear response to the signal is poorly
accounted for by the diffusion approximation, which assumes stationary in-
put and network statistics. The diffusion approximation fails to account for
the large increase in power across all frequencies (compare the darkest and
lightest blue curves), changing almost imperceptibly its approximation of the
power spectrum (dashed, horizontal line with the largest value in Fig. 3.3B).

Perhaps most interesting for the discussion here is when c is small (c < 0.5),
such that the stimulus introduces correlations but does not necessarily dom-
inate the network activity. The derivations above show that if it is a current-
modulating stimulus there is no alteration to the diffusion approximation, and
choosing to apply it considers any variance not captured by this simplification
to be negligible. This makes sense, because the total intrinsic noise is still kept
fixed; only the percentage of commonality is increased. In addition, the ran-
dom and sparse topology is itself a source of heterogeneity in the single neuron
dynamics that counteracts the correlations from the stimulus, and therefore the
approximation for the total stationary network variance is affected very little
at low values of c. This will of course depend on other factors, such as the
properties of the synaptic weights, but the defining criteria is that the amount
of correlated noise is small relative to the other sources of stochasticity.

The diffusion approximation is ultimately an attempt to describe a non-
white process by a white noise, and some accuracy is sacrificed for tractability.
The results in Fig. 3.3 show that this may not be a bad trade-off as long as c
is not too large. The change in the input power for c = 0.1, for instance, is
not drastically different from c=0: although the oscillations in the activity are
larger, the power is increased only slightly, and mostly at low frequencies. As c
is increased the power increases as well, but even for c=0.75 the power at high
frequencies is close to the diffusion approximation value. In conclusion, going
forward it is important that the common stimulus intensity is considered with
respect to the total intrinsic noise and the factors determining the network
noise (e.g. sparseness and synaptic weights), but the correlation introduced by
the stimulus does not rule out the application of the diffusion approximation
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Figure 3.4: The squared magnitude of the noise-modulation susceptibility.
The squared magnitude of the susceptibility (magenta) is plotted with the sinc2

function from Fig. 3.1 (gray dotted line) and the high frequency limit (r0/D)2

(solid black line), where D = Di + DR is the total noise intensity seen by a
neuron. The squared magnitude of the susceptibility is constant at low and
high frequencies. Parameters: rGN =0.31, µ=1.056, D=0.011, τ=1, τref =0.1,
vT =1, vR=0, δt=0.5 (arbitrary).

or the linear response theory which may build upon it.
In the interest of thoroughness, the same derivation performed above for a

current-modulating stimulus is repeated here for a noise-modulating stimulus
(e.g.

√
2Dicτs(t)ξc(t); s(t) is not the stimulus used thus far, but is instead a

sinusoidal signal with average one, ⟨s(t)⟩t = 1), with susceptibility χD given
in eq. (A.5). As shown in Fig. 3.4, the noise-modulation susceptibility is also
constant at low frequencies and therefore the contribution to DRc is again pro-
portional to δt,

DRc

∣∣∣
f< flow

∝ cDiδt, (3.71)

which, as was the case for the current-modulation susceptibility in eq. (3.64),
is again negligible as δt → 0.

As opposed to the current-modulation susceptibility, which had a high fre-
quency limit that decreased proportional to 1/

√
f [cf. eq. (3.65)], the noise-

modulation susceptibility for moderate noise intensities D is proportional to
the stationary firing rate at high frequencies (Lindner and Schimansky-Geier,
2001),

lim
f→∞

|χD( f )| → r0

D
. (3.72)

The proportionality factor is the total noise intensity seen by a neuron, D =
Di + DR, which includes the independent intrinsic noise intensity, the signal
intensity, and the effective noise intensity from the recurrent input. Because
the squared magnitude of the susceptibility at high frequencies is constant
[(r0/D)2], it can be moved out of the integral over the high frequencies in the
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second term of eq. (3.63):

∫ ∞

flow

sinc2(δtπ f )|χD( f )|2d f ≈
( r0

D

)2 ∫ ∞

flow

sinc2(δtπ f )d f︸ ︷︷ ︸
≈1/(2δt) [cf. eq. (3.61)]

≈
( r0

D

)2 1
2δt

. (3.73)

When plugged into the equation for DRc in eq. (3.60),

DRc

∣∣∣
f> flow

≈ Rc

[
✟✟δt2

( r0

D

)2 1
✟✟2δt

]
cDi = Rc

( r0

D

)2
cDi, (3.74)

it results in a non-vanishing term

lim
δt→0

DRc = lim
δt→0

DRc

∣∣∣
f< flow

+ lim
δt→0

DRc

∣∣∣
f> flow

≈ Rc

( r0

D

)2
cDi. (3.75)

The total noise intensity from the diffusion approximation of the recurrent
input, as δ → 0, is the sum of the unperturbed intensity, DR0, and DRc, giving

DR =
σ2

R
2τ

= lim
δt→0

〈
(∆RQi)

2〉
j,ξ j,l,ξl ,s,t /δt

2τ
= DR0 + DRc (3.76)

≈ DR0 + Rc

( r0

D

)2
cDi = DR0 + Rc

[
cDi

(Di + DR)2

]
r2

0

= DR0 + (τ J)2CE

(
CE(1 − γg)2 − (1 + γg2)

)[
cDi

(Di + DR)2

]
r2

0.

The diffusion approximation for the noise-modulated case does indeed contain
a correction from the signal correlation. This expression is more complicated
than the case of current-modulation, because the intrinsic noise fluctuations
(modulated by the stimulus) and the network fluctuations are coupled. As op-
posed to the current-modulation case, where the amount (intensity) of intrinsic
noise was kept constant, with noise modulation the intensity also changes,
and therefore it is perhaps logical that this would affect even the stationary
statistics. Noise modulation is not considered further in this chapter, but will
play a role in the next chapter, when a modified susceptibility (non-stationary
statistics) resulting from the network fluctuations is derived. At that point, the
implications for the diffusion approximation will again be discussed, and the
results for both types of modulation presented here will be informative. How-
ever, even in that context the results of eq. (3.15) and eq. (3.16) will suffice for
the stationary statistics and be used throughout the rest of the text in analytical
measures such as the stationary firing rate and power spectrum.



3.3. SELF-CONSISTENT FIRING RATE 106

Figure 3.5: Illustration of numerical solution of self-consistent firing rate.
Trajectories showing the steps of the self-consistent solution of the stationary
firing rate, with horizontal steps showing the update of the rate after solving
eq. (3.79) and vertical steps showing the updates of the stationary mean µ0(r0)
(blue) and intensity D0(r0) (orange) as functions of the stationary firing rate.
The dashed lines show the linear relations of µ0(r0) [blue; eq. (3.15)] and D0(r0)
[orange; eq. (3.16)] to r0. The nonlinear transfer function rGN(µ0; D0 = Di) is
also plotted [black dashed line; eq. (3.79)] as a function of µ0, with D0 fixed at
its initial value Di, to illustrate the first rate update. The final, self-consistent
value of the rate, r0,sc, is indicated by a vertical, black line. Parameters: τ = 1,
τref =0.1, vT =1, vR =0, µi =1.1, Di =0.01, J =0.001, CE =1000, g=5, γ=0.25,
σs=0.

3.3 Self-consistent firing rate

Once the recurrence has been approximated as a Gaussian white noise accord-
ing to the previous sections, the mean, µR(t), and intensity, DR(t), found in
eqs. 3.5 and 3.11, can be added to the intrinsic and signal means and noise
intensities when calculating the firing rate, such that the total mean input to a
neuron is given by

µ(t) = µi + µs + µR(t) (3.77)

and the total noise intensity (with τ = 1) is

D(t) = Di + Ds + DR(t). (3.78)

Notice that in this case the definition of the signal in eq. (1.62) and eq. (1.64) is
used, which is not subtracted from a fixed total intrinsic noise, with Ds=Ss/2.

For the stationary firing rate, r0, the mean and intensity found in eqs. 3.15

and 3.16 are substituted for their time-dependent counterparts in the equations
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above. The total mean and noise intensity, which are dependent on the rate,
can then be inserted into the analytical result for an LIF neuron receiving
Gaussian white noise, rGN defined in eq. (A.1), giving a self-consistent rate
(Amit and Brunel, 1997a,b; Gerstner et al., 2014):

r0 = rGN

(
µi + µs + µR0︸ ︷︷ ︸

µ0

, Di + Ds + DR0︸ ︷︷ ︸
D0

)
. (3.79)

Because the recurrent terms in eq. (3.79) are themselves dependent on the fir-
ing rate, this equation needs to be solved numerically to find the self-consistent
rate, r0,sc, as illustrated in Fig. 3.5 and described in Dummer et al. (2014). The
blue and orange dashed lines in Fig. 3.5 show the linear relations of µ0(r0)
(blue) and D0(r0) (orange) to r0, but a simple graphical solution with the trans-
fer function rGN(µ0, D0) cannot be found, because the latter depends on both
parameters. The transfer function as a function of just µ0 (with D0 fixed at
its initial value, Di) is shown by the black dashed line, but this is only for
illustration purposes, because this curve would also be updated in every step
(notice that after the first step, the blue trajectory meets the transfer function
at µ0=1.1).

The self-consistent stationary rate given in eq. (3.79) will be used in the fol-
lowing wherever analytical approximations of the rate and spectral densities
are calculated. Because the self-consistent rate relies on the diffusion approx-
imation, the accuracy of which depends on stimulus [Fig. 3.3] and network
[see Fig. 3.12C] parameters, I will verify the rate approximation when I use
it by comparing it to the measured values [see, e.g., Fig. 3.12B, Fig. 4.10, and
Fig. 4.11].

3.4 Resonance effects of network noise

Given the recent success of artificial recurrent neural networks, the notion that
recurrence might be beneficial to semantic encoding, information processing,
and computation requires little persuasion. However, it is perhaps less obvious
how the type of recurrent network noise investigated in the previous section,
which was approximated as an independent, Gaussian white noise source,
might help encoding and transmission as measured by information theory.

One known way in which white noise has been shown to improve signal
encoding is through the phenomenon of stochastic resonance. It was first intro-
duced by Benzi et al. (1981) to describe the interaction between the bistable and
highly variable (stochastic) glaciation cycles on earth and an external, periodic
forcing from other astronomical bodies in the solar system. In neural mod-
els, stochastic resonance occurs when stochasticity in the system (e.g., noise
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or heterogeneity in parameters) coincides with the presentation of a stimu-
lus in a way that increases the probability of reaching the voltage threshold.
The interaction produces a resonance, or marked peak, in a portion of the
stochastic system’s output power spectrum where there would otherwise be
none. The prominence of the peak compared to its surroundings (the ‘noise
floor’) improves the signal-to-noise ratio (SNR), which reaches a maximum at
some finite level of stochasticity (e.g., noise intensity) for a given stimulus (Mc-
Namara and Wiesenfeld, 1989). This noise-mediated phenomenon has been
demonstrated in various neuronal systems (Gammaitoni et al., 1998; Lind-
ner et al., 2004; McDonnell and Ward, 2011), in which the stochasticity may
arise, for instance, from background synaptic input (Calvin and Stevens, 1968;
Shadlen and Newsome, 1994; van Vreeswijk and Sompolinsky, 1996), channel
noise (Steinmetz et al., 2000; Schmid et al., 2004; Fisch et al., 2012), or through
heterogeneity in networks of neurons (Chelaru and Dragoi, 2008; Marsat and
Maler, 2010; Metzen and Chacron, 2015). The noise linearizes the response of
the neurons to weak, subthreshold signals that alone are incapable of driving
the cell to fire, improving their encoding; for signals that are strong enough to
sufficiently drive the neurons, the extra noise can be detrimental.

Another type of stochastic resonance that improves the encoding of both
weak and strong signals, first described by Stocks (2000), occurs in popula-
tions of processing units with thresholds. In this case, heterogeneity among
the units diversifies their responses to the stimulus, conferring an encoding en-
hancement on the ensemble known as suprathreshold stochastic resonance (SSR).
A notable characteristic of this type of resonance, besides its ability to im-
prove the encoding of suprathreshold as well as subthreshold signals, is the
encoding improvement as the size of the population is increased, substantiat-
ing that having large populations to encode a common signal is not only in
the interest of redundancy, but also of fidelity. SSR has been shown to occur in
feedforward networks (FFNs) of diverse neural models for a variety of sources
of stochasticity, including FitzHugh-Nagumo models with intrinsic noise or
heterogeneity in parameters (or both) (Stocks and Mannella, 2001; Hunsberger
et al., 2014), Hodgkin-Huxley models with channel fluctuations (Ashida and
Kubo, 2010), and leaky integrate-and-fire neurons with intrinsic noise or het-
erogeneity in parameters (or both) (Hunsberger et al., 2014; Beiran et al., 2017),
to name a few. This section is a summary of, and an elaboration on, the results
presented in Knoll and Lindner (2021), in which SSR was also demonstrated
for the first time (to the best of our knowledge) in recurrent networks due to
the network noise from synaptic input.

For the type of recurrent network introduced in Sect. 1.3.5, the activity’s
response to a stimulus changes as recurrence is added and then increased,
as shown in Fig. 3.6 for a slow, sinusoidal signal. The intrinsic noise of the
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J=0

J=0.01

J=0.1

Figure 3.6: Population activity in response to a sinusoidal stimulus. Top to
bottom: Without recurrence (J=0), with moderate synaptic coupling (J=0.01),
and with strong synaptic coupling (J=0.1). The activity [colored, solid lines;
eq. (2.1)] of a randomly chosen population of NA=250 neurons in the network
in response to the same sinusoidal stimulus (black, dashed line) in three dif-
ferent trials is shown. Parameters: NE=10, 000, NI =2, 500, T=200, ∆t=10−3,
τ = 1, τref = 0.1, vT = 1, vR = 0, µi = 1.1, Di = 2.5 × 10−5, σs = 0.1, fs = 2, g = 5,
pc=0.01, τd,ij ∈ [0.05, 0.2], NA=250, ∆=0.1.

neurons was kept low (Di = 2.5 × 10−5) in order to focus on the effect of the
network noise, while still giving a speck of individuality. As seen in the top
panel, without recurrence the network activity is highly synchronized around
the peaks of the sinusoidal input, which accounts for the higher activity values.
For this reason it is only able to encode the upward swings of the signal and
misses all downward swings, displaying rectification. For moderate synaptic
coupling, for example J = 0.01 in the middle panel, there is no rectification
and the activity follows the signal imperfectly but more fully, with significant
variation among trials (different colored curves). If the recurrence is too strong,
as shown in the bottom panel, the network activity no longer follows the signal
and the trial-to-trial variability is very large. Therefore, there is a moderate
synaptic strength at which the network is able to encode the stimulus more
accurately (across trials) and precisely (follows the signal during all phases
without rectification).

The results in Fig. 3.6 allude to a stochastic resonance effect and in this
section it will be explored to what extent the network noise in a recurrent neu-
ral network can improve the information transmission of the stimulus through
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SSR. One complicating factor is that the network noise contains temporal cor-
relations among the neurons and with the signal (see the next chapter for
an in-depth discussion of these correlations), which cause nonlinear interac-
tions (Abbott and van Vreeswijk, 1993; Brunel, 2000). Therefore the network
noise will be closer to colored rather than white noise (Lerchner et al., 2006;
Litwin-Kumar and Doiron, 2012; Ostojic, 2014; Dummer et al., 2014; Wieland
et al., 2015; Vellmer and Lindner, 2019) and the independence assumption for
the diffusion approximation will be violated, although this approximation can
still be applied, as discussed in the previous sections. The intensity of, as well
as the correlations in, the network noise will be increased by stronger con-
nectivity, and therefore the effect of the network noise will be investigated by
increasing the synaptic weights while keeping all other parameters fixed.

This will be repeated for multiple values of another parameter other than
the synaptic weight, which will give an idea of how observed resonance ef-
fects depend on intrinsic, network, and signal parameters. After SSR has been
examined, controls will be run with feedforward populations, where it will be
shown that the resonance effect is not due to a change in the firing rates of
the individual neurons, but instead is a result of increasing the noise intensity
seen by the individual neurons, as expected.

For consistency with the rest of the text and for the advantages it con-
fers on analytical investigation, the signal used will not be sinusoidal but a
broadband Gaussian noise process with a cutoff frequency, fc, as was defined
in Sect. 1.3.5 [see eq. (1.64)]. The encoding of this type of signal, shown in
Fig. 3.7D, is not as clear as in Fig. 3.6, but the same problems of high synchro-
nization and rectification for J =0 (Fig. 3.7A) and the inability of the signal to
dictate the network dynamics for J = 0.1 (Fig. 3.7C), where the network noise
overshadows the signal, are present. Again, the amount of intrinsic noise was
minuscule (Di =2.5 × 10−5), such that with J=0 there is hardly heterogeneity
in the responses of the individual ensemble units, and therefore the popula-
tion response will not differ drastically from a single neuron’s response. At a
moderate synaptic efficacy, for instance J = 0.01 as in Fig. 3.7B, the nonlinear
interactions in the network provide each neuron with a source of heterogene-
ity to supplement the low intrinsic noise, individualizing the single-neuron
responses and ushering the network into a chaotic state that is more asyn-
chronous and irregular. In this case, the population activity follows the signal
more closely, encoding both up and down swings with no or little rectification,
and with some trial-to-trial variability, meaning every population within the
same network encodes slightly different aspects of the signal.

Because this is a broadband signal, the coherence function [eq. (1.38)] be-
tween the population activity and stimulus can be calculated and averaged
over trials, each with a different stimulus. The coding fraction [eq. (1.40)]



111 CHAPTER 3. SYNAPTIC INPUT, RESONANCE, BISTABILITY

J=0

J=0.1

J=0.01

A

B

C

D

E

Figure 3.7: Optimal encoding of a broadband signal occurs for a moderate
amount of network noise. A-C: The raster plot (top) and activity (bottom;
different colors from three trials with the same stimulus) of an observed popu-
lation of NA=250 neurons from a network with the indicated synaptic strength
J in response to the stimulus in D, which was frozen across trials and the three
J values for illustration purposes. E: The coding fraction plotted as a function
of synaptic strength J, with the J values in A-C indicated by filled circles. The
coding fraction was calculated from 200 trials, each with a unique stimulus.
Parameters: fc = 2 (instead of fs), otherwise the same as in Fig. 3.6. Fig. 2 in
Knoll and Lindner (2021).

is then found by integrating the coherence over all frequencies, and is used
as a point estimate of the information encoding fidelity to quantify the phe-
nomenon observed thus far, in lieu of other related information measures such
as SNR or mutual information. Throughout this section, the coding fraction
will be plotted versus the synaptic coupling strength J, as shown in Fig. 3.7E.
As suspected, the coding fraction for J = 0.01 (moderate recurrence) is the
largest of the three examples (the coding fraction values corresponding to the
parameters used to generate the time series in Fig. 3.7A-C are indicated by
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A B

Figure 3.8: Varying intrinsic parameters. The coding fraction as a function
of the synaptic weight J as the bias current (A) or intrinsic noise intensity (B;
inverted triangles (▽): single-neuron data with Di = 0) are increased. The red
circles and labels, which are the same in both panels, indicate the default pa-
rameters, and the coding fraction calculated with the same data and a random
signal, showing chance values, is indicated by x’s. Parameters (unless varied):
NE = 10, 000, NI = 2, 500, T = 200, ∆t = 10−3, Tinit = 100, τ = 1, τref = 0.1,
vT = 1, vR = 0, µi = 1.1, Di = 2.5 × 10−5, σs = 0.1, fc = 15, g = 5, pc = 0.01,
τd,ij ∈ [0.05, 0.2], NA = 250, ∆ = ∆t. Adapted from Fig. 3 in Knoll and Lindner
(2021).

filled, colored circles) and is even the global maximum for this set of param-
eters. This maximum in the coding fraction at a nonzero synaptic coupling
indicates an ensemble encoding benefit of a suprathreshold signal due to in-
creased stochasticity, which is indeed an example of suprathreshold stochastic
resonance.

3.4.1 Dependence of the resonance on model parameters

The SSR phenomenon observed in Fig. 3.7 was for one specific set of parame-
ters. In order to examine the robustness of the encoding benefit from network
noise, in this section the coding fraction will again be computed as a function
of J for different values of a selected parameter, which may be an intrinsic
parameter of the single units (µi or Di), a network (synaptic) parameter (g, pc,
or NA), or a signal parameters (σs or fc). This will provide a much broader
understanding of how the resonance emerges from the complex interplay of
elements in this dynamical system. As a backdrop against which the changes
from varying the parameters can be compared, the results for a default set of
parameters will be plotted in all figures in this section in red, with the default
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parameter values highlighted in red in the legends. In addition, the coding
fraction calculated from the default parameter data and a random stimulus
will be shown by gray x’s, indicating chance correlations and an effective lower
bound on the information transmission.

Beginning with the intrinsic parameters, both the bias µi and the intrinsic
noise intensity Di influence the firing rate and regularity. In the suprathresh-
old regime [µi > (vT − vR)], the neurons would fire without intrinsic noise and
without a signal, giving the network a baseline activity and, therefore, baseline
network noise that is augmented by the addition of intrinsic noise and a stimu-
lus. In the subthreshold, or noise-driven, regime [µi < (vT − vR)], the intrinsic
noise and the noisy stimulus largely drive the firing, as the name implies. In
the subthreshold regime, if the intrinsic noise intensity is small, as is the case
above, there will be little spontaneous activity. If, in addition, the signal were
subthreshold, traditional stochastic resonance in the single-neuron responses
might be observed. However, in the following only the suprathreshold regime
is considered, providing some network noise for all J ̸= 0, and the intrinsic
noise is kept small in an attempt to isolate the effects of the network noise. In
addition, all signals are suprathreshold, such that any resonance effect will be
an example of SSR. As shown in Fig. 3.8A, when the bias is just at threshold,
µi = vT = 1, the information transmission is low. As the bias is increased,
the coding fraction is increased for all synaptic values shown, but there is an
optimal bias value (e.g. µ ≈ 1.1), above which the increased network activity
causes too much network noise and becomes detrimental to encoding.

The intrinsic noise intensity is kept very low by default (Di = 2.5 × 10−5).
When it is changed in Fig. 3.8B, Di =10−4 is the highest because larger noise in-
tensities would linearize the system and SSR would not be seen; cf. discussion
in Sect. 3.4.2. However, even this small amount can have a very large difference
in comparison to no intrinsic noise at low J values, as Fig. 3.8B clearly shows;
this is in keeping with the results for feedforward populations (J = 0) found
previously (Beiran et al., 2017). With such low intrinsic noise intensities as are
investigated here, a coding improvement is only seen at low synaptic values
because starting at moderate synaptic strengths the network noise dictates the
dynamics and overshadows the slight heterogeneity provided by the intrinsic
noise.

To underscore that the encoding improvement is indeed a benefit of the en-
semble, the single-neuron coding fraction without intrinsic noise is also shown
by the inverted triangles (▽) in Fig. 3.8B. The addition of network noise, the
sole source of heterogeneity, is only detrimental for single-unit encoding, as
reflected in the monotonically decreasing coding fraction curve with increas-
ing J. This result, together with the fact that the neurons are operating in the
suprathreshold regime, underpins the assertion that the resonance from the
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Figure 3.9: Without other sources of heterogeneity, random initial condi-
tions can lead to artifacts in the encoding. The single-neuron (white circles)
and population (green x’s) coding fractions for Di = 0 and J = 0 are plotted
as functions of the initial transient period, Tinit, in the top panel, for a fixed
measurement period T = 200. Raster plots over the measurement period for
Tinit = 100 and Tinit = 1500 are shown below. Parameters are the same as in
Fig. 3.8.

network noise is not an example of traditional stochastic resonance. It is in-
stead suprathreshold stochastic resonance, as attested to by the improvement
in the ensemble coding fraction for Di =0 as soon as the slightest recurrence is
added.

Without noise (Di = 0) nor recurrence (J = 0), there is no source of het-
erogeneity in the system, and therefore all neurons are effectively the same
and the coding fraction for the single unit and ensemble should be equiva-
lent. The discrepancy seen in Fig. 3.8B is an artifact resulting from the random
initial conditions, which persists during the initial transient period, Tinit, un-
til the neurons are eventually synchronized by the external stimulus and the
threshold-reset mechanism, as illustrated in the bottom left panel of Fig. 3.9.
The initial conditions provide heterogeneity and therein an improvement in
the collective coding fraction (top panel, Tinit = 100), attesting to the slight
population encoding advantage observed in Fig. 3.8B. Were the network given
a longer time to reach stationary activity, such that the initial conditions were
forgotten, before calculating the coherence and coding fraction, this discrep-
ancy would disappear, as illustrated in the bottom right subpanel and top
panel of Fig. 3.9 for Tinit=1500. The top panel shows that the coding fractions
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converge as Tinit is increased while keeping all other parameters fixed, in-
cluding the measurement time T=200. Comparing the raster plots during the
measurement period for the shortest and longest initial transient periods in the
bottom panel of Fig. 3.9, a trace of heterogeneity from the initial conditions is
still present if Tinit is too short. The heterogeneity not only gives an advantage
to the population encoding (green x’s), but is detrimental to the single-unit en-
coding, which improves with longer initial transient periods. The degradation
of the single-unit encoding due to stochasticity is expected because traditional
stochastic resonance is not observed for suprathreshold signals (Stocks, 2000).

The arguably most prominent property of a recurrent network is the topol-
ogy, or how the neurons are connected to one another, which determines how
they act as a collective. As has been seen already, the synaptic strength J influ-
ences the intensity of the network noise fed back to the individual neurons. Re-
lated to this, the relative inhibitory strength g also modifies the network noise
intensity through the input variance [see eq. (3.48)]. In addition, it shifts the
excitatory-inhibitory mix in the synaptic input, thereby determining the mean
input and whether the activity regime is excitation-dominated, balanced, or
inhibition-dominated, corresponding to g < 4, g= 4, and g > 4 in the current
model, respectively.

In the excitation-dominated regime, the network spontaneously oscillates
for all but the weakest synaptic couplings due to positive feedback loops. With
such strong network input, the signal is no longer the main driver of the indi-
vidual dynamics and the encoding is poor, as shown by the purple triangles

A CB

Figure 3.10: Varying network parameters. The coding fraction as a function
of the synaptic weight J is plotted for different values of the relative inhibitory
synaptic strength g (A), the connection probability pc (B; inset: the same curves
as functions of J

√
pc instead of J), and the size of the observed population NA

(C). Parameters are the same as in Fig. 3.8, unless varied. Adapted from Fig. 4
in Knoll and Lindner (2021).
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in Fig. 3.10A, for which larger J values only decrease the coding fraction. The
encoding by a balanced network, on the other hand, is improved by network
noise up to a given point (green squares), because the positive average feed-
back is removed such that the neurons experience no mean synaptic input. The
encoding is further improved in inhibition-dominated networks, which can be
understood as a combination of the benefits of decreasing the bias because of
a negative mean input [notice the similar relation between the g= 4 and g= 5
(red, default) curves in Fig. 3.10A and the µ = 1.2 and µ = 1.1 (red, default)
curves in Fig. 3.8A] and increasing the noise intensity through a larger vari-
ance in the input (cf. Fig. 3.8B). For g > 5, though, the increasingly negative
mean becomes detrimental, providing further evidence for an optimal bias,
while the increasing noise intensity is beneficial even up to g = 50, although
for vanishingly small values of J. Nonetheless, even this iota of synaptic con-
nectivity with g = 50 produces the SSR effect and improves the encoding in
comparison to the unconnected network, which is of course independent of g,
leading all curves to overlap at J=0.

Another synaptic factor which influences the input mean (for g ̸= 4) and
variance is the number of synaptic inputs represented by the connection prob-
ability pc. That the synaptic strength J and the number of inputs CE and
CI together determine the amount of network noise seen by the neurons is not
surprising given the form of the diffusion approximation of the noise intensity.
However, unlike the relative inhibitory strength, the magnitudes of the max-
ima of the coding fraction curves for different pc values shown in Fig. 3.10B
are not appreciably different. Instead, the J value at which this peak arises de-
creases as the connection probability increases. This can be seen more clearly
in the inset, where the coding fraction was plotted as a function of J

√
pc and

the curves approximately overlap. There are of course small discrepancies due
to differences in the sampling of the network activity, because with a finite
network size of N = 12, 500 and a connection probability of pc = 0.002, each
neuron receives only 25 inputs from the network. If all other parameters are
fixed, the agreement among the scaled curves in the inset indicates that the
maximum in the encoding is found at a point where the amount of network
input causes a qualitative change in the dynamics, whether that amount is
determined by many small or a few large inputs. The qualitative change that
occurs is that the correlations in the network become so strong that increasing
the weights further becomes detrimental to encoding. This observation is per-
haps supporting evidence for the claim that the resonance effect results from
adding mostly uncorrelated network noise at small J values, akin to that seen
with the addition of white noise; this hypothesis is tested further in Sect. 3.4.2.

A network parameter that is unrelated to the synapses themselves is the
size of the measured population. As shown in the original SSR work by Stocks
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Figure 3.11: Varying signal properties. The coding fraction as a function of
the synaptic weight J is plotted for different values of the standard deviation
of the stimulus amplitude σs (A) and the cutoff frequency fc (B; white region,
J ≥ 10−3: log scale; gray region, J ≤ 10−3: linear scale). Parameters are the
same as in Fig. 3.8, unless varied. Adapted from Fig. 5 in Knoll and Lindner
(2021).

(2000), this resonance effect is an ensemble coding benefit and therefore in-
creasing the size of the ensemble increases its degrees of freedom, allowing it
to encode more of the signal. The results in Fig. 3.10C confirm that increasing
the population size increases the overall and maximum encoding accuracy ever
further, with the best result being obtained by the entire network (N=12, 500).

Because the encoding of a signal by the network is being investigated here,
it would be remiss not to consider the properties of the stimulus itself, in-
cluding its magnitude and the cutoff frequency. The voltage amplitude, de-
termined by the standard deviation σs, is decisive in that it sets the relation
between the stimulus strength and the encoding network’s properties, such
as the intrinsic noise intensity and strength of the network input. If the sig-
nal is weak in comparison, as shown by the orange right-pointing triangles in
Fig. 3.11A, it will not substantially drive the network and the encoding will
be poor, similar to the case shown in Figs. 3.6C and 3.7C when the noise is
too strong and the network activity disregards the signal. On the other hand,
if the signal is much stronger than the other sources in the network, it will
determine the neuronal dynamics almost completely, and at the extreme will
silence the entire network or cause highly synchronous activity, depending on
whether it is itself sub- or suprathreshold at any given moment, much like the
examples in Figs. 3.6A and 3.7A with insufficient noise. The network can ob-
viously not encode the portions of the signal which occur when it is not active,
and therefore the encoding will suffer. Just as in 3.6B and 3.7B for an optimal
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amount of network noise from setting the J value, there is an optimal stimulus
amplitude which strikes the right balance between driving the network and
not overpowering it, such that the network dynamics are linearized, leading
to a maximal SSR peak as shown by the red points in Fig. 3.11A. For stronger
signal amplitudes, more noise is needed to counteract the stimulus’ influence
[as was shown for additive white noise in feedforward populations in Beiran
et al. (2017)], shifting the SSR peak to larger synaptic weights. In this case, the
maximum is lower, but the peak is broader, indicating that stronger signals
can also counteract the detrimental effects of very strong network noise.

Apart from the magnitude, the frequency components of the stimulus,
which for a broadband, Gaussian stimulus are dictated by the cutoff frequency
fc, will interact with the innate temporal dynamics of the network. Referring to
eq. (1.64), for a fixed signal amplitude σs, increasing the cutoff frequency dis-
tributes the signal power across a broader frequency range, and thus there will
be less power at any given frequency. Increasing the cutoff frequency therefore
appears to the neuron as though the signal amplitude were weaker, which be-
comes evident when comparing the difference between red circles and orange
right-pointing triangles with a higher cutoff ( fc=30) in Fig. 3.11B with the dif-
ference between red circles and blue diamonds with a weaker signal (σs=0.05)
in Fig. 3.11A. It is also known that the LIF neurons themselves, as members of
the broader integrator class, act as low-pass filters of information (Fourcaud-
Trocmé et al., 2003; Vilela and Lindner, 2009), and therefore it comes as no
surprise that very high frequency information will not be encoded.

Conversely, decreasing the cutoff frequency increases the power density
at lower frequencies, making the signal effectively stronger. In addition, as
its cutoff frequency is lowered closer to the firing rate of the individual units
(r0 ≈ 0.35 − 0.4 in Fig. 3.11; see Fig. 3.12), the neurons are able to sample the
signal more effectively, increasing the encoding accuracy. Once the cutoff is
below half the firing rate (an effective ‘Nyquist frequency’ of the neurons), the
encoding accuracy is barely dependent upon the heterogeneity of the units,
if at all, and therefore the SSR phenomenon is not observed or is less pro-
nounced, as seen by the very broad and low peak in the fc = 0.1 curve in
Fig. 3.11B. In this case, increasing the network noise only degrades the encod-
ing, but this type of very slow signal is likely less relevant for the biological
systems being modelled.

3.4.2 Feedforward controls

Thus far, the observed increase in the coding fraction for larger synaptic weights,
with a maximum at a nonzero synaptic value, has been hypothesized to be a
form of suprathreshold stochastic resonance resulting from an increase in net-
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work noise that accompanies an increase in J. It has been proposed that this
is akin to the previously observed SSR from additional white noise seen in an
unconnected population, or feedforward network (FFN). In the following, that
claim will be substantiated by means of control simulations of an FFN that
shares the same parameters as the recurrent network (RN) used thus far, ex-
cept with a synaptic strength of J = 0. In place of recurrence, the bias µi and
intrinsic noise intensity Di will be adjusted such that the firing rate or network
noise matches the RN’s, in an attempt to rule out other confounding effects of
increased synaptic strength that might explain the observed resonance effect.

A very simple alternative hypothesis to explain the increased coding effi-
cacy would be that increasing the synaptic weights causes an increase in the
firing rate, effectively raising the sampling rate of the neurons and allowing
them to better encode the signal, similar to the argument given for low fre-
quency signals in Fig. 3.11B. The firing rates of the neurons in an FFN can
be adjusted simply enough through the bias µi alone, as shown in the bottom
panel of Fig. 3.12A, where the FFN rates (blue triangles) very precisely match
those of the RN (red circles). The first thing to notice is that the firing rate of
the RN actually decreases, including at the synaptic strengths for which there
is a peak in the coding fraction (top panel), and therefore rules out a higher
sampling rate. In order to accommodate this decrease in rate, the FFN’s bias
is decreased (top axis), but its coding fraction (blue triangles in the top panel)
is hardly affected, although the lower firing rate does in fact cause a slight
decrease in the coding fraction, which is so slight as to be imperceptible at this
linear scale. Far from slightly decreasing, however, the RN coding fraction has
a large increase at low synaptic connectivity, despite the decrease in the rate
being most pronounced there, convincingly ruling out the explanation that the
firing rate alone is responsible for the coding improvement.

Addressing directly the suggested increase in heterogeneity from the net-
work noise as the explanation, the FFN can be supplemented, via the afore-
mentioned diffusion approximation in Sect. 3.1, with a white noise source ap-
proximating the RN’s recurrent input. This is done by substituting the RN’s
mean firing rate, rRN, for the stationary firing rate in the diffusion approxima-
tion terms in eq. (3.15) and eq. (3.16), giving an additional mean

µFF = τ JCE(1 − γg)rRN (3.80)

and noise intensity

DFF =
1
2

τ J2CE(1 + γg2)rRN, (3.81)

which are added to the intrinsic bias and noise intensity terms of the FFN, re-
spectively. (The signal noise intensity is not added explicitly to the other noise
intensities in the simulations; that is done only for analytical approximations,
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Figure 3.12: Control experiments with a feedforward network. A: The cod-
ing fraction (top) and firing rate (bottom) of the recurrent network (RN; red
circles) with the default parameters in Fig. 3.8 and of the control feedforward
network (FF control; blue triangles), the bias of which (µ; x-axis above top
panel) was adjusted such that the firing rates of both networks matched. B:
The coding fraction (top) and firing rate (bottom) of the recurrent network
(RN; red circles, same as in A) and of the control feedforward network sup-
plemented with a diffusion approximation of the synaptic input of the RN
network (DA control; blue triangles). The bias, µ, and noise intensity, D, (x-
axis above top panel) were found using eq. (3.80) and eq. (3.81), respectively.
The self-consistent rate [eq. (3.79)] is shown by the black line in the bottom
panel. The analytical coding fraction found by integrating the linear response
coherence [eq. (3.84)] is shown by the black line in the top panel. C: The power
spectrum of the synaptic input in the RN for different synaptic weights J (blue
curves) and the corresponding diffusion approximation, SDA = 2DR0 (dashed
lines), where DR0 is the stationary, recurrent noise intensity approximation
given in eq. (3.16). D: The coding fractions of the RN (colored circles) and
the FFN diffusion approximation control (solid, colored lines) in the balanced
(g=4) and strongly inhibition-dominated (g=10 and g=50) activity regimes.
Parameters are the same as in Fig. 3.8, unless varied. Adapted from Figs. 6-9 in
Knoll and Lindner (2021).

such as the stationary rate.) As shown in Fig. 3.12B, this diffusion approxima-
tion of the recurrent input works quite well, in that the firing rate and coding
fraction of the FFN (blue triangles) match those of the RN, and reproduces
much of the coding improvement at moderate synaptic weights, again lending
support to the hypothesis that it is due to the additional stochasticity from the
network noise and is an instance of SSR.

The results in Fig. 3.12B, however, do not overlap perfectly, and this attests
to the fact that the recurrent input is not actually composed of independent,
homogeneous Poissonian spike trains or white Gaussian noise, both of which



121 CHAPTER 3. SYNAPTIC INPUT, RESONANCE, BISTABILITY

have flat power spectra. The synaptic input power spectrum, Ssyn, is also flat
for large frequencies, as shown in Fig. 3.12C, due to the delta functions of the
spike trains creating a flat spectrum at high frequencies in the Fourier domain.
However, it also has reduced power at low frequencies, due to regularity in
firing, and peaks at the firing rate and its harmonics. At these points, the
spectrum deviates from the flat diffusion approximation spectrum (dashed
lines), and therefore it comes as no surprise that the coding fraction and firing
rate of the FFN with additive diffusive noise do not match the RN’s exactly,
due to the overly simplistic approximation of the network dynamics. This is
particularly pronounced for very small synaptic values, but as the synaptic
weight increases the peaks in the power spectrum become broader and flatter.

The diffusion approximation relies on two statistics, the mean and noise
intensity, and to better understand the discrepancies in the FFN’s coding frac-
tion, the relative inhibitory strength g can be varied from g = 4, where there
will be no adjustment of the FFN’s mean input, to very large values of g, for
which there is a strong negative mean input. First comparing the top panel of
Fig. 3.12D, where g=4, with the top panel of Fig. 3.12B, where g=5, the cod-
ing fraction of the FFN in the balanced regime (green, solid line in Fig. 3.12D)
more accurately matches the RN coding fraction (green points) on both sides
of the maximum, but less accurately at the maximum itself. As g is increased
the discrepancy grows for all J > 0, indicating that as the network becomes
increasingly dominated by inhibition, the synaptic input statistics move from
those of a white noise process to those of a colored noise. It is also interesting
to note that the coding fraction peak for the RN is consistently close to 0.3
for all values of g, whereas the FFN’s coding fraction consistently decreases.
Therefore, the correlations in the network input not captured by the diffusion
approximation seem to be beneficial to signal encoding in that they increase
its robustness across activity regimes, and even improve it when inhibition
dominates.

The FFN curves in Fig. 3.12B and D are simulation results that use the
RN meanfield diffusion approximation, but it is helpful for the discussion to
consider the analytical approximation that uses not only this meanfield ap-
proach, but also the self-consistent rate introduced in eq. (3.79) (black curve
in the bottom panel of Fig. 3.12B), such that a purely analytical result for the
coding fraction based on the linear response theory discussed in Sect. 1.1.3 can
be calculated for comparison. The analytical approximation assumes an FFN
with mean and noise intensity supplemented by the diffusion approximation
of the RN’s synaptic input, but which are also dependent on the FFN’s self-
consistent rate, instead of the RN’s rate as in eq. (3.80) and eq. (3.81). The cod-
ing fraction’s derivation otherwise follows the same procedure as presented in
Sect. 1.1.3 and performed for the encoding population in Sect. 2.2.4. Here, the
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cross-spectrum between the output, X(t) [eq. (1.30)], of a population of size
NA and the stimulus is given by [cf. eq. (1.34)]

SXs( f ) ≈ NAχ
µ,GN( f ; µ0, D0)Ss( f ) (3.82)

where µ0 = µi + µR0 and D0 = Di + Ds + DR0 are the total mean and noise
intensity, respectively, given in eq. (3.79) with µs=0, Ss( f ) is given in eq. (1.64),
and χ

µ,GN is the susceptibility of an LIF neuron with Gaussian white noise to a
current-modulating stimulus defined in eq. (A.4). The power spectrum is also
straightforwardly given by [cf. eq. (1.35) and eq. (1.36)]

SX( f ) ≈ NASGN( f ; µ0, D0) + N2
A|χµ,GN( f ; µ0, D0)|2Ss( f ), (3.83)

where SGN is the power spectrum of an LIF neuron with Gaussian white noise
given in eq. (A.2) and the neurons are now assumed to be mostly uncorrelated
except through the stimulus, such that Sij ≈ |χµ,GN|2Ss( f ). Plugging these
results into the coherence function in eq. (1.38) gives

CXs( f ) =
|SXs( f )|2

SX( f )Ss( f )
(3.84)

≈
|NAχ

µ,GN( f )Ss( f )|2[
NASGN( f ) + N2

A|χµ,GN( f )|2Ss( f )
]

Ss( f )

= ✚
✚NA NA|χµ,GN( f )|2Ss( f )✟✟✟✟Ss( f )

✚
✚NA
[
SGN( f ) + NA|χµ,GN( f )|2Ss( f )

]
✟✟

✟✟Ss( f )

=
NA|χµ,GN( f ; µ0, D0)|2Ss( f )

SGN( f ; µ0, D0) + NA|χµ,GN( f ; µ0, D0)|2Ss( f )
,

which is the same result reached in Beiran et al. (2017). Eq. (3.84) can in turn
be used to calculate the coding fraction [eq. (1.40)], which is shown by the solid
black curve in the top panel of Fig. 3.12B.

Comparing the results for the firing rate in the bottom panel of Fig. 3.12B,
all three networks agree quite well for small synaptic strengths (and are equiv-
alent at J = 0, where the rate is an exact solution), but diverge at higher
strengths. The FFN and self-consistent rates differ at higher connectivity be-
cause the FFN mean and noise intensity, although based on the same diffusion
approximation, are not self-consistent, but instead use the measured RN rate
rRN, which itself differs from the self-consistent rate.

In the top panel, the analytical result in eq. (3.84) fails conspicuously to
capture the coding fraction of either the RN or FFN. The reason for this is that
the analytical result is a linear approximation, but with Di = 2.5 × 10−5 and
such weak or nonexistent synaptic input, there is not enough noise to linearize
the system, as described in Beiran et al. (2017). In the context of the last section,
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which described the diffusion approximation’s dependence on the percentage
of the individual noise that is correlated by the signal, the value of c here, with
signal noise intensity Ds = Ss/2 = σ2

s /(4 fc) = (0.1)2/(4(15)) ≈ 1.7 × 10−4, is
c ≈ 0.87. As a reminder, in that discussion and when describing the results
in Fig. 3.11, it was argued that such a strong signal would be able to silence
and then synchronize the system, and this very nonlinear behavior cannot
be captured by a linear theory. In Fig. 3.3, the total intrinsic noise of each
neuron was fixed, and as c was increased, the synaptic input’s power spectrum
diverged further from the diffusion approximation. However, in Fig. 3.12, it
is c which is fixed, while the amount of network noise is increased. This has
somewhat the opposite effect, in that the network noise first counteracts the
stimulus and linearizes the system at moderate weights, before it becomes too
strong at larger weights and itself synchronizes the system and degrades the
signal encoding. Another difference between the two plots is that in Fig. 3.3
the intrinsic noise is much larger (Di =0.01), and therefore is sufficient by itself
to linearize the system, accounting for the much better agreement between Ssyn
and the diffusion approximation at c=0 than in Fig. 3.12C.

The improvement in the coding fraction due to the linearization of the sys-
tem, with a peak at a nonzero network noise level, underpins the fact that
suprathreshold stochastic resonance is a nonlinear effect: it is the improve-
ment in encoding as the system transitions from a nonlinear to a linear oper-
ating regime through the addition of stochasticity, and would not be observed
in a system that already had sufficient noise to linearize it (a notion which will
be revisited in Ch.4).
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3.5 Bistability and giant diffusion

Thus far in this chapter it has been shown that synaptic input can in some
cases be approximated as a Gaussian white noise [Sect. 3.1] and that this extra
source of heterogeneity can improve information transmission [Sect. 3.4], as
long as the correlations in the network activity, whether from a common stim-
ulus [Sect. 3.2] or by strong connectivity among the neurons [Sect. 3.4], do not
become too strong (thus decreasing the heterogeneity). An additional source
of correlation that may impact the signal encoding in some networks is a low-
frequency switching between a stable quiescent (low-firing) state and a stable
active (steady-firing) state that has been widely observed in the cortex. This
bistable (also referred to as dichotomous or slow-wave) activity has been demon-
strated in rodent barrel (Petersen et al., 2003; Neske et al., 2015) and visual
(Cossart et al., 2003) cortices, as well as in various areas of the feline cortex
(Steriade et al., 2001), and is hypothesized to play a role in memory consolida-
tion, particularly during sleep, and retrieval (Litwin-Kumar and Doiron, 2012),
as well as in stimulus encoding in the somatosensory cortex.

In this section it will be shown how bistable activity results in an exorbi-
tant increase in the variance of the output spike count, termed giant diffusion
(Lindner and Nicola, 2008), and because the output of a recurrent network is
fed back to its constituent neurons as synaptic input, the large variance will
also affect the signal encoding as discussed in the previous section. Informed
by the case of a correlating signal with c=1 in Fig. 3.3, where the system also
transitioned between an (albeit unstable) ’on’ and an ’off’ state, the expecta-
tion is that the radical switching between stable states will cause an increase in
the power spectrum across frequencies. Each stable state will have a different
impact on the synaptic input, e.g., the mean and noise intensity found through
the diffusion approximation for one state will differ from the values found for
the other state. In addition, the switching between the two states adds another
source of variance, resulting in a diffusion coefficient that is much larger at
some operation points than a simple sum of the diffusion coefficients of the
single states [see Droste (2015), where this type of activity is referred to as a
dichotomous Markovian process]. In this section it will be investigated to what
extent this extra variance in the activity may be detrimental or advantageous
to encoding, either by synchronizing a sufficiently stochastic network activity
or by increasing heterogeneity in a noise-deficient network, respectively. The
following is an elaborated summary of the results presented in Kullmann et al.
(2022).

In order to model the bistable network dynamics, the model from Tartaglia
and Brunel (2017) is used [illustrated in Fig. 3.13A along with an external stim-
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Figure 3.13: Bistability in a recurrent spiking network’s activity can be
steered by the rate of an external input population. A: Heterogeneous net-
work model to study bistable activity, composed of NE excitatory (green) and
NI inhibitory (red) neurons, governed by eq. (3.85). All neurons receive exter-
nal Poissonian input from CE sources with rate rext and synaptic efficacy Jα [see
eq. (3.87)], a sinusoidal stimulus s(t) = ε cos(2π fst), CE excitatory inputs with
weight JE or JI , depending on whether the target neuron is excitatory or in-
hibitory itself, respectively, and CI inhibitory inputs with weights proportional
to the respective excitatory weight, with proportionality factor g [see eq. (3.86)].
All NE excitatory spike trains xi(t) (inhibitory spikes are ignored; see text for
discussion) are summed to give the network output, and n(t) represents a run-
ning total of spikes from this output. B: Illustration of the mechanical analogy
of the up (firing) and down (resting or quiescent) bistable states of the network
as potential wells, the relative ‘depths’ (stability) of which can be influenced
by a bias current or effective bias from the external Poisson input. C: The
raster plot (gray dots) of twenty randomly chosen excitatory neurons, with
the time-dependent average activity [blue; eq. (2.1) with ∆ = 1s] of the entire
excitatory population superimposed. D: The activity in response to a lower
(left) or higher (right) rext, showing that the probability of being in the up
versus the down state can be influenced by adjusting the rate of the external
Poisson input. Parameters in C and D: T = 1000s, ∆t = 0.01ms, NE = 2000,
NI = 0.25NE, vT = 20mV, vR = 10mV, τE = 20ms, τI = 10ms, τref = 2ms,
CE = 1k, CI = 250, exponentially distributed synaptic delays with averages
τ̄d,E = 20ms and τ̄d,I = 10ms, g = 4, JE = 0.2mV (no autapses), JI = 0.34mV,
σs = 0; rext = 3.7162Hz in C; rext = 3.7100Hz in D, left; rext = 3.7225Hz in D,
right. Panels C (augmented) and D adapted from Fig. 7 in Kullmann et al. (2022).

ulus, s(t)], which is a heterogeneous LIF network with subthreshold dynamics

ταv̇i(t) = −vi(t) + ε cos(2π fst)︸ ︷︷ ︸
s(t)

+Rα

[
Irec
i (t) + Iext

i (t)
]

, (3.85)
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where α ∈ {E, I} denotes the population to which neuron i belongs. Each
neuron receives recurrent synaptic (network) input

Rα Irec
i (t) = τα Jα

 ∑
j∈PE(i)

xj(t − τd,ij)− gα ∑
l∈PI(i)

xl(t − τd,il)

 (3.86)

and external Poissonian shot-noise input

Rα Iext
i (t) = τα Jα

CE

∑
h=1

∑
k

δ(t − ti,h,k). (3.87)

The model in eqs. (3.85)-(3.87) is similar to the network introduced in Sect. 1.3.5,
but with a few key difference. The first is that some single-neuron parameters
differ between excitatory and inhibitory populations, including the time con-
stants τE and τI , the synaptic weights from excitatory presynaptic neurons JE
(excitatory-to-excitatory) and JI (excitatory-to-inhibitory) and the relative in-
hibitory weights −gJE and −gJI , respectively, as well as the averages of the
exponentially distributed synaptic delays, τ̄d,E from excitatory and τ̄d,I from
inhibitory presynaptic neurons. The second difference is that, instead of an
explicit bias µi and intrinsic Gaussian white noise with intensity Di, the neu-
rons are biased by independent, external, homogeneous Poissonian inputs:
CE inputs with synaptic weight Jα (the same number and synaptic strength
as from the excitatory population) and rate rext. Each neuron thus receives
an implicit bias and fluctuations that depend on rext [see Sect. 1.3.4], and by
changing rext the stability of the ‘down’ (inactive or quiescent) and ‘up’ (active,
firing) states can be changed, as illustrated in Fig. 3.13B-D. Changing the sta-
bility of the states affects the transition probabilities out of one state and into
the other. Because each state will have a corresponding mean and fluctuating
activity and there is a stochastic switching between these stochastic states, this
is an example of a doubly stochastic system.

The last difference between the model used here and in Sect. 1.3.5 is that
the external signal, s(t), is a sinusoidal signal instead of a white or broad-
band Gaussian noise in order to simplify the dynamics [no signal was used
in Tartaglia and Brunel (2017)]. Therefore, the measure of information trans-
mission used in this section is the signal-to-noise ratio (SNR) instead of the
coherence function. As illustrated on the right of Fig. 3.13A, the output of
the system is taken to be the spike count n(t), which is the integration of the
all-spike output X(t) [eq. (1.30)] of a given population with size N up to time
t,

n(t) =
∫ t

0
X(t′)dt′. (3.88)
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If eq. (3.88) is measured over a long time interval Tn, the average is propor-
tional to the stationary firing rate [Lindner (2018), eqs. (2.24)-(2.25)],

⟨n(Tn)⟩ =
〈∫ Tn

0
X(t′)dt′

〉
=
∫ Tn

0

〈
X(t′)

〉︸ ︷︷ ︸
rpop [see eq. (1.31)]

dt′ = Nr0Tn, (3.89)

which agrees with the result found for the homogeneous Poisson process in
eq. (1.4).

In this section, the spike output is integrated over an exorbitantly long time
window instead of calculating the activity (found by integrating the all-spike
output over a vanishingly small time window in the previous sections), such
that statistics about the slow fluctuations in the recurrent input can be properly
observed and accounted for, since these slow fluctuations are pivotal to under-
standing the network dynamics and the resulting synaptic input. For this
reason, instead of attempting to approximate a noise intensity D of a Gaussian
white noise from a snapshot of the network activity, in this section the entire
network activity will be used to approximate the variance of the synaptic in-
put, which is encapsulated in the spike-count variance (Shadlen and Newsome,
1998), and the corresponding diffusion coefficient, Deff. The relation between
Deff and the spike-count variance

〈
(∆n)2〉 is given by eq. (2.26) in Lindner

(2018) as 〈
(∆n)2

〉
=

〈
(n(Tn)− ⟨n(Tn)⟩)2

〉
(3.90)

=
∫ Tn

0

∫ Tn

0
⟨X(t1)X(t2)⟩ − ⟨X(t1)⟩ ⟨X(t2)⟩ dt1dt2

= 2Tn

[∫ Tn

0
C(τ)dτ −

∫ Tn

0
C(τ)

|τ|
Tn

dτ

]
which in the limit of Tn → ∞ simplifies to

lim
Tn→∞

〈
(∆n)2

〉
= lim

Tn→∞
2Tn

∫ Tn

0
C(τ)dτ (3.91)

− lim
Tn→∞

2Tn

∫ Tn

0
C(τ)

|τ|
Tn

dτ︸ ︷︷ ︸
=const

= lim
Tn→∞

2Tn

∫ ∞

0
C(τ)dτ︸ ︷︷ ︸
Deff

+const

≈ lim
Tn→∞

2DeffTn.

The spike-count diffusion coefficient is introduced into eq. (3.91) by means
of the integral over the correlation function, Deff =

∫ ∞
0 C(τ)dτ, through the
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Green-Kubo relation, which relates the transport coefficient of a system (in
this case the diffusion coefficient, Deff) to the integral over the velocity’s [X(t)
is the derivative or ‘velocity’ of n(t)] correlation function [C(τ)] (Green, 1954;
Kubo, 1957).

Because the measurement time (Tn → ∞) is much longer than the correla-
tion time of n(t), the variance can be expressed by σ2 = 2DT in the last line
of eq. (3.91). Furthermore, if the correlation in the spike times of the all-spike
output quickly decay with the lag τ, such that∫ ∞

0
C(τ)τ dτ < ∞, (3.92)

then the term in the second line of eq. (3.91) approaches a constant value.
For instance, if the correlation were exponential, with a general form C(τ) =
exp(−|τ|/τc) and time constant τc, then

lim
Tn→∞

2Tn

∫ Tn

0
C(τ)

|τ|
Tn

dτ ∝ lim
Tn→∞

2
✁
✁
✁Tn

Tn

∫ Tn

0
e−|τ|/τc |τ|dτ (3.93)

and integrating by parts gives

lim
Tn→∞

2
∫ Tn

0
e−|τ|/τc |τ|dτ = lim

Tn→∞
τ
(
−τce−|τ|/τc

) ∣∣∣Tn

0
−
∫ Tn

0
(−τce−|τ|/τc)dτ

= lim
Tn→∞

−τcTne−Tn/τc︸ ︷︷ ︸
→0

− lim
Tn→∞

τ2
c e−|τ|/τc

∣∣∣Tn

0
= − lim

Tn→∞
τ2

c e−Tn/τc︸ ︷︷ ︸
→0

+τ2
c = τ2

c .

Rearranging eq. (3.91) yields the definition of the spike-count diffusion co-
efficient

Deff = lim
Tn→∞

〈
(∆n)2〉
2Tn

. (3.94)

An equivalent result can be found by means of the Wiener–Khinchin theorem
[cf. eq. (1.22)] applied to the power spectrum at f = 0 in order to use the
Green-Kubo relation,

Spop(0) = 2
∫ ∞

0
e0C(τ)dτ = 2

∫ ∞

0
C(τ)dτ︸ ︷︷ ︸
Deff

= 2Deff (3.95)

=⇒ Deff =
Spop(0)

2
,

as illustrated by the pink, dashed line in Fig. 3.14A.
The information transmission quantified by the SNR can also be numeri-

cally calculated from the power spectrum of the simulated network, by mea-
suring the relative power boost at the signal frequency fs,

SNRsim =
Spop( fs)− SBG

SBG
, (3.96)
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Figure 3.14: Calculating the spike-count diffusion coefficient and the signal-
to-noise ratio from the power spectrum and spike count variance. A: Exam-
ple of calculating Deff (pink) and the SNR (blue) from the population power
spectrum, with population rate Nr0 (purple) shown for reference. B: The dis-
tinct single-neuron spike count distributions with differing means for the ex-
citatory and inhibitory populations. C: Example of the estimate of the spike-
count diffusion coefficient Deff with increasing recording time. The measured
spike-count variance of a fixed topology (pink, solid line) compared to the
approximation Spop(0)/2 (at Tn = 1000; pink, dotted line), averaged over ini-
tial conditions and trials; the spike count variance averaged over topologies,
initial conditions and trials (black, solid line) is compared with the respective
Spop(0)/2 (at Tn = 1000; black dashed line). Parameters: σs = 0.1mV, fs = 0.01
Hz, rext=3.8225Hz; otherwise the same as in Fig. 3.13.

where Spop( fs) is the height of the power peak at the signal frequency and
SBG is the background spectrum (or noise floor), as demonstrated by the blue
arrows in Fig. 3.14A. Because the power spectrum is binned by ∆ f = 1/T, the
peak height will also depend on the length of the simulation period, T. The
SNR that is sought after here is for a weak signal, so the signal magnitude
should not be so large as to cause conspicuous harmonic peaks in the power
spectrum, as this means that the signal is too strongly dictating the dynamics
of the network and measuring a signal-to-noise ratio is then somewhat trivial.

There are technicalities which must be kept in mind when attempting to
compare the two diffusion coefficients in eq. (3.94) and eq. (3.95). The first is
that due to the heterogeneity in the network studied here, which was chosen
in order to introduce bistability in the activity, the excitatory and inhibitory
populations will have different firing statistics, and thus spike-count distribu-
tions, as shown in Fig. 3.14B, unlike the homogeneous networks studied in this
chapter so far. The difference in the spike-count distributions, as stated above,
will have consequences for the diffusion coefficient. For the excitatory spike
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trains only, the spike count of a single neuron i will be

nE,i(Tn) = rETn︸︷︷︸
excitatory

population average

+ δnE,i︸︷︷︸
individual
deviation

, (3.97)

with the equivalent nI,j(Tn) = rITn + δnI,j for the inhibitory neurons. The
average spike count for the entire network of N=NE + NI is then given by

⟨n⟩ = pErETn + pIrITn = (pErE + pIrI)Tn, (3.98)

with the proportion of excitatory neurons given by

pE =
NE

NE + NI
, (3.99)

with which the proportion of inhibitory neurons can be expressed as pI = (1−
pE). Therefore, the heterogeneity already has consequences for the average of
the spike count.

Instead of relating the variance to the correlation function as was done in
eq. (3.90), a simple average of the individual spike counts [eq. (3.97) and its
inhibitory counterpart] over the population can be taken:〈

(∆n)2
〉

=
1
N

N

∑
i
(nα,i(Tn)− ⟨n⟩)2 (3.100)

=
1
N

[
NE

∑
i
(nE,i(Tn)− ⟨n⟩)2 +

NI

∑
j

(
nI,j(Tn)− ⟨n⟩

)2

]

=
1
N

NE

∑
i
(rETn + δnE,i − ⟨n⟩)2 +

1
N

NI

∑
j

(
rITn + δnI,j − ⟨n⟩

)2

=

NE

∑
i
(rETn − ⟨n⟩)2

N
+

NE

∑
i

δnE,i (2rETn + δnE,i + 2 ⟨n⟩)

N

+

NI

∑
j
(rITn − ⟨n⟩)2

N
+

NI

∑
j

δnI,j
(
2rITn + δnI,j + 2 ⟨n⟩

)
N

.

The last line of eq. (3.100) was reached by noting that (a + b − c)2 = (a −
c)2 + b(2a + b − 2c). The variance is thus composed of terms resulting from
the excitatory and inhibitory average spike counts differing from the average
spike count of the entire network (rαTn − ⟨n⟩) as well as terms accounting for
individual deviations from the population-specific spike count averages (δnE,i
and δnI,j).
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Addressing the population deviations first, even if there were no individual
deviations within the populations (δnα,z = 0), the spike count would have a
variance

〈
(∆n)2

〉 ∣∣∣
δnα,z=0

=
1
N

NE

∑
i
(rETn − ⟨n⟩)2 +

1
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which can be further simplified by noting that p2
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α/N2, such that
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The variance, as expected, depends on the difference in the population rates
and sizes. For a homogeneous population, in which rE = rI , there is no
variance in the spike count, assuming there are also no individual deviations
(δnα,z = 0).

With individual deviations from the population-specific averages (δnα,z ̸=
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0), a second source of variance results,
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which is a simple sum of the individual variances within the excitatory and
inhibitory populations, as expected when sampling from two independent dis-
tributions. In the second line of eq. (3.103), it was used that the average indi-
vidual deviation within a population tends toward zero for large populations
and long measurement periods, ∑Nα

z δnα,z/N → 0. Inserting the results of
eq. (3.102) and eq. (3.103) into eq. (3.100) gives the total spike-count variance
of the heterogeneous network〈
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The first term on the r.h.s. of eq. (3.104) is the ‘ballistic’ contribution to the
variance due to the drift in the mean, which grows in T2

n . This results in the
diffusion coefficient [eq. (3.94)] growing linearly with the measurement time
and, because the measurement time approaches infinity, diverging. This diver-
gence will not be reflected in the power spectrum because it is averaged over
both populations, as though the network were homogeneous. (The sources
of variance presented in eq. (3.104) depend on differences in the mean firing
rates, whereas the Green-Kubo relation assumes the mean firing rates were
subtracted.) By only measuring from the excitatory population, which is also
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the standard in biological experiments, the total spike-count variance reduces
to the individual variance in the excitatory population,

〈
(∆n)2〉 = 〈

(δnE,i)
2〉,

which was calculated for a homogeneous population in eq. (3.91) and is well-
approximated by the power spectrum at f =0 [eq. (3.95)].

The second technicality can occur if the topology (which neurons are con-
nected and with which synaptic delays) is changed with each trial. If so, each
topology will also have different firing dynamics, much like the case of a het-
erogeneous network. The heterogeneity in topology dynamics can increase
the spike-count variance, and thereby the spike-count diffusion coefficient, by
orders of magnitude. This can be seen by comparing the black, solid curve
(many topologies) with the pink, solid curve (single topology over many tri-
als) in Fig. 3.14C. Whereas having multiple topologies causes the diffusion
coefficient to increase drastically with the measurement length, the diffusion
coefficient calculated from the trials of a single, fixed topology approaches
the approximation calculated from the power spectrum (pink, dotted line; the
line only represents a single data point, S( f = 0)/2 at the last time point
Tn =1000). Notice, however, that the approximation from the power spectrum
averaged over many trials and topologies (black, dashed line) is almost the
same as for a single topology. This is similar to the argument stated above for
the Deff approximation from the power spectrum of a heterogeneous network,
which will also not diverge with Tn due to averaging over the network.

The diffusion coefficient, Deff, calculated from simulations of the model in
eqs. (3.85)-(3.87), using solely the excitatory population’s output and a fixed
topology, is shown in the second panel from the top of Fig. 3.15B. The points
show the calculation using eq. (3.94) for different network sizes, and a single
example of the approximation using the power spectrum at f = 0 in eq. (3.95)
for NE=2000 is shown by the orange line. Comparing the diffusion coefficient
with the corresponding firing rate curve in the top panel, it is evident that the
diffusion coefficient is maximized in the middle of the transition (area with
white background) of the firing rate from a quiescent state (≈ 0; left gray
area) to an active state (≈ 3Hz; right gray area), caused by an increase in the
external Poisson rate, rext. This transition corresponds to a change in stability
from the down to the up state, as illustrated in Fig. 3.13B-D, and the middle
point is where the probabilities of being in either state are approximately equal
(equiprobable regime; indicated by respective vertical, dashed lines). As the
network size is increased, the maximum in the diffusion coefficient at this
point of bistability increases by orders of magnitude, a phenomenon known as
giant diffusion (Lindner and Nicola, 2008).

A similar amplification with increased network size is seen in the Fano
factor [or variance-to-mean ratio, see eq. (1.5); third panel from the top in
Fig. 3.15], which is another measure of spiking variability more commonly
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Figure 3.15: Comparison of count statistics and SNR for different neural
models exhibiting bistable firing dynamics. A: A INa,p + IK single-neuron
model with saddle-node bifurcation, for which the count statistics are plot-
ted as functions of the bias current I and the intrinsic noise is varied. B: A
heterogeneous recurrent network as described in eqs. (3.85)-(3.87), for which
the count statistics are functions of the rate rext of external Poisson input and
the network size (NE, but also implicitly NI = γNE) is varied. The orange
lines in the Deff and SNR panels are the approximations given in eq. (3.95) and
eq. (3.107), respectively. C: The same network as in B with spike-frequency
adaptation, the strength of which is varied, while the count statistics are also
functions of the external Poisson rate, parameterized by the average differ-
ence in Poisson input ∆µeff from a baseline rate r̂ext. From top to bottom:
the average, single-neuron firing rate; the spike-count diffusion coefficient [of
the excitatory population in B and C; calculated according to eq. (3.94) in B];
the Fano factor; and the signal-to-noise ratio (SNR). Parameters in B are the
same as in Fig. 3.13 (for NE = 3000, T = 2000s), but the stimulus is nonzero
with amplitude σs = 0.1mV and frequency fs = 0.01Hz. In all plots, the gray,
shaded areas indicate operation predominantly in a single stable state (up or
down), whereas the white area between indicates the bistable regime, with the
equiprobable point indicated by a vertical, dashed line (which differs among
the network sizes in B). Augmented adaption of Figs. 4-6,8,9 in Kullmann et al.
(2022); see that work for parameters and further details of the single-neuron model in
A and the recurrent network model with adaptation in C.

used in neuroscience (Shadlen and Newsome, 1998; Nawrot et al., 2008; Church-
land et al., 2010; Litwin-Kumar and Doiron, 2012):

F = lim
Tn→∞

〈
(∆n)2〉
⟨n⟩ ≈ lim
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2DeffTn

NEr0Tn
=

(
2

NEr0

)
Deff. (3.105)
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It can be seen in the last relation in eq. (3.105) that the Fano factor is propor-
tional to the diffusion coefficient, but it is also inversely proportional to the
firing rate. At high input values, the firing rate is relatively constant, such that
the shape of the Fano factor mirrors the diffusion coefficient. However, at very
low rext the firing rate approaches zero, counteracting the large NE in the de-
nominator and thereby altering the shape of the curve. In the transition region
the firing rate changes and the Fano factor’s proportionality to Deff along with
it. In addition, although NE is in the denominator in eq. (3.105), Deff increases
supralinearly with NE in the transition region where there is giant diffusion,
such that the Fano factor grows with the population size in that region as well.

When compared to the results of a single-neuron model that displays firing-
rate bistability, such as the INa,p + IK model shown in Fig. 3.15A [for details and
parameters, see Kullmann et al. (2022)], it can be seen that the amplification of
the spike-count diffusion coefficient and Fano factor peaks in the equiprobable
regime resulting from an increase in the population in Fig. 3.15B is analogous
to decreasing the intrinsic white noise intensity D of the single-neuron model.
For the network model, the number of synaptic inputs (C =CE + CI) is fixed,
and therefore increasing the network size [N = NE + NI = (1 + γ)NE] de-
creases the connection probability, pc = C/N, making the network sparser.
Increasing the sparseness, in turn, decreases the correlations among neurons
in the network (Brunel, 2000; Ostojic et al., 2009; Trousdale et al., 2012; Bernardi
and Lindner, 2017), which, as discussed in the previous sections in the context
of increased correlation through the signal (see Fig. 3.3) and synaptic strength
(see Fig. 3.12C), desynchronizes the activity, decreasing the autonomously gen-
erated network noise and power in the recurrent input. Decreasing the net-
work size thus increases the network noise, particularly in the up state where
it increases the likelihood of a transition to the down state, which is why the
equiprobable operating point is shifted to higher input rates for smaller net-
works (smaller networks favor the down state; Fig. 3.15B top panel).

Once in the equiprobable regime, larger, sparser networks will have less
correlated network noise. The decrease in correlated network activity further
stabilizes the up and down states, increasing the time spent in a given state
and decreasing the transition rates out of them, although the two states are still
equiprobable at the peak. As stated above, the up and down states produce
different levels of network noise (the up state will produce more firing and
therefore more network noise), and therefore increasing the time spent in each
will have a large impact on the total variance, which also includes transitions
between states. An increase in the transition rates can also be achieved by in-
stead introducing and increasing spike-frequency adaptation in the individual
neuron dynamics of the bistable network, as shown by the qualitatively very
similar statistics in Fig. 3.15C compared to Figs. 3.15A and 3.15B [for details
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and parameters of the recurrent network with adaptation, see Kullmann et al.
(2022)]. For all models of Fig. 3.15, increasing the transition rates between
the up and down states, regardless of how it is achieved, drastically decreases
the diffusion coefficient around the equiprobable operation point, which, as
shown in the bottom panel for each model, is beneficial to the signal encoding
as quantified by the SNR. In other words, the more agile the system is, instead
of being stuck in a single state, the better it can respond to the signal.

The other changes in the SNR with population size for the recurrent net-
work in Fig. 3.15B can also be reconciled with the results of the Sect. 3.4. For
example, the shift in the peak of the SNR for smaller, more correlated networks
to higher rext is similar to the effect seen with additional independent, white
noise. Stronger independent noise sources (rext in this case) counteract the cor-
related network noise (larger correlations from smaller NE), thus shifting the
encoding maximum of smaller networks to larger external rates. [Here the in-
dependent noise and bias are varied on the x-axis through rext and the amount
of network correlation is held constant (via NE) within a given curve, whereas
in Sect. 3.4 the intrinsic noise Di was held constant and the network noise
strength was varied on the x-axis by increasing J.] It would also be expected
from previous results that, for a given level of ‘intrinsic noise’ (looking at a
single rext value on the x-axis and comparing the SNR values), increasing the
heterogeneity in the responses of the single units in the suprathreshold regime
should improve encoding. This is indeed the case once the external input be-
comes strong enough, such that the network leaves the bistable region and
remains deterministically in the asynchronous, irregular up state (indicated by
the right gray area; notice that the rate approaches the up-state rate, r0, shown
by the solid, black line in the upper panel of Fig. 3.15B). Even for a fixed net-
work size, the higher firing rates and extra heterogeneity in responses in the
AI regime from the external input produces a second maximum in the SNR at
large rext, giving it a characteristic ‘N’ shape. Decreasing the correlations in the
network noise by increasing the population size, and thus further increasing
the response heterogeneity, additionally benefits encoding, as shown by the
consistent increase of the SNR with population size at mid-to-high rext values.

The encoding benefits of correlations in the network noise and decreasing
heterogeneity in responses thus only applies to the bistable region (area with
white background in Fig. 3.15), which could be seen as yet another parallel to
Sect. 3.4, i.e., to the effect of very large g in Fig. 3.12D. In the bistable region,
the SNR can be approximated by the susceptibility and diffusion coefficient.
Driven by a sinusoidal input with magnitude σs and frequency fs, the popula-
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tion has a power spectrum given by (Gammaitoni et al., 1998):

Spop(ω) = SBG(ω) +
π

2
|σsχpop(ω)|2︸ ︷︷ ︸

rate response
to signal

[δ(ω − ωs) + δ(ω + ωs)] (3.106)

Spop( f ) ≈ SBG( f ) +
σ2

s
4

N2
E|χ( f )|2[δ( f − fs) + δ( f + fs)],

where the angular frequency used in Gammaitoni et al. (1998) was converted to
linear frequency (ω = 2π f ), which results in an extra factor of 1/(2π) from the
delta peaks at fs [the scaling property of the Dirac delta function, δ(a[t′ − t]) =
δ(t′ − t)/|a|, results in δ(ω ± ωs) = δ(2π[ f ± fs]) = δ( f ± fs)/(2π)], and the
population susceptibility is approximated as χpop ≈ NEχ( f ). Given that the
peak in the measured simulation spectrum has a width of ∆ f = 1/T and
height T such that its integral is one, the height T is substituted for the delta
function at a positive frequency fs when comparing the theoretical SNR to
the simulations (the SNR is only calculated from the positive frequencies of
the spectrum, such that the delta peak at negative frequencies can be ignored).
Using the relation for Spop(0) = 2Deff in eq. (3.95) for the background spectrum
SBG, the SNR in the bistable region can be approximated as

SNRtheory( fs) =
Spop( fs)− SBG

SBG
(3.107)

≈ ✟✟✟2Deff +
σ2

s
4 N2

E|χ( fs)|2T −✟✟✟2Deff

2Deff

=
(σsNE)

2
∣∣∣ dr

drext
( fs)

∣∣∣2
8Deff

T,

where the change in the rate with respect to the external input, dr( fs)/drext,
was substituted for the susceptibility from the second to the third line, which
holds for slow signals only [cf. eq. (1.17)]. Eq. (3.107) captures the SNR mea-
sured from the simulation power spectra quite well, as shown by the orange
line in the bottom panel of Fig. 3.15B for NE = 2000. The approximation in
eq. (3.107) is reliant upon knowing the single-neuron susceptibility, which it-
self is an approximation of the population susceptibility, which assumes that
the neurons in the population are independent. The neurons are, however,
dependent through their local connections [see Sect. 4.1.1 for a more gen-
eral approximation of the recurrent network susceptibility], and therefore the
stronger the recurrence, the more the accuracy of the approximation will suf-
fer. Nonetheless, even if an expression is not known for the single-neuron
susceptibility, it can be calculated from the measured firing rate curves, as was
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done in Fig. 3.15B. Although this approximation is not particularly accurate,
it provides insight that helps to solve a seeming contradiction: if SBG ≈ 2Deff,
meaning that a ‘giant diffusion’ would lead to a ‘giant’ noise floor, why does
the SNR have a local maximum where the noise is highest? The expression in
eq. (3.107) shows that, although Deff is indeed in the denominator and thereby
lowers the SNR when it is large, the derivative of the rate is very steeply pos-
itive at the equiprobable point and its square is in the numerator, overriding
the diffusion coefficient’s deleterious effect.

3.6 Summary

In this chapter I began using the excitatory-inhibitory recurrent network model
defined in Sect. 1.3.5 to model the locally connected populations that are preva-
lent within cortical columns, as described in Sect. 1.2.2. The recurrent con-
nections add complexity because the network’s output is fed back to its con-
stituent neurons, which correlates them and drives the network autonomously,
competing with the stimulus. If the connectivity is weak and sparse, however,
the synaptic input can be modelled as a Gaussian white noise process through
the diffusion approximation, a common strategy when working with such net-
works which I reviewed in Sect. 3.1. I then showed in Sect. 3.2 that the diffu-
sion approximation of the stationary statistics is not altered by the correlations
introduced by a common, current-modulating stimulus, which is the type of
stimulus I use throughout Chapters 3 and 4. This is an important verification,
because the diffusion approximation is used in both chapters to calculate the
self-consistent stationary firing rate, which I reviewed in Sect. 3.3.

After introducing all relevant methods and approximations, I began to in-
vestigate encoding in recurrent networks in Sect. 3.4. I showed that, for small
synaptic weights where the recurrent input is well-approximated as a white
noise, the information encoding in recurrent networks with otherwise insuffi-
cient heterogeneity (through heterogeneous parameters or intrinsic noise, for
instance) can be improved by the introduction of network noise. With very
strong and uniform connectivity, the network noise is too dominant and is
again detrimental to signal encoding. I therefore demonstrated an encod-
ing maximum at finite synaptic strengths that I proposed was an instance of
suprathreshold stochastic resonance (SSR). I supported this claim by perform-
ing control experiments with an unconnected population supplemented with
an extra bias value and a Gaussian white noise, which produced similar results
to the recurrent network to which it was matched. However, the recurrent net-
work with strong inhibition and correlated network noise outperformed the
white-noise-augmented feedforward control, exhibiting an increased robust-
ness in encoding from recurrence across activity regimes. I also demonstrated
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that SSR is a nonlinear phenomenon that cannot be captured by linear re-
sponse theory; the next chapter, on the other hand, will investigate a recurrent
network whose response is already sufficiently linearized by intrinsic noise,
for which the linear response theory performs quite well.

In Sect. 3.5 I showed that decreasing the size of a bistable network, and
thereby the recurrent input spike-count variance, increases the transition rates
between equiprobable stable states, making the network more responsive to
stimuli. Greater variance in the spike count signifies being locked in one of
the stable states for longer periods of time, as opposed to an increased hetero-
geneity in the responses of the neurons. Network correlations thus allow the
network to break free of these basins of attraction, and the transitions between
the states benefit encoding. However, outside the bistable region, where the
network is predominantly in the asynchronous irregular up state, increasing
the network size again improves the encoding, consistent with the SSR results
of Sect. 3.4.



Chapter 4

Recurrent Networks: Spectral
Density Theory, Information
Filtering

In the last chapter, it was argued that recurrent synaptic input resembles a
noise source, termed network noise, seen by individual neurons that can be ap-
proximated as Gaussian white noise as long as the connectivity is weak and
sparse, an approximation that performed well even for moderate connectivity.
As the synaptic efficacy became too strong, the approximation broke down,
along with the coding efficacy. I conjectured that autonomous oscillations in
the network activity at stronger synaptic strengths [see, e.g., the activity for
J = 0.1 in Figs. (3.6) and (3.7)] hinder the external stimulus from adequately
driving the network (except in the case of a bistable network in the equiprob-
able regime). I postulated that these oscillations result from correlations in the
network noise that cannot be captured by the diffusion approximation. So far
these network correlations have only been addressed indirectly and assumed
to be the cause of the changes in the network encoding, for better (e.g., in the
strongly inhibition-dominated regime) or worse.

Beginning in Sect. 4.1, I will address the network correlations directly by
explicitly measuring them from simulation data and by updating existing an-
alytical results for use with recurrent networks. Both sources of evidence will
support the above assertions and demonstrate a deeper comprehension of the
underlying mechanisms responsible for the change in network behavior. The
model in this chapter is the same recurrent network introduced in Sect. 1.3.5,
the firing rate statistics of which will be approximated using exact, closed
form expressions in Sect. 4.1.1 and numerically using the threshold integra-
tion method in Sect. 4.1.2. Once the correlations are integrated into the spectral
density theory in Sects. 4.1.3 and 4.1.4, I will combine the results with existing
synchrony measures in order to obtain the spectral coherence function between

140
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the partial synchronous output (PSO) and the common broadband stimulus.
This measure in particular, calculated from simulations as well as analytical
results, will be used to investigate the information filtering of this type of re-
current network in Sect. 4.2. As expected, the role of the synaptic weights will
be assessed, but other properties of the model will also be shown to impact
the quality and nature of the information filtering.

Information transmission in various manifestations of spiking neuron pop-
ulations has an extensive history in the theoretical literature, an introduction
to which can be found in Gerstner et al. (2014). The following will draw on
references from only a portion of this body of work, in particular those which
have direct relevance to the model presented in Sect. 1.3.5: a sparse, random
network of leaky integrate-and-fire (LIF) neurons with fixed in-degree and
white Gaussian intrinsic noise. The parameters will be selected such that the
network with little or no coupling and in the absence of a stimulus resides
in the asynchronous irregular (AI) firing regime, a regime which is typical in
cortical networks, as discussed in Sects. 1.1.2 and 1.3.5. The results in both sec-
tions of this chapter are an elaborated summary of Knoll and Lindner (2022),
except the threshold integration method to find the susceptibility, which was
mentioned there but will be detailed for the first time in Sect. 4.1.2.

4.1 Recurrent network spectral density theory

In order to measure the information transmission and filtering of the network,
it is necessary to build up to the coherence function, the information measure
of choice, first by finding the stationary and then the time-dependent statis-
tics. The stationary statistics include the time-independent, self-consistent fir-
ing rate found in Sect. 3.3, as well as the ‘unperturbed’ single-neuron power
spectrum. Unperturbed refers to spontaneous activity in the absence of an ex-
ternal signal, but there may be perturbation from the recurrent activity which
leads to oscillations, as will be shown in the following. Alongside being useful
in their own right, finding the stationary statistics is necessary because they
serve as a mean or background from which the system deviates, and thus are
also included in the time-dependent statistics.

First, the firing rate response (susceptibility) will be found by extending the
mean-field approach taken for its stationary counterpart, the time-independent
firing rate. A numerical approach to finding the same susceptibility will then
be presented in the interest of generalizing the results to other models. The
firing rate response can be used subsequently to approximate the stimulus
cross-spectrum, including for the partial synchronous output (PSO) by means
of previous results for feedforward populations (Kruscha and Lindner, 2016;
Kruscha, 2017). The stimulus cross-spectrum is an important measure for un-
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derstanding the stimulus’ role in driving the network’s output and is need to
calculate the coherence.

For the power spectrum, the correlations in the network, assumed negligi-
ble for previous measures, must be ascertained. To that end, a linear-response
ansatz derived for global inhibitory feedback to an unconnected population
(Doiron et al., 2004; Lindner et al., 2005b) and further developed for the appli-
cation in a sparse recurrent network (Trousdale et al., 2012) will be employed
and extended to find corrections to the auto- and cross-correlations resulting
from recurrence. It will be shown that the updated susceptibility is crucial to
the success of the linear-response approximation of the recurrent correlations,
highlighting the importance of the general, numerical approach laboriously
laid out earlier in the section. The spectral densities derived in this section are
the precursors for the results in the next, where their collaboration in calculat-
ing the coherence will be used to investigate the information transmission of
the system.

4.1.1 Stationary rate and recurrence-modulated susceptibility

As a starting point, the parameters for the model in Sect. 1.3.5 were chosen
such that the unperturbed (s = 0) and unconnected (J = 0) population ex-
hibits asynchronous irregular activity, as shown on the left of Fig. 4.1. Without
any correlating influence, whether externally through the signal or internally
through recurrence, the population is effectively an ensemble of LIF neurons
driven by the bias and intrinsic Gaussian white noise. Thus the neurons are
independent, with stochastic sources from the intrinsic noise and initial condi-
tions leading to variability in their responses. In this case the time-dependent
activity A(t) (the average and standard deviation of which across populations
in the network are shown by the blue, solid line and blue area, respectively,
in Fig. 4.1) hardly deviates from the time-independent mean ⟨A⟩ = R0 (blue,
dashed line), where R0 = r0∆ is the stationary mean value of the activity
given by the product of the single-neuron stationary rate r0 and the activity
bin width ∆. The single-neuron, time-dependent rate is closely approximated
by the stationary rate, r(t) ≈ r0, and the exact, closed-form solution for the
stationary firing rate of an LIF neuron driven by a mean current and Gaussian
white noise is known and given by r0 = rGN in eq. (A.1) [see also Sect. 1.1.3.1].
Thus, the stationary mean activity (and in this case the time-dependent aver-
age ⟨A(t)⟩) can also be approximated analytically by the single-neuron statis-
tic, ⟨Â⟩ = rGN∆ (red line), which very closely matches the measured R0.

Once recurrence has been introduced, there is a source of correlation, and at
moderate and large synaptic strengths even the unperturbed network activity
begins to fluctuate around the time-independent mean, as shown for J = 0.01
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Figure 4.1: Activity sample from a single-trial of an unperturbed population.
Gray points show the raster plot (spikes) of the population’s output in the
absence of a signal (s(t) = 0). The time-dependent activity averaged over all
populations of size NA in the network (N/NA = 12500/250 = 50) is shown by
the blue, solid line; the standard deviation is shown by the blue areas around
the average. The blue, dashed line shows the measured, time-independent
average activity, ⟨A⟩ = R0, which is compared to the estimate via the analytical
stationary firing rate, ⟨Â⟩ = rGN∆ (red line), with ∆ = 0.5. Left: unconnected
population (J = 0). Right: recurrent network (J = 0.01) with g = 5 (inhibition-
dominated regime). Fig. 2 in Knoll and Lindner (2022).

on the right of Fig. 4.1. The fluctuations will result in a pronounced peak in
the activity’s power spectrum, and as the recurrence is increased that peak
will become larger and increasingly concentrated around a single, resonant
frequency, fosc (such a peak is very distinct in the power spectrum of the net-
work with J=0.02 in Fig. A.2, for example, although that includes the response
to an external stimulus). With recurrence, the neurons are not independent,
meaning the analytical approximation to the stationary rate must be found by
means of the self-consistent approach detailed in Sect. 3.3. After finding the
stationary rate, the other stationary statistic, the power spectrum, is easily ob-
tained by means of eq. (A.2). Without recurrence (J = 0), the rate, bias, and
intrinsic noise intensity can be used as given to parameterize the power spec-
trum; for recurrent networks, the self-consistent rate, bias and noise intensity
are used.

When an external stimulus is applied, the time-dependent firing rate r̃1
(written here in the frequency domain) responds in a frequency-dependent
manner as captured by the susceptibility [cf. eq. (1.15)]

r̃( f ; s) ≈ χ( f )s̃( f ) (4.1)

(assuming the unperturbed rate is stationary). The stimulus [eq. (1.64)] is
a current modulator [see eq. (1.62)] and thus the response of each neuron
in the feedforward population is simply given by eq. (4.1) with the current-
modulation susceptibility, χ( f ) = χ

µ,GN( f ; µ0, D0) [eq. (A.4); see also Fig. 3.2
and the surrounding discussion]. The current-modulation susceptibility is pa-
rameterized by µ0 and D0, which contain any contributions of the stimulus to
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the background bias and noise intensity via the Novikov-Furutsu Theorem [cf.
eq. (1.18)].

However, for recurrent networks, the network activity itself also contributes
to the background bias µ0 and noise intensity D0 in a self-consistent manner
[eq. (3.79)] and also modulates the neurons through the synaptic input. The
recurrent network input contains a current-modulating mean (in the unbal-
anced regime) that evokes a response proportional to χ

µ,GN( f ; µ0, D0) like the
stimulus, as well as fluctuations that modulate the noise intensity, evoking
a change in the rate proportional to χD,GN( f ; µ0, D0) with closed form solu-
tion in eq. (A.5) (see also Fig. 3.4 and discussion surround it). Notice that
all susceptibilities are parameterized by the self-consistent, stationary statis-
tics calculated by the diffusion approximation. The ‘amplitude’ of each type
of recurrent modulation is the corresponding prefactor, R̃µ from eq. (3.7) for
current [eq. (3.5)] or R̃D from eq. (3.13) for noise [eq. (3.12)] modulations, and
these factors, combined with the current modulation from the stimulus, result
in a total, first-order rate response of

r̃1( f ; µ0, D0) = χµ( f ; µ0, D0)s̃( f ) (4.2)
+
[
R̃µ( f )χµ( f ; µ0, D0) + R̃D( f )χD( f ; µ0, D0)

]
r̃1( f ; µ0, D0)

which, as expected, results in a rate response that is dependent upon itself.
Solving for r̃1 (and momentarily omitting the parameters),

r̃1 =
χµ s̃

1 − [R̃µχµ + R̃DχD]
, (4.3)

gives the total rate response to s(t). Therefore, the recurrence-modulated sus-
ceptibility to an external, current-modulating stimulus, which also takes the
first-order effects from the internal recurrence into account, is

χRM( f ; µ0, D0) =
χµ( f ; µ0, D0)

1 −
[
R̃µ( f )χµ( f ; µ0, D0) + R̃D( f )χD( f ; µ0, D0)

] . (4.4)

The recurrence-modulated susceptibility in eq. (4.4) is plotted in Fig. 4.2.
For the unconnected population on the left, R̃µ and R̃D are both zero such that
χRM = χµ and the analytical solution is again exact; there is, therefore, little
surprise that it matches the simulations. For moderate recurrence shown on
the right of Fig. 4.2, eq. (4.4) (green line) is plotted with the simulations (gray
curve) and with the theory which only accounts for current-modulation by the
stimulus and recurrence, i.e., eq. (4.4) with R̃DχD =0 (dark gray, dashed line).
The full solution fits the simulations quite well at all frequencies, including the
undulations at very high frequencies (the frequency axis in the right subpanel
has been extended), albeit with a conspicuous discrepancy around the network
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oscillation frequency, fosc. Compared to the susceptibility of the feedforward
population, the recurrent susceptibility is diminished such that the peak plays
a disproportionately large role in defining the response to an external stimulus.

As mentioned before, the peak will become more pronounced and con-
centrated at fosc as the recurrence is increased, such that capturing it will be
vital to developing an approximation for the information transmission in re-
current networks. That is why, although it overestimates the susceptibility at
the peak, the recurrence-modulated susceptibility in eq. (4.4) provides a sig-
nificant advantage over an analytical approximation that does not account for
the recurrent noise modulation (dark gray, dashed line, which shows no peak
around fosc). Effective susceptibilities that account for recurrence have been
found, for instance, for a delayed, summed, global inhibitory feedback (not
local random connectivity) (Lindner et al., 2005b), for a locally recurrent net-
work of inhibitory neurons with synaptic filtering (Richardson, 2008), and for
a fully connected network with synaptic filtering (Ledoux and Brunel, 2011),
but these studies only accounted for current-modulation, whereas here the
noise modulation is key in capturing the peak, and is novel to the best of the
author’s knowledge.

feedforward recurrent

Figure 4.2: Susceptibility approximation is exact for feedforward popula-
tions and requires noise modulation correction to capture peak for recurrent
networks. Simulation results (gray) are plotted with the analytical approxima-
tion(s), which for the feedforward population (J=0) is simply the closed form
expression for current modulation, χµ,GN, given by eq. (A.4) (green, solid line).
In the right panel, the recurrence-modulated susceptibility [eq. (4.4)] is plotted
with (R̃D ̸= 0; green, solid line) and without (R̃D = 0; dark gray, dashed line)
the noise-modulation correction for J = 0.01. Parameters: T = 1000, ∆t= 10−3,
Tinit = 200, τ = 1, τref = 0.1, vT = 1, vR = 0, µ = 1.1, Di = 0.01, σs = 0.3, fc = 15,
g= 5, NE = 10, 000, NI = 2, 500, CE = 800, CI = 200, τd,ij ∈ [0.05, 0.2], NA = 250,
1000 trials. Adapted from Fig. 3 in Knoll and Lindner (2022).
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A

B

C

Figure 4.3: Failure of the linear response theory for strong connectivity. A:
Subthreshold voltage trace v(t) over a sample time period. B: Raster plot (gray
dots) over the same sample period in A from a population of size NA = 250,
plotted with the average (blue, solid line) and standard deviation (blue area
around the line) of the population activity, including the time-independent
average (blue, dashed line) and the analytical stationary firing rate, ⟨Â⟩ =
rGN∆, with ∆ = 0.5 (red line) as in Fig. 4.1. C: The susceptibility simulation
results (gray) are plotted with the analytical approximation [eq. (A.4); green,
solid line]. Parameters: J=0.1 and ∆=0.5; otherwise the same as in Fig. 4.2.

At very large synaptic strengths there are strong nonlinearities and tem-
poral correlations, resulting in a transition from asynchronous irregular firing,
with all neurons firing at a constant rate, to what has been referred to as hetero-
geneous asynchronous activity, with the neurons firing at different, time-varying
rates (Ostojic, 2014; Wieland et al., 2015). This firing regime shows nonlinear
and correlated activity (e.g., larger and slower fluctuations compared to those
in Fig. 4.1), demonstrated by the blue curve in Fig. 4.3B for J = 0.1. As synap-
tic input, this activity causes extreme subthreshold deviations, evidenced by
the very negative subthreshold voltage swings in Fig. 4.3A (notice the axis ex-
tends below −20). In addition, the population power and cross-spectra are
larger than for all the other synaptic strengths, especially at low frequencies
(see Fig. A.2). The recurrence-modulated susceptibility in eq. (4.4) cannot ac-
curately approximate this type of activity, as illustrated in Fig. 4.3C; it is, after
all, a first-order (linear) response ansatz, with corrections for the recurrent in-
put provided by the current- and noise-modulated susceptibility terms. The
susceptibility terms in the corrections are themselves parameterized by the
self-consistent diffusion approximation of the noise intensity and bias, as well
as by the self-consistent stationary rate, which are poorly suited to capture
the statistics of highly correlated input. For instance, in Fig. 4.3B the average
activity approximation, ⟨Â⟩ = rGN∆ (red line), fails to capture the measured
average activity (blue, dashed line). Although the linear response approxima-
tion fails at very large synaptic weights, Fig. 4.3C shows that the rate response
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has an almost negligible linear component (gray curve), and thus the linear
correlations that we hope to measure and approximate by means of the coher-
ence function vanish for strong connectivity anyway, as discussed in Sect. 4.2.

4.1.2 Solving for the susceptibility numerically

As described in the last section, recurrent network activity not only alters the
diffusion approximation of the stationary statistics, but also modulates the
single-neuron dynamics as a current and noise modulator alongside the ex-
ternal modulation from the stimulus, according to eq. (4.4). The LIF model is
somewhat special, in that analytical, closed-form solutions have been found
for the current- and noise-modulation susceptibilities, χ

µ,GN in eq. (A.4) and
χD,GN in eq. (A.5), respectively, when the neuron is driven by Gaussian white
noise (Lindner and Schimansky-Geier, 2001; Brunel et al., 2001).

If such closed-form solutions for the individual, separable susceptibili-
ties do not exist, numerical solutions can first be found through a method
known as threshold integration (Richardson, 2007, 2008; Richardson and Swar-
brick, 2010) and then inserted into eq. (4.4) to give the full solution. (An in-
troduction to the threshold integration method is provided in Appendix E.2.)
In this section I will present an alternative way to derive the numerical solu-
tion of the recurrence-modulated susceptibility by means of the Fokker-Planck
equation (see Appendix E) of the entire model [as opposed to piecemeal like
in eq. (4.4)]. Although redundant, I provide this more detailed treatment in
order to verify the results for an important statistic (the recurrence-modulated
susceptibility) and to provide more insight into its connection to the under-
lying system dynamics. Regardless of how it is accomplished, the option to
find the network statistics numerically enables the results of this chapter to be
generalized to other neuron models and even other modulation types [see, for
instance, Richardson (2007)].

In Richardson (2008) the current-modulated susceptibility of a locally recur-
rent network of exclusively inhibitory exponential integrate-and-fire neurons
was found by means of the threshold integration method. As in Ledoux and
Brunel (2011), where the firing rate response of a fully connected, excitatory-
inhibitory LIF network was derived, Richardson (2008) included synaptic fil-
tering in the model, which excludes fluctuations in the network input that
might modulate the noise. Therefore, in both studies the recurrent input was
modelled as a current-modulating input, and Richardson (2008) adapted pre-
vious results from Richardson (2007) for current modulation in a single neu-
ron to include the recurrent input in the network solution. In the following,
I will extend the results of Richardson (2008) one step further by including
noise modulation from the recurrent input fluctuations, which was indicated
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by R̃D( f )χD( f ) in the recurrence-modulated susceptibility in eq. (4.4). A nu-
merical solution for the susceptibility to noise modulation was also derived
in Richardson (2007), and I will follow the example from Richardson (2008)
to incorporate this type of modulation in the network solution. I will derive
ordinary differential equations (ODEs) for the probability current (denoted as
flux in the following) and probability density function (PDF) using the Fokker-
Planck and continuity equations (see Appendix E). The ODEs can then be
integrated via the threshold integration method to find the susceptibility of
the sparse, locally recurrent, excitatory-inhibitory network without synaptic fil-
tering, which I will demonstrate is equivalent to the solution in eq. (4.4).

The external stimulus is a periodic signal, s(t), with a single frequency, ωs,
and amplitude εs, which can be written in complex form as

s(t) = s0 + εseiωst. (4.5)

In response to this periodic signal, the state variables [rate, flux, and probabil-
ity density function (PDF)] become time-dependent. If the stimulus is assumed
to be weak [as discussed in Sect. 3.2] such that the response of the system is
well-approximated by the first-order (linear) response, the state variables will
oscillate at the same frequency as the signal and can themselves be written
in complex form as the sum of a stationary value and a modulation-response
term at the signal frequency [cf. Richardson (2008), Section 3.3]:

r(t) = r0 + r̂1(ωs)eiωst, r̂1(ωs) = r1(ωs)eiϕr(ωs) (4.6)
P(v, t) = P0 + P̂1(ωs, v)eiωst, P̂1(ωs, v) = P1(ωs, v)eiϕP(ωs,v) (4.7)
J(v, t) = J0 + Ĵ1(ωs, v)eiωst, Ĵ1(ωs, v) = J1(ωs, v)eiϕJ(ωs,v). (4.8)

Each response term, ĥ1, in eq. (4.6) is defined by a frequency-dependent magni-
tude, h1, and frequency-dependent phase, ϕh, and the flux and PDF responses
are also functions of the voltage. These dependencies will be omitted in the
following in order to simplify the notation. The flux and PDF are modulated
not only by the stimulus, but also by the injection of the firing rate after reset.
The firing rate is also fed back to the neurons’ dynamics through the recur-
rent input with a synaptic delay, and will enter through both the drift (current
modulation) and diffusion (noise modulation) terms.

Inserting eqs. (4.6)-(4.8) into the continuity equation (A.27), and factoring
the exponential coefficient out of the rate in the source term δ (v − vR) to ac-
count for the refractory period [cf. Richardson (2007), V. Discussion - B. Absolute
refractory period],

∂P
∂t

+
∂J
∂v

= r(t − τref)δ(v − vR)− r(t)δ(v − vT) (4.9)

∂

∂t

(
P0 + P̂1eiωst

)
= − ∂

∂v

(
J0 + Ĵ1eiωst

)
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+
(

r0 + r̂1eiωst
) [

e−iωsτrefδ (v − vR)− δ (v − vT)
]

∂

∂t
P0︸︷︷︸

0

+
∂

∂t
P̂1eiωst︸ ︷︷ ︸

iωs P̂1✟
✟eiωst

= −∂J0

∂v
− ∂ Ĵ1

∂v
✟✟✟eiωst + r0

[
e−iωsτrefδ (v − vR)− δ (v − vT)

]

+r̂1✟
✟✟eiωst
[
e−iωsτrefδ (v − vR)− δ (v − vT)

]
,

it can be seen that the stationary terms (gray) are zero or cancel [see eq. (A.30)].
The time-dependent exponential terms at the signal frequency also cancel,
such that there is no longer a dependence on time in eq. (4.9). Thus, the
partial derivatives can be changed to ordinary derivatives,

iωsP̂1 = −dĴ1

dv
+ r̂1

[
e−iωsτrefδ (v − vR)− δ (v − vT)

]
, (4.10)

yielding the voltage derivative of the flux,

−dĴ1

dv
= iωsP̂1 + r̂1

[
δ (v − vT)− e−iωsτrefδ (v − vR)

]
, (4.11)

and therein one of the necessary ODEs for the threshold integration method
[see Appendix E.2.]

To find the ordinary differential equation for the modulated PDF, dP̂1/dv,
the same approach as was taken to find the stationary solution in eq. (A.33) can
be used: the current operator is applied to the PDF. This yields a relation of the
PDF to the flux [eq. (4.11)] according to eq. (A.20), which can be solved for the
PDF modulation. The first step is therefore to find the full current operator,
which has a steady-state counterpart given in eq. (A.32). In other models, the
current operator J is a linear operator [cf. Gerstner et al. (2014) eq. (13.49)],
and therefore the different types of modulation in the system can be handled
independently and the general solution is a linear combination of the separable
solutions [see, e.g., Richardson (2007), eq. (19), and more explicitly Gerstner
et al. (2014), eq. (13.51)]. In that case, when applying the current operator to
the PDF, any second-order perturbation terms can be neglected because the
stimulus is weak. Because the perturbations themselves are assumed to be
weak, products of two weak perturbation terms will be considered negligible
as they will be on the order of O(ε2

s). Discarding the higher order terms will
thus result in the desired linear (first-order) approximation.

The current operator for the model presented here is nonlinear because
the respective Fokker-Planck equation is a mean-field equation. The current
operator is a function of the time-dependent rate, which in turn depends on the
current operator. However, the rate in eq. (4.6) is treated as a linear response;
a simple ansatz, therefore, is to also treat the current operator as linear, in
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the tradition discussed above for other models. The current operator in this
approximation is a superposition of separable operators resulting from the
stationary solution and different modulation sources

J = J0︸︷︷︸
stationary

+ Jµ︸︷︷︸
current modulation

+ JD︸︷︷︸
noise modulation

. (4.12)

The modulation corrections can be written in complex form, as was done for
the state variables: Jα = Ĵαeiωst, where α is the modulation type. Substituting
the full current operator J from eq. (4.12) into eq. (A.20),

J P = J (4.13)(
J0 + Ĵµeiωst + ĴDeiωst

)
(P0 + P̂1eiωst) = J0 + Ĵ1eiωst

✟✟✟J0P0 + J0P̂1eiωst + ĴµeiωstP0 + ĴDeiωstP0 = ✓✓J0 + Ĵ1eiωst

+ĴµeiωstP̂1eiωst︸ ︷︷ ︸
O(ε2

s)

+ ĴDeiωstP̂1eiωst︸ ︷︷ ︸
O(ε2

s)

J0P̂1✟
✟✟eiωst + Ĵµ✟

✟✟eiωst P0 + ĴD✟
✟✟eiωst P0 ≈ Ĵ1✟

✟✟eiωst

J0P̂1 + (Ĵµ + ĴD)P0 ≈ Ĵ1,

results in the linear response relation [cf. Richardson (2007) eq. (18), where
the minus sign is absorbed into the modulated current operators]

J0P̂1 = Ĵ1 − (Ĵµ + ĴD)P0. (4.14)

As shown in the last line of eq. (4.13), the total flux modulation Ĵ1 is a linear
combination of the stationary current operator’s application to the perturbed
PDF, J0P̂1, and the application of the perturbed current operators to the sta-
tionary PDF, (Ĵµ + ĴD)P0. The expressions for the steady-state current opera-
tor [J0, eq. (A.32)] and PDF [P0, after integrating eq. (A.33)], as well as for the
modulated flux [ Ĵ1, after integrating eq. (4.11)], are known.

The only terms in eq. (4.14) which have not been explicitly addressed (other
than the modulated PDF, P̂1, which is the desired result) are the magnitudes of
the modulated current operators, Ĵα. From Richardson (2007), the magnitude
of the current-modulation operator is [cf. FE in Richardson (2007), eq. (33),
where current modulation is denoted by E]

Ĵµ =
µ̂

τ
, (4.15)

and the noise-modulation operator’s magnitude is given by [cf. Fσ2 in Richard-
son (2007), eq. (33), where noise modulation is denoted by σ2]

ĴD = − D̂
τ

∂

∂v
. (4.16)
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The terms µ̂ and D̂ in eq. (4.15) and eq. (4.16), respectively, are the magnitudes
of the respective modulating stimuli. In eq. (4.15) and eq. (4.16), the pertur-
bations in the mean network activity and its fluctuations are assumed to be
weak like the stimulus, such that the second-order perturbation corrections in
eq. (4.13) can be neglected.

While deriving the modulation magnitudes, it is important to note that,
when entering expressions involving recurrent synaptic input, the rate is again
written in complex form like in eq. (4.6), but with a synaptic delay:

r(t − τd) = r0 + r̂1eiωs(t−τd). (4.17)

Inserting eq. (4.17) into the expression for the mean recurrent input found in
eq. (3.5), and separating the stationary and modulated rates,

µR(t) = τ JCE(1 − γg)[r ∗ pd](t) (4.18)
= τ JCE(1 − γg)r0︸ ︷︷ ︸

µR0 [eq. (3.15)]

+ τ JCE(1 − γg) p̃d(−ωs)r̂1︸ ︷︷ ︸
µ̂R

eiωst

= µR0 + µ̂Reiωst,

the recurrent, time-dependent mean input can be expressed in complex form
as the sum of a steady-state term and a perturbation term. The total time-
dependent mean input to a neuron [see eq. (3.77)],

µ(t) = µi + s0 + εseiωst︸ ︷︷ ︸
s(t)

+µR(t) (4.19)

= µi + s0 + µR0︸ ︷︷ ︸
µ0

+εseiωst + µ̂Reiωst = µ0 + µ̂eiωst,

can be expressed as the sum of a steady-state term (intrinsic bias, stimulus
mean, and recurrent input mean) and a perturbation term resulting from mod-
ulations by the stimulus and from the recurrence, which is the same mean-field
approach used in eq. (4.2). It is possible to combine the current modulation
from the recurrence with that of the signal, because the network rate itself
modulates at the signal frequency, ωs, and the magnitude of the current mod-
ulation in eq. (4.15) is given by µ̂ = εs + µ̂R.

The same can be done for the noise modulation by inserting the complex
rate in eq. (4.17) into the recurrent noise intensity in eq. (3.11) and again sepa-
rating the steady-state and perturbed terms,

DR(t) =
1
2

τ J2CE(1 + γg2)[r ∗ pd](t) (4.20)

=
1
2

τ J2CE(1 + γg2)r0︸ ︷︷ ︸
DR0 [eq. (3.16)]

+
1
2

τ J2CE(1 + γg2) p̃d(−ωs)r̂1︸ ︷︷ ︸
D̂R

eiωst
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= DR0 + D̂Reiωst,

which contributes to the total, time-dependent noise intensity [see eq. (3.78)]

D(t) = Di + DR(t) = Di + DR0︸ ︷︷ ︸
D0

+D̂Reiωst = D0 + D̂eiωst. (4.21)

Notice that the stationary noise intensity D0 does not have a contribution from
the signal as it did for a white or broadband noise stimulus. In eq. (4.21),
D̂ = D̂R because all noise modulation comes from the recurrence, in contrast
to the mean modulation, which had a contribution from the periodic stimulus.

Using the results for the separable current operator solutions from eq. (4.15)
and eq. (4.16), with magnitudes given in eq. (4.19) and eq. (4.21), in the linear
response relation in eq. (4.14),

J0P̂1 = Ĵ1 − (Ĵµ + ĴD)P0 (4.22)(
µ0 − v

τ
− D0

τ

∂

∂v

)
P̂1 = Ĵ1 −

(
µ̂

τ
− D̂

τ

∂

∂v

)
P0,

and solving for the derivative of the modulated PDF, −∂P̂1/∂v,

(µ0 − v)P̂1 − D0
∂P̂1

∂v
= τ Ĵ1 − µ̂P0 + D̂

∂P0

∂v
(4.23)

−D0
∂P̂1

∂v
= −(µ0 − v)P̂1 + τ Ĵ1 − µ̂P0 + D̂

∂P0

∂v
,

an ordinary differential equation for the change in the modulated PDF can
be obtained by noting that all time-dependent terms have cancelled, leaving
only voltage relations and constants, such that the partial derivatives can be
changed to ordinary derivatives in voltage,

−dP̂1

dv
=

1
D0

[
(v − µ0)P̂1 + τ Ĵ1 − µ̂P0 + D̂

dP0

dv

]
. (4.24)

It should be clearly stated that the only new term in eq. (4.24) compared to
Richardson (2008) [cf. eq. (43) in that work, noting discrepancies in the prefac-
tors due to differing models], is the noise modulation in the last term on the
r.h.s., D̂(dP0/dv). The steady-state bias and noise intensity and their modu-
lated counterparts are repeated below for convenience:

µ0 = µi + τ JCE(1 − γg)r0, µ̂ = εs + τ JCE(1 − γg) p̃d(−ωs)︸ ︷︷ ︸
R̃µ(−ωs) [eq. (3.7)]

r̂1 (4.25)

D0 = Di +
1
2

τ J2CE(1 + γg2)r0, D̂ =
1
2

τ J2CE(1 + γg2) p̃d(−ωs)︸ ︷︷ ︸
R̃D(−ωs) [eq. (3.13)]

r̂1.
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Note: If there is a refractory period, the refractory steady-state PDF, P0ref, should
be used in eq. (4.24), but the steps of the Euler algorithm use p0, which is nor-
malized by the rate anyway. Thus it is only necessary to assure that r0ref is used
whenever calculating the unnormalized P0 from p0.

The ordinary differential equations in eq. (4.11) and eq. (4.24) need to be
integrated to find the modulated flux, Ĵ1, and PDF, P̂1, that are used to calculate
the rate response (susceptibility), r̂1. However, the flux and PDF equations are
coupled, hence the flux equation cannot be solved first and simply plugged
into the PDF differential equation as was done for the stationary solutions.
Instead, both equations must be integrated concurrently at each voltage step
from the threshold to the lower bound voltage.

Integrating the two ODEs concurrently does not suffice, as there are three
unknowns, namely the modulated flux, PDF, and firing rate, and only two
equations, and thus the system is underdetermined. In Appendix E.1, the
linear relation of both the flux and PDF to the stationary firing rate was
used to normalize them by the firing rate and therein decrease the number
of unknowns in the system. The same strategy can be employed for the time-
dependent response because the flux in eq. (4.11) also has a linear relation to
the rate and PDF perturbations, and the PDF itself has a linear relation to the
modulated flux [see eq. (4.14), noting that all current operators are assumed to
be linear].

Unlike before, there is an additional factor in the time-dependent solution,
namely the stimulus. As stated above, it has an effect on the flux that can be
separated from the modulations by the network rate. Following the method
laid out in Richardson (2007) and Richardson (2008), the modulated flux and
PDF can be separated into components that are modulated by either the net-
work rate, ĵr and p̂r with magnitude r̂1, or by the external stimulus, ĵε and p̂ε

with magnitude εs,

Ĵ1 = r̂1 ĵr + εs ĵε P̂1 = r̂1 p̂r + εs p̂ε. (4.26)

The result is a system of 4 coupled ODEs that needs to be solved. Unlike for
the stationary case, where normalizing the ODEs by r0 sufficiently decreased
the degrees of freedom and allowed the system to be solved numerically, the
above system cannot be simplified merely via normalization by r̂1.

Instead, the system of equations can be solved by remembering that the
external and recurrent modulators are separable solutions, such that they can
be solved independently of one another. This is achieved in each case by
setting the magnitude of the modulator of interest, either r̂1 or εs, to one,
which amounts to an arbitrary normalization of the modulation amplitude,
while setting the other magnitude to zero. In each case, a single pair of cou-
pled ODEs results, with an equation for the flux ĵα and one for the PDF p̂α
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Figure 4.4: Numerical integration of the susceptibility reproduces the results
from the exact solutions. The results for the susceptibility with the parame-
ters in the right panel of Fig. 4.2 (J = 0.01) in the balanced (g = 4; left) and
inhibition-dominated (g = 5; right) regimes inserting the exact expressions
from Appendix D into eq. (4.4) (exact; green, solid line; right is same curve
as in right panel of Fig. 4.2) versus the results obtained through the threshold
integration method in eq. (4.28) (thr. int.; light green, dashed line). Simulation
results are shown in gray.

(α ∈ {r, ε}). With only two unknowns and two equations, the pairs can be
solved numerically by integrating them concurrently using the threshold inte-
gration method from Appendix E.2. The details of the Euler implementation
to solve these separable solutions for the case of the sparse, locally recurrent,
excitatory-inhibitory network without synaptic filtering studied here are given
in Appendix F.2.

Once the pairs of ODEs have been solved, the boundary condition that the
flux is zero at the lower bound voltage, Ĵ(vLB, t) = 0, can be used in the relation
for the modulated flux on the left of eq. (4.26),

Ĵ1(vLB)
!
= 0 = r̂1 ĵr(vLB) + εs ĵε(vLB), (4.27)

in order to solve for the susceptibility, yielding (Richardson, 2007)

r̂1 = −εs
ĵε(vLB)

ĵr(vLB)
. (4.28)

In Fig. 4.4, the threshold integration results [eq. (4.28); light green, dashed
curve] are compared to the exact results [eq. (4.4); green, solid curve] for the
parameters in Fig. 4.2, in both the balanced (g = 4; left panel) and inhibition-
dominated (g = 5; right panel) regimes. In both regimes the two curves are
indistinguishable from one another, showing that this numerical method is a
valid alternative to inserting the exact susceptibility expressions into eq. (4.4).
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Although using the exact susceptibility solutions in eq. (4.4) would be
preferable, not all models have such exact solutions and therefore the numeri-
cal solution presented here can broaden the applicability of the theory in this
chapter to models for which no exact solutions exist. In practice, however, it
is perhaps more convenient to numerically solve the individual susceptibility
terms separately [e.g., current and noise modulation as described in Richard-
son (2007)] and insert them into eq. (4.4), than to calculate the full solution,
which was derived in this section for completeness.

4.1.3 Correlation between the output and the stimulus

Correlation between the neurons of the encoding population have not been
addressed explicitly in this chapter yet. Of course the neurons are uncorrelated
in the absence of a common stimulus [s(t)=0] and if there is also no recurrence
(J = 0), which was the case in the left panel of Fig. 4.1. Once a common
stimulus is presented, even unconnected populations become correlated, as
was shown in Sect. 3.2, where the influence of a common stimulus on the
diffusion approximation of the recurrent input was investigated. It was also
shown, however, that the diffusion approximation of the stationary network
input remains unchanged in the face of a current-modulating stimulus, as long
as the stimulus is weak.

As made explicit in eq. (4.4), the susceptibility depends on the diffusion
approximation of the stationary network input statistics, which do not account
for correlations from the stimulus nor for cross-correlations between neurons.
Furthermore, in Sect. 3.4 it was shown that this approximation of the network
input as uncorrelated white noise works quite well at low synaptic strengths,
where the network noise is weak compared to intrinsic noise sources. In this
chapter, the intrinsic noise is much stronger than in the previous chapter [Di =
10−2 versus Di =2.5× 10−5 in Sect. 3.4]. Therefore, it is perhaps not surprising
that the cross-spectrum between the stimulus and a single neuron [found in
eq. (1.24) and repeated here with χ = χRM],

Sxs( f ) = χRM( f ; µ0, D0)Ss( f ), (4.29)

is a simple linear relation (the susceptibility is the linear response) with the net-
work input approximated as background noise. The all-spike-stimulus (popu-
lation) cross-spectrum [eq. (1.34)],

SXs( f ) = lim
T→∞

〈
X̃s̃∗

〉
T

= lim
T→∞

NA

∑
i=1

⟨x̃i s̃∗⟩
T

(4.30)

= NAχRM lim
T→∞

⟨s̃s̃∗⟩
T

= NAχRM︸ ︷︷ ︸
χ

POP

Ss = NASxs,
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is just the single-neuron cross-spectrum multiplied by the size of the popu-
lation. The step from the second to the third term in 4.30 assumes that the
response of the population, X(t), is composed of statistically equivalent single
responses, xi(t), and does not presume to know what complicated mechanisms
underlie those responses; those mechanisms are encapsulated in χRM.

The activity [eq. (2.1)] is a linear transformation of the all-spike output [con-
volution with the boxcar function B∆(t) and normalization by the population
size NA], and thus its cross-spectrum with the stimulus,

SAs( f ; ∆) = lim
T→∞

〈
Ãs̃∗

〉
T

=
B̃∆

NA
lim

T→∞

〈
X̃s̃∗

〉
T︸ ︷︷ ︸

SXs

=
B̃∆NASxs

NA
= B̃∆Sxs, (4.31)

is that same linear transformation performed on the all-spike cross-spectrum,
which is equivalent to the convolution of the single-neuron cross-spectrum
with the boxcar function in eq. (2.2).

In order to evaluate different encoding and filtering schemes as discussed
in Ch.2, the stimulus cross-spectrum for the PSO also needs to be derived.
Because the PSO is a measurement applied to the system output, and has no
influence on the creation of that output, the PSO spectral densities derived in
Kruscha and Lindner (2016) and Kruscha (2017) for feedforward populations
can be used for the output of any spiking network if the cross- and power
spectra of the output are known, such as the cross-spectra derived above for a
recurrent network.

One caveat is that the output of the system, in this case the activity, is
assumed to be a Gaussian process, such that the Bussgang theorem (Buss-
gang, 1952) is applicable. The Bussgang theorem relates the cross-correlation
between two processes, for example the activity A(t) and s(t), with their cross-
correlation after one has undergone a nonlinear transformation, for example
the Heavidside function of the PSO. The PSO [eq. (2.6)] has an average

⟨Φ(t; ∆, ϕ)⟩ =
〈

Θ
(

A(t; ∆)− ϕ +
1

2NA

)〉
= P[A(t) ≥ ϕ], (4.32)

which can be viewed as the probability that the activity, with mean ⟨A⟩ = R0,
is at or exceeds the threshold ϕ, as expressed in the last term. If the activity
is assumed to be Gaussian, as required for the applicability of the Bussgang
theorem, with probability distribution function pA(A), then eq. (4.32) can be
approximated by taking the average of the PSO with respect to the activity
probability [Kruscha and Lindner (2016), eq. (29)],

⟨Φ(t; ∆, ϕ)⟩ ≈
∫ ∞

−∞
Θ
(

A −
[

ϕ − 1
2NA

])
pA(A)dA (4.33)
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=
∫ ∞

ϕ−1/(2NA)
pA(A)dA.

Because eq. (4.33) is an integral over the values of a Gaussian function above
a threshold, it can be expressed in terms of the complementary error function
[Kruscha and Lindner (2016), eq. (30)]

⟨Φ(t; ∆, ϕ)⟩ ≈ 1
2

erfc

ϕ − [R0 + 1/(2NA)]√
2σ2

A

 . (4.34)

According to the Bussgang theorem, the PSO cross-correlation is propor-
tional to the activity cross-correlation,

CΦs(τ) = αCAs, (4.35)

with a factor of
α =

1
σ2

A

∫ ∞

−∞
Φ(A)[A − R0]pA(A)dA. (4.36)

The proportionality factor α in eq. (4.36) is the derivative of eq. (4.34) with re-
spect to the average activity R0 and can be simplified to [Kruscha and Lindner
(2016), eq. (40)]

α(∆, ϕ) =
1√

2πσ2
A

exp
[
−β2(∆, ϕ)

2

]
, (4.37)

where

β(∆, ϕ) =
ϕ − R0 − 1/(2NA)

σA
. (4.38)

The expression for α in eq. (4.37) is itself a Gaussian function with variance
equal to the activity variance and mean describing the distance of the thresh-
old to the average activity, as captured by β in eq. (4.38). Taking the Fourier
transform of eq. (4.35), the cross-spectrum of the PSO with the stimulus can be
related to the activity cross-spectrum,

SΦs( f ; ∆, ϕ) = α(∆, ϕ)SAs( f ; ∆), (4.39)

and the variance of the activity, σ2
A, can be found by integrating over the activ-

ity power spectrum, which will be derived in Sect. 4.1.4.
The results of eq. (4.30), eq. (4.31), and eq. (4.39) are compared to their

respective simulation cross-spectra in Fig. 4.5. For a feedforward population
(J=0; left panel), the theory is able to capture all spectra quite well. This is un-
surprising for the all-spike and activity spectra, because there is no correlation
among the population neurons except through the stimulus itself. No approx-
imations are made in this case, in particular no diffusion approximation. The
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feedforward recurrent

Figure 4.5: Magnitudes of the cross-spectra between the stimulus and the
system outputs. All-spike [|SXs|; simulations: gray; theory from eq. (4.30):
black]; activity [|SAs|; simulations: light blue; theory from eq. (4.31): blue];
partial synchronous output [|SΦs|; simulations: purple; theory from eq. (4.39):
magenta]. Left: Feedforward population (J = 0). Right: Recurrent network
with (J = 0.01). Model parameters are the same as in Fig. 4.2. Activity and
synchrony parameters: ∆=0.5, ϕ=0.2. Fig. 4 in Knoll and Lindner (2022).

only assumption is that the stimulus is weak, such that the susceptibility in
eq. (4.29) [which for feedforward populations is simply χ

µ,GN in eq. (A.4)] is
exact. Thus, the linear response ansatz in eq. (4.30) describes the all-spike
cross-spectrum quite well, and, because it is a linear transformation of the all-
spike output, the activity cross-spectrum is captured equally well. The activity
is a low-pass filtered version of the all-spike output (convolution with a box
filter), which is very apparent when comparing their cross-spectral curves. The
PSO cross-spectrum theory, which additionally assumes gaussianity in the ac-
tivity statistics, has no noticeable deviations from the simulations, and thus
the Gaussian assumption seems to be well-founded, which can be observed in
the left panel of Fig. 4.1 and will be further explored in Fig. 4.8.

For the recurrent network’s spectral densities, shown in the right panel of
Fig. 4.5 for a moderate synaptic strength J = 0.01, the performance of the the-
ory is poorer. As a linear response approach that relies mostly or exclusively
on the susceptibility, the cross-spectral theory for each output type exhibits a
noticeable and expected overestimation around fosc, where the susceptibility is
also overestimated by χRM [cf. Fig. 4.2]. Wherever the susceptibility performs
well, the cross-spectrum does likewise, and this is the case for the majority
of the plotted frequency range. The PSO theory is able to estimate the magni-
tude of the cross-spectrum quite accurately but has an even larger error around
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fosc and suffers at other frequencies where the other two measures do not. It
should be noted that the simulation curve changes qualitatively and is not
simply a shifted version of the activity spectrum; the proportionality factor α

in eq. (4.37), which is constant across frequencies, will not be able to describe
this type of deformation.

4.1.4 The influence of correlations on the power spectrum

The unperturbed [s(t) = 0], single-neuron power spectra, S0, for all neurons
in a homogeneous, unconnected population (J = 0) will be equivalent and,
in the case of LIF neurons driven by Gaussian white noise, given by the exact
solution SGN in eq. (A.2). The general form of the all-spike power spectrum for
a population of size NA, regardless of the presence of a stimulus or recurrence,
is given by [see eq. (1.35)]

SX( f ) = lim
T→∞

〈
X̃( f )X̃∗( f )

〉
T

(4.40)

= NA Sii( f )︸ ︷︷ ︸
autocorrelation

+NA(NA − 1) Sij( f )︸ ︷︷ ︸
pairwise

cross-correlation

.

For an unperturbed, feedforward population, the cross-correlations in eq. (4.40)
are zero (Sij=0) and the autocorrelations are completely defined by the single-
neuron power spectrum (Sii = S0), such that the all-spike power spectrum is
the single-neuron power spectrum multiplied by the size of the observed pop-
ulation,

SX0( f )
∣∣

J=0 = NAS0( f ; µ0, D0). (4.41)

It is to be expected that the presentation of a stimulus would result in an
increase in the individual power spectra. If the system is assumed to respond
linearly, this correction will be related to the susceptibility per a commonly
used ansatz [see eq. (1.27) and surrounding discussion]

Sx
∣∣

J=0 ≈ S0( f ; µ0, D0) + |χµ( f ; µ0, D0)|2Ss( f ). (4.42)

The same factor is found in the cross-correlation term of the all-spike power
spectrum approximation [for a homogeneous population; see eq. (1.36)],

SX( f )
∣∣

J=0 ≈ NAS0( f ; µ0, D0) + N2
A|χµ( f ; µ0, D0)|2Ss( f ), (4.43)

where even the response of an unconnected population contains correlations
if the stimulus is common to all neurons.
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With recurrence the general form in eq. (4.40) remains, but the correlations
become appreciably more complex. As one approach to handling the complex-
ity introduced by recurrence, Lindner et al. (2005b) proposed a linear response
ansatz for global, inhibitory feedback,

x̃ = x̃0 + χµs̃ + K̃x̃, (4.44)

where x̃ is the spike-train output of all neurons in the network encapsulated in
a single array, x̃0 is the unperturbed response array, s̃ is the stimulus array, and
K̃ is a random interaction matrix that contains information about the effective
recurrent connectivity and rate responses to recurrent input. In their model,
recurrence was a sum of the population output that was fed back to all neurons
as another common input. Therefore, only current modulation by the external
stimulus and the recurrence was considered, for which the current-modulation
susceptibility, χµ, alone suffices in the linear response. Trousdale et al. (2012)
later generalized the linear response approach in eq. (4.44) to locally recurrent
networks with weak connectivity. They expanded the interaction matrix K̃
into connectivity paths through the network in order to solve for the spike
train power and cross-spectra without having to perform a matrix inversion.
It should be noted that similar approximations have been derived for other
neural models and network architectures (Pernice et al., 2011, 2012; Bernardi
and Lindner, 2019; Bernardi, 2019) [see also Grytskyy et al. (2013) for a review
and comparison].

As detailed in Knoll and Lindner (2022), I applied the approximation of
Trousdale et al. (2012) to the model investigated here and extended it to ac-
count for the response to an external stimulus. Because the expansion of
the interaction matrix into paths depends on the population (excitatory or in-
hibitory) to which the individual neurons belong, I first derived the population-
conditioned spectra for the cases when i ∈ P1, j ∈ P2, where populations
P1, P2 ∈ {E, I} have sizes NP1 and NP2 , respectively. The resulting population-
conditioned cross-spectrum

〈
Sij
〉

i∈P1,j∈P2
≈ S0

(
χRM

R̃P2

NP2

+ χ∗
RM

R̃∗
P1

NP1

)
+
(
S0R̃c + Ss

)
|χRM|2 (4.45)

and population-conditioned power spectrum

⟨Sii⟩i∈P1
≈ S0

[
1 + 2 Re

(
χRM

R̃P1

NP1

)
+ |χµ|2R̃c

(
1 − pc

pc

)]
(4.46)

+
(

S0R̃c + Ss

)
|χRM|2 ,

are then averaged across the different possible membership scenarios of i and
j. The weighted average of the cross-spectrum across the four connection types
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is

Sij =
N2

E
N2

〈
Sij
〉

i∈E,j∈E +
NENI

N2

〈
Sij
〉

i∈E,j∈I +
NI NE

N2

〈
Sij
〉

i∈I,j∈E +
N2

I
N2

〈
Sij
〉

i∈I,j∈I (4.47)

and the power spectrum weighted by the excitatory and inhibitory sizes is

Sii =
NE

N
⟨Sii⟩i∈E +

NI

N
⟨Sii⟩i∈I . (4.48)

The weighted averages in eq. (4.47) and eq. (4.48) are the spectra inserted into
eq. (4.40). In eq. (4.45) and eq. (4.46), the average synaptic influence of presy-
naptic population P2 on a postsynaptic neuron i is given by

R̃P2( f ) = τ JP2CP2 p̃d( f ) (4.49)

(and vice versa for the effect of population P1 on neuron j, which is R̃P1), which
is the familiar mean-field result from Brunel (2000) and eq. (3.5). The average
influence from another neural source common to both i and j is

R̃c =
1

NE
|R̃E|2 +

1
NI

|R̃I |2. (4.50)

The population-conditioned spectra in eq. (4.45) and eq. (4.46) show many
sources of correlation among the neurons. In the power spectrum in eq. (4.46),
there are corrections to the unperturbed power spectrum S0, which result from
a neuron’s power spectrum (second term) and response to the stimulus (third
term) echoing through the network. The cross-spectrum in eq. (4.45) would
reduce to the correlations from the stimulus, Ss|χRM|2, if there were no con-
nectivity. With connectivity, there are also echos of the unperturbed power
spectra and stimulus responses from other neurons that influence one another.
All of these correction terms contain the network’s rate response, which in
eq. (4.45) and eq. (4.46) is the recurrence-modulated susceptibility χRM from
eq. (4.4). This effective susceptibility did not arise naturally through the linear
response derivation, but instead was substituted afterward as the network’s
effective rate response because it was shown in Fig. 4.2 to be more accurate for
this model.

The weighted averages of the population-conditioned spectra are linear
approximations of highly complex interactions, into which a mean-field ap-
proximation (the recurrence-modulated susceptibility) was inserted. The ap-
proximations thus have varying degrees of success, with poor performance
for stronger connectivity, as expected and illustrated in Fig. 4.6. In the un-
connected population’s power and cross-spectra, all R̃ terms in eq. (4.46) and
eq. (4.45) are zero, and thus reduce to ⟨Sii⟩i∈P1 =S0 + |χµ|2Ss and ⟨Sij⟩i∈P1,j∈P2 =

|χµ|2Ss, respectively. In a homogeneous network, these will be equal for all
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neurons and pairs irrespective of the population affiliation of i and j: the
single-neuron power spectrum will be given by eq. (4.42) and the pairwise cor-
relations induced by the common stimulus will be captured in the correction
term |χµ|2Ss, both of which are very good approximations of their respective
spectra, as shown in the left column of Fig. 4.6.

The approximations perform considerably worse for recurrent networks as
shown in the right column of Fig. 4.6. Even if the network correlations are dis-
regarded (Sii ≈ S0 + |χRM|2 Ss; dark gray, dashed line), the linear response the-
ory overestimates the power spectrum, especially at low frequencies. Including
the corrections for the network correlations, such that the power spectrum is
given by eq. (4.46) (green, solid line), increases the discrepancy between theory
and simulations.

The cross-correlation theory in eq. (4.45) (green, solid line in the bottom
right panel of Fig. 4.6), however, is a much more accurate approximation than
its counterpart that neglects recurrence, Sij ≈ |χRM|2 Ss (dark gray, dashed
line), although it overshoots at the network oscillation peak around fosc (which

feedforward recurrent

Figure 4.6: Single-neuron power and pairwise cross-spectra. The weighted
power spectrum [top; eq. (4.48)] and cross-spectrum [bottom; eq. (4.47)], cal-
culated from the respective population-conditioned spectra in eq. (4.46) and
eq. (4.45), respectively, are plotted as green, solid lines with the corresponding
simulation results (gray). Left: Feedforward population with J = 0. Right:
Recurrent network with J = 0.01; the spectrum without network correlations
(top: Sii ≈ S0 + |χRM|2 Ss; bottom: Sij ≈ |χRM|2 Ss) is shown by the dark gray,
dashed line. Parameters are the same as in Fig. 4.5. Adapted from Fig. 6 in Knoll
and Lindner (2022).
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is to be expected from the error in the susceptibility there) and undershoots
at high frequencies. Because the cross-correlation term has a prefactor of
NA(NA − 1) in the all-spike power spectrum in eq. (4.40), compared to the
autocorrelation term with its prefactor of NA, the superior performance of the
network-correlation theory in approximating the pairwise cross-spectrum is
more important than its shortcomings in estimating the power spectrum.

With an updated approximation of the all-spike power spectrum, the re-
lated spectra of the activity and PSO can also be found. As explained in
eq. (4.31) when calculating the cross-spectra, the activity is a linear transfor-
mation of the all-spike output. Therefore, its power spectrum,

SA( f ; ∆) = lim
T→∞

〈
ÃÃ∗〉

T
=

|B̃∆|2

N2
A

SX, (4.51)

has a simple relation to the all-spike power spectrum. The PSO power spec-
trum can be related to the activity spectrum, as was done for the cross-spectrum
in Sect. 4.1.3; a result that was again derived in Kruscha and Lindner (2016)
and Kruscha (2017). In a manner reminiscent of the Bussgang theorem, if both
the stimulus and activity are assumed to be Gaussian and the activity A is
treated as a random variable, the autocovariance CΦΦ of the PSO, which is a
nonlinear transformation of the activity, is related to the autocovariance of the
activity CAA by [Kruscha and Lindner (2016), eq. (51)]

CΦΦ(τ) =
∞

∑
n=1

1
n!

〈
dn

dAn Θ
(

A − ϕ +
1

2NA

)〉2

Cn
AA(τ). (4.52)

The relation in eq. (4.52) is more complex than the Bussgang theorem, involv-
ing an infinite sum of derivatives of the correlation function, and, therefore,
the derivation of the power-spectrum will not be shown, but eventually takes
the simplified form [Kruscha and Lindner (2016), eq. (60)]

SΦ( f ; ∆, ϕ) =
1

2π
F

∫ ρA(τ)

0

exp
{
− β2

1+a

}
√

1 − a2
da

 , (4.53)

with the upper limit of integration, the normalized activity correlation

ρA(τ; ∆) =
CAA(τ)

σ2
A

=
F−1 [SA( f )]

σ2
A

, (4.54)

containing the dependence on the activity power spectrum.
The analytical results for the all-spike, activity, and PSO power spectra in

eq. (4.40), eq. (4.51), and eq. (4.53) are plotted against the corresponding simu-
lation results in Fig. 4.7. Given the excellent results of the linear response the-
ory for its auto- and cross-correlations in Fig. 4.6, it should be anticipated that
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feedforward recurrent

Figure 4.7: Power spectra of the three network outputs. The power spectra
for the all-spike output [SX; simulations: gray; theory from eq. (4.40): black],
the activity [SA; simulations: light blue; theory from eq. (4.51): blue], and the
PSO [SΦ; simulations: purple; theory from eq. (4.53): magenta] are plotted for
a feedforward population (J = 0; left) and recurrent network (J = 0.01; right).
Parameters are the same as in Fig. 4.5. Fig. 5 in Knoll and Lindner (2022).

the feedforward population’s power spectral theory (a linear combination of
those results) describes the spectra measured from simulations extremely accu-
rately. This is particularly true because the correlation expressions are mostly
composed of exact analytical forms for the susceptibility and power spectrum.
The PSO spectra also fits exceedingly well, and therefore the assumptions of
gaussianity in the activity appear to be substantiated in the feedforward case,
making eq. (4.53) a good approximation of the PSO power spectrum.

For the recurrent network, the all-spike power spectrum resembles the pair-
wise cross-spectrum Sij in the lower right panel of Fig. 4.6 because this factor
enters the power spectrum with a factor of almost N2

A, as discussed above. The
activity power spectrum is a low-pass-filtered and normalized version of the
all-spike spectrum, a relation quite plainly described in eq. (4.51). All three
theory spectra display imperfections in their estimations of the simulation re-
sults, with marked overestimation at the oscillation peak and low frequencies.
Given the estimable agreement between simulation and theory for the feedfor-
ward population in the left panel, it is unclear to what extent the errors in the
PSO theory are remnants of errors in the all-spike and activity spectral theory,
as opposed to being an indication of the breakdown in the assumptions in
eq. (4.53).

There are indeed qualitative differences between the PSO and the activ-
ity spectrum, which may help to disentangle the two sources of error. The
PSO power spectrum has more power at low frequencies in comparison to the
height of the peak around fosc, which is broader and less prominent. The de-
cline at higher frequencies is also more gradual in the PSO spectrum, with no
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Figure 4.8: Gaussian approximation of the activity distribution with in-
creased recurrence. Histograms of the simulation measurements for three
synaptic strengths are plotted against their Gaussian approximations (solid
curves), with means estimated from the firing rates, ⟨A⟩= r0∆, and variances
from CAA(0), obtained through the inverse Fourier transformation of SA in
eq. (4.51). Parameters are the same as in Fig. 4.7.

indication of harsh low-pass filtering, as is evident in the activity spectrum and
even the PSO cross-spectrum in Fig. 4.5. These qualitative changes in the PSO
power spectrum are captured by the theory. In contrast, the PSO theory shows
errors unrelated to the errors in the activity theory at high frequencies after
the oscillation peak, where it consistently overestimates the power, as opposed
to the all-spike and activity theories, which underestimate in that region. This
is the first indication of a shortcoming in the approximation in eq. (4.53).

Looking at the activity distribution, plotted in Fig. 4.8 for three different
synaptic strengths, it can be seen that the Gaussian assumption for the appli-
cability of the Bussgang theorem and for eq. (4.52) becomes less founded with
stronger connectivity. The activity distribution of the feedforward population
(blue) is rather close to Gaussian and well-approximated using the sufficient
statistics garnered from eq. (4.51), making eq. (4.52) [ergo eq. (4.53)] more ap-
plicable and leading to the excellent results in the left panel of Fig. 4.7. At
a moderate synaptic strength (e.g., J = 0.01; purple), the errors in the mean
and variance increase and the distribution (histogram) becomes more skewed
due to the inability of the activity to be negative. The Gaussian approximation
(solid line) is not limited in this way (it has infinite support) and extends to
negative values. At large synaptic strengths (e.g., J=0.1; red), the error in the
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firing rate [see the bottom panel of Fig. 4.10] causes a large shift in the approx-
imating distribution and the discrepancy in the variance increases. Hence,
for both moderate and large synaptic strengths, it is not only expected that
eq. (4.52) will become less valid, but also that the estimation of the mean and
variance from r0 and SA will deteriorate, degrading the accuracy of eq. (4.53).

The spectral densities derived in the previous sections have so far only
been shown for two values, J = 0 and J = 0.01, but it is helpful to view all
measures together, including the subthreshold voltage and activity dynamics,
in order to compare how they change with increasing connectivity. To that
end, a synopsis of simulation and theoretical results for a selection of synaptic
strengths spanning the full range of values used in this chapter is provided in
Fig. A.2 in Appendix G.

4.2 Information filtering

The hypothesis presented in Sect. 1.1.4, that a synchronous encoding scheme is
responsible for the band- or high-pass filtering of information observed in bi-
ological systems, in comparison to the low-pass information filtering resulting
from integration of sensory input, was substantiated for periphery-like feed-
forward populations in previous studies (Kruscha, 2017; Grewe et al., 2017)
and elaborated upon in Ch.2. This section investigates to what extent the two
encoding schemes might be possible in recurrent networks, and what impact
the strength of connectivity has on the filter type and quality [Sect. 4.2.1]. In
light of the results of Ch.2 and Ch.3, it is expected that, given the heterogene-
ity provided by a substantial level of intrinsic noise [Di = 0.01; see Sect. 1.3.5
and Fig. 4.2 for the model details and parameters], the network noise will
mostly interfere with signal encoding, causing significant information loss, as
has been observed recently for other recurrent models (Muscinelli et al., 2019;
Huang et al., 2020). Therefore, the nature of the network noise will be decisive:
its relation to the signal, as made most poignant by the peak in the suscepti-
bility around fosc [see, e.g., Fig. 4.2]; whether it has a mean value [balanced or
inhibition-dominated; Sect. 4.2.2]; and the reliability of the synaptic transmis-
sion, for instance through the consistency of the synaptic weights [Sect. 4.2.3],
as was demonstrated for the two-stage network in Sect. 2.3. As was shown
in Ch.2, the postsynaptic cell and its parameters will also play a role in the
transmission of information, which will be investigated in Sect. 4.2.4.

4.2.1 The impact of the connectivity strength

The information transmission of both the all-spike and partial synchronous
outputs is measured by their coherence function with the common stimulus
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all-spike synchronous

Figure 4.9: Coherence function for different synaptic strengths J. The coher-
ence function [eq. (4.55), with Ss given in eq. (1.64)] measured from simulations
(wavering lines; peak around the network oscillation frequency indicated by
red triangles) is plotted with the corresponding theory (solid lines). Left: All-
spike, with SXs in eq. (4.30) and SX in eq. (4.40). Right: PSO, with SΦs in
eq. (4.39) and SΦ in eq. (4.53). Parameters are the same as in Fig. 4.5. Fig. 7 in
Knoll and Lindner (2022).

s(t), defined in eq. (1.38) and repeated here for reference,

CYs( f ) =
|SYs( f )|2

SY( f )Ss( f )
, (4.55)

with Y(t) representing either the all-spike output, X(t), or the PSO, Φ(t).
The coherence functions of both outputs are plotted in Fig. 4.9 for an uncon-
nected population with J = 0 and a recurrent network for three fixed synaptic
strengths J. Unlike in Sect. 3.4, where the intrinsic noise was fixed at a very
low value so as to observe the linearizing effect of small amounts of network
noise, the model investigated here has a level of intrinsic noise that provides
significant heterogeneity in the responses of the units. Therefore, there should
be an ensemble encoding benefit without recurrence, as reported in Beiran
et al. (2017). For that reason, it is expected that additional, correlated noise
from the network will likely not result in suprathreshold stochastic resonance,
but will instead decrease the total information transmitted by the network as
quantified by the coding fraction. This is indeed what is observed for both the
all-spike and partial synchronous outputs, the coherence functions of which
are largest for J=0 and decrease across frequencies for larger, nonzero values
of J.

The all-spike output shows excellent information transmission with a grad-
ual decrease from moderate frequencies onward, which is the type of fre-
quency profile typical of a low-pass filter. Interestingly, the PSO is also mostly
a low-pass filter at J = 0, with a very hard cutoff [steep filter knee around
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f ≈ 1 in Fig. 4.9] due to the activity window (the coherence goes to zero at
∆−1, although there are low, harmonic peaks at higher frequencies). It retains
a large amount of information at low frequencies, although reduced compared
to the all-spike output. The feedforward PSO thus acts as a very strict low-
pass filter, but with a small peak around a nonzero frequency, thus showing
slight bandpass filtering due to the resonance in the susceptibility and power
spectrum around the firing rate [see the left panel of Figs. 4.2 and 4.7].

As the connectivity is increased in the recurrent network, the PSO coher-
ence changes qualitatively: the peak, which already exists around the firing
rate, shifts and becomes increasingly pronounced. At J = 0.01, for example,
the peak (red triangles) has shifted noticeably compared to the firing rate peak
in the feedforward coherence. Information is predominantly retained in the
frequency band around the connectivity-dependent location of the peak, with
significant information loss at low frequencies, making it an effective band-
pass information filter. Recurrence is also less detrimental to the all-spike
information in the frequency range around the network oscillation frequency.
However, the height of the coherence there is still lower than at vanishing fre-
quencies, and thus the role of the all-spike output as an information low-pass
filter is not changed qualitatively. The one exception is at very large synaptic
strengths (e.g., J = 0.05), where the all-spike coherence is somewhat peaked,
but is so meager that the location of the maximum is immaterial. The main
effect of recurrence for a network with a moderate amount of intrinsic noise
in the units is thus to decrease the overall effectiveness of the all-spike (inte-
grator) encoding, whereas for a network with insufficient heterogeneity in the
unit responses (low intrinsic noise), small amounts of connectivity resulted in
network noise that was beneficial to encoding, as was the case in Sect. 3.4.

The observations about the effects of recurrence made from Fig. 4.9 can
be quantified in terms of the total transmitted information and the difference
between the height of the coherence maximum and its value at a vanishing
frequency ( f → 0), both of which are plotted against the synaptic strength J
in Fig. 4.10. The total information transmission is measured by means of the
coding fraction [eq. (1.40)] and, as was already noted, decreases with stronger
connectivity. In order to compare the results for the all-spike and PSO, the
frequency range used to calculate the coding fraction for both measures was
f ∈ [0, 1/∆]. Of course, because of the hard filtering effect produced by the box
filter with width ∆, the PSO has little or no information at frequencies above
f = 1/∆, and thus integrating over higher frequencies would unnecessarily
and artificially decrease the coding fraction. Because the activity window can
also be viewed as analogous to the membrane time constant of a postsynaptic
readout cell [see Fig. 2.4], it also makes sense to limit the all-spike coding
fraction to f = 1/∆, as any information above this frequency would likely not
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Figure 4.10: Information transmission metastatistics. Top: The all-spike (sim-
ulations: gray line; theory: black line) and partial synchronous (simulations:
purple line; theory: magenta line) output coding fraction values [eq. (1.40);
integrated from f = 0 to f = 1/∆] are plotted along with the relative peak
height in the coherence function, C( fmax) − C( f ≈ 0) (all-spike simulations:
gray circles; all-spike theory: black triangles; synchrony simulations: purple
circles; synchrony theory: magenta triangles). Bottom: The average single-
neuron firing rate, r0, measured from simulations (circles) or calculated from
the self-consistent theory in Sect. 3.3 (solid line). The value of J (≈ 5 × 10−4)
at which there is a maximum in the PSO coding fraction in the top panel is in-
dicated by the vertical golden, dashed-dotted line, and the horizontal, golden,
dashed-dotted line indicates the corresponding firing rate (r0 ≈ 0.4). Parame-
ters the same as in Fig. 4.5. Fig. 8 in Knoll and Lindner (2022).

be encoded by the postsynaptic cell anyway.

The decrease in the coding fraction is monotonic for the all-spike output
(simulations: gray curve; theory: black line) and mostly for the PSO (simula-
tions: purple curve; theory: magenta line), which corresponds to the network
noise growing stronger and overshadowing the stimulus in dictating the net-
work dynamics. There is a small maximum in the PSO coding fraction at very
low J values and the reason for this can be understood by looking at the firing
rate in the lower panel. As the firing rate decreases due to the mean-negative
input and reaches r0=0.4, the average activity, R0 = r0∆ with ∆=0.5, is about
equal to the threshold ϕ = 0.2 (horizontal golden, dash-dotted line). At this
synaptic value (vertical golden, dash-dotted line), the transitions in the PSO
between the (zero and one) states is maximized. The amount of information
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that can be transmitted by this type of synchronous coding is thereby also
maximized (Kruscha, 2017) because the PSO is more responsive to the stimu-
lus, analogous to the equiprobable state of the bistable network in Sect. 3.5.

As a measure of the extent to which the information is bandpass filtered
by each output type, the difference between the height at the coherence max-
imum and the coherence value at a vanishing frequency, C( fmax) − C(0), is
introduced and referred to as the relative peak height (RPH). For a prototypi-
cal low-pass filter, the maximum is found for f → 0, and therefore this RPH
measure would be zero. The all-spike output RPH (simulations: gray circles;
theory: black triangles) in Fig. 4.10 is at or near zero, confirming that it acts
like a low-pass filter.

The PSO, on the other hand, acts as an effective bandpass filter for a large
range of synaptic strengths, with a relatively large RPH score (simulations:
purple circles; theory: magenta triangles) across a broad range of moderate J
values. There is also a large RPH value at J = 0, due to the peak around the
firing rate. The coherence peak for J = 0 is as large or larger than the RPH at
moderate synaptic values, which can also be seen by comparing its coherence
function to the coherence corresponding to J = 0.01 in Fig. 4.9. The peak
for J = 0, however, is a smaller portion of the total transmitted information,
which can seen by comparing the coding fraction and RPH values at both J
values in Fig. 4.10. At high connectivity strengths (e.g., J=0.03), both all-spike
and PSO coherence functions show a pronounced peak relative to the value
at low frequencies, but the magnitudes are negligibly small as indicated by
the coding fraction curves, and thus the peak location and filter type become
irrelevant, as stated above. That is also why, although the average activity R0
again transitions through the threshold ϕ = 0.2, there is no peak in the PSO
coding fraction at large synaptic strengths.

The theory for both the all-spike and PSO coherence functions, which com-
bines the spectral measures found in the previous sections, is able to capture
both of the metastatistics exceedingly well, except at very large weights where
they are less relevant. Despite the discrepancies between the theory and sim-
ulations that were observed in Figs. 4.2, 4.5, and 4.7, some of which cancel
when calculating the coherence [e.g., there is no large overestimate around
fosc in Fig. 4.9], the theory is able to describe important characteristics of in-
formation transmission in the system, namely the amount of information and
at what frequencies it is best retained.

4.2.2 The activity regime apropos the threshold

The last section emphasized how important it is that the theory estimate not
only the magnitude of the coherence, but also the location and height of any
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peak at a nonvanishing frequency, such that the type and quality of the fil-
ter can be assessed. In a recurrent network, there are two dominant inherent
frequencies that can be antagonistic in relation to one another, and can either
be antagonistic or resonant with the stimulus: the stationary firing rate and
the network oscillation frequency. In light of the dynamics and spectra pre-
sented in Sect. 4.1 [see Fig. A.2 for an overview], in a feedforward population,
where there is no cohesive network activity to cause oscillations around a sin-
gle higher frequency, the stationary firing rate dominates the dynamics and
resonates with the stimulus. This causes a peak around the firing rate in the
PSO coherence for J=0, as was demonstrated on the right of Fig. 4.9.

As recurrence is introduced and increases, the dynamics shift toward fosc
(most dramatically demonstrated for J=0.02 in Fig. A.2). This trend continues
up to very large synaptic strengths, at which point the network noise becomes
so strong as to disrupt the oscillatory behavior and thereby the information
encoding (e.g., J=0.1). It is thus clear that, for the theory to correctly estimate
the frequency of the coherence peak, fpeak, it must be able to capture both the
stationary firing rate r0 and the network oscillation frequency fosc.

The firing rate has been shown throughout this text to be well-approximated
by the self-consistent rate described in Sect. 3.3, for instance in the bottom
panel of Fig. 4.10, which is exact in the case of a feedforward population.
The corrections to the mean and intrinsic noise intensity that result from the
diffusion approximation in eq. (3.15) and eq. (3.16) are of course dependent
upon the strength (J as well as g) and number of synaptic inputs. Accurately
capturing the network oscillation frequency peak in the susceptibility theory
(and therefore the other analytical spectral density theories that depend upon
it) was shown in Fig. 4.2 to rely on describing the noise modulation by the
time-dependent firing rate with magnitude R̃DχD, and this magnitude is also
parameterized by the strength and number of synapses along with the synap-
tic delay distribution.

So far, a network has been investigated that is in the inhibition-dominated
regime with g = 5, which stabilizes the network activity through a negative
mean network input. The mean-inhibitory input decreases the stationary fir-
ing rate with increasing J until the synaptic strength becomes so large that
the network enters a heterogeneous irregular state [Ostojic (2014); see the activ-
ity for J = 0.1 in Fig. A.2]. At this point the rate increases very steeply due
to the amplification of slow, correlated fluctuations resembling colored noise
that the theory cannot capture (Wieland et al., 2015). This was shown by the
difference between the points and line in the bottom panel of Fig. 4.10, which
are again plotted in the upper right panel of Fig. 4.11 as purple (simulations)
and magenta (theory) lines. Along with the firing rates, the measured peaks,
fpeak, of the coherence are plotted as triangles in Fig. 4.11. As expected, the



4.2. INFORMATION FILTERING 172

peak in the coherence at J=0 is at or near the firing rate, and remains nearby
at very weak connectivity. As the coupling transitions from weak to moder-
ate, the network oscillation peak emerges (see Fig. A.2), and the coherence is
increasingly concentrated around fosc, which is considerably higher than r0.

The causes of the oscillation emergence can be seen in the activity (blue
curve) for J =0.01 in the right panel of Fig. 4.11B, where the volleys of inhibi-
tion cause extended periods of silence between relatively active synchronous
periods after the inhibition is released. There is enough variability (hetero-
geneity) in the responses of the individual units, though, such that the transi-
tions from quiescence to activity are smooth and almost sinusoidal, causing the
activity power spectrum [blue curve in the middle, right panel of Fig. 4.11C] to
be quite peaked around this frequency (notice the log scale). The PSO power
spectrum [Fig. 4.11C, middle right; simulations: purple; theory: magenta],
however, is much flatter than the activity power spectrum. Kruscha and Lind-
ner (2016) showed that the PSO power spectrum has the largest magnitude
and is most peaked around the dominant frequency [in their case it was the
firing rate because the population was feedforward (J = 0), but in Fig. 4.11C
it is fosc] when the threshold is equal to the average rate, ϕ = R0; it becomes
flatter and approaches a constant for very large (ϕ → 1) or very small (ϕ → 0)
thresholds. Looking again at the relationship between A(t) and the threshold
(black horizontal line) in the right panel of Fig. 4.11B shows that the thresh-
old is very high compared to the average activity, such that the synchronous
output will be sparse and the power spectrum is expected to be quite flat.

Due to the high threshold and oscillatory nature of the activity, a precise
timing of the stimulus at the oscillation peaks will be particularly effective
at driving the (only slightly subthreshold) peaks in the activity over the syn-
chrony threshold, as can be seen in the alignment of the nonzero PSO values
(purple curve) with the peaks in the activity. A type of stimulus resonance
with the network oscillation results, causing a disproportionate peak in the
cross-spectrum around fosc (Fig. 4.11C, top right). Because there is no peak
in the power spectrum of comparable size to counteract the peak in the cross-
spectrum, there is also a peak in the coherence around fosc (Fig. 4.11C, bottom
right). The analytical approximation is able to capture the location of fosc quite
well (see also Fig. 4.11A, right), despite a sizable overestimation of the power
around the peak and at low frequencies. These discrepancies are not seen in
the coherence, because there are corresponding discrepancies of comparable
magnitude in the squared value of the cross-spectrum that cancel them.

If the network is in the balanced regime with g = 4 [see Sect. 1.3.5], there
is no longer an inhibitory mean input to stabilize the network dynamics (the
mean input is zero). However, the network fluctuations are still present and
even stronger, causing a rapid increase in the firing rate with J, as shown on
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Figure 4.11: Firing rate and network oscillation frequency in the balanced
and inhibition-dominated regimes. Left: Balanced regime with g= 4. Right:
Inhibition-dominated regime withg = 5. A: The average firing rate [r0: solid
lines; simulations: purple; self-consistent theory from Sect. 3.3: magenta] and
measured peak of the coherence ( fpeak: triangles; simulations: purple; theory:
magenta) as functions of the synaptic strength J. B: The raster plot (gray
dots) of an observed population of NA = 250 neurons from a network with
J=0.01, with superimposed activity [A(t); blue] and PSO [Φ(t); purple] (time-
dependent average across populations in the network: solid line; standard
deviation across populations: area around line). C: Spectral densities for the
PSO shown in B (J = 0.01; simulations: purple; theory: magenta). Top to
bottom: magnitude of cross-spectrum with stimulus, |SΦs|; power spectrum,
SΦ [with activity power spectrum SA from simulations: blue; scaled by its
variance, SA/(2πσ2

A): black]; coherence with stimulus (location of maxima:
triangles, with illustration of measurement for A). Parameters are the same as
in Fig. 4.5. Augmented adaptation of Fig. 10 in Knoll and Lindner (2022).

the left of Fig. 4.11A. Another effect of the lack of the inhibitory bombardment
is that the network oscillation remains near the firing rate instead of devel-
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oping its own, autonomous rate, even as the connectivity becomes stronger.
It is then perhaps surprising that the measured coherence peak (purple tri-
angles) remains relatively constant with J (up to J ≈ 0.02), in some cases at
a frequency far below the firing rate, whereas the theoretical peak (magenta
triangles) follows the rate until large synaptic strengths. The coherence mea-
sured from simulations (purple) for a balanced network with J=0.01 is shown
in the bottom left panel of Fig. 4.11C. It has two peaks, one above and one
below the firing rate, the larger of which is used to calculate fpeak. The the-
oretical approximation (magenta), on the other hand, predicts only a single
peak around the firing rate; because it also overestimates r0, there is a shift in
the peaks of the power and cross-spectra when comparing the simulations and
theory in Fig. 4.11C.

To better understand what is happening in the coherence, the activity and
PSO outputs in the balanced and inhibition-dominated regimes can be com-
pared (Fig. 4.11B, left versus right, respectively). The average activity in the
balanced regime is considerably larger, as to be expected from the higher firing
rate, putting it on average over the synchrony threshold (⟨A⟩ ≈ 0.31 > ϕ=0.2),
but with large fluctuations such that it is not always over the threshold. This
obviously results in a synchronous output that is more often in the up state
(equal to one) than was the case in the inhibition-dominated regime. As
stated above, because the average activity in the balanced regime is closer
to the threshold, the PSO power spectrum should be much larger and more
peaked around r0 (because of the large, periodic oscillations from more thresh-
old crossings) than the very flat spectrum in the inhibition-dominated regime.
This can be seen to be the case when comparing the PSO spectra in the middle
panels of Fig. 4.11C (notice the different scales on the y-axes).

In fact, if the average activity were exactly equal to the threshold, R0 = ϕ,
then the parameter β in eq. (4.38) would approach zero, and the power spec-
trum of the PSO in eq. (4.53) can be approximated as [Kruscha and Lindner
(2016), eq. (61)]

SΦ( f ; ∆, ϕ)
∣∣∣
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The expression in eq. (4.56) can be further simplified if the correlations in the
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activity are assumed to be weak for all but very long lag times, such that
|ρA| ≪ 1 and arcsin(ρA) ≈ ρA [Kruscha and Lindner (2016), eq. (62)]:

SΦ( f ; ∆, ϕ)
∣∣∣
R0=ϕ

≈ 1
2π

F
[
ρA
]
=

1
2π

F
[

CAA(τ)
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A

]
=

1
2πσ2

A
SA( f ; ∆), (4.57)

giving an expression for the PSO power spectrum that is proportional to the
activity power spectrum in terms of its variance. The results of eq. (4.57) are
included on the left of Fig. 4.11C along with the activity power spectrum. It
shows that the PSO power spectrum is scaled around the peak by an amount
that is very close to what was predicted from having an average activity at the
threshold. However, the average activity is not equal to the threshold (⟨A⟩ ≈
0.31 > ϕ = 0.2), causing the PSO power spectrum to display more power at
low frequencies and at the second harmonic of the firing rate [cf. Fig. 11 of
Kruscha and Lindner (2016): there, R0=0.2, such that the γ = 0.2 and γ = 0.4
curves correspond to the black and purple curves in Fig. 4.11C, respectively].

Because there is no inhibition to stabilize the balanced network, the activ-
ity shows not only a heightened mean, but also large fluctuations, as shown
on the left of Fig. 4.11B and by the large peak in the activity power spec-
trum (blue) in Fig. 4.11C. This means that the (weak) stimulus must compete
with the autonomous oscillations in order to drive the network, which it does
this quite effectively, as shown by the increase in the cross-spectrum and co-
herence [Fig. 4.11C] compared to the inhibition-dominated regime, partially
owing to the heightened average activity being so close to the threshold. [This
is reminiscent of the discussion about driving the bistable network in Sect. 3.5.]
However, even though the cross-spectrum shows a prominent peak around the
firing rate, the peak in the power spectrum is exorbitantly large, thus causing
a crater in the coherence and a local maximum between the crater and the
cutoff at the inverse of the activity window f = 1/∆. The disproportionately
high power at low frequencies also causes a depression in the coherence and a
global maximum between the low frequencies and the crater around the firing
rate. This global maximum remains at a somewhat consistent frequency even
as the firing rate grows.

The theory (magenta) is not able to capture the increased power at low fre-
quencies nor at the peak, because these are nonlinear phenomena, and there-
fore cannot predict the location of the crater nor the resulting maximum at
lower frequencies in the coherence in cases where the average activity is very
close to the threshold. The theory, for instance, would have been able to cap-
ture the coherence peak for g = 4 with a much higher threshold. In this case,
the activity would only rarely cross the threshold, much like the inhibition-
dominated regime in Fig. 4.11. Of course, what it means to be very close to
the threshold is relative, and it may be surprising that the average activity is
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considered close for the case of J = 0.01 and g= 4 in Fig. 4.11, especially since
the rate increases monotonically with J in the balanced regime because of a
lack of stabilizing inhibition. However, the fluctuations in the activity are large
enough to traverse the distance to the threshold, such that the activity crosses
consistently, i.e. periodically. Therefore, as encapsulated in the average PSO
in eq. (4.34), it is not only important how close the average activity is to the
threshold, but also that this distance from the threshold is considered with
respect to the variance in the activity, which is why the parameter β is so in-
formative. For the model considered here, the balanced regime results in large
fluctuations for all but the smallest synaptic strengths. The large fluctuations
result in many threshold traversals and a very pronounced PSO power spectral
peak, causing a crater in the coherence for which the theory cannot account.

4.2.3 Random weights increase quenched disorder

The previous sections investigated the effects on information transmission
of increasing the synaptic coupling through the excitatory strength (and in-
hibitory strength indirectly), as well as the effects of excitatory-inhibitory bal-
ance through the relative inhibitory strength. However, in both cases the input
statistics for all neurons are the same: CE excitatory inputs of strength J and CI
inhibitory inputs of strength −gJ. All neurons in this model receive the same
bias, µi = µ ∀i (a simplifying assumption), and the same common stimulus,
and are otherwise homogeneous in their parameters (τ, vT, vR), such that the
only sources of heterogeneity (stochasticity) in eq. (1.62) are the intrinsic noise
term, ξi(t), and the network fluctuations in RIi(t). However, even the intensi-
ties of those fluctuations, Di = D ∀i and DR(t) [eq. (3.11)], are homogeneous,
and thus the only heterogeneity comes from the uncorrelated white noise term
and the randomness in the topology.

Because the topology is fixed throughout a trial, a sparse, random con-
nectivity is an example of quenched disorder (or quenched randomness), where
‘quenched’ refers to a random parameter, in this case the connections among
the neurons, that does not vary in time and is thus frozen. Even if the neu-
rons were deterministic (without intrinsic noise terms), the quenched disor-
der in the sparse topology would lead to chaotic flows that can be described
as effective ‘deterministic noise’ (Sompolinsky et al., 1988; van Vreeswijk and
Sompolinsky, 1996; Amit and Brunel, 1997a; Brunel and Hakim, 1999; Brunel,
2000; Dummer et al., 2014; Wieland et al., 2015; Vellmer and Lindner, 2019) [see
Gerstner et al. (2014), Ch.12.4.5 for a discussion]. This description assumes the
activity of each neuron in a sparse, random network is uncorrelated with the
others (Renart et al., 2010), an assumption behind the diffusion approximation
in Sect. 1.3.4 and a large portion of the results in Ch.3.
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The fixed synaptic strength J used thus far is analytically convenient, but
of course biologically unrealistic considering the large variations of many pa-
rameters in the brain, including synaptic weights, as described in Sect. 1.2.1.
In this section, the weights will instead be drawn from an exponential distri-
bution with average J̄, similar to that used to connect the population to the
postsynaptic cell of the two-stage model in Ch.2. In Sect. 2.3, randomizing the
weights was shown to impact information transmission by adding a source
of uncorrelated white noise, increasing the power spectrum and thus decreas-
ing and bandpass filtering the transmitted information. Unlike in Ch.2, where
the random weights did not play a role in the encoding population, in this
section they will intensify the quenched disorder in the topology, adding an
additional source of heterogeneity to the neurons of the encoding population.
The extra source of stochasticity can be represented in the recurrent diffusion
approximation [cf. eq. (3.14)] by an additional, ‘quenched variability’ (Roxin
et al., 2011),

RIi(t) ≈ µR(t) + σµγi +
√

2DR(t)τξR(t), (4.58)

where σµ is the standard deviation from the mean input µR0 and γi is a zero-
mean, Gaussian distributed random variable with unit variance (The Gaussian
sum of many random temporal inputs which γi represents should not be con-
fused with the static, exponential synaptic weight distribution from which Ji is
drawn).

Simulations were run with exponentially distributed weights with J̄ = J,
and without changing any other parameters, which were compared with the
results for fixed J in Fig. 4.12. The all-spike coding fraction decreases slightly
and shows no effect in the relative peak height (RPH) with random weights.
In contrast, the PSO coding fraction increases slightly and its RPH shows a
marked improvement at moderate weights, in some cases doubling, indicating
a more effective bandpass filter.

An explanation for the encoding improvement in the PSO can again be
found by looking at the outputs and spectral densities at a particular synaptic
strength, for example J = J̄ = 0.007, as in panels B and C of Fig. 4.12. The
conspicuous difference in the all-spike spectra resulting from random weights
is the amplification of the peak around the network oscillation frequency in
the squared magnitude of the cross-spectrum (gold curve; Fig. 4.12B, top left)
and in the power spectrum (gold curve; Fig. 4.12B, middle left). Because both
peaks increase by an almost equal amount, they cancel in the coherence. The
slight decrease in the coding fraction seen in Fig. 4.12A seems to be due to
a lower cross-spectrum at higher frequencies, whereas the power spectrum
shows little change there.

These all-spike observations can be confirmed in the activity traces in Fig.
4.12C, where the activity with distributed weights (blue curve, right panel)
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Figure 4.12: Metastatistics with random versus fixed synaptic weights. A:
The all-spike and PSO (sync) coding fraction (lines) and relative peak height
[C( fmax)− C(0); fixed:circles; random: plus signs] measured from simulations
with a fixed weight J versus exponentially distributed weights with average
J̄= J. Fixed all-spike: gray; fixed PSO: purple; random all-spike gold; random
PSO; orange. The average population firing rates are shown in the lower panel.
Fixed: red points; random: gold plus signs. B: The spectral densities of the
all-spike (left, divided by NA for comparison; fixed: gray; random: gold) and
PSO (right; fixed: purple; random: orange) outputs with J = J̄ = 0.007. Top
to bottom: squared magnitude of the cross-spectrum with the stimulus |SYs|2;
product of the power spectra of the output and the stimulus SYSs; coherence.
C: Raster plot (gray dots) of NA = 250 neurons with the activity (blue) and
PSO with fixed (left; J = 0.007: purple) and random (right; J̄ = 0.007: orange)
weights. Time-dependent mean of activity and PSO: solid lines; population
standard deviation: areas. The threshold, ϕ = 0.2, is shown by a black, solid
line. Fixed J: 1000 trials; distributed J: 500 trials. Parameters are the same as
in Fig. 4.5. Adapted from Fig. 11 in Knoll and Lindner (2022).

is more periodic and has a greater magnitude than with fixed weights (blue
curve, left panel). The increased periodicity and threshold crossings would ac-
count for the prominent peaks that are concentrated around fosc in the cross-
and power spectra on the left of Fig. 4.12B. Therefore, the extra source of
quenched variability causes heightened responses, but only around the net-
work oscillation frequency. Not only are the fluctuations in the activity larger,
but also both the firing rate and average activity are increased by about 10% (al-
though it is hard to see in Fig. 4.12A), with ⟨A⟩ ≈ 0.11 and σA ≈ 0.051 for fixed
weights, versus ⟨A⟩ ≈ 0.12, σA ≈ 0.059 for random weights. The heightened
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responses, in turn, collectively cause the network oscillation to become more
prominent, which does not aid in the transmission of the stimulus information
(the coherence is not improved). On the contrary, the pronounced network
oscillation actually makes the network less responsive to higher-frequency in-
formation.

The increase in the activity mean and fluctuations from the random weights,
although not helpful for the all-spike encoding, has a decisive impact on the
PSO encoding. Simply put, the heightened activity causes more synchrony
threshold crosssings, as can be seen quite plainly in Fig. 4.12C. With the help
of eq. (4.34), the average PSO with a threshold of ϕ = 0.2 and the above activity
mean and standard deviations are erfc[(ϕ − 0.11 − 0.5/NA)/

√
2(0.051)2]/2 =

0.04 for the fixed weights and erfc[(ϕ − 0.12 − 0.5/NA)/
√

2(0.059)2]/2 = 0.09
for the random weights, which is more than a doubling of the average PSO
due to random weights.

The change in the power spectrum of the PSO in the right, middle panel
of Fig. 4.12B is also in line with the discussion in the last section about larger
fluctuations in the balanced regime. It was shown there that having an av-
erage activity closer to the threshold with more frequent crossings led to a
larger overall power spectrum that was more peaked around the dominant
frequency, which is the case here with the network oscillation frequency being
dominant. The cross-spectrum is also improved through the increased activity,
in particular around fosc, because the peaks of the activity at this frequency are
already close to the threshold with fixed weights [Fig. 4.12C, left] and there-
fore the slight boost from random weights will push them over the threshold
[Fig. 4.12C, right]. Unlike in the balanced regime, the amplification of the peak
in the power spectrum is smaller than in the cross-spectrum, resulting in an
increase in the coherence peak. This shows that randomization of synaptic
weights can improve the synchrony bandpass information filter.

4.2.4 Repercussions of postsynaptic detector parameters

Thus far the focus has been on the effect of the synaptic strengths on the infor-
mation transmission, which is a property of the encoding population. In Ch.2,
it was shown that the parameters of the postsynaptic cell (PSC) also play a role
in what information is transmitted by deciding what is read out of its input.
There it was argued that the threshold voltage of the PSC, vT, is analogous to
the threshold of the PSO, ϕ, and its membrane time constant τ likewise corre-
sponds to the integration time window ∆ of the activity measure. Because the
output of a network often projects to many downstream populations, and the
neurons within those populations will display variability in their responses, it
is also relevant to ask to what extent a change in PSC parameters will affect the
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fidelity of the overall transmission and whether different filtering types arise
as a result.

The synchrony measure used thus far has had an activity window that
is fixed to ∆ = 0.5 and a synchrony threshold at ϕ = 0.2, which resulted in a
maximum in the coding fraction at J ≈ 5× 10−4 in Fig. 4.10, where the average
activity was approximately equal to the threshold, R0 ≈ ϕ. This means that
for each threshold there is an optimal average activity that is itself dependent
on the coupling via the stationary firing rate,

R0(J) = r0(J)∆(J). (4.59)

For a fixed activity window, ∆(J) = 0.5, and in the inhibition-dominated
regime, such that r0(J) decreases with increasing synaptic strength up to very
large J [≈ 0.02 in Fig. 4.10], R0 will assume larger values at weaker connec-
tivity. Therefore, the PSO coding fraction with a fixed activity window will
have a maximum at lower J values for higher thresholds, as shown on the left
of Fig. 4.13A. [In order to concentrate on the effect of the PSC, the theoretical
curves are shown without the simulations, but both were confirmed to agree
quite well at these values of J in Fig. 4.9 and Fig. 4.10.] Although the coding
fraction curves for both threshold values have a similar shape, for the higher
threshold (ϕ= 0.2) the maximum is larger because it is at lower synaptic cou-
pling, but for the smaller threshold (ϕ=0.1) the peak is broader.

At J = 0 [Fig. 4.13B left], the coherence function of the PSO with ϕ = 0.1
(magenta, dashed line) looks more like a bandpass filter with poor rejection
outside the band, or a very ineffective low-pass filter with a disproportionately
large peak at the firing rate, compared to ϕ= 0.2 (magenta, solid line), which
retains a lot of low-frequency information. The PSO with ϕ = 0.2 does not
transmit as much overall information as the all-spike output (black, solid line),
but it has a much steeper and stricter cutoff, as discussed above for Fig. 4.9,
and thus could be argued to be a more effective low-pass filter. With higher
connectivity [e.g., J = 0.01 in Fig. 4.13C left], the PSO with ϕ = 0.1 effectively
filters out information above the pass band, although the band is very close to
the box filter frequency anyway. The PSO with ϕ=0.2 retains less information
at low frequencies than with ϕ = 0.1, and is therefore a much sharper band-
pass filter with a magnitude in the pass band that is comparable. The lower
threshold makes the PSO a less effective low-pass filter at low connectivity and
a poorer bandpass filter at larger synaptic strengths. Thus, for a fixed activ-
ity window, the threshold affects the quality of the filter, whereas the type is
determined by the synaptic strength.

Instead of fixing the activity window ∆ (or, equivalently, the membrane
time constant τ of the PSC), it could be adjusted using eq. (4.59) to maintain an
effective average activity to the synchrony detector. For instance, the average
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Figure 4.13: The role of the synchrony parameters on information transmis-
sion. Left (A-C): The activity window is fixed at ∆=0.5. Right (D-F): Average
activity is fixed at R0 = 0.1 by adjusting ∆(J) according to eq. (4.59). A and
D: Coding fraction as a function of the synaptic strength J. In D, the coding
fraction is integrated from f =0 to f =1/∆, which is variable (see e.g., vertical
lines in E and F). B and E: Coherence functions of the feedforward population
(B: J = 0, r0 = 0.452, and R0 = 0.226; E: J = 0, r0 = 0.452, and ∆= 0.22). C and
F: Coherence functions of the recurrent network (C: J = 0.01, r0 = 0.216, and
R0=0.108; F: J=0.01, r0=0.216, and ∆=0.47). All plots are theoretical results.
All-spike: black, solid lines; PSO: magenta, ϕ=0.1: dashed lines, ϕ=0.2: solid
lines. Parameters are the same as in Fig. 4.2. Fig. 9 in Knoll and Lindner (2022).

activity can be held at a constant fraction of a given threshold, λ=R0(J)/ϕ, as
was done in the right column of Fig. 4.13. The activity’s relation to the thresh-
old has a significant effect on the spectral densities of the PSO, in particular
how peaked and large the power spectrum is, which in turn determines the
shape of the coherence, as discussed for the balanced regime in Fig. 4.11C of
Sect. 4.2.2. Adjusting the activity window also changes the range of frequen-
cies over which the coding fraction is integrated, impacting even the all-spike
coding fraction [compare Figs. 4.13A and D]. In addition, the proportion of the
threshold to which the average activity is set selects the filter type for a given
threshold regardless of the synaptic strength. If λ = 1 [which, with R0 = 0.1,
would correspond to ϕ = R0/λ = 0.1 in Fig. 4.13D-F; magenta, dashed line],
the PSO mostly resembles a low-pass information filter, with a coding fraction
curve and coherence function that approximately follow those of the all-spike
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output. If λ=0.5 on the other hand [ϕ=0.2; magenta, solid line], the PSO acts
more consistently like a bandpass filter, with a correspondingly poor overall in-
formation transmission (coding fraction) for all synaptic strengths [Fig. 4.13D].
Thus, if the activity window is adjusted to maintain a fixed average activity,
the threshold selects the filter type, whereas its quality is determined by the
synaptic strength.

4.3 Summary

The correlations in the synaptic input that were assumed in the previous chap-
ter to emerge as the connectivity strength was increased were systematically
investigated in this chapter. First, I treated the time-dependent (correlated)
network rate oscillations around the stationary rate as a current- and noise-
modulating stimulus and used this ansatz to modify the susceptibility. I de-
rived an approximation to the network susceptibility through a mean-field ap-
proach in Sect. 4.1.1, into which exact solutions for the separable susceptibili-
ties can be substituted. I verified this approximation by deriving an equivalent
numerical approximation via a Fokker-Planck equation in Sect. 4.1.2, which
handles the modulations of the probability distribution function and probabil-
ity current as separable solutions.

In order to account for recurrence in the spectral density measures, I used a
linear response ansatz in Sect. 4.1.4 to approximate spatial correlations result-
ing from circuits in the network connectivity. Echos of the stationary power
spectrum and stimulus responses of the neurons are transmitted along these
circuits and result in corrections to terms in both the single-neuron power
spectrum and the pairwise cross-spectrum. These corrections entered the ap-
proximation of the population power spectrum, which was used in conjunc-
tion with the cross-spectrum found in Sect. 4.1.3 (for which I also used the
recurrence-modulated susceptibility) to find the population coherence. With
the aide of previous theories for the partial synchronous output (PSO) spectral
densities, I used these new expressions for the population spectral densities to
find the coherence of the PSO.

I employed the newly won all-spike and PSO coherence functions in Sect.
4.2 to investigate the information transmission in recurrent networks. In gen-
eral, stronger connectivity decreased the overall information transmission, but
sharpened the information bandpass filter of the PSO, particularly at moderate
synaptic strengths. By adjusting the relative inhibitory strength, the network
was brought into the balanced regime, which greatly increased the activity
mean and fluctuations, causing the PSO to become more periodic. This change
in the PSO resulted in nonlinear increases in the power at low frequencies and
around the network oscillation frequency (r0 for the balanced regime), causing
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a crater in the coherence and a global maximum that remained at a consistent
frequency even up to very large connectivity. These nonlinear changes in the
PSO could not be described by the theory, leading to the conclusion that it
cannot accurately capture the coherence peak if the relationship between the
activity and the synchrony threshold cause the PSO to become periodic.

I demonstrated that the relationship between the synchrony threshold and
the activity has repercussions in other situations as well. If the synaptic weights
are drawn randomly from an exponential distribution instead of being fixed,
the extra quenched disorder increases the mean activity and fluctuations, re-
sulting in more synchrony threshold crossings, an increased PSO, and an en-
hancement of the PSO bandpass coherence peak. In addition, the activity’s re-
lation to the synchrony threshold can be determined postsynaptically, through
the integration window size or through the threshold itself. These two param-
eters influence the PSO filter type (low-pass or bandpass) and effectiveness
(amount of information in a band or sharpness of the cutoff).



Concluding Remarks

The study of neural tissue function in this thesis began by abstracting away
the complex physiology of brain tissue in the interest of focusing on firing
dynamics as well as for tractability purposes. Despite some sources of vari-
ability being included in the single-neuron models, much temporal and spatial
structure was neglected. For instance, in Ch.3 and Ch.4 random, sparse con-
nectivity with fixed in-degree was added to the encoding population, which
introduced stochasticity to the dynamics via the topology. It was shown that
the quenched disorder in the topology (and in some cases the weight distri-
bution) can be beneficial to encoding in systems with a lack of heterogeneity
through suprathreshold stochastic resonance. The same topological disorder,
on the other hand, was almost exclusively detrimental in systems that were
already linearized by sufficient amounts of intrinsic noise or other stochastic
sources.

There are other connectivity schemes that can be used as statistical repre-
sentations of the connectivity seen in biological networks, such as small-world
(distance-dependent) and Erdős-Rényi (random in-degree with fixed connec-
tion probability) connectivities, that no doubt would have other effects on the
unperturbed and response statistics of the network. However, these connectiv-
ity schemes are still assuming that specific connections are unimportant, and
instead it is the statistical makeup of the connections and accompanying corre-
lations that are decisive. This contradicts the ‘fire together, wire together’ hy-
pothesis of Hebbian plasticity, which conceptualizes connectivity as the result
of common functionality. It would be interesting to investigate to what extent
non-random topologies would impact the type of encoding investigated here.
For instance, a network could be trained to perform a predetermined func-
tion, and afterward the type of analysis and theoretical measures developed
in this work could be applied to the network with parameters tailored to the
particular task.

The topology used for many of the results in the preceding chapters was
fixed throughout a given trial (frozen noise), which neglects observations that
synapses change and adapt over time, in some cases within tens or hundreds of
milliseconds (Abbott and Nelson, 2000). The present work can thus be viewed
as exploring a possible snapshot in time before such plasticity would have the
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chance to alter the topology, or as describing the activity of a small, fixed clus-
ter embedded in a larger network. In addition, the constant synaptic weights
are clearly a simplification for the sake of convenience that may exclude ben-
efits or harms of changing synapses. In Ch.2 and Sect. 4.2.3, for example,
randomly distributed weights were shown to have a discernible impact on the
information transmission. In general, randomizing the weights reduces the
overall amount of information that can be conveyed, whether between popula-
tions or by a locally recurrent encoding network; although it could be argued,
based on the results in Sect. 4.2.3, that a decrease in information transmission
has a possible utility.

I also demonstrated that the balance between excitatory and inhibitory
synaptic strengths affects the firing regime of the network and can impact
information transmission. A dynamic balance between the inputs has been
argued to be biologically plausible, for example through synaptic plasticity
as demonstrated by Vogels et al. (2011). Therefore, biological networks most
likely transition between balanced and unbalanced regimes, and it would be of
interest to delineate the stimulus conditions under which the network prefers
to be in one regime over the other, so as to further contextualize the results in
Sect. 4.2.2.

Throughout this work, synaptic input was shown to be often well approx-
imated by an uncorrelated (white) Gaussian noise, or, in the case of random
weights in the two-stage network, to be obfuscated by additional noise. For
local recurrence, the extra stochasticity can lead to heterogeneity in the firing
and be beneficial up to a certain synaptic strength, if the network was oth-
erwise insufficiently heterogeneous. In general, however, the extra noise was
found to be detrimental to encoding, as was summarized for inter-stage trans-
mission in Fig. 2.10 in Sect. 2.3 and for recurrence in Fig. 4.9 and Fig. 4.10 in
Sect. 4.2.1.

In Ch.4, the stationary contribution of the network input was again mod-
elled as Gaussian white noise, but in the time-dependent dynamics the recur-
rent input acted as a stimulus that modulated the current and noise intensity.
Such modulation was shown to benefit information transmission in a partic-
ular frequency band. However, even within the band, the magnitude of the
coherence is greatly reduced compared to the magnitude of an unconnected
population’s coherence at the same frequencies [see Fig. 4.9]. Therefore, it is
unclear whether the modulation by the recurrent input serves a purpose unto
itself or is a byproduct of an unknown utility of strong coupling.

In this work two possible encoding schemes were compared: a rate code,
which could be decoded postsynaptically through integration, and a syn-
chrony code, which could be decoded by a coincidence detecting cell. Alter-
natively, the output of the coincidence detector could be modelled by a proxy
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partial synchrony code with appropriately tailored parameters, as discussed
in Sect. 2.2.2. Although theoretically possible, the effects of noisy synapses
discussed in Sect. 2.3 cast doubt on the feasibility of a perfectly integrating
postsynaptic target. In addition, because every postsynaptic cell contains an in-
tegration (membrane) time constant and synchrony (voltage) threshold, some
level of synchrony detection can be expected, in which case information will
be reduced as shown in Sect. 4.2.4.

The multiplexing of information in rate and synchrony codes is undoubt-
edly present in the sensory periphery, where stimuli are first transduced into
spike trains and then propagated to later processing populations. It is unclear,
however, whether this type of direct information transmission is being per-
formed elsewhere in the brain. There are other candidate encoding strategies
[see Dayan and Abbott (2001); Gerstner et al. (2014) for discussions of a few
possible neural codes and their relations]. Some are discrete codes, such as
the propagation of synchronous pulse packets (Diesmann et al., 1999) or in
the latency of the first spike after stimulus presentation. Others consider the
possibility of encoding in the spike timing with respect to the phase of the
stimulus or to the phase of a global oscillation, such as the autonomous net-
work oscillation seen in Ch.4. The definitions of encoding schemes often differ
in name only and are heavily context-dependent, such that the same spiking
behavior can be classified in multiple ways simultaneously.

This work focused on firing rate statistics and correlation measures, in or-
der to quantify changes in neural population dynamics with the introduction
of a stimulus, as demonstrated in Sect. 1.1. Because an optimal stimulus is not
known, information theoretical measures, such as the spectral coherence func-
tion and the coding fraction, as well as the frequency response encapsulated
by the signal-to-noise ratio, were used to evaluate the information transmis-
sion of neural populations. One central result of this thesis is that synaptic
connectivity, whether locally recurrent or in projections to another population,
is quite detrimental to information transmission of this kind. This does not
mean that the pure encoding of time-dependent stimulus features is excluded.
In fact, the loss of information is sometimes preferable, because not all stimu-
lus features are useful for behavior. In addition, a signal with a flat frequency
spectrum (white or broadband noise), although useful to get the response of
the system to a broad range of signal frequencies, is not the optimal stimulus
of the system, as stated in the introduction. The poor encoding of this type of
stimulus might not indicate that networks are bad stimulus propagators per se,
but that the optimal use of the network has yet to be determined.

In light of these caveats, it should also be mentioned that the spectral co-
herence function serves chiefly as a measure of the stimulus’ ability to deter-
mine the system’s output at a particular frequency. The coherence function
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thus quantifies the capacity, or receptiveness, of the system and should not
be understood as an explanation of what is being transmitted and received.
In his letter The Bandwagon (Shannon, 1956), Claude Shannon warned about
the over-interpretation of the same information theoretical techniques that he
himself developed. In this spirit, information transmission quantified by the
coherence function should not be confused with semantic encoding theories,
examples of which include memory engrams (Tonegawa et al., 2015), attractor
clusters (Litwin-Kumar and Doiron, 2012), or hierarchical pattern recognition
(Fukushima, 1980).

Nonetheless, the faithful transmission of time-dependent features of stimuli
is also likely to play a role in semantic encoding, if for no other reason than
because it is one way in which the neural machinery communicates, as has
been repeatedly measured in the sensory periphery. It is therefore important
to better understand the limits of this machinery’s response to stimuli, such
that a fuller picture can be obtained and possibly inform the study of other
encoding theories. The results in this work are a small step in that direction, in
that they elucidate possible effects of synaptic connections on time-dependent
dynamics, correlations, and network noise.
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A Coauthor Contributions

The results in this thesis are the work of the author, Gregory Knoll (GK), and
the following contributers.

GK’s supervisor and Doktorvater, Benjamin Lindner (BL), conceptualized
the projects and provided help with derivations, theoretical concepts, and in
writing and editing manuscripts.

The results in Ch.2 were based on the Master thesis of Žiga Bostner (ZB),
Bostner (2019), which was summarized and extended in the paper Bostner
et al. (2020). ZB performed all simulations and analyses necessary to fit and
compare the partial synchronous output and the postsynaptic cell coherence
functions in Sect. 2.2.3. The results of these simulations and analyses were
used by ZB to create Figures 2.3 and 2.4, which were formatted for the paper
and this thesis by GK. ZB developed the theory used in Sect. 2.2.4, ran simula-
tions, and created the original versions of Figures 2.5 and 2.6; GK reproduced
the simulations and figures, and formatted the figures for the paper and this
thesis. GK extended the theory for a variable bias and ran the simulations to
create Fig. 2.7. The consequences of distributed weights on the information
transmission explored in Sect. 2.3, including the derivations, simulations and
figures are the work of GK.

The work in Sect. 3.5 is based on Kullmann et al. (2022), the single-neuron
results of which are an extension of the Master thesis (Kullmann, 2020) of
Richard Kullman (RK). RK performed the single-neuron simulations, devel-
oped the accompanying single-neuron theory, and created the original versions
of the figures in the panels of Fig. 3.15A, which were formatted for this thesis
by GK. Davide Bernardi (DB) simulated the recurrent network with adapta-
tion and created the original versions of the figures in the panels of Fig. 3.15C,
which were formatted for this thesis by GK. GK created Fig. 3.13, panels C
and D of which appear in, or are an adaptation of, Fig.7 in Kullmann et al.
(2022). GK ran the simulations of the recurrent network without adaptation
and created the figures in the panels of Fig. 3.15B.
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B MICrONS electron microscopy dataset

The images in Fig. 1.1, Fig. 1.2, and Fig. 1.5 were made using the open-access
IARPA MICrONS dataset from MICrONs Consortium et al. (2021), which is a
collaboration of the Allen Institute for Brain Science’s Brain Map project, the
Tolias Lab at the Baylor College of Medicine, and the Seung Lab at Prince-
ton University. It applies artificial intelligence and pattern recognition tech-
niques to a 1.4mm x .87mm x .84 mm volume of P87 mouse visual cortex
imaged by two-photon microscopy, microCT, and serial electron microscopy to
reconstruct soma and entire arbors (axon and dendrite) of neurons and non-
neuronal cells, identify synapses, and classify cells. The volume is split into
two parts: one containing 35% of the volume (minnie35) and the other 65%
(minnie65), the latter of which was used for the images in this work.

Also included in minnie65 is functional imaging data from approximately
75,000 pyramidal neurons, 200 of which were shown in Fig. 1.1 using the Neu-
roglancer tool and the preselected segments in the MICrONS gallery.

Fig. 1.2 and Fig. 1.5 were plotted using MeshParty after retrieving the data
using CAVEclient. In Fig. 1.2, the postsynaptic neuron (PSC; cyan) is cell
864691135415666362; the presynaptic neuron (red) is cell 864691135715227930.
The same two neurons were used in Fig. 1.5 as well, but with different colors,
where the postsynaptic neuron (id=864691135415666362) is now red and the
presynaptic neuron (id=864691135715227930) is the source within the ‘column’
(blue). The green neuron outside the ‘column’ is cell 864691135941277044.

The postsynaptic neuron was chosen because it had the most synapses of
the 78 pyramidal neurons that had been fully proofread, such that their ax-
onal and dendritic arbors were traced out completely. This neuron has 10,074

measured synapses from 8,473 unique presynaptic sources (the largest num-
ber of redundant inputs from the same presynaptic cell is 23, but this may be
due to an improper separation of presynaptic soma, which would lump multi-
ple neuronal segments together). Of these presynaptic sources, the location of
the soma of only 336 could be found, reducing the number of synapses for this
distance-based analysis to 687. The rest of the synapses could not be attributed
to a particular soma, either because the soma is outside the EM volume or due
to errors in the segmentation or classification. The soma of 230 sources (499

synapses, 72.6%; cyan points in Fig. 1.5B) were found to be located within
150µm of the PSC in the x,z-plane, and the remaining 106 soma (188 synapses,
27.4%) were considered outside the column (gray points).

For the connection probability, the number of unique presynaptic sources
within the column (230) was used instead of the number of synapses (499),
because redundant synapses were used to calculate the effective ‘synaptic
strength’ (see text). Within the defined column (150µm from the PSC in the
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x,z-plane), 12,111 neurons were identified, giving a connection probability es-
timate of 230/12, 111 ≈ 0.019.

The small inset legend in Fig. 1.5B can be used to get a rough estimate of
the location of the PSC and its presynaptic sources. The x,z-plane is along the
cortical surface and contains four regions of visual cortex: primary visual cor-
tex (VISp), rostrolateral visual cortex (VISrl), anterolateral visual cortex (VISal),
and lateromedial visual cortex (VISlm). The y-axis extends down from the pia
(surface) through the cortical layers to the myelinated white matter (bottom),
such that the larger positive numbers on this axis are in deeper layers relative
to the surface. Assuming each layer is about 100-200µm in depth [cf. Scala
et al. (2019)], the location of the PSC could be estimated to be in layer L2/3

of VISrl, while the two highlighted presynaptic sources (blue and green in
Fig. 1.5A) appear to be in layer L4, the green neuron in VISp and the blue in
VISrl.

For the excitatory-inhibitory plots in Fig. 1.5C and Fig. 1.5D, even fewer
unique presynaptic neurons could be used, because, in addition to the soma
not being identified, some had not been classified as excitatory or inhibitory.
Thus the number of sources was reduced to 294 with 636 (195 excitatory; 441

inhibitory) synapses. Additionally, only 196 of the sources were within the
column, leaving 457 valid synapses, 120 excitatory and 337 inhibitory (green
and red points in Fig. 1.5C and histograms in Fig. 1.5D, respectively). For
the ‘all synapses’ histogram (purple; identical on both the left and right of
Fig. 1.5D), all 10,074 synapses could again be used, because the properties of
the presynaptic soma (excitatory verus inhibitory or somatic distance from the
PSC) were unnecessary. Instead only the distance of the synapse (on the PSC
itself) from the soma along the arbor was used. The ‘all synapses’ histogram
also contains the excitatory and inhibitory synapses shown by the other his-
tograms, meaning there is some redundant information.
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C Visual coding Neuropixels dataset

The neuronal data used in Fig. 1.3 was provided by the Allen Institute (Allen
SDK) and is freely available online. The data was collected by Siegle and Jia et
al. (2021) from the mouse visual cortical and thalamic areas using Neuropix-
els probes, which are able to simultaneously record from large numbers of
‘units’ (neurons) across brain areas with precise spatial and sub-millisecond
temporal resolution (Jun and Steinmetz et al., 2017). Information about the
recording session and specimen from which the data in Fig. 1.3 was collected
are provided in Table A.1.

session ID 719161530

specimen id 703279284

session type brain observatory 1.1

age in days 122

sex M

full genotype Sst-IRES-Cre/wt;Ai32(RCL-ChR2(H134R) EYFP)/wt

unit count 755

channel count 2214

probe count 6

Table A.1: Metadata for visual coding dataset used in Fig. 1.3.

The output statistics were calculated from the data of a single session (id:
719161530), over 15 periods of spontaneous activity ranging from 1 to 301

seconds in length, with an average of 82s, and 628 presentations of drifting
gratings with different temporal frequencies and orientations for 2 seconds.
What is meant by a trial in the following is a period over which spontaneous
activity was measured or a stimulus was presented.

The following statistics were collected from the 52 units that were tagged as
being in the primary visual cortex (VISp). The interspike interval distribution
in Fig. 1.3B and the Fano factor values [eq. (1.5)] in Fig. 1.3C were calculated
for all available units over a 200ms window within each trial (n = units ×
trials). The correlation functions in Fig. 1.3D and Fig. 1.3E were calculated
from 2 seconds of each trial by first binning responses in time with bin sizes
of 10ms.
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D Analytical expressions for LIF neuron firing statis-
tics

Neurons receiving Gaussian white noise

The stationary firing rate of a leaky integrate-and-fire neuron with a refractory
period τref, and threshold and reset voltages vT and vR, respectively, receiving
Gaussian white noise with a total intensity of D and a total bias µ is given by
(Siegert, 1951; Ricciardi, 1977)

rGN =

[
τref +

√
π
∫ µ−vR√

2D
µ−vT√

2D

ez2
erfc(z)dz

]−1

. (A.1)

The power spectrum is given by (Lindner et al., 2002)

SGN(ω) = rGN

∣∣∣∣∣Diω

(
µ−vT√

D

)∣∣∣∣∣
2

− e2Λ

∣∣∣∣∣Diω

(
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D

)∣∣∣∣∣
2

∣∣∣∣∣Diω

(
µ−vT√

D

)
− eΛeiωτrefDiω

(
µ−vR√

D

)∣∣∣∣∣
2 , (A.2)

with use of the parabolic cylinder function Diω(z) (Abramowitz and Stegun,
1970) and where

Λ =
v2

R − v2
T + 2µ(vT − vR)

4D
. (A.3)

The current-modulation susceptibility, which gives the firing rate response to an
additive, sinusoidal current signal with frequency ω, is given by (Lindner and
Schimansky-Geier (2001); for an equivalent result, cf. Brunel et al. (2001))

χ
µ,GN(ω) =

rGN√
D

iω
iω − 1

Diω−1

(
µ−vT√

D

)
− eΛDiω−1

(
µ−vR√

D

)
Diω

(
µ−vT√

D

)
− eΛeiωτrefDiω

(
µ−vR√

D

) . (A.4)

For a detailed derivation, see Lindner (2002). The noise-modulation susceptibility
(Lindner and Schimansky-Geier, 2001)

χD,GN(ω) =
rGN

D
iω(iω − 1)

2 − iω

Diω−2

(
µ−vT√

D

)
− eΛDiω−2

(
µ−vR√

D

)
Diω

(
µ−vT√

D

)
− eΛeiωτrefDiω

(
µ−vR√

D

) (A.5)

on the other hand is the response to a sinusoidal signal with frequency ω

which modulates the intensity of the fluctuations in the noise.
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Neurons receiving Poissonian (shot) noise

The stationary firing rate of a leaky integrate-and-fire neuron, with membrane
time constant τm, bias µ, threshold voltage vT, and reset voltage vR, receiving
Poissonian input, each spike of which receives an individual, random synaptic
weight drawn from an exponential distribution with average ⟨ak⟩, is given by
Richardson and Swarbrick (2010) (although µ was not present there; it was
subtracted according to Sect. 2.2.4)

rSN =

[
τm

∫ 1/⟨ak⟩

0

1
sZ0(s)

( es(vT−µ)

1 − ⟨ak⟩ s
− es(vR−µ)

)
ds

]−1

, (A.6)

where the total input rate rin (in the Sect. 2.2.4 rin = Rpop = NrGN) is used in
the generating function for the subthreshold-voltage moments,

Z0(s) = (1 − ⟨ak⟩ s)−τmrin . (A.7)

A closed-form expression for the power spectrum exists (Droste, 2015; Droste
and Lindner, 2017a)

SSN(ω) = rSN

∣∣∣e−iωτrefF (vT, ω)
∣∣∣2 − ∣∣∣ rin

rin−iωG(vR, ω)
∣∣∣2∣∣∣e−iωτrefF (vT, ω)− rin

rin−iωG(vR, ω)
∣∣∣2 , (A.8)

with confluent hypergeometric functions (Abramowitz and Stegun, 1970)

F (v, ω) := 1F1

(
− iωτm; (rin − iω)τm;

v − µ

⟨ak⟩

)
, (A.9)

and
G(v, ω) := 1F1

(
− iωτm; 1 + (rin − iω)τm;

v − µ

⟨ak⟩

)
. (A.10)

This is equivalent to the earlier result by Richardson and Swarbrick (2010),
which requires numerical integration.

An expression for the susceptibility was also first derived by Richardson and
Swarbrick (2010) and requires numerical integration. The equivalent expres-
sion by Droste (2015); Droste and Lindner (2017a) for µ > vR,

χSN(ω) =

∫ vT
vR

P0(v)
[
(rin − iω)F (v, ω)− rinG(v, ω)

]
dv

(rin − iω)F (vT, ω)− rineiωτrefG(vR, ω)
(A.11)

with stationary probability

P0(v) =
τmrSN

⟨ak⟩
e−ϕ(v)

µ − v

∫ v

vT

eϕ(x)dx, (A.12)
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where
ϕ(v) =

v
⟨ak⟩

− τmrin ln(|µ − v|), (A.13)

requires integration as well, but is given here because it was used for the
results in this text.

E Describing the system state with a drift-diffusion
model

The following is a cursory summary of the FPE and a contextualization for the model of
interest in this thesis. The information has been collected from many sources including,
but not limited to, Risken (1984); Gardiner (1985); Brunel (2000); Lindner (2002);
Richardson (2007, 2008); Gerstner et al. (2014); Lindner (2018), and the references
over specific expressions are not necessarily unique to those sources. For detailed,
general treatments of the FPE, two standard references are Risken (1984); Gardiner
(1985).

The Fokker-Planck equation (FPE) is a partial differential equation that de-
scribes the evolution of the probability density function of a system variable
in time and space, or phase space, by a first-order drift term and a second-order
diffusion term. For the leaky neuron model under consideration [eq. (1.49)], the
drift term describes the effect of drag forces, the leak and constant bias, and
the diffusion term describes fluctuations and stochasticity in the system, such
as the intrinsic white noise term.

In the context investigated here, the probability density function of interest
is P(v, t), which gives the probability of finding a neuron’s subthreshold volt-
age at a specific value v at time t, which can be integrated over some voltage
interval [v, v + ∆v] to find the voltage probability within that range. An alter-
native conception would be to imagine many trials of the same experiment or
many neurons in a network, in which case P(v, t) would be the proportion of
voltage trajectories in those trials or in the network for which the subthreshold
voltage is equal to v at time t. Because the voltage trajectory is a continuous
function in voltage and time and is a ‘conserved’ quantity (it does not simply
end or disappear, such that if it enters an interval it will either remain there
or exit), a continuity equation can be written for this system, which states that
the change in the probability of finding a trajectory (or proportion of trajecto-
ries) in the voltage interval [v, v + ∆v] in time must be equal to the difference
between the influx and efflux of probability through that voltage interval at
a fixed point in time, known as the probability flux or current and denoted
J(v, t),

∂P(v, t)
∂t

+
∂J(v, t)

∂v
= 0. (A.14)
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The continuity equation is a very important relation when working with the
FPE, as shall become clear in the following.

So far the concept of the voltage probability density function and the use-
fulness of finding its time evolution by means of the FPE have been discussed,
but a concrete form of the FPE has not been given. In general, the (Ito) stochas-
tic differential equation

dx(t) = A[x(t), t]dt +
√

B[x(t), t]dW(t), (A.15)

with Wiener process increments dW(t), has a corresponding Fokker-Planck
equation of the form [see Gardiner (1985), Ch. 5.2 Fokker-Planck Equation in
One Dimension]

∂ f (x, t)
∂t

= − ∂

∂x

[
A(x, t) f (x, t)

]
+

1
2

∂2

∂x2

[
B(x, t) f (x, t)

]
, (A.16)

where A(x, t) is the drift coefficient and B(x, t) is the diffusion coefficient.
Compared to the stochastic differential equation in eq. (1.49), which models
the subthreshold voltage v(t), it can be seen that x(t) 7→ v(t), and after scaling
time with respect to the membrane time constant (written here as τ instead
of τm), dt 7→ dt/τ, the drift and diffusion coefficients in eq. (A.15) have the
following correspondence to the LIF model:

A[x(t), t] 7→ µ(t)− v(t)
τ

, B[x(t), t] 7→ 2D(t)
τ

. (A.17)

These expressions can be substituted into eq. (A.16), such that f (x, t) 7→ P(v, t)
and a Fokker-Planck equation for the LIF model can be derived which has the
form (Brunel, 2000; Lindner, 2002; Richardson, 2007; Gerstner et al., 2014)

∂P(v, t)
∂t

= − ∂

∂v

[
µ(t)− v

τ
P(v, t)

]
+

1
2

∂2

∂v2

[
2D(t)

τ
P(v, t)

]
. (A.18)

In other words, the change in time of the voltage’s probability density function,
∂P/∂t, is due to a voltage shift of the distribution resulting from the drift term
(first term on the r.h.s.) and a change in the width of the distribution resulting
from the noise source (second term on the r.h.s.). It should be noted that
any background synaptic input to the neuron which can be be approximated
by the diffusion approximation can be readily incorporated into eq. (A.18) by
adjusting the mean µ and noise intensity D as described in Sect. 1.3.4.

The r.h.s. of eq. (A.18) can be generalized further by introducing two opera-
tors that act on the probability density function [see, e.g., eq.(2) in Richardson
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(2007)],

∂P
∂t

=

:= L, Fokker-Planck operator︷ ︸︸ ︷
− ∂

∂v

(
µ(t)− v

τ
− D(t)

τ

∂

∂v

)
︸ ︷︷ ︸
:= J , current operator

P = LP = − ∂

∂v
(J P), (A.19)

giving a very concise, general definition of the Fokker-Planck equation, tying
the time evolution to the application of operators which encapsulate the afore-
mentioned drift and diffusion forces. The first operator, L, encompasses all of
the operations performed on P in order to calculate its time derivative, and is
therefore a form of the Fokker-Planck operator specific to the system of inter-
est. The second is a linear operator that is a system-specific example of the
current operator, so named because the current can be found by applying it to
the probability density [cf. eq.(3) in Richardson (2007)],

J P = J, (A.20)

a relation which can be found by comparing eq. (A.19) and eq. (A.14). For
convenience, all relations presented thus far can be concisely summarized:

∂P
∂t

= LP = − ∂

∂v
J P = − ∂J

∂v
⇒ ∂P

∂t
+

∂J
∂v

= 0. (A.21)

In addition to the partial differential equation (A.18), the probability den-
sity function’s time evolution is only fully determined once a number of bound-
ary conditions have been defined. The first of such conditions results from the
LIF model’s voltage threshold, vT, which acts as an absorbing boundary in the
distribution’s dynamics. When a trajectory reaches the threshold, it is reset to
the voltage vR after an absolute refractory period τref. In terms of the absorb-
ing boundary, the probability of finding a trajectory exactly at (or above) the
threshold (denoted by vT− so as to indicate approaching the threshold from
smaller values) is zero (Lindner, 2002; Richardson, 2007),

P(vT−, t) = 0. (A.22)

The probability density function is continuous for all voltages up to the thresh-
old, and may assume positive values at voltages below the reset point.

The trajectories that reach the threshold are absorbed, such that the proba-
bility current just below the threshold at time t, J(vT−, t), is equivalent to the
firing rate at time t (Lindner, 2002; Richardson, 2007),

J(vT−, t) = r(t). (A.23)
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Because they are being removed from the dynamics, these trajectories are col-
lectively referred to as a current sink at the threshold, and the boundary con-
ditions in eqs. (A.22)-(A.23) can be included in the continuity equation (A.14)
by writing the current sink as

−r(t)δ(v − vT). (A.24)

The voltage trajectories that are absorbed at the threshold are reinserted
into the FPE dynamics at the reset voltage. The reinserted trajectories result in
a jump in the probability current at the reset voltage that is also equivalent to
the firing rate, but after the refractory period [cf. Brunel (2000), eq. (10)],

J(vR+, t)− J(vR−, t) = r(t − τref), (A.25)

which can be included in the continuity equation (A.14) as a current source at
the reset voltage,

+r(t − τref)δ(v − vR). (A.26)

(Another possible boundary condition would be the natural boundary condi-
tion, limv→−∞ P(v, t) = 0 (Lindner, 2002) [see also Brunel (2000), eq. (11)]).

Incorporating the boundary conditions into the continuity equation will
be key to solving the ordinary differential equation for J that will be encoun-
tered in the following, and this updated continuity equation has the form [cf.
Richardson (2008), eq.(1)]:

∂P(v, t)
∂t

+
∂J(v, t)

∂v
= r(t − τref)δ (v − vR)︸ ︷︷ ︸

source at reset

− r(t)δ (v − vT)︸ ︷︷ ︸
sink at threshold

. (A.27)

Finally, because P(v, t) is a probability density function, it must be normal-
ized to one (Richardson, 2008; Lindner, 2018),∫ vT

−∞
P(v, t)dv +

∫ t

t−τref

J(vT, t′)dt′ = 1. (A.28)

The normalization includes not only the trajectories accounted for by the prob-
ability density function up to the threshold (first term on the l.h.s.), but also
any trajectories which are waiting a refractory period to be reset (second term
on the l.h.s.) and thus not partaking in the dynamics at time t.

E.1 Analytical expression for the stationary firing rate

The derivation of the stationary firing rate has been demonstrated in countless sources,
but is reviewed here as an introductory example and serves as context for the numerical
method in the subsequent sections.
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In the stationary state, the probability density is constant in time, such that
its time derivative can be set to zero,

∂P
∂t

!
= 0 = L0P0, (A.29)

where the steady-state Fokker-Planck operator L0 now operates on the station-
ary density P0. The current is likewise stationary and constant across voltages,
except at the sink and source due to the threshold-and-reset mechanism, which
can be expressed using the continuity equation with the boundary conditions
in eq. (A.27),

dJ0

dv
= r0 [δ (v − vR)− δ (v − vT)] (A.30)

−dJ0

dv
= r0 [δ (v − vT)− δ (v − vR)] ,

where the partial derivative in voltage can now be expressed as an ordinary
derivative because a change in time has been excluded, and the stationary
rate r0 has been substituted for r(t − τref). It is unnecessary to include the
refractory period in the steady-state current or probability density function
equations, because all state quantities can be adjusted afterwards according to
[see (Richardson, 2007), Appendix B. Absolute refractory period]

r0ref =
r0

1 + τrefr0
and P0ref =

r0ref

r0
P0. (A.31)

The reason for finding the negative of the ordinary derivatives [the second
line of eq. (A.30), as opposed to the first] will be expounded upon in the next
section.

The steady-state current operator,

J0 =

(
µ0 − v

τ
− D0

τ

d
dv

)
, (A.32)

can be applied to the stationary probability density, as in eq. (A.20), such that
an ordinary differential equation (ODE) can also be found for the stationary
probability density function in terms of the stationary current in eq. (A.30):

J0P0 = J0 (A.33)(
µ0 − v

τ
− D0

τ

d
dv

)
P0 = J0

− d
dv

P0 =
τ

D0

(
−µ0 − v

τ
P0 + J0

)
−dP0

dv
=

(
v − µ0

D0

)
P0 +

(
τ

D0

)
J0.
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Notice that the bias and noise intensity have also been assigned their stationary
values in eqs. (A.32) and (A.33), which may also include corrections from
the diffusion approximation. Because J0 is proportional to r0 [which can be
seen directly from Eq. (A.30)], and P0 is related to J0 by a linear operator (the
stationary current operator J0), the stationary density is also proportional to
r0. Therefore, r0, which is thus far unknown, can be factored out of the two
ODEs in eq. (A.30) and eq. (A.33), giving

j0 = J0/r0 and p0 = P0/r0, (A.34)

and thus a system of two equations with only two unknowns, making it fully
determined.

Regardless of the method used, whether analytical or numerical, once j0
and p0 have been found, they can be plugged into the normalization condition
in eq. (A.28) to find an analytical equation for the stationary firing rate,∫ vT

−∞
P0(v)dv +

∫ t

t−τref

J0(vT, t′)︸ ︷︷ ︸
r0 [eq. (A.25)]

dt′ = 1 (A.35)

r0

[ ∫ vT

−∞
p0(v)dv +

∫ t

t−τref

dt′
]
= 1

r0 =

[
τref +

∫ vT

−∞
p0(v; µ0, D0)dv

]−1

.

It should now be clear from the results in eq. (A.34) and eq. (A.35) how the
relations between the refractory and nonrefractory stationary firing rates and
probability densities in eq. (A.31) were derived.

In some cases, an analytical expression for the probability density is known,
such that the integral in eq. (A.35) can be solved or simplified, yielding an exact
solution to the stationary firing rate. For instance, for the perfect integrate-and-
fire model, which has no leak term −v(t), the integral over the probability
density simply has the form (vT − vR)/µ (Abbott and van Vreeswijk, 1993;
Lindner, 2018), whereas for the LIF model it remains an integral equation that
must be solved numerically [see eq. (A.1)], but is still exact.

E.2 Threshold integration Euler method

There is an alternative approach to solving eq. (A.35) for the firing rate, even if
an explicit expression for the probability density is not known. This thresh-
old integration method was first presented in Richardson (2007) to find the
firing rate response to multiple external modulation types in leaky and ex-
ponential integrate-and-fire models [the time-dependent response to modula-
tion will be discussed at length in Sects. (4.1.1)-(4.1.2)], and later applied to
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recurrent inhibitory networks (Richardson, 2008) and models with shot-noise
input (Richardson and Swarbrick, 2010). Instead of analytically solving the
Fokker-Planck equation for a closed form solution or intermediate analyti-
cal simplification, the threshold integration method first decouples the partial
differential FPE into two ordinary differential equations, one for the current
and one for the probability density function, by treating internal and external
perturbations as linear combinations that can be dealt with independently (al-
though this is not necessary for the trivial stationary case, where the current is
already independent of P0). The ordinary differential equations for the current
and density function [e.g., in eq. (A.30) and eq. (A.33)] are then numerically
integrated from the threshold to some lower bound on the voltage where the
current is zero, J(vLB, t) = 0, in place of integrating from negative infinity to
the threshold. The integration is carried out by means of a modified Euler
method, different aspects of which will be explained in more detail in this
section, Sect. 4.1.2, and in Appendix F [see also very detailed discussions in
Richardson (2007), Richardson (2008), and Gerstner et al. (2014)].

Integration of the coupled differential equations is performed over a range
of voltages, instead of over time as in the Monte Carlo simulations for the
neuronal Langevin equations in eq. (1.49). The voltage range is discretized
into n + 1 bins of size ∆v

v[k] = vLB + k∆v, k = 0, 1, . . . , n,

where v[0] = vLB, v[n] = vT, and there is some bin, kre, within which the reset
voltage vR falls. The integration starts at the threshold and works backwards to
vLB, which is chosen to be sufficiently below the reset, such that all significant
contributions to the firing rate and probability density function are accounted
for, i.e., J(vLB, t) = 0 such that

∫ vLB
−∞ P(v, t)dv ≈ 0, as discussed above [see

Richardson (2007) for a discussion].
All probability density function ODEs that result from the decoupling of

the current and density functions in the Fokker-Planck equation will have the
form

−dP
dv

= GP + H, (A.36)

where G is the coefficient for the probability density function itself (leak and
other drift terms) and H contains the current modulation or any other driving
terms. The traditional Euler method can also be used, but in some cases has
problems converging. It is therefore helpful to first partly solve the differen-
tial equation (A.36) using variation of parameters (constants), which has the
general form:

P[k − 1] = P[k] exp

{ ∫ v[k]

v[k−1]
G(v)dv

}
(A.37)
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+
∫ v[k]

v[k−1]
H(v) exp

{ ∫ v

v[k−1]
G(u)du

}
dv.

This can be approximated by expanding G and H, which are both functions of
v, around their values in bin k (i.e., around v[k], yielding G[k] = G(v[k]) and
H[k] = H(v[k])) to zeroth order in ∆v:

exp

{ ∫ v[k]

v[k−1]
G(v)dv

}
≈ exp

{ ∫ v[k]

v[k−1]
G[k]dv

}
(A.38)

= exp

{
G[k]

∫ v[k]

v[k−1]
dv︸ ︷︷ ︸

∆v

}
= e∆vG[k]

and, similarly for H,

∫ v[k]

v[k−1]
H(v) exp

{∫ v

v[k−1]
G(u)du

}
dv (A.39)

≈ H[k]
∫ v[k]

v[k−1]
exp

{
G[k](v − v[k − 1])

}
dv = H[k]

(
e∆vG[k] − 1

G[k]

)
.

Inserting eqs. (A.38)-(A.39) into eq. (A.37) gives the general Euler algorithm
to numerically solve eq. (A.36),

P[k − 1] ≈ P[k] e∆vG[k]︸ ︷︷ ︸
:=A[k]

+H[k]

(
e∆vG[k] − 1

G[k]

)
︸ ︷︷ ︸

:=B[k]

(A.40)

= P[k]A[k] + H[k]B[k].

Because B[k] has G[k] in the denominator, and G[k] is not limited to being
strictly nonzero, this can cause a division by zero. However, this is corrected
for by simply setting B[k] → ∆v wherever G[k] → 0, which can easily be seen
in the integral from which B[k] was derived [eq. (A.39)], where it is clear that
setting G[k] → 0 results in the exponential function being one and the whole
integral equaling ∆v.

Once the current j0 and the probability density p0 are found from the
threshold integration method, the stationary firing rate can be calculated by
numerically integrating over the probability density, as given in eq. (A.35):

r0 =
1

∆v ∑k p0[k] + τref
. (A.41)
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Figure A.1: Threshold integration reproduces exact results for the stationary
firing rate. The stationary firing rate r0 [eq. (A.35)] of a leaky integrate-and-
fire neuron [eq. (1.49)] in the noise-driven, subthreshold (µ < vT = 50mV)
and suprathreshold (µ ≥ vT = 50mV) regimes, calculated from the exact so-
lution in eq. (A.1) (green, solid line) and the threshold integration method
in eq. (A.41) (green circles). Physiological parameters taken from Richard-
son (2007), Fig.1, case ii: τ = 20ms, τref = 0ms, D = 25mV2, vT = −50mV,
vR=−60mV, vLB=−100mV, ∆v=10µV.

As shown in Fig. A.1, these numerical results quite accurately reproduce the
exact results given in eq. (A.1) for a broad range of bias values, in both the
noise-driven, subthreshold (µ < vT) and suprathreshold (µ ≥ vT) regimes.
The specific implementation of the Euler method for the steady-state of the
LIF model is provided in Appendix F.1, and the general threshold integration
framework presented in this section will be used further to find the time-
dependent rate response in Sect. 4.1.2.

The LIF Fokker-Planck equation presented in eq. (A.18) maintains its steady-
state form [eq. (A.33)] for recurrent networks if the diffusion approximation
[see Sect. 3.1] is used to augment the mean and noise intensity in order to
accommodate the stationary statistics of the recurrent input. However, it be-
comes a nonlinear (mean-field) Fokker-Planck equation, meaning the drift
[A(x, t)] and diffusion [B(x, t)] coefficients are dependent upon the rate of
the system itself, as was described in Sect. 3.1. The integral expression for the
stationary rate in eq. (A.35) still applies and can be solved as was done pre-
viously, either analytically or using the threshold integration method with the
algorithm given in Appendix F.1.
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F Threshold integration algorithms

The following presentation of the threshold integration Euler algorithms is a
brief overview of the arguments put forth in Appendix A of Richardson (2007)
and Appendix 5.1 of Richardson (2008).

F.1 The steady-state Euler

In the steady-state, threshold integration does not confer an advantage over
traditional Euler methods for the stationary current ODE, dJ0/dv in eq. (A.30),
because it is independent of (uncoupled from) P0 naturally through the con-
tinuity equation [see eq. (A.27)] and otherwise has only two delta functions.
Once the solution for J0 has been found, it can be inserted into the stationary
distribution’s ODE, dP0/dv in eq. (A.33).

The following Euler integration algorithms are for the scaled current and
probability density in eq. (A.34), thus simplifying the calculation by removing
r0. Once integration over the current and distribution function is performed, r0
can be found by summing over p0 as in eq. (A.35) (but from vLB to threshold,
instead of from −∞) and used to find the full, unnormalized current and
density by multiplying j0 and p0 by r0, respectively.

As stated above, the integration of the differential equation for the current
is uncomplicated. Eq. (A.30) is simply integrated using the traditional Eu-
ler method, but with respect to voltage, instead of with respect to time, and
backward from vT:

−dJ0

dv
= r0 [δ (v − vT)− δ (v − vR)] 7→ j0[k − 1] = j0[k]− δk,kre+1. (A.42)

Notice that integrating backward from the threshold negates the negative sign
on the LHS of the differential equation, meaning that, instead of the threshold
being a current sink and the reset being a source, their roles are switched:
the threshold gives a +1 to the integration (with is the initial condition of the
integration) and at the reset a −1 is injected, as seen by the negative before the
Kronecker delta on the r.h.s. of the right equation. The delta at the threshold
(the first term on the r.h.s. of the left equation) is implemented by setting
j0[n] = 1 as the initial condition of integration [n = (vT − vLB)/∆v being the
number of voltage bins], which is natural because the integration starts at the
threshold, v[n] = vT. The second delta, occurring at the reset, is similarly
implemented by subtracting 1 (injecting −1) at k = kre + 1 (kre + 1 because this
is the update step for k − 1, such that kre + 1 − 1 = kre), which is indicated by
the Kronecker delta on the r.h.s. of the Euler algorithm on the right. Notice
that the signs on the left can be maintained, because the negative in the left
equation is compensated for by integrating in the negative direction.
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In order to use the approximate Euler step for P in eq. (A.40), the forms for
A, B, and H, and therefore also G, need to be found. Comparing eq. (A.33)
(reproduced here)

−dP0

dv
=

(
v − µ0

D0

)
P0 +

(
τ

D0

)
J0 (A.43)

and eq. (A.36) (reproduced here for the stationary distribution, P0)

−dP0

dv
= GP0 + H, (A.44)

it can be seen that

G[k] =
v[k]− µ0

D0
and H[k] =

τ

D0
j0[k]. (A.45)

Plugging H into eq. (A.40) gives:

−dP0

dv
=

(
v − µ0

D0

)
P0 +

(
τ

D0

)
J0 7→ p0[k − 1] = p0[k]A[k] +

τ

D0
j0[k]B[k], (A.46)

with

A[k] = e∆vG[k] and B[k] =

(
e∆vG[k] − 1

G[k]

)
(A.47)

Note: the definition of B[k] above differs from Richardson (2007) in that the
1/σ2 = 1/D0 term has been factored out and included in H instead. However, it
is useful to include it in B in the code implementation for simplicity and efficiency,
where it can be computed once before integration, avoiding an additional division
operation in each Euler step.

F.2 Euler for external and recurrent modulations

As shown in eq. (4.26) of Sect. 4.1.2, the ODEs of the modulated current and
probability density can be viewed alternatively as a system of four coupled
ODEs. The four equations can be solved pairwise by setting either the rate or
stimulus modulation to zero and solving the resulting pair of coupled ODEs
for a single modulation type. The results from both pairs are then combined
into a superposition of the separable solutions in eq. (4.26), and the full mod-
ulated current can be used to find the susceptibility according to eq. (4.28).

Starting with the rate modulation, the pair of ODEs can be separated by
first setting the stimulus amplitude εs to zero in eq. (4.26) and then dividing
by r̂1, such that Ĵ1 = ĵr and P̂1 = p̂r. These normalized values can then be
substituted into the ODE for the modulated current in eq. (4.11),

−dĴ1

dv

∣∣∣
r̂1

!
=1,εs

!
=0

= iωsP̂1 (A.48)
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+r̂1

[
δ (v − vT)− e−iωsτrefδ (v − vR)

] ∣∣∣
r̂1

!
=1,εs

!
=0

−d(r̂1 ĵr + εs ĵε)
dv

∣∣∣
r̂1

!
=1,εs

!
=0

= iωs(r̂1 p̂r + εs p̂ε)

+r̂1

[
δ (v − vT)− e−iωsτrefδ (v − vR)

] ∣∣∣
r̂1=1,εs=0

−dĵr
dv

= iωs p̂r + δ (v − vT)− e−iωsτrefδ (v − vR) ,

which has the corresponding Euler step

ĵr[k − 1] = ĵr[k] + ∆viωs p̂r[k]− e−iωsτrefδk,kre+1. (A.49)

The Euler step is actually quite simple because two of the three terms on the
r.h.s. of eq. (A.48) are dirac delta functions; the delta at threshold is handled
by the initial condition of the integration, which starts at the threshold, and the
delta at the reset voltage is handled by injecting the “phase” term, −e−iωsτref ,
into the bin adjacent to the reset bin, as discussed for the steady-state Euler
algorithm in the previous section. Unlike for the steady-state, where the state
variables can be adjusted afterwards to account for the refractory period [see
eq. (A.31)], in the time-dependent solution the refractory period is explicit,
hence the injection of an exponential value instead of one at the reset. The last
difference between the Euler steps in eq. (A.42) and eq. (A.49) is the inhomo-
geneous term, iωs p̂r, in the perturbed current. In typical Euler fashion it is
simply multiplied by the voltage step ∆v.

The modulation of the density by the rate is similarly found starting with
eq. (4.24),

−dP̂1

dv

∣∣∣
r̂1

!
=1,εs

!
=0

=
1

D0

[
(v − µ0)P̂1 + τ Ĵ1 − µ̂P0 + D̂

dP0

dv

] ∣∣∣
r̂1

!
=1,εs

!
=0

(A.50)

−dp̂r

dv
=

1
D0

(v − µ0) p̂r + τ ĵr −

 µ̂︸︷︷︸
[eq. (4.25)]

∣∣∣
r̂1

!
=1,εs

!
=0

 P0

+

 D̂︸︷︷︸
[eq. (4.25)]

∣∣∣
r̂1

!
=1,εs

!
=0

 dP0

dv


=

1
D0

[
(v − µ0) p̂r + τ ĵr

−
(

εs + τ JCE(1 − γg) p̃d(−ωs)r̂1

)∣∣∣∣∣
r̂1

!
=1,εs

!
=0

P0
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+

(
1
2

τ J2CE(1 + γg2) p̃d(−ωs)r̂1

)∣∣∣∣∣
r̂1

!
=1,εs

!
=0

dP0

dv

]

=
1

D0

[
(v − µ0) p̂r + τ ĵr −

(
τ JCE(1 − γg) p̃d(−ωs)

)
P0

+
(1

2
τ J2CE(1 + γg2) p̃d(−ωs)

)dP0

dv

]
.

Comparing eq. (A.50) to eq. (A.36), which is repeated here,

−dP
dv

= GP + H,

it can be seen that

G[k] =
v[k]− µ0

D0
(A.51)

and

H[k] =
1

D0

[
τ ĵr[k]−

(
τ JCE(1 − γg) p̃d(−ωs)

)
P0[k] (A.52)

+

(
1
2

τ J2CE(1 + γg2) p̃d(−ωs)

)
dP0[k]

dv

]
,

where dP0[k]/dv is measured from the previous timestep as (P0[k] − P0[k −
1])/∆v. Note the minus sign for the argument to the synaptic delay charac-
teristic function, p̃d(−ωs). G[k] and the ĵr[k] prefactor in H[k] are the same
terms found in the steady-state solution and agree with the results of Richard-
son (2008), G(v) in eq. (56) (with an additional ψ term for the exponential
integrate-and-fire model) and H(k)

r in eq. (61), respectively. The conspicuous
difference from previous studies is obviously the presence of the recurrent in-
put modulation at the firing rate, which acts like a current modulation of the
stationary probability density and as a noise modulation of its derivative.

The results for H[k] in eq. (A.52) and G[k] in eq. (A.51) are used in the Euler
integration of p̂r[k] according to eq. (A.40), with initial condition p̂r[n] = 0 due
to the absorbing boundary. The integration for the current of eq. (A.49) is
carried out concurrently and is implemented by first setting ĵr[kvT = n] = 1
(this is the rate modulation current, therefore there is a sink at threshold equal
to the rate, which is normalized to one) and integrated down to the zeroth bin,
klb = 0, with the only exception being to subtract e−iωsτref at kre+1.

In the same manner as was done for the rate modulated pair, to isolate the
modulation by the external signal, r̂1 is set to zero and εs to one in eq. (4.26),
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resulting in Ĵ1 = ĵε and P̂1 = p̂ε, which are substituted into −dĴ1/dv and
−dP̂1/dv. The current equation for external modulation,

−dĴ1

dv

∣∣∣
r̂1

!
=0,εs

!
=1

= iωsP̂1 + r̂1

[
δ (v − vT)− e−iωsτrefδ (v − vR)

] ∣∣∣
r̂1

!
=0,εs

!
=1

(A.53)

−dĵε
dv

= iωs p̂ε,

has no sink or source (rate) terms and a very simple Euler equation

ĵε[k − 1] = ĵε[k] + ∆viωs p̂ε[k], (A.54)

which is initialized at vT to ĵε[kvT = n] = 0 due to the absence of a sink at the
threshold.

Finally, the density modulated by the external signal,

−dP̂1

dv

∣∣∣
r̂1

!
=0,εs

!
=1

=
1

D0

[
(v − µ0)P̂1 + τ Ĵ1 − µ̂P0 + D̂

dP0

dv

] ∣∣∣
r̂1

!
=0,εs

!
=1

(A.55)

=
1

D0

[
(v − µ0) p̂ε + τ ĵε −

(
µ̂︸︷︷︸

[eq. (4.25)]

∣∣∣
r̂1

!
=0,εs

!
=1

)
P0

+

(
D̂︸︷︷︸

[eq. (4.25)]

∣∣∣
r̂1

!
=0,εs

!
=1

)
dP0

dv

]

=
1

D0

[
(v − µ0) p̂ε + τ ĵε

−
(

εs + τ JCE(1 − γg) p̃d(−ωs)r̂1

)∣∣∣∣
r̂1

!
=0,εs

!
=1

P0

+

(
1
2

τ J2CE(1 + γg2) p̃d(−ωs)r̂1

)∣∣∣∣
r̂1

!
=0,εs

!
=1

dP0

dv

]

=
1

D0

[
(v − µ0) p̂ε + τ ĵε − P0

]
Again, comparing the density ODE to eq. (A.36) yields the same G[k] as before,

G[k] =
v − µ0

D0
, (A.56)

and an inhomogeneous term

H[k] =
τ ĵε[k]− P0[k]

D0
. (A.57)

These equations are the same derived in Richardson (2007) and Richardson
(2008) for external current modulation. For instance, eq. (A.57) is equivalent
to H(k)

E in eq. (61) in Richardson (2008).



G. OVERVIEW OF ACTIVITY AND SPECTRAL MEASURES 208

G Overview of activity and spectral measures

The single-neuron and population activities and spectral densities for a range
of synaptic strengths are shown in Fig. A.2.
From top to bottom:

• A sample subthreshold voltage trace (black) and corresponding threshold
crossings (spikes, pink triangles)

• a sample raster plot (gray dots) from a population plotted with the aver-
age (blue, solid line) and standard deviation (blue area around the line)
activity of an observed population, including the time-independent aver-
age (blue, dashed line; see Fig. 4.1)

• weighted average of the population-conditioned single-neuron power
spectrum (see Fig. 4.6)

• the magnitude of the weighted average of the population-conditioned,
pairwise, spike-train cross-spectrum (see Fig. 4.6)

• the magnitude of the susceptibility (see Fig. 4.2; note the extended fre-
quency axis in the susceptibility panels for all J > 0)

• the magnitude of the cross-spectrum between the stimulus and the pop-
ulation output (see Fig. 4.5)

• the population power spectrum (see Fig. 4.7)

• the coherence (see Fig. 4.9. (The all-spike and activity coherence func-
tions are equivalent.)

The formatting and parameters (except J) are the same as for the figure refer-
enced after the description of each measure. Parameters: T = 1000, ∆t= 10−3,
Tinit = 200, τ = 1, τref = 0.1, vT = 1, vR = 0, µ = 1.1, Di = 0.01, σs = 0.3, fc = 15,
g= 5, NE = 10, 000, NI = 2, 500, CE = 800, CI = 200, τd,ij ∈ [0.05, 0.2], NA = 250,
∆=0.5, ϕ=0.2, 1000 trials. Fig. 12 in Knoll and Lindner (2022).
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Braitenberg, V. and Schüz, A. Cortex: Statistics and Geometry of Neuronal Con-
nectivity. Springer, Berlin Heidelberg, 1998.

Bressloff, P. C. and Cowan, J. D. The visual cortex as a crystal. Physica D, 173,
2002.

Brunel, N. Dynamics of sparsely connected networks of excitatory and in-
hibitory spiking neurons. J. Comput. Neurosci., 8:183, 2000.

Brunel, N. and Hakim, V. Fast global oscillations in networks of integrate-and-
fire neurons with low firing rates. Neural Comput., 11:1621, 1999.

Brunel, N. and Sergi, S. Firing frequency of leaky integrate-and-fire neurons
with synaptic current dynamics. J. Theor. Biol., 195:87, 1998.



213 APPENDICES

Brunel, N., Chance, F. S., Fourcaud, N., and Abbott, L. F. Effects of synaptic
noise and filtering on the frequency response of spiking neurons. Phys. Rev.
Lett., 86:2186, 2001.

Bussgang, J. J. Cross correlation functions of amplitude distorted signals. MlT
Research Lab of Electronics Tech. Rep. 216, 1952.
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